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by Josep Xavier
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NEC Laboratories Europe

The fifth-generation (5G) of wireless networks promises to bring new
advances, such as a huge increase in mobile data rates, a plunge in com-
munications latency, and an increase in the quality of experience perceived
by users that can cope with the ever-increasing demand in Internet traffic.
However, the high cost of capital and operational expenditure (CAPEX/OPEX)
of the new 5G network and the lack of a killer application hinder its rapid
adoption. In this context, Mobile Network Operators (MNOs) have turned
their attention to the following idea: opening up their infrastructure so that
vertical businesses can leverage the new 5G network to improve their pri-
mary businesses and develop new ones. However, deploying multiple iso-
lated vertical applications on top of the same infrastructure poses unique
challenges that must be addressed. In this thesis, we provide critical contri-
butions to developing 5G networks to accommodate different vertical ap-
plications in an isolated, flexible, and automated manner. This thesis con-
tributions spawn on three main areas: (i) the development of an integrated
fronthaul and backhaul network, (ii) the development of a network slicing
overbooking algorithm, and (iii) the development of a method to mitigate
the noisy neighbors’ problem in a vRAN deployment.
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Chapter 1

Introduction

1.1 Future 5G networks

During the past years, mobile data has constantly been growing. The
massive use of mobile devices such as tablets, phones, and IoT devices, the
growth of streaming services (both audio and video), and the increasing use
of mobile applications are driving this explosion. Moreover, thanks to the
annual visual network index (VNI) reports released by Cisco [20], trends in-
dicate that wireless data demand and wireless devices will continue grow-
ing. Increasingly often, mobile access to the Internet is becoming key in
many businesses and services to conduct new operations.

As of 2021, LTE is widely deployed in Europe, the USA, and Asia and
is reaching its maturity. Only incremental changes may be expected in the
near future. Thus, LTE will not come close to meeting the forecast mo-
bile data demands in the following years. In light of the data presented
before, many operators have started to gradually deploy 5G (i.e., the next
new mobile communication generation) in the areas with higher demands.
However, 5G operators nowadays do not make money due to the lack of
killer applications to drive revenue while costing too much to invest in 5G
roll-out.

Beyond mobile operator networks, 5G is also expected to be used for
private networks with applications in industrial IoT, enterprise network-
ing, and critical communications. 5G in private networks is critical for busi-
nesses that need mobile data capabilities to develop and pull off disruptive
applications like smart factories, digital transformation, and the Internet of
things (IoT). One of the main goals of 5G is to open up the infrastructure
to vertical sectors traditionally alien to the telco industry (e.g., automotive,
health, construction) as a means to enable new services and boost revenue.

Private mobile networks are not new; they started with the previous
mobile data generation Wi-Fi technology. However, current LTE wireless
technologies and standards do not provide the reliability, speed, or com-
munication coverage required for industry 4.0 [44]. These obstacles hin-
dered the next industrial revolution. However, industry and academia are
leading key technology development that will foster the adoption of 5G
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private networks and fuel a new industrial revolution. Projects such as
5G-Transformer [89], 5G-Growth [65] or 5G-MonARch [46] are several ex-
amples of the undergoing research on 5G private networks.

1.2 Open research challenges and goals of 5G private
networks

5G delivers higher data rates (1-20 Gbit/s), ultra-low latency (1 ms),
high security, reliability, and scalability, capable of accommodating the ever-
increasing traffic demands and huge volume of devices. New key devel-
opments such as Massive MIMO, cell densification, and millimeter wave
frequencies are already part of the 5G deployments and bring the mobile
network to an entirely new level. However, 5G private networks are still
developing and years away from widespread use. In what follows, we
identify different challenges that private 5G mobile networks face.

• Spectrum regulation: Verticals must purchase spectrum from the gov-
ernment, mobile network operators (MNOs), or third-party spectrum
providers to build a private 5G network. Thus, enterprise 5G RAN
equipment (e.g. base stations, small cells) poses a challenge for radio
spectrum planning as businesses may prefer using lower or higher
frequencies depending on their needs. This also may conflict with
planned or existing deployments.

• Integration between private and public 5G networks: Verticals may
want to integrate their private and public networks depending on
their services. For example, a smart factory may want to keep its 5G
private network completely isolated, whereas an automotive business
may connect its private network to the public network. Furthermore,
a smart factory will require specialized RAN equipment to provide
ubiquitous coverage to their premises, whereas connected cars prefer
reusing operators’ infrastructure to deploy their private network. In
general, we have two different models on how to integrate 5G private
networks with the current mobile communications infrastructure:

– Dedicated private network: The 5G private network is built up
from purchased equipment and software tailored to the business
needs. All the 5G private network equipment, which includes
RAN, networking, and packet core, is private and not part of a
mobile network operator (MNO).

– Hybrid private network: Some parts or even the entire 5G pri-
vate network are virtual and shared by other tenants on the same



1.2. Open research challenges and goals of 5G private networks 3

infrastructure. For example, a connected car business may be us-
ing the RAN equipment of an MNO while having its packet core
on tis premises. This pushes MNOs to develop new technologies
to safely and securely shared their equipment across different
businesses.

• Network Automation: Verticals are constantly evolving their services
to meet customer demands and develop new revenue sources. Hence,
verticals that will leverage 5G for their businesses need a flexible com-
munication network that could meet new business requirements in
the future. It is key that 5G private networks support automation so
that reconfiguration and new feature deployment can be as agile as
possible. Automation in 5G private networks focuses on increasing
reliability during the life-cycle of vertical services.

• Integration of diverse use cases: 5G private networks aim to provide
ubiquitous wireless data connectivity to various vertical sectors. This
challenges 5G private networks as they must be designed flexibly to
accommodate a wide range of use cases and requirements from very
different verticals. For example, in high mobility scenarios such as
trains or very dense or sparse areas, it is still difficult to ensure a good
quality of service using LTE [3]. Many different scenarios could be ad-
dressed using different wireless technologies that could be integrated
into 5G.

• Device explosion: As stated in CISCO VNI [20], the number of de-
vices connected per year constantly increases. The use of mobile de-
vices such as tablets, wearables, or smart devices apart from phones
is fuelling the rapid increase in data traffic and enabling new applica-
tions. However, the report also highlights that the type of connected
devices expected to increase faster is M2M communication devices
reaching 50% of the globally connected devices. M2M communica-
tion devices are often found in smart industries and connected cars.
All these new devices have very diverse requirements, and 5G should
be properly designed to service them all.

• User data explosion: In recent years, companies have started to mine
and exploit their users’ enormous volume of data. Businesses must
store all that data efficiently for retrieval, analysis, and modeling.
Thus, 5G private networks must provide mechanisms for metering
applications and storing all generated data. 5G private networks need
to support fast packet processing and integration of new AI/ML mod-
els.
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• Everything-as-a-Service: In recent years, many applications moved
toward the cloud. They provide their service from the browser with-
out installing any application. Cloud providers offer businesses a
platform that allows them to deploy their services without the com-
plexity of building and maintaining infrastructure. For example, the
ability to use software applications directly from an Internet browser
is called software-as-a-service. The concept of everything-as-a-service
goes beyond that. It will allow consumers and companies to access
on-demand software and other storage, infrastructure, platforms, or
network services. Thus, this new concept may lower the access bar-
riers to different businesses and help to grow new unforeseen busi-
nesses. 5G private networks should be able to integrate with on-
demand services that different companies could provide easily.

1.3 5G private networks for industry verticals

Various new disruptive technologies are flourishing as serious candi-
dates to reach the goals and overcome the current challenges of 5G private
networks. In what follows, we attempt to summarize the most relevant
technologies that would enable the deployment of 5G private networks.

• Software-defined networks (SDN): It is an architectural framework
for creating highly programmable networks [34]. Specifically, it de-
couples the control plane from the data plane, centralizing all the net-
work intelligence in one controller that handles the manager and con-
trol plane. Thus, as network intelligence is centralized new applica-
tions may emerge as the network capabilities may be exposed directly
to one application. SDN brings a high degree of flexibilization to net-
works that could be invaluable. The SDN paradigm is being applied
to the core network with promising results [11].

• Network Functions Virtualization (NFV): NFV is a network architec-
ture concept that uses the technologies of IT virtualization to virtual-
ize entire classes of network node functions into building blocks that
may connect or chain together to create communication services [31].
NFV relies upon but differs from traditional server-virtualization tech-
niques, such as those used in enterprise IT. A virtualized network
function, or VNF, may consist of one or more virtual machines run-
ning different software and processes on top of standard high-volume
servers, switches, storage devices, or even cloud computing infras-
tructure instead of having custom hardware appliances for each net-
work function. The key benefit will be the ability to support func-
tional network demands elastically.
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• Network Slicing: 5G verticals could deploy heterogeneous Network
Services (NSs) to meet new business demands. However, cloudifica-
tion and new business demands drive verticals to the cloud. Thus,
MNOs must support deploying different 5G private networks on the
same infrastructure. In this context, the orchestration of NSs is cru-
cial to automate the programming behavior of vertical-tailored mo-
bile networks. Network slicing allows mobile operators to offer, via
proper abstractions, mobile infrastructure (radio, networking, com-
puting) to vertical sectors. 5G network slicing is a network architec-
ture that allows virtualized and separate logical networks to be mul-
tiplexed on the same physical network infrastructure. Each network
slice is a standalone end-to-end network tailored to meet a vertical
application’s needs. In combination with SDN/NFV, Orchestration
technologies fuel the development of network slicing and its support
in 5G.

• Closed-loop automation: Closed-loop automation monitors and anal-
yses network events such as faults and congestion using data and ana-
lytics and take appropriate action to resolve any issues. This does not
limit itself to deploying new services or capabilities; instead, it adapts
the current network features to the current context. For example, if,
during specific times, a 5G private network receives more traffic from
its clients, the closed-loop automation capabilities would orchestrate
the network and deploy redundant services to accommodate all the
new traffic.

1.4 Thesis outline

This thesis aims to identify and contribute to different areas so that 5G
networks can open up their infrastructure to 5G verticals. As explained be-
fore, verticals are key to boosting revenue in 5G. This thesis has four parts.
Each part is devoted to a different research area. Each area has different
challenges and opportunities to research but ultimately contributes to the
direction of creating a 5G mobile network that can accommodate as many
verticals as possible In part 1, we develop a routing algorithm that jointly
optimizes the functional split and traffic demands in an integrated froun-
thaul and backhaul network. Chapters 2, 3, 4, and 5 present the analysis of
the problem, the algorithm development, and the evaluation of the novel
routing algorithm. In part 2, we focus on developing a resource overbook-
ing algorithm for network slicing. This is key so that MNOs can allocate
as many network slices as possible in their infrastructure. Chapters 6, 7,
8 and 9 present the development and evaluation of the overbooking re-
source allocation algorithm. Part 3 tackles the problem of having multiple
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noisy neighbors in the context of virtual RANs. It develops an algorithm to
mitigate the noisy neighbors’ problem by allocating the optimal CPU sets.
Chapters 10, 11 and 12 present the dissection of this problem and the algo-
rithm design and evaluation. Finally, part four is devoted to the conclusions
of this PhD thesis.
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Part I

Fronthaul/Backhaul
convergence
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Chapter 2

Overview

The first part will focus on developing different algorithms to adopt
flexible radio function centralization in 5G. Flexible radio function central-
ization is paramount for 5G private networks as it allows better adapta-
tion of 5G network deployments to specific vertical requirements. How-
ever, current backhaul networks (i.e., the packet-based network between
the edge equipment and core network) need to meet the requirements for
its adoption. This chapter will present the current 5G backhaul research
challenges for adopting flexible radio function centralization and describe
the problem we will focus on solving during the following chapters.

2.1 The 5G-backhaul

It is possible to model a mobile network operator as a hierarchical struc-
ture with three layers:

1. Radio Access Network layer (RAN): The access layer is the portion of
a mobile network operator located at the edge. It contains the differ-
ent radio access elements used by the users to access the network. It is
composed of different base stations that provide different services to
the end users. The access layer handles the low-level operations of the
different equipment connected using the air interface. The access part
is connected to the core layer, which handles the upper layer func-
tions of the mobile equipment using a backhaul transport network. In
LTE, the access layer is commonly referred to as the E-UTRA, which
is composed of different base stations called eNodeB that handle the
low-layer functions of the user equipment (UE). At the same time, it
communicates with the various elements of the EPC. [25]

2. Backhaul transport layer: The backhaul (BH) portion contains the el-
ements between the network’s core layer and the access layer (RAN).
It may contain different aggregation points before it reaches the core
layer. Its role is to provide connectivity between the different end-
points. It closes the geographic distance between mobile network
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nodes to enable different services and access to the Internet—the back-
haul portion transports different traffic planes. For example, an LTE
mobile backhaul would transport the S1-U plane (used to transport
user data) or the X2-C plane (used to transport signaling information
between neighboring eNodeBs). A good design and planning of a
backhaul network is key to providing satisfactory service quality to
the end-users. [77].

3. Core layer: The core layer contains the entities that provide differ-
ent services to the user equipment connected to the access layer in
the network. It handles high-level operations of the user equipment
and provides access to the Internet and other services. For example,
LTE comprises the MME, the HSS, the S-GW, and P-GW, which serve
various end-points at the edge. [95]

Traditionally, the communication protocol stack has been splited between
the core and the RAN. For example, in LTE, physical and access-stratum
protocols are placed directly in the eNodeBs, and non-access stratum pro-
tocols and IP protocols are placed at the core. Thus, each BS transmits and
receives radio signals from the user equipment and forwards the data pay-
load to the mobile core network via the backhaul network. Moreover, each
BS has its cooling, backhaul transportation, backup battery, monitoring sys-
tem, etc. Because of limited spectral resources, network operators ”reuse”
the frequency among different base stations, which can cause interference
between neighboring cells.

As explained in the introduction, vertical businesses will use 5G private
networks to enhance their services and provide new features to their cus-
tomers. Hence, 5G private networks should be flexible enough to accom-
modate various use cases. For example, cloud services and real-time appli-
cations require very low end-to-end latencies, usually around 1 ms, while
other services, such as web traffic, may tolerate higher latencies. Analo-
gously, video streaming applications require higher data rates than typical
mobile apps applications. A detailed list of 5G user experience and system
performance requirements is available in [3], showing use cases in which
data rates span from 1 kbps to 1 Gbps and latencies that go from hundreds
of microseconds to several seconds.

Such heterogeneity in use cases directly impacts on the 5G backhaul
network requirements. Industry and academia are setting different goals
based on current needs and future traffic demand expectations. Despite the
unrealistic features that 5G would have to support, a dominant consensus
is that it will have to cope with many different use cases. Intuition suggests
that we design the backhaul 5G network to support the most stringent net-
work requirements to support all the use cases. However, 5G backhaul
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research is taking a different direction: 5G backhaul should not necessarily
be designed to support the most challenging use cases. It should be flexible
and adaptive so that all services are catered to efficiently while conforming
to their attributes. 5G backhaul components should support different tech-
nologies to adapt to different scenarios. Still, at the same time, it should be
possible to manage and orchestrate different 5G backhaul infrastructures
from the same interface. Techniques such as small cell densification, mas-
sive MIMO, or orchestration techniques such as eICIC or CoMP also impact
the design and architecture of the 5G backhaul. These techniques require
deploying more cells and increasing their managing and orchestration com-
plexity. Thus, traditional RAN needs to prepare to support these changes
efficiently. First, each BS is costly to build and operate. Secondly, when
more BS are added to a system to improve its capacity, interference among
BS is more severe as BS are closer to each other and more of them are using
the same frequency. Thirdly, because users are mobile, the traffic of each
BS fluctuates, and as a result, the average utilization rate of individual BS
is pretty low. However, these processing resources cannot be shared with
other BS. Therefore, all BSs are designed to handle the maximum traffic,
not average traffic, which wastes processing resources and power at idle
times. Fourth, as part of the protocol stack runs on each BS, coordination
and cooperation techniques take a lot of work to implement. Therefore, the
capillarities of the backhaul network need to expand and evolve to support
all the features above at expenses of an affordable cost.

An idea that gained momentum in 5G is the centralization of the dif-
ferent radio functions BSs. This idea addresses the previous problems by
reducing the complexity and cost of cells while improving efficiency and
increasing network flexibility. The main idea is to redistribute the func-
tions traditionally found on the RAN, i.e., in base stations, towards the
cloud. Such centralized intelligence would enable cooperative operation
among cells for better communication. For example, eICIC and CoMP
are much more easily implemented when centralizing the edge functions.
Thus, RAN architecture becomes easier to orchestrate and manage as coor-
dination among cells is much simpler as the edge computation takes place
in a centralized environment. Furthermore, evolving communication pro-
tocols and signal processing techniques are easier as they are decoupled
from the RAN hardware. A pure centralized architecture takes away func-
tionalities from base stations and leaves only the radio function at a Ra-
dio Unit (RU). Consequently, all the functions are placed in the cloud on a
Cloud Unit (CU) connected to several RUs. CUs are the pool of resources
that would be used to carry out all the network functions. Full centraliza-
tion of radio functions is called Centralized RAN (C-RAN).

Although C-RAN brings many advantages to a radio deployment, they
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become questionable when considering larger-scale deployments. RAN
only performs radio functions, so RUs exchange raw IQ samples with CUs,
placing very stringent bandwidth and latency requirements. RU traffic is
usually carried by fronthaul (FH) links that use CPRI or OVBSAI transport
protocols over costly point-to-point fiber. In addition, nowadays, FH archi-
tectures have the following limitations [87]:

• Bandwidth usage is constant and independent of user load, i.e. no
statistical multiplexing; In fact, in [26], they provide the following for-
mula to estimate the traffic rate of a RRH to a BBU in LTE:

R = 2Nant

(
Nres,traffic

Nscrr

TMCsymb
+NbinsNres,PRACH

1

TPRACH

)
Where Nant is the number of antennas, Nres,traffic, Nres,PRACH are the
resolution per I and Q dimension for traffic and PRACH symbols re-
spectively, Nscrr is the number of usable subcarriers per multi-carrier
symbol, TMCsymb is the duration of a single multi-carrier symbol,Nbins

is the number of bins per PRACH allocation and TPRACH indicates its
periodicity. Other works as [112] suggest similar formulas. Clearly,
we can infer from the previous equation traffic do not depend on
users or network load. In fact, rate between an RRH and a BBUs de-
pends of the physical layer parameters. In fact, for a common LTE
scenario 1 a traffic rate of 2.4 Gb/s is derived.

• From the previous formula we can also derive that data rate require-
ments scale linearly with the number of antennas, which renders mas-
sive MIMO unfeasible. 2x2, 4x4 or even 8x8 would be feasible but as
Massive MIMO uses hundreds of antennas C-RAN may render Mas-
sive MIMO as incompatible with this architecture

• CPRI and OVBSAI transport protocols, plus the usage of point-to-
point costly fiber make fronthaul links have very low (or none) path
diversity between RRHs and CCPs. That is, fronthaul links have very
poor resilience and a high inefficiency.

• FH and BH are incompatible in terms of physical interfaces, data or
control planes (i.e. no infrastructure reuse). Usually, BH traffic is
transported over Ethernet while fronthaul traffic uses transport pro-
tocols such as the aforementioned CPRI or OVSAI. There is not a com-
mon infrastructure that couples with fronthaul and backhaul traffic.

11 user/TTI, 20 MHz BW, IP MTU 1500B; DL: MCS 28, 2x2 MIMO, 100 RBs, 2 TBs of
75376 bits/subframe, CFI = 1; UP: MCS 23, 1x2 SIMO, 96 RBs, 1 TB of 48936 bits/subframe.
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In light of the above, a re-design of the FH is considered [17, 87]. No-
tably, the IEEE 1914 WG has recently been set up to standardize the next-
generation fronthaul interface (NGFI), tackling the aforementioned limita-
tions. Two pivotal paradigms steer its design. First, NGFI shall be based
on a simpler packet-based transport protocol which would enable statis-
tical multiplexing of traffic, infrastructure reuse, and routing with higher
degrees of freedom. So far, Ethernet, with some enhancements, frame pre-
emption (IEEE 802.1Qbu), and scheduling (802.1Qbv), has been shown to
be promising [121]. Note that this blurs the separation between BH and FH.

Unfortunately, FH and BH traffic coexistence in a common packet-based
environment faces an important challenge. The tough requirements of full
C-RAN centralization are now subject to more limited –and likely variable–
transport resources. However, retaining as much centralization as possible when
full BS offloading is unfeasible due to transport constraints would be desirable.

This leads to NGFI’s second driving concept: a flexible split of the RAN
functionality. The idea is to divide a classic BS into a set of functions that can
either be processed co-located with the RU or offloaded into a centralized
CU, depending on the transport requirements and centralization needs. In
this way, we can better balance cost/performance gains (the more aggres-
sive the offloading, the higher the gains) and requirements (the softer the
offloading, the relaxer the network constraints).

2.2 Functional split

A flexible architecture, capable of adapting to environments that require
full offloading of RAN functionally, scenarios where it may not be needed,
or even scenarios where the computational load of the full BS stack is shared
between CUs and RUs, is of paramount importance. The latter is called
flexible functional splitting [123] and would serve to scale up and down the
network burden on the 5G backhaul and the computational load in CUs
and RUs as needed while retaining some of the advantages of centralization
(e.g. coordination and cooperation technique). This is not only an interest-
ing academic idea, but it is under the scope of IEEE 1914 WG and other
standardization bodies like the Small Cell Forum [112] and the industry.2.
Furthermore, using virtualization, the base station functions could also be
flexibly distributed and moved across the network (i.e. CU assignment),
providing another degree of freedom for routing and load balancing.

In what follows, we discuss different possible functional splits in 5G. We
discuss the advantages of centralizing different layers of the access-stratum

2NEC Corp. and Intel Corp. announced in Dec. 2015 an agreement to develop a solution
to virtualizing the functions of mobile base stations [81]
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protocol stack, which currently runs at BSs. We summarize its network re-
quirements in table 2.1, and we present its bandwidth and latency require-
ments in table 2.2. To find a detailed procedure on how to calculate these
network requirements, the reader may go through [112] and [26]

1. RRC - PCDP: Virtualization of RRC provides important benefits in
providing central visibility to signal strength measurement reports
and facilitates customization of mobility management algorithms. It
is also the only split that provides a true separation between the con-
trol plane and the data plane, allowing for the possibility that user
plane IP packets may take a direct path to their destination without
transiting a CU.

2. PDCP - RLC: Virtualizing the PDCP and RRC layers produces added
benefits of improved mobility across cells, where these cells share the
same CU for their virtualized functions. It also removes the need for
any data forwarding.

3. RLC - MAC: The next virtualization level is moving the RLC layer
functions to the CU. This increases the amount of functionality that
can be scaled, including load balancing, but introduces complexity
as the downlink RLC layer is tightly coupled to both the MAC and
scheduler. A flow control method would have to be defined to decou-
ple the RLC and MAC to support this use case.

4. Upper MAC: An alternate method for de-coupling the downlink RLC
and MAC layers is to split the MAC. Here, most of the MAC layer
is virtualized on the CU, but the HARQ scheduling remains on the
remote small cell. The virtualized scheduling function’s benefit is the
enhanced capability for coordinating transmissions across multiple
cells.

5. MAC-PHY: Virtualizing further cell functions results in the CU par-
ticipating in the HARQ cycle, where the cell has 4 ms from receiv-
ing an uplink sub-frame to returning a response on the downlink.
This split is functionally straightforward as all L3 and L2 functions
reside on the CU, and the L1 PHY on the cell. However, the HARQ
cycle results in tighter latency constraints on the fronthaul. A tech-
nique called HARQ interleaving [112] can be used to relax latency
constraints. However, HARQ interleaving reduces the peak user data
rate, although the aggregate cell capacity may be preserved in certain
cases.

6. L1 PHY: The final use case involves virtualizing L1 PHY functions in
the CU, which gives the added benefits of resource sharing and load
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balancing for any DSPs, FPGAs, and hardware accelerators. There
are several options for splitting the PHY, and each results in different
functionality located in the CU and varying fronthaul bandwidth re-
quirements. The more PHY functions that are virtualized, the higher
the fronthaul bandwidth requirement, with a traditional cloud RAN
split giving CPRI bandwidths.

2.3 Problem definition

All the above leads to a new generation of transport network that is
highly flexible: (i) it contains a larger number of degrees of freedom to
route traffic between RUs/CUs, (ii) it carries traffic from a fine-grained set
of RAN splits which in turn yields a better balance between centralization
and requirements, and (iii) it can be deployed over a cost-effective packet-
based infrastructure. Though industry and academia advocate towards this
direction for 5G [17, 87, 121, 23, 112, 81, 123], to our knowledge, no study
has looked into the implications that a flexible RAN centralization poses on
a packet-based infrastructure with high path diversity like we aim to do in
this thesis. In fact, despite its benefits, a joint implementation of both, flexi-
ble RAN centralization and a packet-based FH, is inherently challenging.

On the one hand, a proper choice of BS split points depends on the trans-
port capabilities of such next-generation FH (NG-FH), like available band-
width, latency or jitter, which in turn are unknown until all paths have been
computed (note that in NG-FH links can be shared). On the other hand, an
adequate routing across the NG-FH requires knowledge of the BS splits,
because such choices set the demands of the flows to route (see table 2.2).
Therefore, we face a coupled problem where routing and RAN split points must
be optimized jointly, a problem that, to the best of our knowledge, has not been
identified before.

In order to illustrate this, let us set up a toy scenario, depicted in Fig. 2.1,
with one CU and 5 RUs. 4 RUs are located within the same interference
domain A, whereas the remaining RU is located in another interference do-
main B. In this example we consider only capacity constraints for simplicity.
We now analyze different simple strategies to decide on the BS splits and
paths that connect RUs and CU.

2.3.1 Best split, then best routing

The first (rather naïve) strategy is to decide first on the BS splits, i.e.,
without routing knowledge, and then, based on such decision, find a fea-
sible set of paths. Given a RAN split, the problem can be seen as an Un-
splittable Flow Problem (UFP), which is NP-Hard [7]. Regarding Fig. 2.1,
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TABLE 2.1: Functional splits gains analysed by the Small
Cell Forum [112]. 1 user/TTI, 20 MHz BW, IP MTU
1500B; DL: MCS 28, 2x2 MIMO, 100 RBs, 2 TBs of 75376
bits/subframe, CFI = 1; UP: MCS 23, 1x2 SIMO, 96 RBs, 1

TB of 48936 bits/subframe.

Split # Gains

RRC - PDCP

• Enables L3 functionality for multiple
small cells to use the same HW.

• Enhanced mobility across remote nodes
w/o inter-small cell data forwarding or
signaling.

• Reduced mobility-related signaling to
the mobile core segment.

• No need to manage a large number of
X2 endpoints between small cells and
macro eNBs.

• Control plane and user plane separa-
tion.

PDCP - RLC • Enables L3 and some L2 functionality to
use the same HW.

RLC - MAC • Resource sharing benefits for both stor-
age and processor utilization.

MAC I - MAC II

• Synchronized coordination and control
of multiple cells.

• Synchronized coordination across cells
enables CA, CoMP, eICIC or cross car-
rier scheduling.

MAC - PHY
• Enhancements to joint transmission

CoMP with RRH frame alignment and
centralized HARQ.

PHY

• More opportunities to disable parts of
the CCP at quiet times to save power.

• Central L1 CCP can be scaled based on
average utilisation across all cells.

• Smaller CCP results in less processing
resource and power saving.

• Enhancements to joint reception CoMP
with uplink PHY level combining.

we may be tempted to pick split J (Table 2.2) for all BSs to grasp the advan-
tages of full centralization. This choice, however, implies that five 2.5-Gbps
flows shall be routed from the CU to each RU, which is unfeasible (this is
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TABLE 2.2: Functional splits constrains analyzed by the
Small Cell Forum [112]. 1 user/TTI, 20 MHz BW, IP MTU
1500B; DL: MCS 28, 2x2 MIMO, 100 RBs, 2 TBs of 75376
bits/subframe, CFI = 1; UP: MCS 23, 1x2 SIMO, 96 RBs, 1

TB of 48936 bits/subframe.

BS Functional DL/UL BW Delay
Split # decomposition req. (Mb/s) req. (µs)

A RRC - PDCP 151/48 30e3

B PDCP - RLC 151/48 30e3

C RLC - MAC 151/48 6e3

D MAC I - MAC II 151/49 6e3

E MAC - PHY 152/49 2e3

F PHY split I 452/173 250
G PHY split II 933/903 250
H PHY split III 1075/922 250
I PHY split IIIb 1966/1966 250
J PHY split IV 2457.6/2457.6 250

obvious in such a simple example). Obviously, this choice is unfeasible be-
cause there is no routing instance capable of transporting those flows; note
that there are two bottleneck links, 1 and 8, with an aggregate capacity of
11 Gbps which could not support the aggregate load demand of 12.5 Gbps.
We could consider relaxed functional splits but then we need another com-
plex combinatorial problem that uses the UFP solver as subroutine. It thus
becomes evident that a (mildly) better approach is to set the paths first and
then, based on the transport capabilities given by these routes, find a good
feasible RAN split, which leads to our next strategy.

2.3.2 Best routing, then best split

The second strategy is to decide on routing first, based on some crite-
ria (e.g. shortest-path), with no knowledge of each flow demand (which
highly depends on the RAN split). For instance, if we apply a max-min
criterion [78], the outcome would be five 2-Gbps flows. Now, upon such
routing knowledge, we could find the highest feasible RAN split. This is

FIGURE 2.1: Toy scenario.
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also an NP-Hard problem since it could be seen as a BAG-UFP problem
in a tree [14] which, to our knowledge, does not have approximation al-
gorithms. However, given the simplicity of our example, we can find, via
exploration, that the best solution in terms of centralization is Split I (Table
2.2) for all BSs. We show next that we can do better; in fact, we show in
chapter 4 that this approach generally leads to poor solutions.

2.3.3 Joint decision

We can observe that one RU is in a different (smaller) interference do-
main B, which implies lower gains in centralization (no coordination issues
with other BSs) [99]. With this in mind, we could route the traffic of the RU
in domain B through links 8 and 9 using split G. This releases additional
capacity for the remaining RUs, which can now use split J, maximizing the
advantages of centralization of the whole system. Reaching this solution
implies a joint routing/RAN split selection which has not been studied be-
fore. Needless to say, this problem is also NP-hard (as it could be partic-
ularized to either of the former problems) and becomes very complex in
large-scale scenarios.

In summary, while most of the research on QoS routing assumes that
the traffic demands are known, in this thesis, the demands are also subject
to optimization (via selection of RAN splitting). To the best of our knowl-
edge, this is the first thesis that has identified this problem and proposed
solutions to optimize RAN splits and routing jointly.
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Chapter 3

Design

In this chapter, we will tackle the problem presented in the previous
chapter. We want to jointly optimize the RAN splits and routing to retain
as much centralization as possible in a network scenario. First, we will
present our system model. Next, we propose two algorithms: an optimal
branch-and-bound scheme and a sub-optimal greedy algorithm.

3.1 System Model

We consider a scenario comprised ofM CUs C := {C1, · · · , CM}, N RUs
R := {R1, · · · , RN}, and a packet-based network connecting RUs to CUs by
means of packet-switching nodes V := {v1, · · · }. Nodes communicate via
network links such that li,j = 1 denotes an existing link between nodes i
and j and li,j = 0 otherwise. Note that the links are directional, links li,j and
lj,i are different but as we are modelling a communication network both
must be defined (undefined) i.e. li,j = 1 ⇐⇒ lj,i = 1 (li,j = 0 ⇐⇒ lj,i = 0).
The set of all links is defined by L = {l1,1, ...} and the network contains
|L| links. The set of links ε+(k) = {li,j |i = k, j ∈ C ∪ R ∪ V} is the set of
outgoing link of node k and the set ε−(k) = {li,j |i ∈ C ∪ R ∪ V, j = k} is
the set of incoming links to node k. What is more, each link has bandwidth
and latency defined by βli,j and δli,j . The collection of all nodes is denoted
by N := C ∪ R ∪ V . We assume CUs are connected to the operator’s core
network with no bottleneck, thus acting as gateways to the external world.
Note that we do not take any assumptions on topology structure, in an
attempt to shed some light for arbitrary large-scale scenarios. Also, without
loss of generality we will focus on the downlink case. Figure 6.1 shows a
simple scenario.

3.1.1 Flexible RAN functional split

RUs are in charge of analog processing and digital-to-analog conver-
sion. The remaining functionality of a traditional BS (modulation, ARQ,
user scheduling, etc.) is split into a set of H atomic functions F := {f1, · · ·
, fH} that can be executed by either a CU or a RU though, importantly,
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FIGURE 3.1: Scenario.

all functions in F must be executed sequentially. This is known as flexible
functional split. As we explained in the previous chapter, offloading RAN
functionality into a CU has the advantage of lower operational costs (e.g.
common refrigeration, single-point maintenance, etc.) and capacity gains
to users (joint signal processing, coordinated resource allocation, etc.) [112].
However, the delay and throughput requirements for the transport network
between CUs and RUs become more stringent when a larger number of
functions are offloaded.

To model this, we let θm,n ⊆ F denote the subset of BS n functions
assigned to CUm. In turn, θ̄n := F \

⋃
m∈C θm,n is the subset assigned to RU

n. We impose a one-to-one mapping between CUs and RUs and therefore
θm,n = ∅∀m ∈ C\{An}, whereAn returns the CU assigned to RU n, i.e., we
do not consider chaining functions across different CUs. Finally, Θ := 2F is
the powerset of F (a set containing all possible configurations of θm,n).

In this way, we can model traditional scenarios like C-RAN (setting
θAn,n = F and θ̄n = ∅ ∀n ∈ R), traditional mobile communication archi-
tectures (with θAn,n = ∅ and θ̄n = F ∀n ∈ R), and any other configuration
between these two.

3.1.2 Routing and CU assignment

We thus assume a flexible transport protocol (NGFI) that is able to carry
IQ samples from CUs to RUs as well as traffic from different BS splits and
BH traffic onto the same substrate (switching-based) NG-FH infrastructure.
Hence our network must transport N flows (each associated with one RU)
with different demands that depend on the functional split of each BS. The
path followed by flow n is comprised of a subset of the forwarding nodes
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Pm,n ⊆ V from CU m = An to RU n such that for any vi ∈ Pm,n there is
exactly another vj 6=i ∈ Pm,n with lvi,vj = 1 (i.e. no loops). If CU m 6= An

(does not serve RU n), then Pm,n = ∅.
The network between CUs and RUs must satisfy the delay/throughput

requirements of a given RAN split θ := {θm,n | ∀m ∈ C,∀n ∈ R}. In turn,
the transport capacity depends on the routing choices P := {Pm,n | ∀m ∈
C, ∀n ∈ R} between CUs and RUs. Thus, as said earlier, we face a problem
where transport routing P and BS splits θ must be optimized jointly. In
fact, as delay and throughput constrains must be satisfied jointly with the
chosen splits we do not allow for multipath routing from each RU to its
assigned CU. That is, it is harder to guarantee the requirements if we allow
for multipath routing. For example, if we would allow multipath routing
since each of the redundant paths may have a different latencies, having
packets take separate paths can cause packets to always arrive out of order,
increasing delivery latency and buffering requirements. We also do not take
into account the queueing effects. In summary, each pair RU and CU will
have a single path assigned that is compliant with the bandwidth and delay
constrains.

Finally, we assume we are capable of orchestrating routes from RUs
to CUs and set up functional split changes at RUs/CUs in a centralized
manner. We also assume we have knowledge about the throughput load
demanded by users to each of the RUs. We also assume that, given any
functional split assignment θm,n and the network load at RU n, rn, we can
easily compute the delay and throughput requirements for the 5G back-
haul network to carry such traffic between CU m and RU n, d(θm,n, rn) and
b(θm,n, rn), respectively.

3.1.3 Clustering

The main challenge of our optimization problem is the large space of
candidate solutions, i.e. a network has (k ·M)N · (|F| + 1)N possible con-
figurations, where k is the number of possible paths between any CU and
any RU. In order to reduce such huge space, we leverage the fact that joint
processing of different BSs mostly makes sense if it is done within the same
CU. Moreover, there is little gain to do joint processing of a set of BSs with
different functional splits. We thus assume that the set of RUs is partitioned
intoQ := {q1, q2, . . . } clusters where qi contains a subset of RUs constrained
to the same split choice and CU assignment. Note that an RU can still fol-
low a route to its CU that is different to that of another RU within the same
cluster. For instance |Q| = 2 in our toy example in chapter 2. This brings
down the space of candidate solutions to kN ·M |Q| · (|F| + 1)|Q|. Since the
focus of this thesis is on joint routing and RAN centralization, along this
thesis we will assume that clustering is given (e.g. [28, 99]).
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3.2 Optimization Framework

Our goal is threefold: (i) pair CUs to RUs (or clusters of RUs), (ii) set the
unsplittable flow paths between CUs and RUs, and (iii) choose the func-
tional decomposition of BSs optimally. Although the capacity gains vs. cost
trade-offs due to function centralization could be modeled to some extent
[116, 101], the actual benefits are much broader than such quantitative mea-
sures (see [112], descriptively condensed in Table 3.1) and are hard to model
in general. For instance, maintenance is simplified by centralizing func-
tions which should then reduce costs; however, the extent of these gains
depends on several factors which differ across operators. In the literature
today, we can find some models on the trade-offs between full centraliza-
tion (C-RAN) and distributed BSs, e.g. [116, 101]. However, these are only
two split options out of the many we consider here. A recent paper [127]
has experimentally studied the computational costs of different functions
of Open Air Interface (OAI)’s LTE protocol stack (a well-known software-
defined radio implementation); however, they do not model the gains of
centralization, which remain an open issue.

In this thesis, given such a research gap, we use a simple model that
serves our purpose of studying the implications of flexible RAN centraliza-
tion in a packet-based FH, and leaves a more accurate modeling of differ-
ent splits gains/costs for future work. Thus, assuming that centralization
is always more cost-efficient [116], we aim at maximizing the degree of cen-
tralization γ of our system subject to network constraints

max γ
θ,P

:=

 1

N

∑
n∈R

α∑
f∈θn

ςf (sn) +
∑
f∈θ̄n

ςf (sn)

−1

(3.1)

s.t.
∑

i 6=j∈Pm,n

li,j · δli,j ≤ d(θm,n, sn), ∀m ∈ C,∀n ∈ R (3.2)

M∑
m=1

N∑
n=1

I(i, j,Pm,n)·b(θm,n, sn)≤βli,j , ∀i 6=j ∈ N (3.3)

where ςf (sn) models the computational burden of function f given con-
figuration sn (MIMO setting, bandwidth, etc.) of BS n, and 0 ≤ α ≤ 1

models the relative cost savings when a function is centralized.
The first set of constraints (3.2) handle delay requirements, where δli,j is

the propagation delay of link li,j , which we assume is an additive constant
for simplicity (i.e. we do not consider queueing effects)1 and d(θm,n, sn) is
the delay requirement of split θm,n and setting sn. We skip jitter constraints

1NGFI is considering the utilization of frame preemption (802.1Qbu) and scheduled traf-
fic (802.1Qbv) to mitigate stochastic queueing effects [121].
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TABLE 3.1: Computational costs based on the CPU execu-
tion times shown in [127] and split mapping from Table 2.1.

LTE subfunction (f ) Others RLC MAC PHY 2 PHY 1
Relative cost (ςf ) 0.2 0.01 0.14 0.17 0.48

Split 1 (RRC - PDCP) CU RU
Split 2 (RLC - MAC) CU RU
Split 3 (MAC - PHY) CU RU
Split 4 (PHY split I) CU RU

Split 5 (PHY split IV) CU

because they can be mitigated with buffers at the receivers at the cost of
latency [121]. Eq. (3.3) handles capacity violations, where βli,j is the total
bit-rate capacity of link li,j , I(i, j,Pm,n) is an indicator function which is 1
if nodes i and j are contained in Pm,n and 0 otherwise, and b(θm,n, sn) gives
the throughput demanded by an RU with split θm,n and configuration sn.
For instance, Table 2.2 shows values of d(·) and b(·) for a certain configu-
ration sn and different splits. Without loss of generality, we consider the
functions, splits and costs given in Table 3.1 (the shaded and white area
highlight the functions running in a CU and an RU, respectively), and as-
sume sn ∀n given in Table 2.2 to simplify our evaluation.

3.3 Joint optimization algorithms

We let the triple Xn := {An, θAn,n,PAn,n} describe a configuration of
BS n and X := {Xn | ∀n ∈ R} be a candidate solution to our problem.
Hence our goal is to find the optimalX∗ that maximizes the degree of cen-
tralization γ. Since this is an integer non-linear problem (b(·), d(·) or ςf (·)
can be discontinuous non-linear functions), we focus on combinatorial al-
gorithms. In order to reduce complexity, we constraint our combinatorial
search to settings where all BSs within the same cluster have the same split
and CU assignment. We first propose a nearly-optimal branch-and-bound
algorithm (BBB) with unbounded worst-case complexity (though we ob-
served reasonable performance in all our experiments in Chapter 5, and
then we design a low-complex greedy approach (GA) with no optimality
guarantees.

3.3.1 Backtracking Branch-and-Bound (BBB) algorithm

We start with a simple branch-and-bound approach which explores a
discrete space of candidate solutions. This type of algorithm has the advan-
tage of being highly parallelizable [59], i.e. suitable for cloud computing
platforms.

First, we store in Πn := {P(1)
m,n · · · P(k)

m,n | ∀m ∈ C} k candidate paths
between each CU m and RU n, for all n ∈ R. To build such a space, we first
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compute the k paths with shortest end-to-end delay for each pair CU m -
RU n. This can be readily obtained with k-shortest path routing versions
of Dijkstra, for example, with complexity O(MNk(L + |N | log |N |)) with
L :=

∑
i,j∈N li,j [126]. Now, this space can be represented as a tree where

a node i in level τ represents one possible setting X(i)
ψ(τ) for RU ψ(τ), where

ψ(τ) is a function that maps a level τ to RU n (ψ(0) = ∅ is the root level)
and i is a point in the configuration space Cn := {(m, θm,n,Pm,n) | m ∈ C,
θm,n ∈ 2F ,Pm,n ∈ Πn}. A full branch represents therefore a candidate X
(see Fig. 3.2). We describe the branch and bound algorithm in the following
steps:

1. Initialization phase. We make use of a score function that pre-evaluates
roughly how “good” configuration Xn is. To this aim, inspired by [7], we
define FXn as

FXn :=
W (θm,n)∑

p∈Φ(Pm,n)

b(θm,n, sn)

min
{li,j |∀i,j∈p}

βli,j

, (3.4)

where W (θm,n) :=
(
α
∑

f∈θi ςf (ri) +
∑

f∈θ̄i ςf (ri)
)−1

is a reward function:
the individual degree of centralization of BS n when using split θm,n and
CU An = m. The denominator sums up the load required by that flow
relative to the capacity of path p (capacity of bottleneck link in p) for all
paths p ∈

⋃
j∈R\n Πj that share some link with Pm,n (these are collected in

set Φ(Pm,n)). This serves us as a rough estimation of the penalty incurred
by any split choice and path combination. In this way FXn represents the
reward of using path Pm,n and split θm,n relative to an estimation of the
burden such choice would add to the whole system. In this initialization
phase, we pre-compute F

X
(i)
n
∀i ∈ Cn,∀n ∈ R. We will use this information

in our branching phase.
Moreover, this type of algorithms keeps track of an upper bound on the

minimum cost γ−1 which is tightened as it advances. As we will see in
chapter 5, a good initial bound helps enormously to reduce complexity and
thus we will use the outcome of the greedy approach that we present later
on.

2. Branching. Our branching method is based on a Depth-First-Search
(DFS) tree-exploring method that starts at the root τ = 0 and visits one un-
visited node per level until it reaches the depth of a branch, when it back-
tracks one level, until all nodes in the tree are visited. This can be imple-
mented recursively or iteratively. 2 Each level τ of the tree represents a con-
figuration Xn(τ) for RU n(τ) and thus branching implies selecting a candi-
date configurationXn(τ+1) for RU n(τ+1). To minimize the running time of

2We can use any recursive or iterative known implementation for this.



3.3. Joint optimization algorithms 25

FIGURE 3.2: BBB algorithm. Partial candidate
({X(c1)

ψ(1), X
(c1)
ψ(2), · · · }) violates constraints and all hang-

ing branches are thus pruned.
our algorithm it is of paramount importance that reasonably good solutions
are explored early and configurations that violate constraints are detected
early. This would allow us to maximize the amount of pruning that we do
over the tree, i.e. sections that do not have to be explored via early backtrack-
ing and bounding. In order to do that, we carefully choose our ψ(τ) function
to map RUs in ascending order according to

∑
i FX(i)

n
, where F

X
(i)
n

is the
score function defined earlier. Then, each node i in level τ corresponds to a
configuration from the ordered sequence 〈X(i)

ψ(τ)〉, where candidate settings
are sorted in descending order according to F

X
(i)
ψ(τ)

∀i ∈ Cψ(τ) first, and in

ascending order according to |θ(i)
m,ψ(τ)|, second. This tests high-order cen-

tralization levels with a high score first (potentially good solutions) and
“worse” RUs higher up in the tree (configurations with potential constraint
violations). which helps to increase the amount of pruning. Additionally,
it is important to note that inferior levels may have a lower space of candi-
date configurations if an ancestor node belongs to the same cluster. This is
because in such case a split choice and a CU assignment have already been
made for this RU (those of the ancestor); thus the space of possible settings
for this RU drops to k choices to choose the path. This means that, every
time we explore a node of the tree X(i)

ψ(τ), since we are selecting a configura-
tion for RU ψ(τ)’s cluster, including CU assignment and split, we remove
all the configurations that do not have the same CU assignment and split as
X

(i)
ψ(τ) from the set of possible configurations Xn of all RUs within the same

cluster.
3. Early backtracking. Every time we visit a node of the tree we have a

larger partial candidate solution, until we reach the depth of the tree where
we have a complete candidate solution. To speed up the process, when a
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node is visited we check that such partial candidate does not violate con-
straints (3.2)-(3.3). If it does, the hanging nodes are pruned and we back-
track to the previous level (see Fig. 3.2).

4. Lower bounding. In addition, when a node is visited, if there are no
constraint violations, we compute a lower bound on the cost γ−1 achievable
by any solution that contains the current partial solution. To this aim, we
calculate the cost of the partial solution and we add the lowest cost each
hanging RU could contribute to cost γ−1 with; this is clearly a lower bound
of the cost of the branch being explored and can be computed with low
complexity. If this is larger than the current upper bound, we prune the
hanging branches and backtrack.

5. Upper bounding. If the depth is reached, this branch becomes the
new best solution, γ−1 becomes the new upper bound and we backtrack to
the previous level.

3.3.2 Greedy algorithms (GA-GR and GA-RR)

Unfortunately, the complexity of branch-and-bound approaches does
not scale well in general, particularly if an initial upper bound is not prop-
erly chosen. For this reason, we now propose a low-complex combinatorial
algorithm described in Algorithm 1. The algorithm assumes that F

X
(i)
n

has
been computed for all RU n ∈ R and all i ∈ Cn. (Although Cn is built using
a set of pre-computed routes, this algorithm is not constrained to choose
them). Note that we abuse notation and we let θq denote the functional
split θAn,n for any RU n in cluster q ∈ Q (since all of them shall have the
same setting).

Algorithm 1 greedily increases the functional split setting of the cluster
q ∈ Qwith largest αq such that

αq :=
∑
n∈q

max
{
F
X

(i)
n
| ∀i ∈ Cn, θq = {θ∗q , f|θ∗q |+1}

}
αq is another score function that favours larger clusters with higher likeli-
hood to satisfy constraints.

The intuition is that larger clusters contribute to increasing αq (because
we are summing up across all RUs in the cluster) and, given that a higher
FXn has (roughly) higher chances of meeting constraints (because RU n

overlaps with less and higher-capacity links used by others), clusters with
RUs that have good “best potential configurations” will also contribute to
increasing αq. Thus, clusters with higher αq are in better position to cause
less damage if their split is increased but also have higher improvement over
the degree of centralization (because there are more RUs in the cluster).
Then, for every split change, we invoke find_routes(·) to find a CU as-
signment first and a feasible routing instance second. Algorithm 1 has a
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Algorithm 1 Greedy algorithm.
1: function GREEDY_OPT(C,R,V,Q)
2: /*Initialization*/
3: for ∀q ∈ Q do
4: θ′q = ∅
5: end for
6: (P ′, γ′) = find_routes(C,R,V,Q,θ′)
7: while |P ′| = |R| do
8: /*All flows could be routed*/
9: (θ∗,P∗, γ∗) ← (θ′,P ′, γ′)
10: for ∀q ∈ Q, |θq| < |F| do

11: αq =
∑
n∈q max

{
F
X

(i)
n
| ∀i ∈ Cn, θq = {θ∗q , f|θ∗q |+1}

}
12: end for
13: q ← max(α)
14: θ′q ← {θ∗q , f|θ∗q |+1}
15: (P ′, γ′) = find_routes(C,R,V,Q,θ′)
16: end while
17: return (θ∗,P∗, γ∗)
18: end function

worst-case complexity of O(|Q||F| + 1) times that of the CU assignment
and routing algorithms which we present next.

Our CU assignment algorithm is a simple heuristic that assigns each
cluster to the CU which is closest (in terms of lowest latency) to the RU
that is nearest to the centroid of the cluster. This can be readily done with
complexityO (M(L+ |N | log |N |)) applying Dijkstra. We now propose two
alternatives for routing.

Greedy Routing (GA-GR)

This is a quick greedy routing algorithm that leverages the F
X

(i)
n

scores
for the set of pre-computed routes mentioned above. We note that, although
we use a set of pre-defined paths, the output of this approach may not
return those routes –we are just interested on the scores. The algorithm
is a simple greedy approach, inspired by the combinatorial UFP solver
of [7]. We first sort all flows n ∈ R in descending order according to∑

i∈Cn{FX(i)
n
| θq = θ∗q}. The intuition is that high-score flows are (roughly)

less prone to penalize the degree of centralization of other flows (note that
F scores favour disjoint paths). Then, for each flow of the sorted sequence,
we iteratively apply shortest-path routing (or any QoS routing approach) to
greedily find a feasible route for each path in the sorted set. The topology
is updated in each iteration with the new residual link capacities. The algo-
rithm returns a set of feasible routes for all flows or an empty set if we could
not find a feasible route for some flow. Using Dijkstra, this has complexity
O (N(L+ |N | log |N |)).

Randomized Rounding routing (GA-RR)

Alternatively to that greedy approach, we also propose a randomized
rounding routing algorithm, inspired by [52], which works as follows: First,
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Algorithm 2 Greedy routing

1: function GREEDY ROUTING(Input: C,R,V,Q,θ′)
2: /*Initialization*/
3: F = ∅
4: P = ∅
5: S = ∅
6: D = ∅
7: K = k
8: for ∀n ∈ C do
9: Pm,n,1,Pm,n,2, ...,Pm,n,k = k-shortest-paths(n, m)
10: F = F ∪ FXn,1, ..., FXn,k
11: end for
12: /*Sort the values of function FXn*/
13: sort F in descending order
14: /*Select the paths according to its score function*/
15: for ∀FXn,k ∈ F do
16: if n /∈ S then
17: if fitInScenario(Pm,n,k, C,R,V,Q) then
18: S = S ∪ n
19: D = D ∪ Pm,n,k
20: end if
21: end if
22: end for
23: /*Return the solution if we have been able to find a

path for each RU*/
24: if length(|S| == N then
25: return D
26: else
27: return ∅
28: end if
29: end function

we find the optimal multi-path routing formulating the problem as a sin-
gle linear problem. Thus, we perform a linear relaxation on the original
unsplittable flow routing problem, which is NP-hard. Solving the linear
problem gives a set of paths for each traffic demand, each path having a
value assigned to it representing the fraction of the traffic demand being
routed through the path. Second, we perform rounding on the fractional
path assignments to get an integer solution i.e. we select one path from the
set of paths corresponding to each traffic demand for routing. In detail, we
apply a technique called randomized rounding [98] that for each flow n, we
treat the fraction of demand routed on each path as the probability of its oc-
currence and round one of the single paths to 1 and others to 0. The whole
rounding procedure is repeated until the standard error to the mean ratio
of the objective function of the solutions is less than a certain threshold.

To find the best multi-path routing in networkN , with clusteringQ and
chosen splits θ′ we formulate the following linear problem
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Algorithm 3 Greedy routing
1: function LP ROUTING WITH RANDOMIZED ROUNDING(Input:
C,R,V,Q,θ′)

2: /* Start solving the LP routing problem */
3: F = MCF (C,R,V,Q,θ′
4: for ∀n ∈ N do
5: Pn = DFS(F , n,An)
6: /* Prune the paths that are not compliant with the

latency */
7: for ∀k ∈ Pn do
8: if latency(pn,k)> d(θm,n, rn) then
9: Pn = Pn \ pn,k
10: end if
11: end for
12: if Pn == ∅ then
13: return ∅
14: end if
15: end for
16: /* Initialize the variable for the randomized rounding

*/
17: Nmin = N
18: Nmax = M
19: ε = ε0
20: Fmin =∞
21: Fi = 0
22: Smin = ∅
23: µF,i = µF,0 = 0
24: σ2

F,i = σ2
F,0 = 0

25: for i ∈ {1, ..., Nmax} do
26: for n ∈ {1, ..., N} do
27: select a path pn,k from Pn with probability

Yn,k/
∑
k Yn,k.

28: /* Update the solution in the iteration i */
29: Si = Si ∪ pn,k
30: end for
31: Calculate the objective function Fi using Si
32: if Fi < Fmin then
33: Fmin = Fi
34: Smin = Si
35: end if
36: (µF,i, σ

2
F,i) = OnlineAverageAndVariance(µF,i−1, σ

2
F,i−1,Fi, i)

37: if i ≥ Nmin &&
σF,i√
i

µF,i
≤ ε then

38: return Smin
39: end if
40: Si = ∅
41: end for
42: end function

min
Y

U :=
∑
∀n∈R

∑
∀i 6=j∈N

δli,j · yn,li,j (3.5)

s.t.
∑

∀e∈ε+(v)

yn,e −
∑

∀e∈ε−(v)

yn,e = 0, ∀n ∈ R,∀v ∈ V (3.6)

∑
∀e∈ε+(An)

yn,e −
∑

∀e∈ε−(An)

yn,e = 1, ∀n ∈ R (3.7)

∑
∀e∈ε−(Rn)

yn,e −
∑

∀e∈ε+(Rn)

yn,e = 1, ∀n ∈ R (3.8)

∑
∀ev∈ε+(v)
∀n∈R

yn,eib(θAn,sn)+
∑

∀eo∈ε−(v)
∀n∈R

yn,eob(θAn,sn)≤βeo , ∀v ∈ N (3.9)
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where Y :={yn,li,j | ∀n∈R,∀i6=j∈N}. yn,li,j is a real value that represents the
fraction of the flow of RU n that is routed through link li,j . ε+(i) (ε−(i)) are
sets containing all outgoing (incoming) links from (to) node i.

The objective function (3.5 tries to minimize the use of high delay links
using their latency as the cost of using a link li,j . The first constrain (3.6)
states that for all the intermediate nodes of a flow n, the fraction of the de-
mand that goes in has to be equal to the one that goes out. That is, interme-
diate nodes do not keep any fraction of a flow. Second (3.7) and third (3.8)
conditions state that for every source node, the total rate of the demand
n has to be in their output edges whereas for every destination node the
complete rate has to be in their input edges. Finally, the fourth (3.9) con-
strain states that for each link, the sum of all fractional rates of all demands
cannot be higher than the capacity of that link. We denote the problem as
MCF (C,R,V,Q,θ′). The problemMCF returns a vector F with the values
of all the variables yn,li,j .

After solving MCF we discompose the multi-path solution for each
flow n as a setPn of k single paths pn,k carrying a fraction Yn,k = min

pn,k
(yn,li,j ,k)·

b(θm,n, rn) of the rate b(θm,n, rn) with delay δn,k for k ∈ 1, ..., P where P is
the total number of single paths. That is, each element of Pn is a 3-tuple of
(pn,k, Yn,k ∗ b(θm,n, rn), δn,k). Clearly

∑
k Yn,k · b(θm,n, rn) = b(θm,n, rn). That

is, we have a set of single source paths for each demand carrying a fraction
of the total rate b(θm,n, rn). We use a depth-first search on the solution to
extract the single paths from each flow n.

Next, for each fractional single source path of each flow we further dis-
card the single source paths that have a latency δn,k higher that δ(θm,n, rn).
Note that the linear problem favours the delays with lowest latencies but
does not ensure that the latency of the solution will be compliant with the
chosen split. Clearly, after this step if any Pn = ∅ then the problem does not
have any solution. If Pn 6= ∅∀n ∈ N we select a single source path based
on the fraction of demand n it is carrying. That is, for a demand n, Yn,k
expresses the fraction of the traffic carried along the path k. Then, we will
select a path k with probability p according to the fraction of demand that
it is carrying and we will round that path to 1 and others to 0.

We do this procedure K times and use the objective function (3.5) to
compare the different solutions. After K iterations we keep the solution
with the lowest value in the objective function and assume that it is the best
solution we can find. Actually, instead of randomly selecting a path from
Pn K times and returning the solution with the minimum objective value,
we set a minimum of iterations and a standard error to the mean objective.
Each iteration we calculate the mean and the variance of all the objective
functions calculated so far using the variance and mean of all previous ob-
jective functions and the value of Fk at the present iteration. Whenever we
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have done more than Nmin iterations we will compare the standard error
with an objective error ε and if the standard error is less than ε it will end
and return the solution with the minimum objective function found. The
algorithm returns the routing instance with lowest cost U or null if some
flow could not be routed. The worst-case performance of this approach is
O(log(|N |)/ log(log(|N |))) relative to the optimal multipath solution [52].
The algorithm is given in
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Chapter 4

Evaluation

This chapter evaluates the previously proposed algorithms against real
routing algorithms. First, we will describe the state-of-the-art routing strate-
gies we will use to evaluate our algorithms. Second, we will describe the
topologies we have generated to test the algorithms. Next, we will present
a detailed comparison between the algorithms developed against the state-
of-the-art approaches and conclude that our algorithms perform better as
they optimize the functional split and routes jointly. Third, we are going
to present a testbed implementation of our algorithms. We call our frame-
work for joint split routing optimization WizHaul. Thus, we will show how
WizHaul performs joint split routing decisions in a lab environment.

4.1 State-of-the-art strategies

We are going to compare our three algorithms (Branch-and bound (BBB),
greedy algorithm – greedy routing (GA-GR) and greedy algorithm – ran-
domized rounding (GA – RR) against state-of-the-art routing strategies as
Dijkstra shortest path routing, maximum aggregate throughput routing,
and max-min fairness routing. In what follows, we describe these algo-
rithms so that the contrast between our proposed solutions and the state-
of-the-art strategies is clear. We use the previously defined notation for the
formulation of these routing strategies.

4.1.1 Dijkstra

Dijkstra’s shortest path is an algorithm for finding the shortest paths
between nodes in a graph [75]. For a given source node in the graph, the
algorithm finds the shortest path between a node and every other. It can
also be used for finding the shortest paths from a single node to a single
destination node by stopping the algorithm once the shortest path to the
destination node has been determined. Dijkstra’s algorithm runs in time
O(|V |2) where |V | is the number of nodes. Dijkstra’s algorithm follows the
following steps:
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1. Assign a tentative distance value to every node: set it to zero for our
initial node and to infinity for all other nodes;

2. Set the initial node as current – mark all other nodes unvisited. Create
a set of all the unvisited nodes called the unvisited set;

3. For the current node, consider all of its unvisited neighbors and cal-
culate their tentative distances. Compare the newly calculated tenta-
tive distance to the current assigned value and assign the smaller one.
Otherwise, keep the current value.

4. When we are done considering all of the neighbors of the current
node, mark the current node as visited and remove it from the un-
visited set. A visited node will never be rechecked;

5. If the destination node has been marked visited or the smallest ten-
tative distance among the nodes in the unvisited set is infinity, stop.
The algorithm has finished;

6. Otherwise, select the unvisited node that is marked with the smallest
tentative distance, set it as the new "current node", and go back to step
3.

Dijkstra algorithm takes into account neither the bandwidth nor the la-
tency constraints. It just finds the shortest path, i.e., the path with lesser
hops between source and destinations. Thus, we would take the following
approach to use Dijkstra’s algorithm to optimize the functional split. First,
we find the shortest paths between each RU to its assigned CU. Second,
we try to fit the most demanding split to each cluster. If network parame-
ters are not supported to hold this configuration, we will lower the splits of
each cluster until we find a configuration that fits the scenario. An impor-
tant question could come to mind at this point: in which order do we select
the clusters to lower their split. A solution could be using the metric αq,
that we defined in our previous chapter. Algorithm 4 shows the approach
in pseudocode.

4.2 Maximum aggregate throughput

Dijkstra algorithm takes into account neither the bandwidth nor the la-
tency constraints. It finds the shortest path, i.e., the path with fewer hops
between the source and destinations. Thus, we take the following approach
to use Dijkstra’s algorithm to optimize the functional split. First, we find the
shortest paths between each RU to its assigned CU. Second, we try to fit the
most demanding split to each cluster. If network parameters are not sup-
ported to hold this configuration, we will lower the splits of each cluster
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Algorithm 4 Greedy routing using Dijkstra’s shortest path
1: function FUNCTIONAL SPLIT ROUTING(Input: C,R,V,Q)
2: for n ∈ N do
3: PAn,n =Dijkstra(N , Rn, An)
4: end for
5: P = {PAn,n|n ∈ N}
6: θq := chose split for cluster q
7: for q ∈ Q do
8: θq = toughest split
9: end for
10: θ = θq|q ∈ Q
11: while violate network constrains(P,Q,θ) do
12: Pick a cluster q based on metric αq
13: Reduce its θq
14: end while
15: end function

until we find a configuration that fits the scenario. An important question
could come to mind at this point: in which order do we select the clusters
to lower their split? A solution could be using the metric αq we defined in
our previous chapter. Algorithm 4 shows the approach in pseudocode.

To formulate the problem, as we did in the previous chapter, we are
going to define the variables yn,e which are real values that represent the
fraction of the flow n that is routed through link e. As we defined in pre-
vious chapter ε+(v) is the set of outgoing links of node v and ε−(v) is the
set of incoming links to node v. Plus, we are going to define the variables
{τ1, ...τN} which represent the throughput of the flow n. As we have to
maximize the throughput for each flow n we formulate the following LP
problem:

max U :=
∑
∀n∈N

τn (4.1)

s.t.
∑

∀e∈ε+(v)

yn,e −
∑

∀e∈ε−(v)

yn,e = 0, ∀n ∈ R, ∀v ∈ V (4.2)

∑
∀e∈ε+(An)

yn,e −
∑

∀e∈ε−(An)

yn,e = τn, ∀n ∈ R (4.3)

∑
∀e∈ε−(Rn)

yn,e −
∑

∀e∈ε+(Rn)

yn,e = τn, ∀n ∈ R (4.4)

∑
∀ev∈ε+(v)
∀n∈R

yn,eiτn+
∑

∀eo∈ε−(v)
∀n∈R

yn,eo≤βeo ,∀v ∈ N (4.5)

The objective function (4.1) tries to maximize the throughput for all the
flows. The first constrain (4.2) states that for all the intermediate nodes of
a flow i, the fraction of the demand that goes in has to be equal to the one
that goes out. That is, intermediate nodes do not keep any fraction of a flow.
Second (4.3) and third (4.4) conditions state that for every source node, the
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total rate of the demand n, τn has to be in their output edges whereas for
every destination node the complete rate τn has to be in their input edges.
Finally, the fourth (4.5) constrain states that for each link, the sum of all
fractional rates of all demands cannot be higher than the capacity of that
link. As explained above, the solution yields a multi-path routing result.
Thus, if we want to find single-source routes, we must apply a randomized
rounding phase, as explained in the previous chapter.

4.3 Max-min fairness criterion

Another way to decide the routes for each flow demand is to apply the
max-min fairness (MMF) criterion [79]. The idea of this algorithm is to iter-
atively maximize a minimum allocation outcome. The minimum allocation
outcome allocates a fair share to each flow and afterwards we evenly dis-
tribute unused resources to each flow if possible. To understand this idea,
we are going to first introduce use the notion of lexicographical order. Con-
sider a vector of real-valued functions defined on a set X ⊆ Rn of real
n-vectors x = (x1, x2, ..., xn). That is, f ∈ Rm where f = (f1, f2, ...fm) and
fi : X → R. We define the lexicographical order as the following: A vector
y ∈ Rm is called lexicographically greater than vector z ∈ Rm, y � z, if there
exists j ∈ {1, ...,m} such that yi = zi, for all i ∈ {1, ..., j − 1} and yj > zj .If
y � z or y = z then we write y � z.

The lexicographical maximization problem for givenX and f is denoted
by

lexmaxx∈Xf(x) (4.6)

i.e. it finds a vector x0 such that f is lexicographical maximal over X , i.e.
for all x ∈ X , f(x0) � f(x)

Thus, a natural way to solve the lexicographical maximization is to first
maximize f1(x) over X , denoting the maximum value as f0

1 , then maxi-
mize f2(x) over X for all vectors x ∈ X such that f1(x) ≥ f0

1 and so on.
Algorithm 5 shows the pseudocode for lexicographical maximization.

Algorithm 5 Algorithm for lexicographical maximization problem

1: j ← 1 and X1 = X
2: while j ≤ m do
3: (x0, f0

j ) = solve(maxx∈Xj fj(x))

4: Xj+1 ← Xj ∩ {x : fj(x ≥ f0
j }

5: j ← j + 1
6: end while
7: return (x0, (f0

1 , f
0
2 , ..., f

0
m))
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Algorithm 5 considers that f1 is the most important function, then f2

is the second most important function and so on. However, for general
optimization problems, this may not be true. We do not assume any se-
quences of priorities. Rather than treat all the functions equally, we try to
maximize a minimum outcome iteratively. Thus, we iteratively maximize
the minimum outcome by allocating resources of increasing flow demands
and testing whether the new solution found is feasible.

To apply the MMF criterion to our split-routing joint problem we will
follow the following steps

1. We solve an LP problem which finds a minimum fair allocation for all
flows;

2. We will try to find if it is possible to further maximize the demand of
each flow above the value that we have found.

3. If it is not possible we have reached the maximum of the minimum
function.

4. If is possible to keep increasing the flow demands of certain flows, we
will maximize them while keeping the ones that cannot be optimized.

In what follows we formalize this procedure:
We define B as a subset of the index set M = {1, 2, ...,m}, B ⊂ M and

we let tB = tj : j ∈ B be a |B|-vector element. Also we let B′ denote
the set complementary to B: B′ = M \ B. For given B and tB we define
the following convex mathematical programming problem which we call
P(B, tB) in variables x and τ .

max τ (4.7)

s.t.fj(x) ≥ τ, j ∈ B′ (4.8)

fj(x) ≥ tBj , j ∈ B (4.9)

x ∈ X (4.10)

It is clear that the solution τ0 of the problem P (∅, ∅) i.e. for B = ∅
and empty sequence tB will yield the smallest value of the corresponding
MMF criteria vector. Based in this observation we formulate the following
algorithm which its input is the convex optimization spaceX andm criteria
functions f and its output is MMF solution

1. Set B = ∅ and tB = ∅

2. If B = M then stop. x0 is the optimal solution with the criteria
MMF. Else solve P(B, tB) and denote the resulting optimal solution
by (x0, τ0)
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3. For each index k ∈ B′ such that fk(x0) = τ0 we solve the following
test problem T (B, tB, τ0, k)

max fk(x) (4.11)

s.t.fj(x) ≥ τ0, j ∈ B′ (4.12)

fj(x) ≥ tBj , j ∈ B (4.13)

x ∈ X (4.14)

Note that this problem tries to maximize fk(x) subject to the results
we have found in the previous problem. If for optimal x′ while solv-
ing the previous problem fk(x

′) = τ0 criterion k cannot increase more.
Then we put B := B ∪ k and tBk := τ0.

MMF criterion may be applied to routing, following the previous direc-
tions. As we did before with maximal throughput criterion, we formulate
a similar LP problem. We are going to define the variables yn,e which are
real values that represent the fraction of the flow n that is routed through
link e. Plus, we are going to define the variables {τ1, ...τN}which represent
the throughput of the flow n. As we first have to maximize the throughput
jointly for all the flows we formulate the following LP problem.

max U := τ (4.15)

s.t.
∑

∀e∈ε+(v)

yn,e −
∑

∀e∈ε−(v)

yn,e = 0, ∀n ∈ R,∀v ∈ V (4.16)

∑
∀e∈ε+(An)

yn,e −
∑

∀e∈ε−(An)

yn,e ≥ τ, ∀n ∈ R,∀j ∈ C ′ (4.17)

∑
∀e∈ε+(An)

yn,e −
∑

∀e∈ε−(An)

yn,e ≥ tCj , ∀n ∈ R, ∀j ∈ C (4.18)

∑
∀ev∈ε+(v)
∀n∈R

yn,ei+
∑

∀eo∈ε−(v)
∀n∈R

yn,eo≤βeo , ∀v ∈ N (4.19)

Previous LP problem tries to maximize all the throughput of all the
flows in C ′ (4.17) while flows in C have a value greater or equal than the
maximum value previously found tCj ( 4.18). Equation 4.16 set that every
piece of flow that goes in an intermediate node have to go out. Equation
4.19 sets the capacity constrain on network links. Afterwards we define the
test LP problem that tries to find which variables can be further maximized.
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max U :=
∑

∀e∈ε+(An)

yn,e −
∑

∀e∈ε−(An)

yn,e (4.20)

s.t.
∑

∀e∈ε+(v)

yn,e −
∑

∀e∈ε−(v)

yn,e = 0, ∀n ∈ R, ∀v ∈ V (4.21)

∑
∀e∈ε+(An)

yn,e −
∑

∀e∈ε−(An)

yn,e ≥ τ0, ∀n ∈ R (4.22)

∑
∀e∈ε+(An)

yn,e −
∑

∀e∈ε−(An)

yn,e ≥ tCAn, ∀n ∈ R (4.23)

∑
∀ev∈ε+(v)
∀n∈R

yn,ei+
∑

∀eo∈ε−(v)
∀n∈R

yn,eo≤βeo , ∀v ∈ N (4.24)

It tries to maximize a single flow 4.20 while maintaining the one in C ′

to τ0 and the one in C to tCj ( 4.23).

4.4 Performance evaluation

To get statistically meaningful insights, we run each of the algorithms
described in this chapter and chapter 3 above over a large set of topologies
and extract three parameters for each simulation: degree of centralization γ
(3.1), whether it is a feasible solution and its elapsed time. Each simulation
runs on a single Intel i7 core operating at 2.4 GHz. Based on [116], we set
α = 0.5 to compute γ in eq. (3.1), i.e. processing functions in an RU is twice
as expensive as doing it in a CU. The first and second sets of topologies
are based on two backhaul networks of existing operators in Romania and
Switzerland (up to 900 topologies). The third and fourth sets correspond
to random topologies based on tree structures (up to 1800 topologies) and
Waxman random graphs (up to 1500 topologies). Overall, we have tested
up to 896 scenarios based on the Romanian and Swiss operators, up to 1765
based on trees, and up to 1508 based on Waxman.

Before jumping to the section where we compare the performance of
proposed algorithms in the previous sections with the routing strategies
developed in this thesis, we will discuss the different topologies we have
generated to test our results. We have generated three types of topolo-
gies: Waxman topologies, random tree topologies and we introduced some
randomness of real backhaul topologies from operators of Switzerland and
Romania. To make our simulations more accurate, we have modeled vari-
ous real network communication technologies to assign realistic bandwidth
and latencies to each randomly generated topologies’ links.

To start with, we have surveyed state-of-the-art millimeter wave, mi-
crowave equipment and Ethernet technologies typically used modern on
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TABLE 4.1: Link profiles (packet size = 1518 Bytes)

Technology Bandwidth (Gbps) Prop. delay (µs) distance (km)

mmWave (60-80 GHz) 0.9, 1.25, 1.5,
2, 3, 4, 8 1-20 0.3-6

µWave (6-60GHz) 0.2, 0.3, 0.4, 0.5, 0.6, 0.7,
0.8, 0.9, 1, 1.25, 1.5, 2 1-100 0.3-30

Copper (1000/10G/40GBASE-T) 1, 10, 40 0.05-0.5, 0.275, 0.15 0.001-0.1, 0.055, 0.03
SMF fiber @ 1310 nm

(1000, 10G, 40,
100GBASE-EX, LR, LR-4)

1, 10, 40, 1000 1-200, 50, 50, 50 0.2-40, 10, 10, 10

SMF fiber @ 1550 nm
(1000, 10G, 40,

100GBASE-ZX, ER, ER-4)
1, 10, 40, 1000 1-350, 200, 200, 200 0.2-70, 40, 40, 40

TbE (*under development) 200, 400 1-50 0.2-10

backhaul links. We model each technology (Ethernet, mmWave and µWave)
using two parameters i.e. capacity and delay. First, each technology has a
set of possible capacities we could randomly assign to a link. Depending
on the modulation coding scheme, microwave equipment capacities typ-
ically range from hundreds of Mbps to 1 or 2 Gbps. Equally, millimeter
wave equipment products easily support capacities over 1 Gbps to 8 Gbps.
However, its range is very limited. On the other hand, we have considered
three propagation mediums in Ethernet technologies: cooper, single mode
fiber (SMF) at 1310 nm SMF at 1550 nm. Plus, we have considered various
technologies: Gigabit (1000), 10Gigabit (10G), 40Gigabit (40G), 100Gigabit
(100GBASE) and Terabit, which is under development, but it is expected to
support speeds up to 200 Gbps and 400 Gbps.

Second, we have modelled the total delay of a link as the sum of a pro-
cessing delay (tps), a propagation delay (tp) and a transmission delay (ttx).
We have modelled the processing delay as a random uniform variable be-
tween 1 µs and 5 µs, i.e. tpsU(1, 5) ∈. Next, we have modelled the prop-
agation delay tp as a random uniform variable using the maximum and
minimum distance allowed for each link. That is tp ∈ U(dminc , dmaxc ), where
c is the speed of light, for mmWave and µWave technologies c is 300000Kms
and for silica fibres and cooper wire c is 200000Kms . Finally we consider that
the transmission time of a frame is always 1518·8

Cl
where Cl is the capacity of

the link. Link profiles are summarized in table 4.1.
We also assume frame preemption (802.1Qbu) and scheduled traffic (802.1Qbv)

Ethernet enhancements to mitigate jitter due to random queuing effects [121].
Finally, we randomly pick nodes to be RUs and CCPs according to Table 4.2
and use simple k-means to create as many RU clusters as CCPs. We note
that, though we use simple k-means for simplicity (and no generality loss),
clustering is important in Cloud RAN and has been an object of many stud-
ies over the years [15, 28, 99].
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(A) Romania
topology.

(B) Switzer-
land topology.

FIGURE 4.1: Snapshot of real topologies.

4.4.1 Real technologies

We create semi-random scenarios based on the backhaul topology of
two operators in Romania and Switzerland. In this case, we know the dis-
tance between switching nodes, the links connecting them, and their ca-
pacities. Fig. 8.1 illustrates their representative graphs. Based on this, we
choose the link profiles from Table 4.1 that better match the given capacities,
and we set the delay of the links based on the model described before.

4.4.2 Random tree topologies

As discussed in chapter 2, mobile communication networks may be di-
vided into three parts: The Radio access network (RAN), the backhaul net-
work, and the core network. First, the RAN part comprises the Base sta-
tions1 (BS), which provide wireless access to users. Second, the backhaul is
the network that connects the BSs to the core network and consists mainly
of dedicated fiber, copper, microwave, and millimeter wave links. Thrid,
the core network is composed of different elements that provide users with
mobility management, access to the mobile network, or access to the Inter-
net.

Usually, the core layer dimensions are much lower than the access and
backhaul layers, as the core elements serve a wide range of BS. Thus we can
visualize a backhaul network as a hierarchical structure where the root is
the core network, the intermediate part is the backhaul transport layer, and
the leaves are the elements at the network’s edge. The core is the lowest
level, and the elements at the edge are placed at the highest levels.

With the advent of LTE, as base stations gained more intelligence and
the base station controller were eliminated, network topologies tried di-
rectly to connect the base stations with the core using different aggrega-
tion levels. It is usually done using a mixture of tree-like, ring, and mesh
topologies [100]. Typically, groups of geographically close base stations are
aggregated in different levels and connected to the core creating a tree-like

1BTS in GSM/UMTS or eNodeB in LTE
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structure. Furthermore, in LTE, nearby base stations are connected between
them. It is worth mentioning that the topologies so far described could be
considered the skeleton of the network as many working paths are usually
protected against failures. That is, the aggregation of backup links changes
the initial known topology. The most common technique used to aggre-
gate backup routes is guaranteed path diversity, which provides an edge-
disjoint backup path for each working path [103].

Using the previous information, we propose a network model to gen-
erate random topologies similar to the ones used by mobile network oper-
ators. The process of planning and designing a mobile network is a very
complex process where user demands are analyzed, and the network is
planned to take into account the QoS that users will experience. The design
is constantly revisited as traffic demands change [77]. In brief, our model
goes through the following steps. First, it generates the core network using
a ring topology. Second, it generates a random tree-like topology for each
core node. We model the leaves as the base stations. Next, we add backup
links with a certain probability to protect the network against failures and
add path diversity. Finally, we set the capacity and delay of each network
link according to the hierarchical structure we have created. Links closer
to the core have more capacity than the ones close to the base stations. In
what follows, we describe the process in detail.

We start by generating a graph that might serve us as the basic core of
the network. We generate a cycle graph with N nodes. Later, we will add
various backup links to resemble a mesh-like topology.

Next, we generate a random tree-like topology that we attach to each
core node using two poison processes to model the total number of levels
and nodes per level. First, we set λ1 as the average of a poison process we
will use to generate the next tree level. A new level is generated if the result
of the experiment is lower than the current level. Second, we set λ2 as the
average of a poison process we will use to decide how many nodes will
have a branch of the generated tree.

Next, we set the capacity and delay for each link. We will mainly model
each link as an Ethernet link to wire up all our network nodes as this tech-
nology is the closest to satisfying the following generation requirement for
fronthaul and backhaul. However, we also allow the first hop of all leaves to
be modeled as a millimeter wave (mmWave) link or a microwave (µWave)
link. We start setting the capacity and delay of the first hop of all leaves.
We randomly select a technology out of the mmWave, µWave and Ether-
net. Then, we randomly select a capacity an out of the possible ones for the
chosen technology, and we randomly pick a value for the delay. Next, we
set a model for the upper-level links considering the capacity values below.
The capacity of an intermediate node equals the sum of the capacity of the
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link below multiplied by an overbooking factor. We model the overbooking
factor as a random variable between 0.2 and 0.5.

We added different backup links for each node to finalize our random
network generator. We will follow a methodology similar to the generation
of the random tree-like graph. We use a random poison variable with an
average λ3 to decide how many backup links we add. We perform one
experiment with the random variable for each link, and the obtained value
determines the number of backup links. Next, we aggregate backup links
linking the node with immediate upper-level nodes. We do not add same-
level backup links except for the core nodes. Finally, we model the capacity
and delay of each backup link with the same process as explained above.

4.4.3 Waxman Topologies

The last set of topologies generated consists of arbitrary Waxman ran-
dom graphs [122], based on the Erdös-Renyi random graph model, which is
popular to evaluate realistic backhaul topologies [63]. To this aim, we used
the parameters displayed in Table 4.2, λ being the intensity of the Poisson
process, α the maximal link probability and β a parameter to control the
length of the edges. Link profiles, capacities, latencies and clusters are as-
signed randomly.

(A) Degree of centralization.

(B) Rate of unfeasible solutions.

FIGURE 4.2: Performance vs. number of RUs. Romanian
topology.
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4.5 Results

Fig. 4.2-4.5 depict the normalized degree of centralization γ, a real value
between 0 (common mobile communication architecture) and 1 (C-RAN),
and the ratio of infeasible solutions for all algorithms presented earlier for
the topologies based on the Romanian operator, the Swiss operator, tree
structures and Waxman algorithm, respectively.

(A) Degree of centralization.

(B) Rate of unfeasible solutions.

FIGURE 4.3: Performance vs. number of RUs. Swiss topol-
ogy.

We compare our BBB algorithm and two versions of our GA approach,
one applying a simple greedy routing approach (GA-GR) and a random-
ized rounding approach (GA-RR), both explained in chapter ??, against
the routing strategies presented earlier. Importantly, we use GA-RR as

TABLE 4.2: Parametrization of random topology genera-
tors.

Type of topology Parameters

Romania BH
|NRomania| = 46, |NSwiss| = 272 nodes

|R| = {|N | · 0.025i | i ∈ N, 0 < i ≤ 25} RUs
|B| = |Q| = {1, 2, 3} CCPs/clusters

Switzerland BH
λlevels = λsiblings = λbackup = 1

|B| = |Q| = {2, 3, 4} CCPs/clusters

Waxman-based
λ = {20i | i ∈ N, 0<i≤10}, α = 0.4, β = 0.1

|R| = {1, 2, · · · 100} RUs
|B| = |Q| = {1, 2, 3} CCPs/clusters
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initial upper bound for BBB. Their elapsed time is shown in Fig. 4.6. If
one simulation reaches 105s, we stop it and declare the result as infeasible
(which only happens occasionally for MAX-MIN). Given the large amount
of scenarios and heterogeneity of the algorithms, we show curves from a
non-parametric local regression fit model (loess [22]) in all figures. Shaded
areas show the standard error of the fitted model.

(A) Degree of centralization.

(B) Rate of unfeasible solutions.

FIGURE 4.4: Performance vs. number of RUs. Tree topolo-
gies.

The first observation is that both greedy approaches (GA-RR and GA-
GR) behave very close to the benchmark BBB in most cases. On the con-
trary, SHORTEST-PATH, MAX-FLOW and MAX-MIN render a low degree of
centralization and a high rate of unfeasible solutions (i.e. no centralization
whatsoever) across all types of topologies. The reason is that none of the
latter three algorithms can trade off the centralization degree of some flows
to benefit larger clusters, as we illustrated in the toy example of §2.3. This
is because they all have simpler goals: SHORTEST-PATH aims to find low-
latency paths without favoring disjoint paths; MAX-FLOW targets high-
capacity paths irrespective of their distance (latency) towards a CU; MAX-
MIN focuses on both capacity and fairness across RUs, without balancing
centralization towards larger clusters.

A second observation is that full centralization can only be achieved in
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(A) Degree of centralization.

(B) Rate of unfeasible solutions.

FIGURE 4.5: Performance vs. number of RUs. Waxman
topologies.

low-scale deployments like our Romanian-based scenarios. This is because
CUs and RUs are generally too far apart. This implies not only that the tight
latency demands of full C-RAN can be rarely met but, also, that more links
are compromised, limiting the chances of finding disjoint paths. Our third
observation is relatively intuitive, that is, we can achieve a higher degree of
centralization in scenarios with lower number of RUs (less contention) and
a larger number of CUs (shorter paths between RUs and CUs).

In addition, the tree-based topologies render a lower centralization de-
gree than the other structures under evaluation. This occurs because these
scenarios have less diversity of routes (e.g. no disjoint paths) with many
links aggregating multiple flows.

Finally, whereas GA-GR follows very closely the performance of BBB
in Waxman-based scenarios, GA-RR deviates as the number of RUs grow.

The reason may lay in the fact that the linear program used in GA-
RR, eq. (3.5)-(3.9), weights links with their latency but fails to trade longer
routes (which could still meet latency requirements) to release additional
capacity for other paths that in this case will violate throughput constraints.
Note that these are the most complex topologies regarding diversity and the
number of network links.

Regarding the running time of these algorithms (Fig. 4.6) we can ob-
serve that MAX-MIN is the most complex algorithm of them all (though
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(A) Romania topologies.

(B) Switzerland topologies.

(C) Tree topologies.

(D) Waxman topologies.

FIGURE 4.6: Elapsed time (s) vs. number of RUs.

it could be accelerated by using dual variables [78]). Perhaps surprisingly,
BBB behaves similarly to GA-RR. This is simply because we use GA-RR as
an initial upper bound configuration for BBB and, because GA-RR usually
finds a good solution, BBB quickly prunes worse candidate solutions out of
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the whole space. MAX-FLOW is the fastest because it is based on a simple
LP relaxation, faster than SHORTEST-PATH which exhaustively searches for
a RAN split after path computation.
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(A) Baseline
PoC scenario

(B) Testbed

FIGURE 4.7: Experimental setup

4.6 WizHaul

To test the developed algorithms in a lab scenario, we have prototyped a
framework for joint split routing optimization called Wizhaul. We also built
a proof-of-concept scenario to carry out different experiments on top of our
WizHaul framework. We present how it is possible to leverage WizHaul
features to decide the initial functional split configuration and adapt it in
the presence of unexpected events such as link failures or network conges-
tion. WizHaul can change the current paths and functional split configura-
tion for each RU/CU pair. We experimented with different algorithms im-
plemented on WizHaul to find the best paths between RUs and CUs while
retaining as much centralization as possible. We envision that future fron-
thaul and backhaul networks will leverage the use of the SDN architecture
[costa2014sdn]. Thus, we implement WizHaul on Java on top of a REST
client capable of communicating with an SDN controller’s north-bound in-
terface (NBI) to have complete control over the control plane of a transport
network.

4.6.1 Experimental setup

We have prototyped the scenario shown in Fig. 4.7a, which is deployed
as shown in Fig. 4.7b. In this testbed, we present a proof-of-concept mo-
bile communication network. The edge part embraces three RUs. RU1 is a
fully-fledged LTE small-cell that may not offload any of its functions. RU2
and RU3 support moving some of its functions to a CU. In detail, these
RUs support centralizing its PDCP layer. The core segment holds a base-
line EPC. Between them, we have prototyped an SDN mobile transport net-
work with a CU that processes the centralized functions from RU2 and RU3.
We used Floodlight2 as the SDN controller and a commercial OpenFlow

2http://www.projectfloodlight.org/floodlight/
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TABLE 4.3: Detailed HW components in our testbed.

Device type Description Ref.

vEPC OpenEPC Rel. 6 [90]

µWave
56 MHz bandwidth @
7GHz band
Adaptive rate ≤ 1 Gb/s

[83]

mmWave
500 MHz bandwidth @ E-
band
Adaptive rate ≤ 3.2 Gb/s

[82]

Switch
OpenFlow switch
48 one-gigabit, 4 ten-
gigabit ports

[86]

Small-cell 20 MHz channel @ band 3 [84]

RU
20 MHz BW @ band 3
Split 1 (PHY, MAC, RLC) and
3 (PHY)

[85]

CU Virtual MAC, RLC, PDCP, RRM, RRC [47]

(OF) switch [86] supporting OpenFlow 1.0[113] to set up the network. Fur-
thermore, the transport segment has a µWave wireless link and a mmWave
wireless link. For demonstration purposes, the µWave radio link is wired
with an SMA cable and the mmWave link is wired with a rigid wave-guide.
Each wireless link has a variable attenuator in between the wired connec-
tion of the two ends. These reduce the SNR of the channel so that it forces
the wireless links to change their MCS or ultimately make impossible any
information transmission. Both wireless links feature different transport ca-
pabilities. The mmWave link has a maximum capacity of 3.2 Gb/s, while
the µWave link may reach up to 500 Mb/s. All other links are connected us-
ing Ethernet links which render a maximum capacity of 1Gb/s. Following,
all endpoints are synchronized using precision time protocol (PTP3) so that
we can measure latency accurately. Table 8.2 summarizes the details of the
scenario. Finally, as we cannot support all the functional splits described
in Table 2.2 we generate its traffic flow patterns based on its requirements.
Table 4.4 lists the splits we support. We use mgen4 to generate UDP flows
accordingly and trpr5 to process the mgen logs.

TABLE 4.4: Supported splits

Split LTE function
Split 1 (B in Table 2.2) PDCP - RLC
Split 2 (C in Table 2.2) RLC - MAC
Split 3 (E in Table 2.2) MAC - PHY
Split 4 (G in Table 2.2) PHY split II
Split 5 (J in Table 2.2) PHY split IV

3https://tools.ietf.org/html/rfc8173
4https://www.nrl.navy.mil/itd/ncs/products/mgen
5https://downloads.pf.itd.nrl.navy.mil/docs/proteantools/trpr.

html
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4.6.2 Software architecture

Fig. 4.8 depicts our software architecture. WizHaul is implemented on
top of Floodlight, a Java-based Apache-licensed SDN controller. Wiz-
Haul communicates with Floodlight by means of its REST interface us-
ing JSON messages. Our framework uses the CommunicationManager

class which receives HTTP objects from the HTTPManager class and sends
them to the SDN controller. Floodlight in turn, communicates with the
underlying switches by means of the OpenFlow protocol. On start-up, our
application retrieves the underlying topology leveraging the TopologyMa-
nager class of the SDN controller which discovers the different links be-
tween switches using LLDP. Both wireless links convey status messages to
the controller using SNMP. These messages are used to detect any MCS
change on the wireless interfaces or a link failure. Further, the controller
communicates with the CU and RUs by means of SSH protocol. WizHaul
can push any path to the controller and change the functional splits. The
Manager class is where different orchestration algorithms for fronthaul and
backhaul traffic may be implemented according to its eclectic requirements.
For our experiments, we programmed WizHaul so that it always aims to
maximize the amount of centralization on a mobile network. That is, our
strategy is to try to always offload as many BS functions as possible. More-
over, WizHaul also reacts to topology changes. Thus, WizHaul checks if the
current configuration, i.e., paths and functional splits, is still feasible on the
presence of a network failure. If they are not feasible, WizHaul will com-
pute a new configuration and install it. If any RU WizHaul did not use the
link is not going to compute any new configuration. Similarly, if there is any
new link on the topology, WizHaul will compute a new setup. However, the
new paths and functional splits will only be set up if the new configuration
improves the amount of centralization of the previous configuration.

4.7 Experiments

We will carry out the following experiments on our proof-of-concept
scenario.

1. Provisioning path time: The first experiment we present is the pro-
visioning path time for each RU to its CU. We measure how much
time it employs pushing a set of computed paths and functional splits
plus the time the SDN controller employs installing the correspond-
ing rules to each switch.

2. Virtual Network Functions deployment time: Whenever we config-
ure a BS with a certain functional split, WizHaul has to deploy a set
of Virtual Network Functions (VNFs) in the CU that will support the
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FIGURE 4.8: Software architecture
offloaded BS functions. We have measured how much time it takes to
deploy the different VNFs in the CU for our BSs;

3. Recovery time: As mentioned before, we are able to decrease the SNR
of both wireless channels manually using two variable attenuators.
One is attached in between the µWave wireless link and the second
one is in between the rigid waveguide of the the mmWave link. Low-
ering the SNR forces the wireless equipment to lower the MCS due
to channel conditions or even make any packet transmission infeasi-
ble. Any change on channel conditions will be notified to the SDN
controller via SNMP. This in turn will notify it to WizHaul. The algo-
rithms implemented on top of our framework analyze any change on
the transport network and act consequently. We measure how much
time WizHaul employs notifying a change and setting up a new net-
work configuration after a topology change. We will consider failures
on both the µWave and mmWave links.

4.7.1 Provisioning path time

To start with, we have profiled the installation path time for each RU
to its CU. We start pairing the OF switches with the SDN controller. Then,
we launch our WizHaul engine, and we measure how much time it em-
ploys pushing a set of paths and functional splits plus the time the con-
troller employs installing the corresponding rules to the forwarding table
of each switch. The controller has to install two rules in each switch for
every hop of a path. One rule forwards the uplink traffic, while the other
one forwards the downlink traffic. To profile the time it takes to install a
path, we have considered paths with n hops while considering m tenants.
By tenants, we mean entities that need to set up a path with another entity.
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Figure 4.9 shows the results by means of boxplots where the top and bottom
bar represent the 1st and 4th percentile and the middle bar the median, re-
spectively. The dots represent the different experiments we have performed
for each case. As Figure 4.9 depicts, the time to install a path increases lin-
early with the number of tenants and hops. We note that this is expected as
the more hops and tenants we have, the more rules we have to install. The
time to install two forwarding rules in one switch is approximately 15 ms.
However, there are some strategies to lower the total installation time. For
example, it is possible to aggregate the traffic by destination in the uplink
so that fewer rules have to be installed.
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FIGURE 4.9: Provisioning path time

We have implemented two different installation strategies in our Wiz-
Haul engine: (i) a complete path installation strategy and, (ii) a differential
path installation strategy. The first approach erases all the previous rules
from all the switches and installs all the new forwarding policies; while the
second one erases and installs only the necessary forwarding rules when
comparing a new set of paths with the current set of paths. The first strat-
egy starts sending a OF_DELETE command to all the switches to erase all
the forwarding rules. Afterwards, it installs all the new forwarding poli-
cies. This strategy might be good for the first time WizHaul has to install
the paths; however, if a setup is already running on the mobile transport
network, it will disrupt every flow even though its new path is the same as
the previous one. It may also be beneficial when a network owner wants
to change the current configuration completely. The second strategy com-
pares each new RU/CU path with its old one. WizHaul stores each path
between each RU and CU as a set of links. Once a new path has been com-
puted, it finds the common links between the new and old paths for each
RU. Once we obtain the common links, we compute two more sets of links.
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On the one hand, we compute the uncommon links between the old path
and the common links previously obtained. On the other hand, we com-
pute the uncommon links between the new path and common links. Then,
WizHaul proceeds to install the new rules in two steps. First, it removes the
rules that forward traffic through the links that are contained in the first set.
Second, it installs all the rules needed to forward traffic through the links
that are in the second set. This strategy is particularly well suited for link
failures as it allows for fast recovery.

Complete installation strategy Differential installation strategy
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FIGURE 4.10: Comparison between the path installing
strategies

We have profiled the time it takes for both strategies to install different
sets of paths. We have assumed that for each different tenant, WizHaul has
to install a path of length 7. Thus, in the case of the complete path installa-
tion for each number of tenants it has to send a message to each switch to
delete all the rules and then install the new forwarding policies. To profile
the differential installation strategy, we have proceeded differently. We also
considered a different number of tenants and a path of length 7, but we as-
sumed that each tenant has to delete n rules and install n. Figure 4.10 shows
the profiling results using boxplots for both strategies. The first strategy al-
ways takes the same time to install regardless of the hops that have to be
deleted and reinstalled, as it does not try to find common hops to save any
time. The second strategy improves performance over the first when the
new paths we have to install have many common paths with the previous
one. In a large mobile transport network, a failure in one link may disrupt
some flows, but, since the topology will not suffer major changes due to a
simple link failure, we expect the configuration to be very similar to the pre-
vious one. Therefore, comparing new paths to old ones will usually result
in a much faster failure adaption.
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4.7.2 VNF deployment time

In this experiment, we profiled the VNF deployment time for our C-
RAN like equipment. Our RU2 and RU3 support the centralization of the
PDCP function and above via a set of VNFs running on a CU. It is key to
profile the time it takes to deploy the set of VNFs that support the BS op-
erations to understand how fast we can install new BSs, change their func-
tional splits or react to server failures. In detail, our CU has to deploy three
virtual machines (VMs) that support the different BS functionality. The first
VM supports the S1AP, RRC and RRM functions and operation, administra-
tion and management tasks (OAM). The second VM supports the routing
operation for the GTP tunnel and the third VM supports the operation for
the PDCP layer. Note that this set of VMs has to be deployed in one CU
to support the operations of all the RUs that centralize its functions using
those VMs. It is not necessary to start a set of VMs for each RU. Therefore,
we can benefit from managing a specific BS function using one virtual ma-
chine for a set of BS. Whenever we start the set of VMs we have to perform
two steps. First, we have to launch all the VMs. Second, we have to copy
different configuration files to each VM and set up its network addresses
and routing tables.
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FIGURE 4.11: VNFs Deployment time

Figure 4.11 shows the measured delay in performing each of the two
steps mentioned before by means of boxplots. The VNF launching time is
about 20 sec on average, while the time to configure all the VMs is 103 sec-
onds on average. Note that the VNF deployment time is mainly dominated
by the configuration time. These times are much larger than hundreds of
milliseconds. Thus, if any CU fails, the operations of any BS attached to
the CU will be significantly disrupted. Therefore, network owners should
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ensure that each CU has a mean to migrate its state to a different location or
that the RUs can operate using a known backup CU. It is also worth noting
that it could be an excellent strategy to configure the set of VMs used to cen-
tralize other functions even though they are not used so that it is possible
to support a fast, functional split change.

4.7.3 Recovery time

Following, we experiment with WizHaul in a scenario with possible
link failures. We show how the WizHaul engine adapts the functional
split configuration to the current transport capabilities of the underlying
network. We start with the baseline scenario depicted in Figure 4.13a.
WizHaul configures RU2 and RU3 with split 4 from Table 4.4. Due to the
limiting of 1Gb/s links, WizHaul does not settle a full C-RAN configura-
tion (which would require the transmission of 2.5Gbps flows). WizHaul
routes the backhaul traffic from RU1 through the µWave link while using
the mmWave link for the RU3 traffic and using the central link for RU2.
RU2 and RU3 are not directly connected to the EPC, but they must connect
with the CU first. The CU, in turn, will connect to the EPC. We constantly
measure throughput and latency to verify that flows comply with the cho-
sen split requirements.
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FIGURE 4.12: Experimental validation.

Figure 4.12a and Figure 4.12b depicts downlink throughput and latency
measurements for the two different paths installation strategies that we
have previously explained. We can easily verify from these figures how
throughput and latency requirements for split 4 are compliant with the net-
work requirements. After 20 sec, we attenuate the mmWave wireless link
until communication is fully disrupted. This triggers WizHaul to make two
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changes. On the one hand, WizHaul changes the current path of RU3 and
routes the traffic through link 2-6. On the other hand, it lowers the split of
base stations 2 and 3 to 3 in Table 4.4 so that both flows may fit into one
link. The measurements on Figures 4.12a and 4.12b clearly show this be-
havior. We can see how the throughput changes for RU2 and RU3. Latency
has a very high peak due to a significant gap between the packets received.
Figure 4.13b shows the scenario after the first link failure. Furthermore, we
can see from Figures 4.12a and 4.12b how the complete installation strategy
causes a disruption in all the flows even though a path is not altered by
the link failure. Finally, 20 sec later, we attenuate the µWave wireless link.
WizHaul routes the RU1 traffic trough the link 2-6 with RU2 and RU3. Fig-
ure 4.13c shows the scenario after the second link failure. There is no need
to change the split as all flows fit into link 2-6. We observe in Figure 4.12a
how the throughput for all RUs reaches drops to zero while we are deleting
and installing paths. On Figure 4.12b only the throughput for RU1 is dis-
rupted. Thus, the differential installation strategy is much better to handle
unexpected events as it does not disrupt the operation of other BSs.

To provide further insights into our WizHaul engine, we have profiled
the time to deploy a new configuration after a topology change. In this case,
we profile the recovery time for the differential installation strategy as it is
best to handle these cases. We have profiled the failure of the mmWave and
µWave links. Figure 4.14 shows the different operations that constitute a
recovery time period. The WizHaul engine goes through four operations.
First, it receives a notification from the hardware that has failed (labeled
“HW reaction”). In our case, this notification is received through SNMP.
We note that other protocols could be used in different setups. Before doing
any operation, WizHaul checks that this link is being used. If it is not used,
it concludes that no path was disrupted. If it was used by at least one RU,
WizHaul computes a new set of paths and functional splits (labeled “Algo-
rithm”). Afterwards, WizHaul installs (labeled “Path installation”) them.
We also depict the time employed by other functions such as processing
messages of the REST interface (labeled “Others”), etc. The hardware re-
action mainly dominates the recovery time. We see how in both cases, we
obtain the same value. In step 1, the installation path time is a bit higher
than the one in step two as there are more uncommon links with the old
paths.
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(A) Baseline.

(B) Step 1

(C) Step 2

FIGURE 4.13: Use case illustration
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Chapter 5

Related Work

QoS routing is one of the most fundamental networking problems; hence,
it has been a matter of research for over two decades, but it is still under
study [51, 60]. Here we are interested in the multi-commodity unsplit-
table flow problem (UFP). This problem routes multiple flows using single
paths subject to network constraints. There are a few versions of this prob-
lem depending on the objective [94]. MAX-EDP (maximum edge-disjoint
path problem) aims to route a subset of flows across disjoint paths, maxi-
mizing a profit function [55]. MAX-UFP generalizes it allowing links to be
shared [29]. ROUND-UFP (UFP with rounds) partitions the set of flows into
the minimum number of subsets with feasible routing instances [30]. BAG-
UFP (UFP with bag constraints) divides all the flows in bags and finds the
subset of flows of maximum profit such that each flow belongs to a different
bag [14].

Though most of the algorithms exploit particular graph structures or
take the no-bottleneck assumption1 (NBA), some works focus on general
graphs and no NBA [7]. ROUND-UFP is NP-Hard as it contains the BIN-
PACKING problem. MAX-UFP and Bag-UFP contain the KNAPSACK prob-
lem as a particular case and thus, they are NP-Hard. These problems have
similarities with ours; however, (i) we must find paths for all RRHs, (ii) the
flow demands are given by another optimization variable (BS splits), and
(iii) delay and bandwidth requirements must be jointly satisfied.

A lot of work on C-RAN has been published in the last few years [66, 18,
116, 15, 101]. The work of [27] was the first to propose BS functional split
points different from pure C-RAN to relax constraints while retaining some
centralization degree. Additional literature studies the trade-offs between
qualitative benefits and quantitative costs of different splits for simple sce-
narios [102, 123, 112]. Though all this work has shown that centralization
has great advantages, we are the first to study the implications of this new
degree of freedom on optimizing a packet-based next-generation fronthaul
(NG-FH) of mobile systems.

A related problem is routing video flows while maximizing their cod-
ing rate (which defines their network requirements, as the BS splits do in

1NBA: No link has less capacity than the highest flow demand.
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our case). However, most of the literature focuses on multipath routing
(to exploit coding diversity), a single flow, no latency constraints and/or
assumes a simple topology structure to reduce complexity (e.g. [54]). In
contrast, we can afford such complexity since our optimization is for a plan-
ning phase or, if BSs allow dynamic split changes, for an operational phase
in daily/weekly timescales.
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Part II

Overbooking network slices
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Chapter 6

Overview

The second part will focus on resource orchestration for 5G verticals.
As explained in the introduction, verticals would deploy and offer their
services using 5G. However, depending on vertical’s needs, some of the
components used for delivering vertical services will not be dedicated but
virtual i.e., shared with other tenants. 5G network slicing enables the multi-
plexing of virtualized and independent logical networks on the same phys-
ical network infrastructure. This part will start by describing the architec-
ture of the 5G-TRANSFORMER (5G-T) project, which is essential to enable
the orchestration and management of different verticals. The 5G-T archi-
tecture uses network slicing to multiplex different vertical services on the
same infrastructure. Next, we will develop a novel algorithm that can be
integrated into the 5G-T architecture, incorporating resource overbooking
into network slicing. Finally, we will build a proof-of-concept to evaluate
and test our algorithm.

6.1 5G network slicing

5G networks are envisioned to expand the service scope of current mo-
bile networks to support various vertical services, enriching the telecom
network ecosystem. A wide range of vertical industries (such as eHealth,
automotive, media, or cloud robotics) acts as a driver to construct this ecosys-
tem. The support of the diverse and heterogeneous service requirements of
different vertical industries is a question of providing broadband capac-
ity, ultra-reliable low-latency communications, and a massive density of
connections when needed. The hype around software-defined network-
ing (SDN) and network function virtualization (NFV) is the projection of a
trend towards network softwarization and programmability that is blending
telecommunication and computing industries. This combination has a pro-
found impact on mobile communications infrastructure, yielding a trans-
formation from relatively complex monolithic architectures into a flurry of
commoditized networking, computing, and radio resources [5, 43].

The need for mobile operators to augment their revenue is a strong pull
towards said convergence, spawning uncharted sources of monetization as
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FIGURE 6.1: Illustration of End-to-End Network Slicing
a result. Namely, the availability of cloudified networking, computing, and
radio resource pools can now be offered, via proper abstractions, to vertical
sectors (e.g., automotive, health, construction)—traditionally alien to the
telco sector—as a means to enable new services such as remote-controlled
machinery, augmented/virtual reality (AR/VR), etc. [16, 129]. An exam-
ple of this symbiosis is the momentum that multi-access edge computing
(MEC) is gaining to provide services near the edge, a unique commodity
that only mobile operators can offer.

In this context, Network Slicing appears as a critical solution to accom-
modate these emerging business opportunities in the next generations of
mobile systems [42]. The Next Generation Mobile Networks (NGMN) Al-
liance defines a network slice as “a set of network functions, and resources to
run these network functions, forming a complete instantiated logical network to
meet certain network characteristics required by the service instance(s)” (c.f. [88]).
Inspired by recent advances in SDN and NFV, this concept shall provide
the required tools to allocate (virtual) resources to 3rd-parties in an isolated,
flexible, and guaranteed manner. It thus becomes evident that the orches-
tration of resources end-to-end1 is, albeit challenging, a requirement to provi-
sion network slices with (i) spectrum at radio sites, (ii) transport services in
the backhaul and (iii) computing/storage at distributed computing clouds.

Fig. 6.1 briefly summarizes different segments, such as a centralized
(core) data center where, e.g., a virtualized Evolved Packet Core (vEPC)
can be deployed, edge data centers, a novel architectural component to sup-
port Mobile Edge Computing (MEC) [1], a backhaul network that connects
this computing centers with radio access points. Additionally, three net-
work slices are illustrated tailored to different services: eMBB enhanced
mobile broadband (in red), mMTC massive machine-type communications
(in green) and URLLC ultra-reliable low latency communications (in blue).

1With end-to-end, we refer to all domains of the mobile network ecosystem, including
network/storage/computing/radio resources. Domains beyond the ownership of a mobile
operator, e.g., Internet Service Providers (ISPs), are not considered.
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6.2 5G-Transformer

Towards the previously described vision, the EU H2020 5G-PPP phase
2 5GTRANSFORMER (5GT) project (cite) proposes an open and flexible 5G
transport and computing platform tailored to support the diverse service
requirements of various vertical industries. 5GT proposes a novel archi-
tecture [2] aligned with ETSI NFV Interface and Information Model Spec-
ifications (IFA) that consists of three main building blocks: (i) the Vertical
Slicer (5GT-VS) as the vertical front-end and the common entry point for all
verticals, (ii) the Service Orchestrator (5GT-SO) as the E2E service orchestra-
tion platform and (iii) the Mobile Transport and Computing Platform (5GT-
MTP) as the underlying unified transport stratum for integrated fronthaul
and backhaul networks. Figure 6.2 shows the system architecture of 5GT.
In the 5GT system, network slices requested by verticals to deploy their
vertical services are managed as NFV Network Services (NFV - NS). NSs
are usually described using Network Service Descriptors (NSDs), which
portray the set of Physical and Virtual Network Functions (PNFs/VNFs)
that compose a NS and its interconnections. NSDs may also include infor-
mation on the Service-Level Agreement or methods for monitoring certain
service-level metrics. On the request of the 5GT-VS, the 5GT-SO [3] is in
charge of provisioning these services along with managing their entire life-
cycle. More specifically, it is responsible for the End-to-End (E2E) service
and resource orchestration in a single domain or across multiple admin-
istrative domains (in the context of federation) and for aggregating local
and federated (i.e., from peer domains) resources and services and expos-
ing them to the 5GT-VS in a unified way. Finally, the 5GT-MTP provides
and manages the virtual and physical IT and network resources (RAN,
fronthaul/backhaul, core) on which service components are eventually de-
ployed. It also decides on the abstraction level offered to the 5GT-SO.

6.2.1 5G-T Vertical Slicer

The 5GT-VS is the common entry point for all verticals into the 5G-T sys-
tem. It is part of the operating and business support systems (OSS/BSS) of
the 5G-T service provider (TSP) [9]. Vertical services are offered through a
high-level interface at the 5GT-VS northbound that is designed to allow ver-
ticals to focus on the service logic and requirements without caring about
how they are eventually deployed at the resource level. This latter issue
would be up to TSP. Therefore, vertical services will use those services of-
fered by the TSP. The 5GT-VS offers a catalog of vertical service blueprints
based on which the vertical service requests are generated by the vertical.
The role of the 5GT-VS is to trigger the actions allowing the 5G-T system to
fulfill the requirements of a given incoming service request. The final result
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FIGURE 6.2: 5G-Transformer service architecture
of this process is a request sent by the 5GT-VS to the 5GT-SO to create or
update the NFV network services (NFV-NS) that implement the slices.

In summary, through this process, the 5GT-VS maps vertical service de-
scriptions and instantiation parameters at the vertical application (VA) level
into an NFV-NS (existing or new) implementing the network slice. In turn,
such NFV-NS will be updated or created through a network service de-
scriptor (NSD), which is a service graph composed of a set of virtual net-
work functions (VNF) chained with each other, and the corresponding fine-
grained instantiation parameters (e.g., deployment flavor) that are sent to
the 5GT-SO.

6.2.2 5G-T Service Orchestrator

The 5GT-SO receives the NFV-NS from the 5GT-VS through the VS-SO
interface. The main duty of the 5GT-SO [41] is to provide end-to-end or-
chestration of the NFV-NS across multiple administrative domains by in-
teracting with the local 5GT-MTP (So-Mtp reference point) and with the
5GT-SOs of other administrative domains (So-So reference point). If needed
(e.g., not enough local resources), the 5GT-SO interacts with 5GT-SOs of
other administrative domains (federation) to make decisions on the end-to-
end (de)composition of virtual services and their most suitable execution
environment. Even if a service is deployed across several administrative
domains, e.g., if roaming is required, a vertical still uses one 5GT-VS to ac-
cess the system, and so, the 5GT-SO hides this federation from the 5GT-VS,
and thus, the verticals.

The 5GT-SO embeds the network service orchestrator (NFV-NSO) and
the resource orchestrator (NFVO-RO) with functionalities equivalent to those



6.2. 5G-Transformer 67

of a regular NFV orchestrator, and it may be used for single and multi-
domains [16]. Since the network slices handled at the 5GT-VS will generally
serve complex end-to-end services, in the available case, the corresponding
network service will be a composition of nested NFV-NSs. The lifecycle
management of this complex NFV-NS is the role of the NFV-NSO.

If a network service is requested that must be distributed across mul-
tiple domains, the 5GT-SO receiving the request becomes the parent NFV-
NSO and sends ETSI GS NFV-IFA 013 [23] requests for each of the con-
stituent NFV-NSs to other NFV-NSOs. Therefore, a hierarchy of NFVO-
NSOs is established. The child NFVO-NSOs may belong to the same 5GT-
SO that received the request from the 5GT-VS or to a peer 5GT-SO, which,
in turn, may establish an additional hierarchy that is transparent for the
parent NFVO-NSO. The child NFVO-NSO belonging to the same 5GT-SO
would be in charge of the lifecycle management of the constituent service
that is eventually deployed over the local 5GT-MTP, i.e., the 5G-MTP with
which the 5GT-SO has a direct relationship through the So-Mtp interface.
When a child NFVO-NSO belongs to a different domain, there is a service
federation.

Eventually, a resource-related request is generated towards the under-
lying NFVO-RO to assign virtual resources toward deploying the (con-
stituent) NFV-NS. The NFVO-RO functionality of the 5GT-SO handles re-
sources from the local 5GT-MTP (real or abstracted) and the 5GT-SOs of
other administrative domains (abstracted). The NFVO-RO will decide on
the placement of the Virtual Network Functions (VNF) of the NFV-NS based
on the resources’ information available coming from the local 5GT-MTP
than from federated domains. The 5GT-SO also embeds the Virtual Net-
work Function Managers (VNFM) to manage the lifecycle of the VNFs com-
posing the NFV-NS.

6.2.3 5G-T Mobile transport platform

The 5GT-MTP [42] is responsible for the orchestration of resources and
the instantiation of VNFs over the infrastructure under its control, as well
as managing the underlying physical mobile transport network, computing
and storage infrastructure. In general, there will be multiple technology do-
mains (TD) inside a 5GT-MTP (e.g., data centers, mobile network, wide area
network). The 5GT-MTP NFVO-RO acts as an end-to-end resource orches-
trator across the various technology domains of the 5GT-MTP. The comput-
ing and storage infrastructure may be deployed in central data centers as
well as distributed ones placed closer to the network edge, as in MEC [43].
Therefore, the 5GT-MTP manages the virtual resources on top of which the
NFV-NSs are deployed.
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Depending on the use case, the 5GT-MTP may offer different levels of
resource abstraction to the 5GT-SO. However, the 5GT-MTP NFVO-RO has
full visibility of the resources under the control of the Virtual Infrastructure
Managers (VIM) managing each technology domain, since they belong to
the same administrative domain. Therefore, when receiving a resource al-
location request from the 5GT-SO, the 5GT-MTP NFVO-RO generates the
corresponding request to the relevant entities (e.g., VIM or WAN Infrastruc-
ture Manager (WIM)), each of them providing part of the virtual resources
needed to deploy the VNFs and/or configure the relevant parameters of
the PNFs that form the NFV-NS.

6.3 Problem definition

5G-T architecture is a key enabler in deploying and managing vertical
services. As previously explained, the 5GT-SO decides the placement of the
different components required to deploy the different NSs that a vertical
service needs. Network slicing is the key paradigm the whole architecture
uses to partition the resources and allocate them to different verticals. Con-
sequently, network slicing leads mobile operators towards business models
that, perhaps surprisingly, have a similar nature to successful yield man-
agement strategies popular in areas such as airline or hotel industries, and
promise substantial gains in the revenue attained from mobile investments.
In particular, we explore the concept of slice overbooking, accommodating the
common practice in airline services of intentionally allocating more cargo
than the available capacity to the allocation of mobile network slices for
3rd-party services.

The challenge to adopt an orchestration system based upon the con-
cept of slice overbooking is threefold: (i) when doing overbooking, resource
deficit (and thus violations of system-level agreements) may occur; and so,
in order to maintain the incentives for 3rd-parties (users) to join the system,
a balance between overbooking and potential service disruption must be
taken care of; (ii) we need to untangle the coupling between resource reser-
vation and slice admission control decisions, which is further compounded
by the heterogeneous nature of the resources required to build a slice across
the whole system; (iii) we need to make appropriate use of monitoring in-
formation to be able to adapt to behavioral dynamics of 3rd-party services
embedded in network slices.

In the following chapters, we focus on designing an algorithm for net-
work slice overbooking that leverages the 5G-T end-to-end (E2E) orchestra-
tion platform for mobile systems that exploits feedback information from
network slices to make orchestration decisions. We will formalize our or-
chestration problem as a yield management problem that jointly performs
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admission control and resource reservation across all domains of the mobile
system exploiting the concept of slice overbooking.
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Chapter 7

Design

7.1 System Design and Model

First, we introduce the design of our system and a mathematical model
that allows us to make orchestration decisions. We model the 5GT-MTP
as a decoupled control and data plane system. We have a hierarchical ar-
chitecture in the control plane where local domain controllers interact with
the 5GT-MTP. The data plane of the different domains is comprised of base
stations, switches, and computing infrastructure. The 5GT-SO is the com-
ponent that takes end-to-end (E2E) orchestration decisions interacting with
the 5GT-MTP.

7.1.1 Data Plane

As depicted in Fig. 7.1, we consider a system with three different do-
mains: (i) a radio access network (RAN) comprised of B := {1, . . . , B} base
stations (BS), (ii) a computing domains with C := {1, . . . , C} computing
units (CUs) which can be located at the edge close (i.e. a few hops away)
to the RAN or far from the access network (i.e. several hops away), and a
transport network connecting BSs and CUs that we model as an undirected
graph where the edges, collected in set E , are network links.
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FIGURE 7.1: Data plane
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Service model

We allow tenants to deploy their services, dubbed vertical services (VSs),
within a slice of the system. The tenant provides such VSs in an offline on-
boarding phase, e.g., as virtual machines (VMs). The first task to create
a slice is to construct a network service (NS) with sufficient computing re-
sources allocated to the VS (and related mobile functions), connectivity in
the transport network, and spectrum resources at radio sites to enable VS
access to the tenant’s users. To this aim, we model such network service as
an ETSI NFV NS [64], with a chain of physical network functions (PNFs,
e.g., slices of BSs and switches), the vertical service (VS) and all virtual net-
work functions (VNFs) that connect end-users and VS (e.g., GTP gateways,
MME, etc.). This is shown in Fig. 7.1.

Resources

We assume BSs with RAN sharing or slicing support (e.g. [32]), an SDN-
based transport network and OpenStack as compute infrastructure man-
ager (although other cloud managers can be accommodated). BSs, network
links and CUs are characterized by a capacity value Cb, Ce and Cc ∈ R+ in-
dicating, respectively, the maximum amount of radio resources (spectrum
chunks), transport network resources (bits per second) and computing re-
sources (shares of aggregated CPU pools)1 that can be allocated to a service
in BS b ∈ B, network link e ∈ E and CU c ∈ C. To keep our problem
tractable, we assume that the microscopic problem of selecting a server for
a VNF within a CU is handled locally by a cloud orchestrator (e.g., Heat),2

and focus on the macroscopic problem of jointly optimizing (i) slice access
control, (ii) CU selection, and (iii) reservation of resources across the sys-
tem for the NS. Now, we let pb,c = 〈e1, e2, · · · 〉 be a sequence of links ei ∈ E
connecting BS b and a CU c (i.e., a path) and Pb,c be a set with all possi-
ble available paths pb,c. This can be readily computed offline using, e.g.,
k-shortest path methods based on Dijkstra’s algorithm. Each path p ∈ Pb,c
is further characterized with a delay Dp.

Middleboxes

We rely on an overbooking mechanism that adapts the reservation of
resources to the actual demand of each slice (or a prediction of it), as ex-
plained later on. However, we may violate service-level agreements (SLAs)
when making overly optimistic predictions (slice overbooking). In these
cases (which we strive to minimize), it is important to avoid perturbations

1To avoid notation clutter, we focus on compute resources only; however our model can
be readily extended to consider others such as storage.

2We refer the reader for more details on the microscopic issue to [2].
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of the transmitter’s behavior. If we delayed or dropped packets, TCP’s
transmission control of end-users would react in an undesirable manner.
Hence, we need a scheme to under-provision resources transparent to the
tenant’s users.

TCP proxies are common in many service gateways and load balancers
in operational networks to improve throughput performance, enhance se-
curity and perform network analysis and traffic control [61, 68]. Our system
exploits basic TCP proxy functionality in a middlebox as depicted in Fig. 7.1.
Our proxy creates a TCP overlay network splitting each connection into
two as per Split TCP [62]: the former between the service of the slice and
the middlebox, and the latter between the middlebox and the end-user(s)
of the slice where we do rate control. If the slice’s (aggregate) load exceeds
the SLA, packets are randomly dropped to adjust the rate to the SLA. If the
load is within the SLA parameters and below the maximum network capac-
ity reserved for the slice (as detailed later), the middlebox simply forwards
packets transparently. Finally, if the load is within the SLA parameters but
it exceeds the network capacity reserved for the slice, the middlebox buffers
packets to adjust the rate to the reserved capacity. Buffered packets are im-
mediately acknowledged back to the service and then transmitted to the
final user upon capacity availability. This avoids the rate controller of the
transmitter’s TCP implementation and reacts to our traffic control actions
when the load is within the tenant’s SLA.

7.1.2 Control Plane

Our control plane is depicted in Fig. 7.2. At the top of the hierarchy, the
slice manager (i.e. 5GT-VS) interacts with the tenants and oversees the setup
of a NS for the slice. In the middle, the end-to-end orchestrator (i.e. 5GT-SO)
embeds most of our system’s intelligence and is in charge of performing
access control and resources reservation activities for the slices all across
the mobile system, and interacts with the resource layer (5GT-MTP) which
interact with each domain controllers (RAN, transport, cloud) to deploy the
NS, accordingly.

Slice Manager

We consider a time slotted system whereby time is divided into deci-
sion epochs 〈1, 2, . . . 〉. Tenants issue slice requests to the slice manager at
any time within one decision epoch.3 We then let T (t) be the set of tenants
requesting a slice in epoch t.

3We assume it as an adjustable parameter, e.g., based on (off-)peak hours [74, 73] that
may trade off the forecast accuracy and speed of reaction.
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Each slice request is characterized by Φτ := {sτ ,∆τ ,Λτ , Lτ}. sτ is a

function that maps the network load received by tenant τ ’s VS into comput-
ing requirements (details later). ∆τ describes the latency tolerance between
τ ’s service and any BS, and Λτ = {Λτ,p | ∀p ∈ Pb,c, b ∈ B, c ∈ C,Λτ,p ∈ R+}
captures the service bitrate requested for τ ’s service at each radio site. Fi-
nally, Lτ is the duration of the slice. Should the slice be accepted, Φτ be-
comes an SLA between the tenant and the operator during Lτ intervals.

From the implementation perspective, we build our slice manager as a
web app where tenants can introduce their Φτ requests. Internally, we use
TOSCA templates to model NSs as shown in Fig. 7.1, and send it down to
the E2E orchestrator using a REST interface.

E2E Orchestrator

This is the main building block of our system. On the one hand, it
processes monitoring data provided by each controller and provides data
aggregation functions and forecasting algorithms. On the other hand, it
makes judicious decisions regarding resource reservation and admission
control, and interacts with the different controllers to enforce such deci-
sions. From a software perspective, and to prove our concept, we develop
our orchestrator in Java.4 This is the only entity maintaining system state
information. To guarantee consistency, all the remaining entities (i.e., slice
manager, controllers) are stateless. As shown in Fig. 7.2, the main functional
sub-blocks (connected by means of a REST interface) are the following:

4We acknowledge the fact that there exists a plethora of software projects developing
NFV orchestration tools (Tacker, OSM, Cloudify, etc.). We advertise that none of the tools
fully accommodate our needs, and thus we develop our own orchestrator for this thesis. In
future work, we aim to integrate our concept within a mainstream orchestration platform.
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Admission Control and Resource Reservation (AC-RR). At the begin-
ning of each decision epoch t the AC-RR engine has to (i) decide which
slices are accepted among those requests arrived during the previous de-
cision interval, (ii) select a CU to instantiate the VNFs/VS of each NS,
and (iii) make radio/transport/compute resource reservations across the
system (i.e., make an infrastructure slice) in order to maximize the net rev-
enue obtained from the tenants. To this aim, we let x(t)

τ,p denote whether
tenant τ is granted access to path p (x(t)

τ,p = 1) or not (x(t)
τ,p = 0); if slice

Φτ is rejected, then
∑

p x
(t)
τ,p = 0. Let us also define z(t)

τ,p as the resource
reservation for tenant τ , in terms of bitrate, when using path p, as illus-
trated in Fig. 7.3 (top). Importantly, z(t)

τ,p is not necessarily the amount of
transport resources reserved in path p (there are transport overheads we
need to account for), but the bitrate associated to the service when using
this path. Based on z

(t)
τ,p, however, we derive the reservations of radio,

transport and compute resources for slice Φτ . For notation convenience,
we vectorize x

(t)
τ,p and z

(t)
τ,p into x(t) ∈ {0, 1}S(t) and z(t) ∈ RS(t)+ , where

S(t) :=
∑

b∈B
∑

c∈C
∑

p∈Pb,c |T
(t)|.

In order to make decisions, we formalize our problem as a yield man-
agement problem (§7.2) and devise two algorithms to solve it (§??). As a re-
sult, the TOSCA NS descriptors are modified accordingly and passed down
to the different domain controllers through a REST interface that follows
closely the ETSI GS NFV-IFA 005 specification.

Monitoring and Feedback. We further divide the time window be-
tween two decision epochs into κ(t) := 〈1, 2, . . . 〉 monitoring samples. As
depicted in Fig. 7.3 (bottom), the monitoring function collects VS network
load samples in sequences 〈λ(θ)

τ,p | θ ∈ κ(t)〉 for every epoch t. With a slight
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abuse of notation, we let λ(t)
τ,p = max

{
λ

(θ)
τ,p | θ ∈ κ(t)

}
denote the maximum

demand of resources during epoch t. This value can be computed for past
epochs {1, . . . , t− 1} but it is unknown in the current one. Note that we use
max to account for peak aggregate loads that will allow us to minimize our
under-allocation footprint. Therefore, we let λ̂(t)

τ,p denote the estimated (pre-
dicted) value for epoch t, and 0 < σ̂

(t)
τ,p ≤ 1 denote the level of uncertainty of

such prediction. This is performed by the Forecasting sub-block, explained
below.

In addition to service demand, another source of uncertainty is the wire-
less channel capacity. To model this, we let η(t)

τ,b be a factor that maps radio
spectrum (physical resource blocks (PRBs)) into actual load injected into the
transport network (bits per second) for tenant τ and BS b at epoch t. Note
that η(t)

τ,b depends mostly on the average signal quality between users and
BS, which can be monitored with conventional utilities and then estimated
using standard radio models.

From our implementation perspective, we use sFlow to collect service
load samples, OpenStack Ceilometer/Gnocchi to collect computing
and storage monitoring data, and a proprietary protocol to gather signal
quality samples from the RAN. Finally, we exploit InfluxDB to store time-
series data and a MySQL database to save additional control plane informa-
tion, e.g., current state of each slice.

Forecasting. This block processes the measurements (observations) per-
formed during previous decision epochs t and provides the forecasting in-
formation to drive the system towards optimal states. In particular, we
focus on a specific class of machine-learning algorithms that learn and pre-
dict the future traffic behaviors λ̂(δ)

τ,p for the next N decision intervals, i.e.,
δ ∈ {t+1, . . . , t+N}. Exponential smoothing methods are common to prop-
erly handle future resource provisioning in cloud computing environments.
However, the main drawback of (double) exponential smoothing is the in-
ability to account for seasonabilities. Hence, our forecasting algorithm is
based on a three-smoothing function.5 This accurately applies to our prob-
lem as mobile data has periodicity features [96] that can be exploited to pro-
vide predicted traffic levels with a certain accuracy σ̂(δ)

τ,p. Therefore, we rely
on the multiplicative version of Holt-winters (HW) algorithm [118], where
the forecasting function fHW is defined as fHW : R|t−1| → R|t+δ| | λτ,p →
λ̂τ,p.

5Naturally, we can seamlessly plug in alternative forecasting methods, e.g., recent ap-
proaches based on neural networks [133].
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Controllers

As depicted in Fig. 7.2, our orchestrator interacts with domain con-
trollers to enforce orchestration decisions and retrieve monitoring informa-
tion. At the northbound of the Cloud controller, we translate the received
TOSCA descriptor into a Heat template and send it down to a driver that
interfaces with OpenStack Heat and Keystone for proper instantiation
and CPU reservation (using CPU pinning [53]). Similarly, at the north-
bound of the Transport controller, we translate the TOSCA descriptor into a
series of OpenFlow instructions that are processed with Floodlight SDN
controller to set up paths between BSs and CUs with appropriate capacity.
Finally, we use the same descriptor file to configure radio shares of commer-
cial LTE base stations, wherein each slice is connected to a different mobile
core.

7.2 Admission Control & Resource Reservation (AC-
RR) Problem

Maximizing a business’ revenue falls into the category of yield manage-
ment, a mainstream business theory that studies fare management, access
control, and resource allocation [114]. In the airline industry, the problem
is deciding, based on the number of seat reservations, whether to accept
or reject new requests considering that passengers may cancel or even be
“no-shows” before the flight departure. Thus, overbooking is performed
with associated penalties determined by a penalty-cost function. Owning
to similar business nature, we cast our slice orchestration problem into a
stochastic yield management optimization problem.

7.2.1 Design of the objective function

Analogously to the airline example, we exploit the fact that users rarely
consume all the resources they request [48]. This allows us to allocate more
tenants than those presumably allowed by the leftover capacity, and gain
additional revenue from slice multiplexing (overbooking). An overly ag-
gressive strategy may lead to a resource deficit, discouraging potential users
from joining the system. We address this by (i) considering (forecasted)
peak loads at each interval and (ii) designing a proper penalty-cost func-
tion. Consequently, we define

ψ(t) :=
∑
τ∈T (t)

∑
p∈Pb,c
∀b∈B,c∈C

Expected penalty︷ ︸︸ ︷
Kτ Pr

[
z(t)
τ,p < λ(t)

τ,p

]
x(t)
τ,p−

Reward︷ ︸︸ ︷
Rτx

(t)
τ,p
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as the expected instantaneous cost in epoch t, and define

min
x∈{0,1}S ,z∈RS+

lim
T→∞

1

T

T∑
t=1

ψ(t) (7.1)

as our optimization problem, whereRτ is the reward obtained from accept-
ing slice Φτ (e.g., subscription fee) and Kτ is a penalty paid to tenant τ
when we violate its SLA,6 which happens with probability Pr

[
z

(t)
τ,p < λ

(t)
τ,p

]
.

The target is to asymptotically minimize the aggregate cost or, equivalently,
maximize the net reward.

A possible approach to solve this problem is to model λτ,p as a random
variable with known distribution, and estimate its parameters looking at
the realizations. This falls into the realm of stochastic programming where
the aim is to balance reward maximization (right-hand side of Ψ(t)) with
the cost of a recourse action (left-hand side). However, in practice, λτ,p may
be characterized by an intractable distribution and/or discretization may
lead to overly complex computation. Hence, we adopt a more practical
approach.

First, we assume that the duration of a slice Lτ is relatively small com-
pared to the system’s time horizon. Therefore, solving Eq. (7.1) is equivalent
to minimizing ψ(t) at each decision epoch. This also allows us to drop the
superscript (t) to simplify the notation and mitigate clutter in our analysis.

Second, we substitute Pr
[
z

(t)
τ,p < λ

(t)
τ,p

]
with a risk cost function

ρ(zτ,p, σ̂τ,p, Lτ ) := Pτ,p · ξτ,p

that depends on the resource reservation zτ,p, forecast uncertainty σ̂τ,p
and slice duration Lτ , where the term

Pτ,p :=
Λτ,p − zτ,p
Λτ,p − λ̂τ,p

, 0 ≤ Pτ,p ≤ 1, 7

captures the risk of resource deficit due to overly aggressive under-provisioning,
and

ξτ,p := σ̂τ,pLτ , 0 < ξτ,p ≤ Lτ ,

is a scaling factor that accounts for the uncertainty in our prediction (σ̂τ,p >
0) and the duration of the slice request (Lτ > 0). In this way, we can rewrite

6These coefficients Kτ and Rτ shall be designed to balance user incentives and revenue.
We refer the reader to related economy literature [76].

7We later impose λ̂τ,p ≤ zτ,p ≤ Λτ,p, which yields 0 ≤ Pτ,p ≤ 1.
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our problem as:

min
x∈{0,1}S ,z∈RS+

Ψ :=
∑
τ∈T

∑
p∈Pb,c
∀b∈B,c∈C

Estimated penalty︷ ︸︸ ︷
Kτρ(zτ,p, σ̂τ,p, Lτ )xτ,p−

Reward︷ ︸︸ ︷
Rτxτ,p (7.2)

We next introduce the constraints of our problem.

7.2.2 Constraints

We first formulate the system capacity constraints as∑
τ∈T

∑
p∈Pb,c
∀b∈B

aτ + zτ,pbτ ≤ Cc, ∀c ∈ C (7.3)

∑
τ∈T

∑
p∈Pb,c
∀b∈B,c∈C

zτ,pηe1e∈p ≤ Ce, ∀e ∈ E (7.4)

∑
τ∈T

∑
p∈Pb,c
∀c∈C

zτ,pητ,b ≤ Cb, ∀b ∈ B (7.5)

describing capacity constraints of CU resources, transport links, and BSs,
respectively. Parameters aτ , bτ ∈ sτ in Eq. (7.3), characterize the linear re-
lationship between network load arriving at the service of tenant τ and its
computing requirements.8 aτ models a baseline consumption associated to,
e.g., the VS operative system, the mean number of users of the tenant, etc.,
and bτ models the amount of computation required to serve the allocated
bitrate. In Eq. (7.4), we let ηe model the overhead of the specific transport
protocol used in link e ∈ E (e.g. VLAN/MPLS tags, GTP tunnels, etc.); and
1e∈p is equal to 1 only if link e belongs to path p. Finally, in Eq. (7.5), ητ,b
maps bitrate resources into radio resources, which can be estimated with
readily available radio models.

We also add the following constraints:∑
p∈Pb,c
∀c∈C

xτ,p ≤ 1, ∀τ ∈ T , ∀b ∈ B (7.6)

8This model is motivated by the strong linear correlation between network load and
storage/compute usage in network services evinced in several works, e.g. [50, 35], and
our own measurements. We assume the model parameters are learnt during an offline on-
boarding phase.
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to prevent multipath connections;9∑
p1∈Pm,c

xτ,p1 ≤
∑

p2∈Pn,c

xτ,p2 , ∀m 6= n ∈ B, ∀c ∈ C, ∀τ ∈ T (7.7)

to guarantee that accepted slices are given a slice of all BSs and that each
BS slice belonging to the same system slice Φτ is connected to the same CU;
and the delay constraint∑

p∈Pb,c
∀c∈C

xτ,pDp ≤ ∆τ , ∀τ ∈ T ,∀b ∈ B. (7.8)

Finally, we formulate the constraints that couple the resource reserva-
tion decisions (z) and the routing/function placement and access control
decisions (x) as follows:

z � xΛ (7.9)

xλ̂ � z (7.10)

that yield λ̂ � z � Λ, if Φτ is accepted, or z = 0, otherwise.

7.2.3 AC-RR Problem

Consolidating the above, our problem becomes:

Problem 1 (AC-RR Problem).

min
x∈{0,1}S ,z∈RS+

Ψ(x, z)

s.t. (7.3), (7.4), (7.5), (7.6), (7.7), (7.8), (7.9), (7.10).

We note that Ψ(x, z) is a quadratic function. Fortunately, the structure
of our problem yields the following conventional linearization technique.
First, we create an auxiliary variable yτ,p := zτ,p · xτ,p and then rearrange
the terms in Ψ to be linear with x and y as follows. Ψ(x, z) = Ψ(x,y) =

∑
τ∈T

∑
p∈Pb,c
∀b∈B,c∈C

(
Λτ,pξτ,pKτ

Λτ,p − λ̂τ,p
−Rτ

)
xτ,p −

ξτ,pKτ

Λτ,p − λ̂τ,p
yτ,p.

9This constraint is motivated by the reluctance of operators to deploy multipath systems
due to additional expenditures and delay (due to packet reordering) [111] but it can be
relaxed if a multipath protocol is implemented [36].
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Second, we add the following constraints to maintain the linearized prob-
lem equivalent to the original Problem 1:

y � Λx (7.11)

y � z (7.12)

z + Λx � y + Λ (7.13)

As a result, our AC-RR problem can be formulated as the following mixed
integer linear problem (MILP):

Problem 2 (AC-RR MILP).

min
x∈{0,1}S ,y∈RS+,z∈RS+

Ψ(x,y)

s.t. (7.3), (7.4), (7.5), (7.6), (7.7), (7.8), (7.9), (7.10), (7.11), (7.12), (7.13).

We next establish the complexity of our problem.

Theorem 1. Problem 2 (and so Problem 1) is NP-Hard.

Proof. The proof goes by reduction. Consider a restricted instance of Prob-
lem 2 (or Problem 1) with n tenants with no associated penalty (Kτ = 0, ∀τ ),
1 CU c1 with unlimited capacity Cc1 → ∞, 1 BS b1 with capacity Cb1 = B,
and a simple transport network with a direct link e1 connecting c1 and b1

with unlimited capacity Ce1 →∞ and no delay. Given this setting, it is triv-
ial to cast this problem (in polynomial time) into the well-known knapsack
problem [19], which is NP-hard. Adding multiple BSs and CUs increases
the complexity of the problem, making it even harder to solve. This proves
that Problem 2 is NP-Hard.

7.2.4 Practical Considerations

There are a few additional practical details we need to consider. In par-
ticular, if tenant τ is accepted in t, we need to ensure that τ is also accepted
in epochs {t+1, t+2, . . . , t+Lτ}. This can be done by adding the following
constraint to Problem 2:∑

p∈Pb,c
∀b∈B,c∈C

xτ,p1Ωτ∈Z>0 = 1, ∀τ ∈
{
T (1), . . . , T (t−1)

}
(7.14)

where Ωτ is a state variable of slice Φτ indicating the time the slice has left
till expiration (for all previously accepted tenants).

However, (7.14) may render unfeasibility. Imagine a scenario where
two slices have been accepted in t1 for a duration equal to L. Now, if
the load forecast of any tenant exceeds the capacity of some resource in
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t2, t2 < t1 + L, we would encounter a deficit of resources that represents
an unfeasible setting due to constraint (7.14). To address this, we relax the
capacity constraints (7.3)-(7.5) as follows,∑

τ∈T

∑
p∈Pb,c
∀b∈B

aτ + zτ,pbτ ≤ Cc + δc, ∀c ∈ C (7.15)

∑
τ∈T

∑
p∈Pb,c
∀b∈B,c∈C

zτ,pηe1e∈p ≤ Ce + δb, ∀e ∈ E (7.16)

∑
τ∈T

∑
p∈Pb,c
∈C

zτ,p,iητ,b ≤ Cb + δr, ∀b ∈ B (7.17)

and Problem 2 as follows

min
x∈{0,1}S ,y∈RS+,z∈RS+
δr∈R+,δb∈R+,δc∈R+

Ψ(x,y) +M(δr + δb + δc)

s.t. (7.15), (7.16), (7.17), (7.6), (7.7), (7.8), (7.9), (7.10), (7.11), (7.12), (7.13),

where δr, δb, δc ∈ R+ are auxiliary variables accounting for the deficit of
radio, transport and computing resources, respectively, and M is a large
value accounting for the cost of leasing these resources (e.g., via federation)
or the penalties that we would have to pay (also sometimes known as “big
M method”). This method fixes the unfeasibility issue as the resource deficit
potentially caused by Eq. (7.14) is absorbed by the new auxiliary variables
(at a high costM ). While we consider this in our implementation (as shown
in §8.2), we omit these details in the following analysis to keep our presen-
tation simple.

7.2.5 Benders Method

Our first methodology to solve Problem 2 lies on the observation that
constraints (7.9), (7.10), (7.11) and (7.13) couple the real-valued resource
reservation decision variables (z, y), and the binary placement and path
selection decision variables (x). We relax these constraints and decouple
the slack problem into two subproblems by means of Benders decomposi-
tion [12]: one that involves the so-called “complicated” variables and one
that involves only continuous variables.

We first describe our slave subproblem as follows:



7.2. Admission Control & Resource Reservation (AC-RR) Problem 83

Problem 3 (Slave problem PS(x̄)).

min
y∈RS+,z∈RS+

∑
τ∈T

∑
p∈Pb,c
∀b∈B,c∈C

− ξτ,pKτ

Λτ,p − λ̂τ,p
yτ,p

s.t. (7.3), (7.4), (7.5), (7.12)

z � x̄Λ (7.18)

x̄λ̂ � z (7.19)

y � Λx̄ (7.20)

z + Λx̄ � y + Λ (7.21)

which can be solved with standard linear programming solvers, and define
its dual problem as PDS(x̄).

Problem 4 (Dual slave problem PDS(x̄)).

max
µ∈RN+

g (x̄,µ)

s.t. − bτµ1,c −
∑
e∈p

ηeµ2,e − ητ,pµ3,b − µ4,τ,p + µ5,τ,p+

+ µ7,τ,p − µ8,τ,p ≤ 0, ∀b ∈ B,∀c ∈ C, ∀p ∈ Pb,c, ∀τ ∈ T

− µ6,τ,p − µ7,τ,p + µ8,τ,p ≤ −
ξτ,pKτ

Λτ,p − λ̂τ,p
,

∀b ∈ B,∀c ∈ C, ∀p ∈ Pb,c, ∀τ ∈ T

where g (x̄,µ) =

∑
c∈C

µ1,c

∑
τ∈T

∑
p∈Pb,c
∀b∈B

aτ − Cc

−∑
e∈E

µ2,eCe −
∑
b∈B

µ3,bCb+

+
∑
τ∈T

∑
p∈Pb,c
∀b∈B,c∈C

(
− µ4,τ,px̄τ,pΛτ,p + µ5,τ,px̄τ,pλ̂τ,p−

− µ6,τ,pΛτ,px̄τ,p + µ8,τ,p(Λτ,px̄τ,p − Λτ,p)
)

and µ is the vector of N = C + |E|+B + 5S dual variables.
We then formulate our master subproblem as follows:
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Algorithm 6 Benders method

1: k ← 1
2: Initialize C1 = C2 = ∅, UB(1) = −LB(1) >> 1
3: while UB(k) − LB(k) > ε do
4: LB(k),x(k), θ(k) ← PM(C1, C2)
5: µ(k) ←DS (x(k))
6: if PDS(x(k)) is unbounded then
7: µl ← extreme ray
8: C2 ← C2 ∪ {µl}
9: else

10: µm ← extreme point
11: C1 ← C1 ∪ {µm}
12: end if
13:

Γ =
∑
τ∈T

∑
p∈Pb,c
∀b∈B,c∈C

(
Λτ,pξτ,pKτ

Λτ,p − λ̂τ,p
−Rτ

)
x(k)
τ,p − g

(
x(k),µ(k)

)

14: if UB(k−1) > Γ then UB(k) = Γ
15: end if
16: k ← k + 1
17: end while
18: x∗ = x(k)

19: y∗, z∗ ← PDS(x(k))

Problem 5 (Master problem PM (C1, C2)).

min
x∈{0,1}S ,θ∈R+

∑
τ∈T

∑
p∈Pb,c
∀b∈B,c∈C

(
ξτ,pKτ

Λτ,p − λ̂τ,p
Λτ,p −Rτ,p

)
xτ,p + θ

s.t. (7.6), (7.7), (7.8)

g (x,µm) ≤ θ, ∀µm ∈ C1 (7.22)

g
(
x,µl

)
≤ 0, ∀µl ∈ C2 (7.23)

where θ is a surrogate variable substituting the “cost” of the resource reser-
vation decisions, and equations (7.22) and (7.23) correspond to the optimal-
ity and feasibility cuts, respectively, added iteratively by Algorithm 6. We
then use the iterative Algorithm 6 to solve Problem 2. The optimality of this
approach is formalized in the following theorem.

Theorem 2 (Algorithm 6 Optimality). Algorithm 6 converges to the optimal
solution of Problem 2 in a finite number of iterations.

Proof. The proof follows from the Partition Theorem in [12]. Let us consider
the abstract formulation of Problem (5):

min
x,θ

cT1 x+ θ s.t. (x, θ) ∈ G , (7.24)
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where G is the set of constraints, created by the intersection of the con-
straints in X and the convex hull of the extreme halflines resulting from
the dual slave problem (which is a polyhedral cone C). Algorithm 6 is ini-
tialized with empty sets C1 and C2 and thus G(1) corresponds to a minimal
set of constraints. At each iteration k > 1, the algorithm appends a point
of the dual slave problem into set C1 or C2, which results in the addition of
one extreme halfline of the cone C in G(k). As a result, set G is iteratively re-
constructed and, given that there is a finite number of them, convergence to
the optimal solution is guaranteed because, in the worst case, the algorithm
will reconstruct the full set G.

7.2.6 Heuristic Algorithm

While Benders method provides an optimal solution, it might take long
time to converge. For larger scale systems, we propose a heuristic to solve
Problem 5 by casting it into a classical multi-constrained 0-1 Knapsack prob-
lem model [80]:

Problem 6 (Multi-constrained Knapsack Problem).

min
x∈{0,1}S

∑
τ∈T

∑
p∈Pb,c
∀b∈B,c∈C

γτ,p xτ,p

s.t.
∑
τ∈T

∑
p∈Pb,c
∀b∈B,c∈C

w(k)
τ,p xτ,p ≤W (k), ∀k (7.25)

∑
j∈T

∑
p∈Pb,c
∀b∈B,c∈C

1j=τ xj,p ≤ 1, ∀τ ∈ T ; (7.26)

where γτ,p and w
(k)
τ,p in constraint (7.25) are the cost and the weight of

item xτ,p, respectively, whereas W (K) is the total capacity of the knapsack.
They are defined as follows.

γτ,p =

(
ξτ,pKτ

Λτ,p − λ̂τ,p
Λτ,p −Rτ,p

)
(7.27)

w(k)
τ,p =−µ4,τ,pΛτ,p+µ5,τ,pλ̂τ,p−µ6,τ,pΛτ,p+µ8,τ,pΛτ,p (7.28)

W (k) = −
∑
c∈C

µ1,c

∑
τ∈T

∑
p∈Pb,c
∀b∈B

aτ − Cc

+
∑
e∈E

µ2,eCe+

+
∑
b∈B

µ3,bCb +
∑
τ∈T

∑
p∈Pb,c
∀b∈B

µ8,τ,pΛτ,p. (7.29)
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Algorithm 7 Knapsack-Solver(W̄ , w̄)

1: Initialize H = 0, C = {e}where {e} = {τ, p}, ∀τ, p
2: Calculate wτ,p and W based on (7.30)
3: H = W̄
4: for e ∈ C do
5: φτ,p =

γτ,p
w̄τ,p

6: end for
7: Sort C based on φτ,p in a decreasing order
8: while (H > 0 ∧ |C| > 0) do
9: Pool the first e← C

10: if H − wτ,p ≥ 0 then
11: xτ,p = 1
12: H = H − wτ,p
13: end if
14: end while

Note that constraints are dynamically added by Algorithm 6 at each
iteration k ≥ 1. The constraint set (7.26) accounts for constraint (7.6) in
Problem 5.

When devising a lightweight solution to solve the above-mentioned
problem, we rely on classical heuristics proposed for knapsack problems.
We name our proposal Knapsack Admission Control (KAC) algorithm and
we show the details in Algorithm 7. First, we combine together different
weights w(k)

τ,p into one single value per item xτ,p and we calculate the overall
system capacity W as follows

w̄τ,p =
∑
k

εkw
(k)
τ,p , and W̄ =

∑
k

εkW
(k), (7.30)

where εk is recursively defined as follows

εk =

∣∣∣∣∣∣∣∣εk−1W
(k) −

∑
τ∈T

∑
p∈Pb,c
∀b∈B

εk−1w
(k)
τ,p

∣∣∣∣∣∣∣∣ , ∀k > 0, (7.31)

assuming that ε0 = 1. This translates the problem into a classical 0-1 Knap-
sack problem with one single capacity constraint. Thus, we compute the
ratio φτ,p =

γτ,p
w̄τ,p

per item xτ,p. Based on such ratio, we sort all the items
in a decreasing order and we try to fit them into our system capacity W̄ ,
following the classical first-fit decreasing (FFD) algorithm [56].

Algorithm 7 is a heuristic that allows us to expedite solutions of Prob-
lem 5. Then, by combining Algorithm 7 and removing the optimality cuts
from our Benders approach, we can design a fast method to solve our or-
chestration Problem 2 in larger scale scenarios. We describe such method,
descriptively labeled Knapsack Admission Control (KAC), in Algorithm 8.
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Algorithm 8 Knapsack Admission Control (KAC)

1: k ← 1

2: Initialize W̄ = ∅, w̄ = ∅, ε0 = 1

3: x(k) ← Knapsack-solver(W̄ , w̄)

4: while PDS(x(k)) is unbounded do
5: µ← extreme ray
6: Compute w(k) and W (k) based on (7.28) and (7.29)
7: w̄ = w̄ + εkw

(k), W̄ = W̄ + εkW
(k)

8: Compute εk based on (7.31)
9: x(k) ← Knapsack-solver(W̄ , w̄)

10: k ← k + 1

11: end while
12: x∗ = x(k)

13: y∗, z∗ ← PDS(x(k))
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Chapter 8

Evaluation

8.1 Simulation Results

We now evaluate, with emulated data planes from real operators, the
revenue gains achievable by our approach under different slice types, traffic
patterns and penalties/rewards.

8.1.1 Infrastructure

We consider real urban networks from 3 different operators in Romania
(N1), Switzerland (N2) and Italy (N3), shown in Fig. 8.2(a)-(c). We already
used the Romania and Switzerland topologies in the first part of this thesis

First, we observe that they do not have canonical structure. Some BSs are
as far as 20Km from the edge CU (in N3), while others are within 0.1Km
range. There is therefore high path diversity across networks. N1 has high
path redundancy (mean of 6.6 paths), while in N3 several BSs have only 1
path (mean 1.6). As a result, the delay1 distribution differs across networks.
Second, they use heterogeneous link technologies. N3 uses mainly fiber, N2
wireless and N1 fiber, copper and wireless. This induces high diverse link
capacities (from 2 to 200 Gb/s). This diversity, illustrated in Fig. 8.2(d)-
(e), evinces that a one-size-fits-all orchestration policy may be arbitrarily
inefficient.

Romania (N1) and Switzerland (N2) have N = 198 and N = 197 BSs,
respectively. We consider Cb = 20 MHz for all BSs b that, assuming ideal
channel conditions and 2x2 MIMO, yield ηb = 20/150.2 Conversely, Italy
(N3) has 1497 radio units clustered in 200 groups of 5-10 radio units. We
consider each cluster as one BS with capacity equal to the aggregate capac-
ity of the cluster (between Cb = 80 and Cb = 100 MHz). Finally, we connect
the edge CU (green dot in Fig. 8.2(a)-(c)) with a core CU (not shown in the
figure) with a link with unlimited bandwidth and a latency equal to 20 ms.
We let the edge CU have a capacity equal to 20N CPU cores, i.e., enough

1Assuming store-and-forward and 12000/Ce, 4 or 5µs/Km (cable or wireless), and 5µs
for transmission, propagation, and processing delay.

2We consider ideal conditions to ease the analysis. In practice, however, radio models
can be used to make a more accurate estimation.
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Slice type R ∆ (ms) Λ (Mb/s) σ (Mb/s) s = {a, b} (CPUs)
(x)eMBB 1 30 50 variable {0, 0}
mMTC (1 + b) 30 10 0 {0, 2}
uRLLC (2 + b) 5 25 variable {0, 0.2}

TABLE 8.1: End-to-end network slice template
capacity to accommodate one mMTC tenant (the more compute-hungry,
as we show later) at maximum load, and the core CU have five times as
much. Moreover, to ease presentation, we neglect transport overheads and
so ηe = 1.

(A)
Ro-
mania
topol-
ogy.

(B)
Switzer-
land
topol-
ogy.

(C)
Italy
topol-
ogy.

FIGURE 8.1: Networks from 3 European operators: red dots
indicate the BSs’ locations, black dots the routers/switches,
and the green dot an edge CU (placed at the most central

position).
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FIGURE 8.2: Path capacity and delay distribution for the 3
networks.

8.1.2 Scenarios

Based on 3GPP guidelines on 5G network design [119], 3 different slice
types may be specified in Network Slice Selection Assistance Information
(NSSAI): enhanced/extreme Mobile BroadBand (e/xMBB), massive Machine-
Type-Communications (mMTC) and ultra reliable low-latency communica-
tions (uRLLC).
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We rely on such 3 heterogeneous slice types to account for diverse de-
lay/throughput requirements, summarized in Table 8.1. The reward R

gained when accepting a tenant differs across slice types to reflect such het-
erogeneity. Slice requests Φτ are generated with a fixed Λτ = {Λτ,p = Λ |
∀p ∈ Pb,c,∀b ∈ B,∀c ∈ C}. Then, the actual traffic demand λ(θ)

τ follows a
Gaussian distribution with variable mean λ̄ and standard deviation σ. The
only exception is the mMTC template that has a deterministic load (i.e.,
σmMTC = 0). Finally, the service model parametrization s is also shown in
the table.

We compare both (Benders and KAC) against a baseline approach la-
beled no-overbooking. For the latter, we solve the same AC-RR problem
but we replace constraint (7.10) with xΛ � z. As a result, accepted slices
upon the no-overbooking policy are allocated the amount of resources
agreed in their SLA. Note that we use our optimal Benders method to find
the no-overbooking policy and so it is an upper-bound benchmark. All slice
requests are issued at the beginning of each simulation, which runs until
the mean revenue has a standard error lower than 2%. This is almost im-
mediate for no-overbooking but it requires longer for our overbooking
methods due to the time needed to learn slice load patterns.

We present results for a variable setting of mean load λ̄, load variability
σ, and penalty Kτ = K, ∀τ . In our results, depicted in Fig. 8.3 and 8.4,
different colors represent different penalties such thatK = m

ΛR, wherem =

{1, 4, 16}. In this way, if m = 1, failing to serve 10% of the SLA incurs in
a penalty equal to 10% of the reward payed by the tenant (40% if m = 4

and so on). Finally, we set σ = {0, λ̄/4, λ̄/2} with different line types (for
Benders) or shapes (for KAC). We consider a total number of 10 tenants
for “Romanian” and “Swiss” and 75 tenants for “Italian” (with more radio
and transport capacity). In this way, our simulations span not only realistic
topologies but also a wide set of parameters.

8.1.3 Homogeneous cases

We first let all the slices use the same template and have equal (but inde-
pendent) service demand statistics (λ̄ and σ). Fig. 8.3 depicts the relative net
revenue gain (percentage) with our approaches and with no-overbooking
for all slice types and all topologies described above. In the x-axis, we use
parameter 0 ≤ α ≤ 1 to control the mean load of each slice such that λ̄ = αΛ

(e.g., if α = 1 the mean load of Φτ is equal to Λτ ).
We note that both KAC and Benders provide equal performance when

all slices are eMBB, regardless of the topology. This is remarkable because
Benders may take a few hours to converge with some settings whereas
KAC boils down this number to a few seconds. In case of mMTC and uRLLC
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FIGURE 8.3: Relative revenue (percentage) of our ap-
proaches over no-overbooking in homogeneous scenar-

ios. Variable mean load λ̄.
slices, KAC under-performs when compared to Benders, though it still pro-
vides between 200% and 75% additional revenue w.r.t. no-overbooking
in low to medium load regimes. However, as above-mentioned, we use an
optimal method to implement no-overbooking and it thus suffers from
convergence times similar to our optimal method.

Let us focus on the eMBB slices in “Romanian” (top left plot of Fig. 8.3).
In this setting, no-overbooking obtains a revenue equal to 3 monetary
units irrespective of the conditions of the system (not shown due to space
limitations). Regarding our approaches, we obtain up to 220% additional
revenue (i.e., up to 10 monetary units) when the mean load is low (relative
to the SLA). This is intuitive because the lower the ratio between mean load
λ̄ and Λ, the larger the chances for multiplexing load. The second obser-
vation is that, when σ = 0 (no traffic variability), our approach obtains the
same revenue gains independently from the penalty factor imposed. This
results in overbooking with no risk as the forecasting process is performed
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with high certainty. The third due observation is that higher slice load vari-
ability leads to less revenue gains. The rationale behind is that higher vari-
ability incurs in a higher risk of committing an SLA violation and so our
mechanism overbooks more conservatively. Finally, when σ > 0, higher
penalty factors also negatively affect the potential revenue gains due to a
conservative behavior.

The net revenue attained to mMTC or uRLLC is higher (up to 30 and 25

units in “Romanian”, respectively) due to their higher reward. However,
we can observe that the relative gains remain very similar for all slice types
in “Romanian”. This is not the case for “Swiss”, where the maximum gain
of eMBB is twice its gain in “Romanian” (and twice the gain for mMTC and
uRLLC). The reason is that the transport of “Swiss” is constrained by low-
capacity wireless links whereas the computing capacity (used by uRLLC
and specially mMTC) remains the same. As a result, no-overbooking
obtains less net revenue when there are eMBB slices only w.r.t. “Roma-
nian”. However, our approaches are capable of accepting more eMBB ten-
ants when their actual load is limited.

Last, “Italian” has considerably more radio and transport resources than
both Romania and “Swiss”, whereas the computing capacity remains the
same. Indeed, no-overbooking obtains up to 25 monetary units when
all slices are eMBB (8x more than the same scenario in “Swiss” and “Ro-
manian”), and very similar net revenue when slices are mMTC and uRLLC
(because they mostly depend on computing, which keeps constant across
topologies). Given that we have 75 tenants (instead of 10), the relative gains
when applying overbooking are similar for eMBB as in the other topologies.
This is due to the fact that increasing radio and transport capacity bene-
fits both no-overbooking and our approaches. However, these gains are
substantially higher when the mean load of the slices is mild to low with
mMTC and uRLLC as computing is severely constrained thereby substan-
tially helping in these load regimes.

Notably, the gains shown in Fig. 8.3 come at a negligible cost on the
tenants. Specifically, a tenant’s SLA violation occurred with a probability
lower than 0.0001% in the most aggressive configuration (σ = λ̄/2 and m =

1), and even in such rare cases, the dropped traffic is as much as 10%. As
a sanity check, a more aggressive overbooking (σ = 3λ̄/4 and m = 0.01)
increases the chances of violating an SLA to only 0.043% samples with as
much as 20% of traffic drop.

8.1.4 Heterogeneous cases

We now consider mixed setups. To simplify the visualization of our
results, we focus on scenarios that merge eMBB and mMTC, uRLLC and
eMBB, and mMTC and uRLLC slices, respectively, and fix the mean load
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FIGURE 8.4: Revenue of our approaches (colors) and
no-overbooking (black) in heterogeneous scenarios.

Mean load is λ̄ = 0.2Λ.
λ̄τ = 0.2 · Λτ . Fig. 8.4 depicts the net revenue of our approaches and
no-overbooking (with a black line) for the same range of σ and penalty
parameters m used before. The scenarios have a fix number of slices (10 for
“Romanian” and “Swiss”, 75 for “Italian”) and we vary the percentage of
one type of slice w.r.t. the other using parameter β.

First, let us study the top left plot where we have 10 β
100 mMTC slices and

10100−β
100 eMBB slices in “Romanian”. The revenue attained to no-overbooking

grows as we increase the ratio of mMTC tenants until β = 25% onwards
when the revenue remains flat. At that point, no-overbooking is not ca-
pable of accommodating computing resources to the increasing number of
mMTC slices but there are sufficient eMBB slices to compensate. This oc-
curs until β = 75 where there are not enough eMBB tenants and therefore
the revenue falls as computing resources are fully consumed. In marked
contrast, our approach obtains a linearly increasing revenue as we increase
the number of mMTC slices that are all eventually accepted. Interestingly,
the larger relative gains over no-overbooking occurs when the scenario
is more homogeneous (β = 0% and β = 100%). Similar observations can
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be obtained from the other two mixes of slice types. We obtain similar rev-
enues also for “Swiss”. The main difference is that, given the constrained
transport, higher values of σ and higher penalty factors incur in lower rev-
enues compared to the “Romanian” topology.

Compared to “Romanian” and “Swiss”, similar revenue trends are ob-
served for no-overbooking but substantially different for our approaches
in “Italian” taking the first case (eMBB and mMTC slices). The revenue
of both Benders and KAC rapidly grows as we accept more mMTC slices
while declining after we reach β = 25%. Counter-intuitively, while “Ital-
ian” has substantially more radio and transport resources (and more slice
requests) than the other two topologies, the computing resources are essen-
tially the same, and there are not sufficient eMBB slices to compensate the
rejected mMTC slices from β = 25% onwards. Similar observations can be
made for “Italian” in the other two mixes of slices.

Importantly, our overbooking schemes cause SLA violations as often as
in the homogeneous case (less than 0.001% samples with the most aggres-
sive configuration) and so our gains come at a negligible cost for the ten-
ants. In this way, we conclude that our system manages to trade off hard
SLA guarantees of traditional systems for substantial revenue gains with
minimal SLA violations and practically zero footprint from the overbook-
ing scheme.

8.2 Experimental Proof-of-Concept

We evaluate our orchestrator3 with a real data plane. To this aim, we
deploy the experimental testbed depicted in Fig. 8.5. The hardware compo-
nents are summarized in Table 8.2.

In the RAN, we use 2 commercial BSs with RAN sharing support and
we use different PLMN-Ids [124] to identify slices due to the lack of 5G
network slicing-support equipment. The proprietary interface of the BSs
allows us to grant shares of bandwidth, physical radio blocks (PRBs) specif-
ically, to different mobile networks (associated with a different PLMN-id).4

The BSs are set in 20-MHz channels (capacity equal to 100 PRBs). In the
transport, we use a programmable OpenFlow switch to virtualize the back-
haul topology shown in Fig. 7.1, comprised of 1-Gb/s Ethernet links. For
computing, we connect two conventional servers with two 1Gb/s Ethernet
links, respectively. The first server has 16 CPU cores and emulate an edge

3The algorithm implementation has been carried out using the framework of IBM ILOG
CPLEX and its Python API.

4We use commercial BSs for convenience; however, our approach is a natural fit to open
source initiatives such as [32].
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FIGURE 8.5: Testbed
CU; the second has 64 CPU cores and we use netem to emulate 30 ms la-
tency in its backhaul link, emulating a core CU. To construct each slice’s net-
work service (see Fig. 7.1), we create a VM instance of OpenEPC to connect
the slice to the mobile system, a VM with our rate-control middlebox and
an additional VM with mgen to generate traffic with custom traffic patterns,
emulating the VS of the slice. Finally, we use one Android smartphone per
slice and BS, connected to the BS with coaxial cables for isolation, to emu-
late a crowd of UEs receiving traffic from each VS.

Device type Description Ref.
vEPCs OpenEPC Rel. 7 (1x per slice) [90]

UEs Samsung Galaxy 7 (1x per slice and BS) [107]

Transport
OpenFlow 1.5 switch
with 48 1-gigabit ports [86]

RAN 2x 20 MHz NEC small cell with RAN sharing @ band 3 [84]

CU
OpenStack Queens with 16
(Edge) and 64 (Core) CPUs [47]

TABLE 8.2: Detailed HW components in our testbed

We set up a dynamic scenario where slice requests arrive every 2 epochs
for a total of 18 epochs (i.e., up to 9 slices). We take one monitoring sample
every 5 minutes (which is conventional [74]), and collect 12 samples per
epoch (i.e., 1 hour). The first three slice requests “uRLLC1”, “uRLLC2”,
“uRLLC3” are uRLLC (with the parameters described in Table 8.1), the next
three “mMTC1”, “mMTC2”, “mMTC3” are mMTC and the remaining slices
“eMBB1”, “eMBB2”, “eMBB3” are eMBB. To ease the analysis, we fix the
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FIGURE 8.6: Net revenue over time (a); and resource reser-
vation and actual utilization across BSs (b)

mean load of each slice to be half its Λ (SLA) with a standard deviation
equal to 10% of its mean, and a penalty equal to K = R

Λ (m = 1 in Fig. 8.3
and 8.4). We repeat the experiment with our approach (using Benders) and
with “no overbooking”.
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FIGURE 8.7: two transport links (c) and both CUs (d), re-
spectively, for 9 heterogeneous slice requests arriving at dif-

ferent times.

The results are summarized in Fig. ??(a)-(d). Fig. 8.6a shows the net
revenue per BS of both approaches over time; and Fig. ??(c)-(d) show, with
stacked areas, the utilization and the actual reservation made on each do-
main of the system. For the transport, we selected the two links that connect
each CU to the rest of the system to guarantee that any possible path is rep-
resented.
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The first three slice requests (uRLLC) arrive at 6h, 8h and 10h, respec-
tively, requesting an aggregate of 10 CPUs each in the edge CU. While
“no overbooking” accepts only “uRLLC1”, our mechanism adapts the CPU
reservation to the actual load of the slices and thus accepts also “uRLLC2”
as shown by Fig. 8.7b. This results in twice the revenue we obtain at 10h.
The following three slice requests are mMTC requesting up to 40 CPUs.
Similarly, our approach adapts the CPU reservation to the actual load and
allows us to accept an additional slice over “no overbooking”, which results
in 100% revenue gain at 16h. From this time on, one eMBB slice request ar-
rives every 2h requesting 50 Mb/s service SLA. This forces “no overbook-
ing” to accept only two slices at the moment since some radio resources are
already used by uRLLC and mMTC tenants. Conversely, our approach al-
lows us to squeeze one extra eMBB slice, leading to an extra 86% revenue
after 22h.
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Related Work

As a result of the 5G hype, network slicing has recently gained much
attention. However, most of the literature focuses on domain-specific is-
sues that leave a significant gap in the design of practical mechanisms for
the end-to-end orchestration of network slices. In addition, most research
focuses either on analytical work with considerable system assumptions
or, conversely, on designing an orchestration system that neglects formal
analysis of optimization models. In our work, we design an end-to-end or-
chestration system that is feasible in practice and relies on well-grounded
optimization methods to make yield-driven decisions, as shown in our sim-
ulation and experimental assessments.

A RAN admission controller was presented in [110], an experimental
prototype of a slice-capable LTE stack was introduced in [32], a preliminary
network slicing orchestration solution was shown in [132], and a radio re-
source allocation algorithm achieving fairness and isolation among differ-
ent slices was designed and analyzed in [13]. All these works show that
substantial multiplexing gains can be attained by designing proper radio
resource-slicing solutions.

The key feature to support network slicing is customization of mobile
system resources. With this in mind, different studies analyze the slic-
ing of transport and cloud resources. The Virtual Network Embedding
(VNE) [134, 41] and Virtual Network Function (VNF) placement problems
[38, 10, 109] have become very popular in the last few years. In [97], the
authors integrate two well-known NP-hard problems to model the VNF
placement problem: a facility location problem and a generalized assign-
ment problem. Later, this framework was extended with real-time con-
straints [125]. In [128], an approximate Markov-decision-process-based al-
gorithm is designed, and a first approximation algorithm to solve the VNF
placement problem is presented in [108]. The works of [38, 10] focus on
the orchestration of service function chains in cloud platforms via linear
programming (LP) relaxation and a heuristic, respectively. In [58], the joint
problem of deploying chains of virtual functions and path computation in a
distributed cloud is studied. A similar problem is addressed by [45] and [2],
where the joint VNF placement and routing problem is considered. These
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works allow the deployment of multiple instances of the same service chain
in case of several traffic flows generated by many distributed nodes. Finally,
a service model where datacenter slices are dynamically created over com-
modity hardware was proposed in [33]. Then, on top of each slice, an on-
demand virtualized infrastructure manager (VIM) is instantiated to control
the allocated resources.

To summarize, despite the attention that network slicing has received
upon the wave of 5G, the design of an orchestration solution that spans
multiple domains of a mobile network and the design of business models
that take advantage of it remains as an open challenge. To the best of our
knowledge, our work is the first attempt to fill this gap.
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Chapter 10

Overview

The third part will focus on Radio Access Networks (vRAN) virtualiza-
tion. As pointed out in the introduction, the future 5G mobile network will
be an ultra-dense mesh that will provide seamless coverage, higher user
data rates, and low latency communications. However, such a dense net-
work comes at a high capital and operational expenditure (CAPEX/OPEX).
Futhermore, Mobile network operators (MNOs) are opening their infras-
tructure to service verticals so that they can use leverage mobile commu-
nications to develop their services. Therefore, MNOs are pushing to com-
pletely virtualize the mobile network’s different components to bend net-
work management and control to cope with all the challenges mentioned
above. As we explained in II, virtualization is a key technology for network-
ing slicing as it allows the partitioning of isolated portions of a mobile net-
work. This part will start presenting and describing the current challenges
in RAN virtualization and the noisy neighbors’ problem, which will later
focus on. Next, we will develop an algorithm to manage multiple vRANs
in a shared radio computing platform. Finally, we will build a proof-of-
concept to evaluate and test our algorithm.

10.0.1 Virtual Radio Access Networks (vRAN)

Radio Access Network (RAN) virtualization is well-recognized as a key
technology to increase cost-efficiency at the very edge of next-generation
mobile systems [49, 106]. The urge to increase the density of radio access
points—yet preserve or even reduce costs—has attracted the industry’s at-
tention in this direction; see, e.g., initiatives such as the O-RAN alliance [4]
or Rakuten’s greenfield deployment in Japan [21].

The virtualization of the Radio Access Networks (vRANs) stands out as
the next iteration towards a fully virtualized mobile network. vRAN vir-
tualizes RAN functionalities into a centralized location leading to reduced
costs as RANs will run on generic hardware, having better resource utiliza-
tion as multiple RANs will share the same host, and increased flexibility
as it will be simpler to roll updates and perform control and management
operations. vRAN is of special interest in the context where multiple 5G
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FIGURE 10.1: vRAN achitecture
verticals may want to deploy their services on top of the same MNO in-
frastructure. vRAN, combined with network slicing, allows partitioning of
the radio access network and allocating the corresponding resources on the
edge to each service.

5G vRANs are composed of three main building blocks: (i) the Radio
Unit (RU), (ii) the Distributed Unit (DU) and the (iii) Central Unit (CU). The
RU contains the radio hardware that converts radio signals sent to and from
the antenna into digital radio samples sent to and from the DU. The RU han-
dles the lower PHY layer functionalities. The DU processes the digital radio
samples from the RU, executing the functions from the upper PHY, MAC,
and RLC layers. Finally, the CU handles the highest layer functionalities,
such as the RRC and PDCP layers. However, depending on the functional
split, the DU can process the upper layer functions from the CU or lower
layer functions of the RU. Figure 10.1 shows the 5G vRAN architecture.

During this part, we will assume a vRAN deployment where the DU
runs all the radio stack functions from the lower PHY functions to the PDCP
layer functions. In detail, the RU processes the radio signals and sends to
the DU the raw IQ samples, while the DU processes the raw IQ samples
and manages the user and control plane directly with the 5G-core. We will
assume there is no CU.

10.0.2 The noisy neighbours problem

The advent of Software-Defined Networking and Network Function
Virtualization (SDN/NFV) in other domains has spurred the market to
build virtual network functions (VNFs) such as firewalls, switches, VPNs,
etc., that attained carrier-grade performance. However, research has shown
that resource contention between VNFs sharing computing infrastructure
(a.k.a. clouds) may lead to up to 40% of performance degradation com-
pared to dedicated platforms [120, 72], even when using dedicated cores.
The term noisy neighbor problem has been coined to refer to this issue and
has motivated substantial research over the years [115, 57, 72, 40, 120].
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FIGURE 10.2: 95th percentile of aggregated per-core usage
of a vRAN with different number of vBS instances.

The virtualization of RANs is not alien to this issue. We confirm this
with a set of experiments in a proof-of-concept vRAN system comprised
of instances of a full-fledged 3GPP rel.10 compliant vDUs implemented by
srsLTE [39]. We deploy each instance into a Docker container allocated to
a dedicated CPU Intel core i7-7700K CPU @ 4.20GHz in a shared off-the-shelf
server, i.e., vBS instances do not share cores. We then initiate bidirectional
data flows, both uplink (UL) and downlink (DL), with maximum load and
good wireless channel conditions between each vBS instance and a (differ-
ent) legacy user equipment (UE).

Fig. 10.2 depicts the CPU usage (95th percentile of the relative CPU time
per core) of the whole vRAN as a function of the number of vBS instances
deployed. The bars in blue depict the expected CPU consumption had our
system provided perfect resource isolation. We compute these by linearly
scaling up the CPU usage of a vRAN with just one vBS instance. The red
bars show the actual measurements, which unveil an additional CPU over-
head induced by the aforementioned resource contention in imperfectly iso-
lated computing platforms.

In this context, importing the advantages of network function virtual-
ization into the RAN may prove challenging. First, the real-time nature
of some of the workload spawned by vBSs makes them more sensitive to
noisy neighbors. We show this in a simple experiment consisting of a Docker-
ized vBS processing as much network load as possible in both UL and DL.
Fig. 10.3 (a) shows the attained throughput performance (normalized) for
different CPU allocations (x-axis). In line with our earlier results, through-
put rapidly collapses as soon as there is a deficit—even if minimal—of com-
puting resources. This occurs because the physical layer (PHY) of vBSs has
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tight time constraints, which, when violated, cause a loss of synchroniza-
tion between users and the vBS, yielding connectivity loss. This provides
evidence that, while traditional VNFs get a performance degradation that
is somewhat proportional to the deficit of computing resources, vBSs are
inelastic and hence substantially more sensitive to resource contention.

FIGURE 10.3: (a) Throughput vs. CPU allocation. (b) Mean
core usage of a vBS with max. UL load with mild MCS over
different SNR conditions. (c) Decoding time of one trans-
port block in a core with mild MCS over different SNR con-

ditions.

Second, the computing workload of vBSs depends on the network load
dynamics of the users, just like in traditional VNFs, but also on the signal-to-
noise ratio (SNR) of incoming wireless signals, which further depends on
the mobility patterns of the users and the dynamics of interfering sources.
To illustrate this, we measure the CPU usage of one vBS instance with a
single-core resource allocation for different SNR conditions. In this case, we
set up a single UL flow at maximum load with a modulated and encoded
with a mild modulation and coding scheme (MCS). Fig. 10.3 (b) depicts the
relative mean core usage of our vBS, and shows that, given an MCS, lower
SNR regimes demand a higher amount of computing resources. The un-
derlying reason is the iterative nature of the forward-error-correction (FEC)
algorithms that both 4G and 5G systems employ []—signals received with
lower SNR require a higher number of FEC iterations to decode the trans-
ported codeword successfully. This is confirmed by Fig. 10.3 (c), which
shows the amount of time it takes the decoder to finish its task for every
transport block.
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10.1 Computing overhead dissection

The computing overhead’s leading cause has its roots in the process dy-
namics of the vDUs combined with process scheduling. The vDU execution
process always follows the same pattern: (1) it wakes up when it receives
new radio samples from the RF hardware, (2) it processes the radio samples,
(3) it generates new radio samples and sends them back to the RF hardware
and (4) it snoozes waiting for more radio samples. That is, a vDU process
is constantly waking up and blocking itself. The vDU logic must run ex-
tremely fast as each process has tight time constraints in the order of a few
milliseconds. vDU threads (at least those dealing with the PHY and MAC
layer) usually run with real-time priority as the CPU scheduler will always
prefer to run a real-time priority thread unless it voluntarily blocks itself.
Real-time priority threads are usually a design choice to minimize running
latency due to scheduler thread queues.

FIGURE 10.4: 95th percentile of aggregated per-core usage
of a vRAN with seccomp filtering enable and disabled.

However, the tight time constrains in combination with the wake-up-
execute-snooze vDU flow pose additional work to the system CPU sched-
uler. On the one hand, Cache memory, which can be 10 to 100 times faster
than main memory, is heavily used in modern processors. Accesses that oc-
cur in the cache are not only much faster, but they also consume no mem-
ory bus bandwidth. Caches are quick, but they are limited. When a pro-
cessor’s cache is full, it must evict data from the cache to make room for
new data. Typically, the least recently used data is chosen for eviction. As
a result, many concurrent threads tend to evict each other’s data, and too
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many threads fighting for cache space can degrade performance. On the
other hand, whenever a vDU process blocks waiting for more radio sam-
ples, either the CPU scheduler switches the process that runs in the CPU or
releases the CPU if no other process needs to run. The switching operation
comes at a cost, as the process’ state must be saved if the process did not
finish the execution. The scheduler has to save its registers and cache state
so the CPU scheduler can restore them later when the execution resumes.
Usually, the overhead caused by saving the registers is insignificant, but
saving the cache state can be much heavier as the size of the data that must
be saved and restored is more significant (approx. megabytes size). Thus,
the high-speed switching of vDU threads poses additional work to the CPU
scheduler as they constantly wake up and block in a few milliseconds.

Although thread switching is the most relevant source of overhead and
the main focus of this third part, it is not the only one when using con-
tainers. Containers are a combination of three main components: (i) Linux
namespaces [93], which partition the kernel resources, cgroups [91], which
account, control and limit access to the host’s hardware resources, and se-
cure computing filters [92] (seccomp), which filter Linux system calls a con-
tainer can execute. Seccomp is of paramount importance in multi-tenant
environments where different untrusted parties share a host where they
deploy their services. It is desirable to avoid that deployed containers from
any party could retrieve confidential information or attack the system us-
ing certain syscalls. For example, a container should not have access to the
shutdown syscall as running it would hurt parties with active containers.
The seccomp filter is applied every time a container wants to run a syscall
and might impact the CPU if a thread heavily uses certain syscalls. In vDU,
receiving and sending samples to the RF hardware uses several syscalls,
which, combined with the fast execution constraint, increases the CPU us-
age. Similarly to previous experiments, we check this in figure 10.4. We
can see how the use of seccomp filtering increases the computing overhead.
However, comparing figure 10.2 and 10.4, we can observe how seccomp
increases the computing overhead proportionally to the CPU usage.

On the other hand, container networking might also increase CPU us-
age. Networking is usually implemented using virtual networks that might
require different network virtualization technologies under the hood. In
the case of containers, it is mainly a combination of network namespaces
with virtual Ethernet pairs. With high data rates and small packet sizes, the
number of operations the host and container must do to send and receive
packets increases the overall CPU usage. However, the networking over-
head is well-known, and many solutions already exist to mitigate it. For
example, DPDK or FDio move in that direction. In the case of vDU the traf-
fic they receive is not as high to consider the increased CPU usage due to
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the network virtualization as relevant.

10.2 Strategies to reduce the computing overhead

Although the problem presented above is unavoidable, several strate-
gies help to reduce the CPU overhead. To start with, choosing the CPU set
per vDUs is key to reducing the overhead. Containers allow specifying the
CPU set, which is key to reducing cache contention. In detail, different CPU
cores share specific cache levels in a processor. For example, in Figure 10.5,
we show the CPU topology of an intel i7 processor.

FIGURE 10.5: CPU architecture of an Intel i7 processor

L1 and L2 caches are shared in pairs of CPUs {0, 4}, {1, 5}, {2, 6}, {3, 7},
while the L3 cache is shared among all the CPUs. Server processors usu-
ally have multiple cores (called NUMA cores), which separate the L3 cache.
Thus, placing the different vDUs in CPU sets that share as few caches as
possible directly impacts the overall CPU overhead of the system as threads
will content less for the CPU caches.

In Figure 10.8, we measure the CPU overhead when using a processor
with the same architecture as shown in Figure 10.5. For the case of two
vDUs we place them in CPUs 1 and 2 (Unshared CPUs case) and CPUs 1
and 5 (Shared CPUs case). In the case of four vDUs, we place them in CPUs
0,1,2,3 (Unshared CPUs) and CPUs 1,5,2, and 6 (Shared CPUs case). The
placement of vDUs in cores that share fewer cache levels reduces the sys-
tem’s overall CPU usage by a significant percentage. However, a complete
unshared placement would reduce the amount of vDUs that we can allo-
cate in our system. For instance, with the CPU topology shown in Figure
3, it would only be possible to allocate 4 vDUs for 8 CPUs. It would be de-
sirable to find a configuration where the vDUs deployed in a system share
a certain amount of CPUs that reduce the overall CPU overhead but do not
restrict the deployment of more vDUs.

Moreover, the CPU consumption also depends on the amount of traffic
vDUs are currently processing. Therefore, the CPU consumption of a vDU
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FIGURE 10.6: 95th percentile of aggregated per-core usage
of a vRAN with the case of shared CPU cores and unshared

CPU cores.
is linked to the Modulation Coding Scheme (MCS) and the number of Phys-
ical Resource Blocks (PRBs) a vDUs is currently using. Both options set the
transport block size, which in turn sets the number of bytes that can be sent
or received. On the one hand, it is always desirable to use the maximum
MCS as possible, as with a higher MCS fewer transport blocks have to be
sent as the number of bytes per transport block is higher. Figure 5shows
this behavior for downlink traffic; for the same amount of traffic, a lower
MCS will require more CPU usage. However, if vRANs use a high MCS
even in the case of a relatively low SNR, the radio decoder will have to do
more iterations to fully decode the data increasing the CPU consumption.
Figure 6 shows this behavior. On the other hand, limiting the number of
PRBs available limits the number of bytes that a vDUs can send. Thus set-
ting a limit on the PRBs sets a bound on the CPU usage of a vDUs as well
as a bound on the number of bytes that we can send and receive.

In summary, deploying multiple vDU in a shared computing platform
increases CPU usage. This problem is unavoidable as the logic of a vDUs
cannot be changed. The most common approach is to pin the different
vDUs to different CPUs. However, we would find ourselves wasting lots
of resources. Considering the computing overhead, we can safely predict
when vDUs can share portions or use the same CPU sets. This can lead to
much more efficient use of the computing resources and increase revenue
by deciding whether to deploy more vDUs.
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FIGURE 10.7: CPU consumption of a vDU in the downlink
depending on the Megabits per second send

FIGURE 10.8: CPU consumption of a vDU in the uplink
depending on the SNR for different Modulation Coding

Schemes
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Chapter 11

Design

As explained in the previous chapter, vRANs suffer from an increased
computing overhead due to the noisy neighbor’s problem. The more vDUs
we deploy in a shared computing platform, the more overhead we experi-
ence. It is key to model the computing overhead to deploy as many vDUs
as possible in a single location, depending on the number of available cores.
This is critical in 5G network slicing, where we have different requests from
tenants who wish to allocate as many tenants as possible. However, de-
creasing the mean number of cores used to save energy is also possible.
This chapter develops an artificial intelligence controller capable of decid-
ing the CPU sets for multiple vDU deployed in the same host. We propose
using a policy gradient reinforcement learning technique to decide the op-
timal configuration.

11.1 System design and model

We consider a system model where a computing platform has multiple
vDU sharing the same Radio Unit (RU). Depending on the current traffic
patterns and configuration of the vDUs deployed in a host, the radio con-
troller will decide the CPU set configuration of each vDU.

As shown in Figure 11.1 the scenario is composed of two main parts.
First, a host located at the edge of a mobile network where vDUs run. This
host includes a metric agent, which takes different metrics from the host
and the vDUs currently deployed. The metric agent saves them into a met-
rics database. Second, a learning agent runs in a different location than the
edge host, but can reach the radio computing platform APIs. In detail, it can
decide the current CPU set configuration of each deployed vDU. Further-
more, it can also fetch the metrics from the metrics database, which has all
the measurements the radio computing platform’s metrics agent has made.
The learning agent runs in discrete time intervals that we regard as decision
intervals. At each decision interval, the learning agent observes the state of
each vDU and configures the CPU sets accordingly. We regard our radio
controller as Artificial Intelligence Radio Intelligent Controller (AIRIC).
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FIGURE 11.1: System model
As we explained, the CPU overhead is unavoidable as vDUs cannot

change its logic, but minimizing the total CPU sets on the edge host is crit-
ical. On the one hand, it allows deploying more vDUs safely as with a
minimal probability of SLA violation. If we do not consider the computing
overhead the platform experiences, we can find ourselves underestimating
the computing resources and deploying more vDUs than the system can
handle. This can significantly degrade the Quality of Experience (QoE) of
the different tenants’ users. On the other hand, fewer CPU cores can reduce
OPEX costs as unused CPU can be safely disabled.

11.1.1 AI - Radio Intelligent Controller (AIRIC)

As it is complicated to model a parametric function for the CPU over-
head, we leverage machine learning techniques. At the beginning of each
decision interval, AIRIC observes the context of the vDUs deployed. AIRIC
leverages access to the metrics database to fetch the context metrics for each
vDU. That includes the following context information:

• SNR: AIRIC maps the uplink SNR and downlink CQI to an SNR
value between 0 and 1. The current SNR sets the uplink and down-
link MCSs and the maximum traffic we can serve both on uplink and
downlink. We can use past data from a vDU to create the previous
mapping. An SNR value close to 0 means a low SNR state, and a
value close to 1 means a very high SNR context;

• Downlink traffic: We observe the downlink traffic as a percentage of
the maximum traffic we can achieve with the SNR we observed. As
SNR sets the maximum MCS that a vDU can use, we observed the
downlink traffic as a percentage of the maximum bitrate achievable
with the maximum MCS we can use.
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• Uplink traffic: We observe the uplink traffic analogously as the down-
link traffic.

After observing the previous context information for each vDU deployed,
AIRIC will output the optimal CPU set configuration. The CPU set con-
figuration states the cores each vDU should use during the next decision
interval. AIRIC chooses a CPU set configuration that minimizes the use of
CPU cores while lowering the risk of having an SLA violation. It is worth
noting that AIRIC needs knowledge of the CPU structure when selecting
the actions available, as many CPU configurations are equivalent. For ex-
ample, in the previous chapter, we presented the architecture of an Intel i7
processor in Figure 10.5. Obviously, if we have two vDUs deployed, the
CPU set configuration of assigning CPU1 to one vDU and CPU 2 to another
vDU is equivalent to assigning CPU 3 to the first vDU and CPU 4 to the
second vDU. Both configurations are equivalent as they only share the L3
cache.

Following the previous explanation, we cast our problem as a contex-
tual multi-arm bandit problem. Given an observation of the state of the
different vDUs deployed, AIRIC has to decide the best CPU set configura-
tion. We model the different possible CPU configurations as different arms
the controller has to pull, given an observation. After pulling an arm, the
agent will get a reward. AIRIC seeks to maximize the rewards it gets. We
propose to use a policy gradient method to estimate the optimal CPU set
actions.

11.1.2 Policy gradient method

Before jumping to the design of AIRIC, we provide an overview of the
policy gradient method. In this section, we will discuss the mathematical
foundations of policy-gradient optimization algorithms. Policy-gradient
methods learn a parameterized policy that can select actions without con-
sulting a value function. The policy is usually modeled with a parame-
terized function with respect a set of unknwon parameters which we call
θ ∈ Rd. That is we aim to learn the optimal policy πθ(a|s). Thus, we write
πθ(a|s) = Pr{At = a|St = s, θt = θ} for the probability that action a is taken
at time t given that the environment is in state s with parameter θ.

Policy-gradient methods aim to maximize the reward function J(πθ) =

Eπθ [Rt] learning the policy parameters based on the gradient of J(πθ) with
respect to the policy parameter. As policy-gradient methods seek to maxi-
mize performance, their updates approximate gradient ascent in J(πθ)

θk+1 = θk + α ∇θJ(πθ)|θk
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The gradient of policy performance, ∇θJ(πθ), is called the policy gra-
dient, and algorithms that optimize the policy this way are called policy
gradient algorithms.

Our choice of policy gradient for the AIRIC algorithm comes from the
following observations

• The input state space is continuous and not discrete. As explained be-
fore the state observation for each vDU embraces the SNR, the down-
link traffic and the uplink traffic. All three variables are continuous

• The action space is small and discrete. The different actions that AIRIC
will have available are categorical and not continuous. For example
the CPU set configuration for two vDU deployed on the same host
could be in form of {vDU1: ’1,2’, VDU2: ’3’}, where first vDU gets
CPUs 1 and 2 and the second vDU gets the CPU 3. There is no math-
ematical relationship between both configurations. Moreover, as we
explained before, there a lot of equivalent CPU configurations. This
lowers the number of actions we can take.

Policy parametrization

Working with parameterized policies implies that policies’ outputs are
computable functions that depend on a set of parameters (e.g. the weights
w and biases b of a neural network) which we can adjust via an optimiza-
tion algorithm. If the action space is discrete and not too large, then a
common parameterization is to form parameterized numerical preferences
h(s, a,θ) ∈ R for each state–action pair. The actions with the highest prefer-
ences in each state are given the highest probabilities of being selected, for
example, according to an exponential soft-max distribution:

πθ(a|s) =
eh(s,a,θ)∑
eh(s,a,θ

In the case of AIRIC we parametrize the action preferences using a neu-
ral network. We do not make any assumption on the h(s, a,θ) form. Thus
we seek to optimize θ to maximize the agent’s reward. The neural network
inputs will be a vector with the state observation for each vDU deployed.
We map each combination of CPU sets to an action number. For example, if
we have 2 CPUs available and 2 vDUs deployed in the computing platform
so that both cores share the L3 cache there are a total of 2 possible configu-
rations, either we put both vDUs in CPU 1 or we put the first one in CPU
1 and second one in CPU 2. Note that putting both of them in CPU 2 is
equivalent to the configuration of putting them in CPU 1. Also, putting the
first one in CPU 2 and the second one in CPU 1 is equivalent to putting the
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second configuration. The number of actions also depends on how many
CPU we allow per vDU.

Policy gradient theorem

To use this algorithm, we need an expression for the policy gradient,
which we can numerically compute. This involves two steps: (1) deriving
the analytical gradient of policy performance, which turns out to have the
form of an expected value, and then (2) forming a sample estimate of that
expected value, which can be computed with data from a finite number of
agent-environment interaction steps.

Computing the gradient ∇θJ(πθ) is tricky because it depends on both
the action selection (directly determined by πθ) and the stationary distribu-
tion of states following the target selection behavior (indirectly determined
by πθ). Given that the environment is generally unknown, it is difficult to
estimate the effect on the state distribution by a policy update. However
the policy gradient theorem comes to the rescue. The gradient of J(πθ) can
be estimated as

∇θJ(πθ) = Eπ[Qπ(s, a)∇θ lnπθ(a|s)]

where Qπ(s, a) is the reward we got for taking action a on state s and
πθ(a|s) the probability of taking action a on state s. A detailed proof of the
policy-gradient theorem can be found in [117].
∇θJ(πθ) is an expectation, which means that we can estimate it with a

sample mean. If we collect a set of |D| 3-tuple of state s, action a, and reward
r, D = {{sti , ati , rti}, {stj , atj , rtj}...} where each is obtained by letting the
agent act in the environment using the policy πθ, the policy gradient can be
estimated with

∇̂θ =
1

|D|
∑
i∈D
∇θ lnπθ(ai|si)ri

where |D| is the number of trajectories in D (here, N).
This last expression is the simplest version of the computable expression

we desired. Assuming that we have represented our policy in a way which
allows us to calculate ∇θ log πθ(a|s), and if we are able to run the policy in
the environment to collect the |D| set, we can compute the policy gradient
and take an update step. Algorithm 9 shows the AIRIC algorithm.
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Algorithm 9 AIRIC Policy gradient

1: Initialize a fully connected neural network withm inputs n outputs and
h hidden layers with sizes hi, use ReLU as the main activation function.

2: Initialize the batch size to N
3: D = ∅
4: for E dovery decision interval t
5: for E dovery i ∈ Seq(0, N) = {0, 1, 2, ...N}
6: Observe the state of each vDU deployed
7: Input the observed state to the neural network
8: Get the output probability πθ(a|s) for each action a ∈ A
9: Push action a to the computing platform

10: Get reward ri = R(s, a)

11: Save the 3-tuple (si, ai, ri) to D
12: end for
13: Compute ∇̂θ using D
14: Update w and b of the neural network using ∇̂θ using D
15: end for
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Chapter 12

Evaluation

In this section, we implement the AIRIC policy gradient algorithm and
test it in a real lab testbed. First, we will present different simulations that
help us to study the behavior of the policy gradient algorithm. Next, we
will implement AIRIC in a simple scenario to check the behavior of our
algorithm in a real environment.

12.1 AIRIC simulation

First, we have trained and tested AIRIC in a simulation environment.
We have considered a simple case where 2 vDUs and 2 CPUs are available.
Both cores share the L3 cache. Both vDUs are running the full Base Station
communication stack. The agent can either put both vDUs in the same CPU
or different CPUs. We represent both configurations with a tuple indicat-
ing the CPU sets for each vDU. Therefore, we represent the configuration
of putting both vDUs in the same CPU set as (1, 1) and putting them in
different cores as (1, 2). We map these actions to configuration numbers:
configuration (1, 1) is action 0 and configuration (1, 2) is action 1. The vDUs
are configured with a bandwidth of 10MHz, corresponding to 50 PRBs both
in uplink and downlink.

We have also generated a computing overhead model using neural net-
works trained real data traces. In detail, we built a testbed with two vDUs
using srsLTE deployed on Docker containers in the same computing plat-
form. Each vDU connects to a UE and an EPC that connect to a traffic
generator. We launched thousands of experiments for different combina-
tions of SNR, downlink, and uplink traffic loads and checked whether the
selected CPU sets for each experiment were working. Thus, we build a ma-
chine learning computing model using as input the experiment conditions
and the actions and as output whether the CPU set configuration worked
fine or not. We have confirmed experimentally that both vDUs can run us-
ing the same CPU in the context of low traffic, but when experiencing high
traffic loads, they need to run in different cores as the computing overhead
is too big. Otherwise, as both vDUs do not have enough computing capac-
ity, they cannot send or receive traffic. Following this observation, we have
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created the following reward function for AIRIC:

R(s, a) =


1 if (1, 2) and configuration works

α if (1, 1) and configuration works

−β if (1, 1) and configuration do not work

Parameters α ∈ R+ and β ∈ R+ allows use to tune the behaviour of
the agent. It is clear that if α = 1 for and β the solution that the agent
will always chose will be applying configuration (1, 2) as it always works.
With the reward function that we have selected, the agent can make two
types of errors: conservative and risky errors. On the one hand, conser-
vative errors happen when the agent uses the configuration (1, 2) when it
could have used (1, 1). We call these errors as conservative errors because,
although the agent might not use the optimal configuration, it does not hurt
the performance as both vDUs will still work correctly. On the other hand,
risky errors go the other way around, i.e. the agent used configuration (1,
1) when it should have used (1, 2). It risked too much. α and β control
the conservative and risky behavior. We have generated a training set of
10000 random contexts and a test set of a 1000 samples. In what follows,
we discuss the results.

12.1.1 Simulation results

First, we plot three heatmaps to understand the agent’s behavior con-
cerning the parameters α and β. Figure 12.1 show the rate of optimal solu-
tions in the testing set. That is, how many times the agent took the optimal
solutions divided by the total samples. Figure 12.2 show the rate of conser-
vative errors in the testing set: the rate of how many times the agent took
the configuration (1, 2) but could have used the configuration (1, 1) solution
as a percentage of the total samples. Finally, figure 12.3 shows the rate of
risky errors: The rate of how many times the agent took the configuration
(1, 1) but should have used the configuration (1, 2).

We start observing figure 12.1. The agent gets a bad optimal rate when
α and β are on their extreme values. That is, the agent has its worst optimal
rate when α = 1.5 and β = 6.0 and α = 6.0 and β = 1.5. Furthermore, we
can see how α = 1.5 also yields bad optimal results for any β value. α = 2.0

and α = 2.5 also yield a bad optimal rate when we increase β. However,
the rate is not as bad as α = 1.5. Before jumping to the explanation on
why we get these results, it is worth noting that the upper left part of figure
12.2 shows an increased rate of conservative errors for the cases of α = 1.5,
α = 2.0 and α = 2.5. Similarly, figure 12.3 shows an increased rate of risky
errors for α = 6.0 and β = 1.5. These two results point out the learning
behavior of the agent as the root cause. On the one hand, when the reward
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FIGURE 12.1: Rate of optimal solutions on the test dataset

FIGURE 12.2: Rate of conservative errors on the test dataset
α is much bigger than β the agent learns to be risky as the reward that it will
receive is much bigger than the penalty. Thus, from the agent perspective, it
learns to take risky actions as α is 4 times bigger than β. The agent can make
mistakes in the long run as the reward will compensate for the negative
rewards. The opposite happens when alpha is much lower than beta. The
agent receives a bigger penalty than the reward on average if it takes a
wrong action. Therefore, the agent learns to be conservative and not risk
too much. These two dynamics on α and β are key to tuning the behavior
of the agent. It is key to highlight that we prefer conservative errors rather
than risky ones as they do not hurt the system throughput.
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FIGURE 12.3: Rate of risky errors on the test dataset

FIGURE 12.4: Average number of cores used on the test
dataset

Next we plot the performance metrics on the test dataset. Specifically,
we plot two heatmaps that show the throughput and average number of
cores used in the test dataset as a function of the α and β parameters. Fig-
ure 12.4 depicts the average number of cores used and figure 12.5 depicts
the normalized throughput. In these two picture we can observe the conse-
quences in the performance metrics of having an agent that learns a risky
behaviour versus an agent that learn a conservative behaviour. On the one
hand we can see in Figure 12.4 how the more conservative is the agent, the
more CPUs it uses. We can see how the extreme case of α = 1.5 and β = 6.0
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FIGURE 12.5: Normalized throughput on the test dataset
has an average number of cores used closed to 2.0. That is, most of the time
the agent is placing the vDUs in different CPU sets. However, this has the
benefit that the CPU set configuration will not lead to any error and throug-
put will be as close as maximum all the time. We can see this on figure 12.5.
On the other hand, setting α = 6.0 and β = 1.5 balances the learning agent
towards a more risky behaviour. We can see in 12.4 how the agent uses less
cores on average. However, that comes at the cost of a reduced through-
put on average as there are some decision intervals were both vDUs do not
send or receive any packets as there is not enough computing capacity.

12.2 AIRIC testbed implementation

Following the simulation results, we implement AIRIC in a testbed with
a computing platform with 2 vDUs deployed. The computing platform has
available 2 cores which share the L3 cache but do not share the L1 and
L2 cache. The computing platform uses an Intel i7-7700k processor. Both
vDUs have a UE connected, which we can control to send and receive traf-
fic. In the same way, the computing platform connects to an EPC which
connects to a machine that can send and receive traffic. Figure 12.6 shows
the testbed.

We implemented the vDUs using srsLTE1 and we have containerized
them using Docker2. The control APIs of Docker allow changing the CPU
sets per vDU, so we use it to push the configuration AIRIC chooses. We im-
plemented a the metrics agent in the computing host using Telegraf3 which

1https://github.com/srsran/srsRAN
2https://www.docker.com/
3https://github.com/influxdata/telegraf
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FIGURE 12.6: AIRIC testbed
pushes the metrics to a local metrics database called InfluxDB4. AIRIC uses
the InfluxDB API to fetch the metrics from InfluxDB. We used the mod-
els we previously trained using the simulated training set in the testbed.
Traffic load on the different vDUs follow the patterns show in figures 12.7
and 12.8. The first vDU follows the traffic pattern depicted in 12.7 which
follows a distribution where there is a high traffic demand during the day
hours and there is a low traffic demand during the night. The SNR pat-
tern varies between the normalized values of 0.35 and 0.95, corresponding
to an SNR of 9dB to 25dB. The traffic pattern that follows the second vDU
is completely constant. The SNR pattern of the second vDU is much more
constant, staying between the normalized values of 0.45 and 0.55, which
correspond to 12dB and 18dB.

12.2.1 Testbed results

To evaluate the AIRIC algorithm in our testbed we selected the values
α = 6.0 and β = 3.0. We have chosen these values as we want the AIRIC
algorithm to be a bit risky when learning the optimal configuration but
not so risky that the throughput is not good. On figure 12.9 we show the
average number of CPU used across different runs. We can see how the
algorithm does not doubt that the optimal configuration is using one CPU
during the night. However, during the morning, afternoon and evening
AIRIC uses more than one CPU on average. In fact, during the evening,
when the traffic coming from both vDUs is the highest, AIRC decides to
use an average of 1.6 cores. The highest across the day. We can also see
how the average number of cores used is highly correlated with the traffic
pattern, as when vDUs are experiencing a high load, the algorithm chooses

4https://www.influxdata.com/
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FIGURE 12.7: AIRIC testbed

FIGURE 12.8: AIRIC testbed
the conservative configuration. Finally, figure 12.10 shows the normalized
throughput of the algorithm. We can see how the algorithm makes mostly
conservative errors as the throughput does not get below the demand.

12.3 Future research

Some research questions remain open on this part. First, AIRIC needs to
consider the case of having a shared RU. While the virtualization of DUs is
straightforward, having a single RF frontend for each vDU is costly and not
flexible as we need a dedicated piece of hardware for each tenant. Thus,
operators are pushing for using shared Radio Units between vDUs. This
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FIGURE 12.9: Mean number of CPU used in the testbed

FIGURE 12.10: Normalized throughoput for each vDU of
the testbed

implies that the PRB resources are limited and must be split across the dif-
ferent deployed vDUs. Deciding on the number of PRBs for each vDU helps
to bound their CPU usage and makes the environment more predictable.
Second, we also have to take scalability into account. A shared radio com-
puting platform may have deployed a significant number of vDUs. The
more vDUs we have, the bigger context we have to input to AIRIC. We can
find ourselves having a huge input context vector if we have a lot of vDUs
deployed. AIRIC should take into account scalability. It would be worth
exploring whether AIRIC could be split into multiple agents that could col-
laborate between them. Last but not least, AIRIC needs to include a method
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for admission control along with the resource allocation method so that the
deployment of new vDUs and removal of old vDU can also be managed
from AIRIC. In this case, we would have to introduce a new parameter on
how much time we want the tenants to be in our system.
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Part IV

Summary and conclusions
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Chapter 13

Chapter

On what follows we present the main conclusions of this thesis

13.1 Conclusions

The first part showed that next-generation mobile communication net-
works face the joint problem of routing the traffic while maximizing the
amount of centralization that state-of-the-art techniques cannot success-
fully address. We defined a metric to measure the degree of centralization
and proposed two algorithms to maximize it while meeting next-generation
fronthaul network constraints to address this issue. While RAN centraliza-
tion has proved to be a cost-efficient solution for 5G, the implications of
packet-based technologies for Next Generation Fronthaul Interface (NGFI)
to transport traffic with different RAN functional splits between RUs and
computing platforms have not been studied so far. We have shown in
this thesis that highly centralized RAN split choices can only be computed
jointly with the paths between RUs and CUs as otherwise state-of-the art
techniques may render poor configurations in terms of centralization de-
gree or simply unfeasible solution

In the second part, we have presented a novel yield-driven orchestration
platform that explores the concept of slice overbooking. Notably, our solu-
tion is specifically designed to orchestrate slices end-to-end, across multiple
heterogeneous domains of the mobile ecosystem. To this aim, our design
is based on a hierarchical control plane that governs multiple domain con-
trollers across a mobile system and uses ETSI-compliant interfaces and data
models. Our system embeds a control engine in charge of making (i) admis-
sion control and (ii) resource reservation decisions by exploiting monitor-
ing and forecasting information. Our overbooking mechanism is grounded
on an optimization formulation providing provably-performing algorithms
that achieve up to 3x revenue gains in several realistic scenarios built upon
data from three real mobile operators. Finally, we have presented an exper-
imental proof-of-concept that validates the feasibility of implementing our
approach with conventional mobile equipment on top of available open-
source software.
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The third part showed that deploying multiple vDUs in a shared radio
computing platform leads to increased CPU usage due to the allocation of
CPU sets. In detail, latency-sensitive threads from different vDU evict each
other cache memory which causes and increased CPU usage. Correct allo-
cation of the CPU sets can help to use the resources much more efficiently
while giving opportunities for deploying more vDUs. We have developed
an algorithm that chooses the best CPU sets for each vDU deployed ac-
cording to the traffic load each vDU is processing. We have implemented
the algorithm using a policy gradient method using a neural network. We
have shown how the reward structure can lead to an agent who learns to
follow a more risky or conservative strategy. We implemented our algo-
rithm in a lab testbed and showed that the results significantly reduced the
number of CPUs used.
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