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Abstract—Low Power Double Data Rate 4X (LPDDR4X) is
a leading memory standard for mobile applications, delivering
data rates up to 4266 Mbps with minimal power consumption.
However, its low 0.6V I/O supply voltage and tight timing
requirements pose significant challenges to signal integrity and
synchronization. This paper presents a full LPDDR4X physical
interface (PHY) in GlobalFoundries 12nm FinFET technology
that addresses these issues through novel output driver cali-
bration, digitally controlled delay lines, and de-skewing clock
generators. We further incorporate On-Die Termination cal-
ibration with comparator offset compensation to ensure ro-
bust I/O performance. By integrating a RISC-V subsystem,
our PHY enables low-level software control of the memory
interface and a fully programmable calibration and training
algorithm. The measured results from the fabricated prototype
confirm the effectiveness of the proposed strategies, achieving
write margins of 300 mV/0.61 UI at 1.6 Gbps and 200 mV/0.38 UI
at 2.133 Gbps. Post-layout simulations in all Process-Voltage-
Temperature corners at 4.266 Gbps show instead write margins
of 80 mV/0.57UI and 140 mV/0.72 UI in worst and best corners
respectively. The measured output clock amplitude at 2.133 GHz
is 160 mV differential. These findings underscore the feasibility
of a LPDDR4X PHY solution that meets stringent performance
and power requirements in advanced technology nodes.

Index Terms—LPDDR4X, PHY, 12 nm FinFET, ODT, DCDL,
PLL, RISC-V.

I. INTRODUCTION

Current and emerging mobile applications demand ever-
increasing external memory bandwidth and capacity, driven
by high-end graphics and the growing use of large-language
models (LLMs) at the edge [1]. At the same time, these
platforms must achieve extremely low power consumption to
extend battery life and meet thermal constraints [2].

Although Low Power Double Data Rate (LPDDR) 5X [3] is
currently the latest LPDDR standard and provides double the
bandwidth, it shows a reduced bandwidth utilization for truly
random access [4]. In addition, the increased circuit complex-
ity at high speed halves the energy efficiency compared to
LPDDR4X with 0.65 pJ/b [5], [6]. This is why LPDDR4X [7]
remains very attractive. However, it presents challenges to the
physical interface (PHY) design, particularly regarding signal
integrity. Firstly, the Low-Voltage Swing Terminated Logic
reduces the supply from 1.1 V (in LPDDR4) to 0.6 V while
achieving data rates up to 4266 Mbps. Secondly, the mismatch
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in the data (DQ) and data strobe (DQS) paths toward the
Dynamic Random Access Memory (DRAM) leads to timing
misalignment.

The large standard bump pitch in advanced CMOS tech-
nologies also exacerbates these timing issues. For instance, in
GlobalFoundries 12 nm FinFET (GF12) (the target technology
for this work) the bump pitch is 150 pm. This forces the main
clock (CK) and DQS pins to be placed up to 1.2mm apart,
further increasing misalignment. Even though micro-bumps
can bring these pins closer, the resulting rise in fabrication and
packaging costs often makes them impractical. Additionally,
the extreme global and on-chip process variations in GF12,
along with the FinFET discrete sizing and enlarged parasitics
due to the 3D structure, significantly increase the PHY de-
sign complexity. Finally, the varying channel characteristics
across different applications and environments pose further
challenges to the PHY. To address these issues, LPDDR4X
relies on three main solutions:

o Read and write training to align DQS to DQ;

o Write and read leveling to align CK and DQS;

¢ On-Die Termination (ODT) calibration to minimize chan-
nel reflections and improve signal integrity.

While several innovative DRAM I/O circuits have been
proposed [8]-[10], to the best of our knowledge, [11] is the
only complete LPDDR4X interface design in the literature,
featuring a 16-DQ PHY in 10 nm CMOS that improves
the write-valid window through training. However, [11] is
from industry and not every detail is fully disclosed. Another
relevant industry-developed work in 10nm CMOS is [5],
which lowers the LPDDR4 supply from 1.1V to 0.69V,
inching closer to LPDDR4X-level voltages but not reaching
the 0.6V requirement. The academic work in [12], instead,
focuses on an LPDDR4 PHY (i.e., 1.1V I/O supply) in 65
nm CMOS technology. No fully disclosed LPDDR4X PHY
designed in advanced technology nodes exists in the literature.
In this paper, we present a complete LPDDR4X PHY fully
developed within an academic research environment in GF12
technology. Our PHY features a hierarchical architecture with
modular building blocks for data and command/address (C/A)
channels, supporting up to 32 DQ lines. It implements novel
phase synchronization strategies via digitally controlled delay
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Fig. 1. Proposed LPDDR4X PHY architecture.

lines (DCDL) and de-skewing phase-locked loops (PLLs) for
both write/read leveling and training. Compared to state-of-
the-art (SOTA), our PHY also integrates a RISC-V subsystem
to configure and calibrate I/0Os, DCDLs, and PLLs while
providing low-level software access to the DRAM. Finally, we
propose an innovative ODT calibration scheme to accurately
match the output driver impedance to an external 60 {2 resistor.

The remainder of this paper is organized as follows. Sec-
tion Il details the architecture of the proposed PHY, and
Section III describes the analog front-end. Section IV presents
the experimental verification of the chip prototype, including
details of the measurement setup, while Section V gives a
comparison to the SOTA. Finally, Section VI concludes this
work.

II. PROPOSED PHY ARCHITECTURE

Fig. 1 shows the complete architecture of the proposed
LPDDR4X PHY. On the right, a dual-channel dual-rank
DRAM is connected to the PHY. Accordingly, the PHY
implements two 16-bit data channels—highlighted in red on
the right side of Fig. 1—for a total data width of 32 bits.
Each data channel includes two differential DQS, 16 DQ lines,
and two Data Mask (DM) signals. To reduce the number of
I/O ports, the C/A bus, shown in black in Fig. 1, is shared
among all four dies. It comprises six lines for command and
address transmission, along with a differential clock signal
(CK). Finally, the shared chip-select signals (CSO and CS1)
are used to switch between ranks.

Each DRAM channel is controlled by a Data x16 (Dx16)
slice inside the PHY, which, in turn, integrates two Data x8
(Dx8) which manage 8 DQs each, and one PLL for clock
generation and de-skewing. The C/A slice, instead, does not
feature a dedicated PLL but is part of a shared clock domain,
comprising the memory controller, the RISC-V subsystem, and
the DDR PHY interface (DFI) bus. This modular structure
makes the PHY highly flexible and portable to different
DRAM configuration schemes with minimum effort.

As mentioned in Section I, since the CK and DQS pins
cannot be placed close to each other due to the large standard
bump pitch of 150 ym in GF12 technology, the two signals
are affected by a large skew. This skew is even enlarged
by the Printed Circuit Board (PCB)/interposer and package
routing toward the DRAM device, as well as by the clock

distribution inside the DRAM. As the LPDDR4X standard
requires, the write leveling phase is used to compensate for
the timing mismatch between CK and DQS. While this can
be accomplished by exploiting controlled delay lines [5], such
an implementation comes with two major drawbacks when
micro-bumps cannot be exploited. Firstly, it increases the PHY
design complexity by requiring the routing of a high-speed
clock signal along up to 1.2mm distance. Secondly, a single
clock tree with a frequency of 2.133 GH z leads to high power
consumption and worse clock jitter.

To address these issues, we propose in this work the ex-
ploitation of three PLLs with de-skewing features for the C/A
and the two Dx16 slices, rather than one single PLL followed
by delay lines. While the proposed solution may not offer
power savings since a PLL implementation can consume a
power comparable to that of a 2.133 GHz clock tree combined
with delay lines, it does not significantly impact the overall
system power consumption. Indeed, as will be discussed in
Section III, the dominant contributors to power consumption
are the DQ drivers. In this way, only the PLLs’ reference clock
(33.3 M Hz) must be routed over a long distance, while the
high-speed clock is only used locally, thus lowering the overall
jitter. The proposed implementation significantly simplifies the
overall PHY design.

Moving toward the left side of Fig. 1, we reach the core
digital circuitry. A RISC-V subsystem, described in detail
in [13], is responsible for managing the PHY and DRAM
configuration. It is used to handle the following tasks:

o Initialization of the PHY and DRAM;

¢ Off-Chip Driver Calibration (OCDCAL) control;

e Write and read leveling/training;

o Configuration of the DCDL for the accomplishment of
the write and read training.

It is clocked at 1066 M Hz with a ratio of 1:2 to the PHY
clock to match the memory controller frequency. As a result,
command and address transfers to the C/A slice occur syn-
chronously. In contrast, clock domain crossing (CDC) units
are required to bridge the C/A and Dx16 clock domains.

The RISC-V subsystem is based on an RV32IMC core.
It integrates three static random access memory (SRAM)
blocks of 64kB, 32kB, and 16kB, along with several I/O
peripherals—including Direct Memory Access (DMA), Se-
rial Peripheral Interface (SPI), Universal Asynchronous Re-
ceiver/Transmitter (UART), and General Purpose Input/Output
(GPIO)—as well as a DFI bridge.

III. ANALOG FRONT-END AND CORE BLOCKS

Fig. 2 illustrates the proposed Dx8 analog front-end ar-
chitecture, including the synchronization strategies based on
delay elements and de-skewing PLLs. The Dx8 is composed
of five main analog blocks: a transmitter (TX), a receiver
(RX), a digitally controlled delay line (DCDL) used for
synchronization during training phases, and a phase divider
(PD) that generates four clock phases—O0°, 90°, 180°, and
270°—at half the DQS frequency. For clarity, Fig. 2 also
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Fig. 2. Dx8 architecture. The write paths are highlighted in red, while the
read paths in blue.

shows the Dx16’s PLL, which is shared between the two Dx8
instances (see Fig. 1).

Red and blue arrows represent the write and read paths,
respectively. During a write operation, the PLL output clock
is directly fed to the DQS TX and transmitted to the DRAM.
Meanwhile, the data clock is delayed using the DCDL, as
indicated by the dashed red line in Fig. 2. This allows the
phase difference between DQ and DQS signals to be adjusted,
aligning the sampling clock with the center of the data eye
on the DRAM side. The RISC-V subsystem determines the
DCDL configuration during the write training phase and keep
it fixed for subsequent write bursts until retraining occurs.

Conversely, during read operations (blue in Fig. 2), the
incoming DQS is delayed relative to the DQ signals, exploiting
a DCDL as well. The delayed DQS is then processed by the
PD to generate the four sampling clock phases, as previously
described. These four clocks are finally exploited by the data
RX to sample the received DQ and deserialize it into four
bits. Similarly to the write operation, the RISC-V subsystem
determines the DCDL configuration during the read training.

Finally, the PLL used for clock generation implements a
de-skewing feature, as described in Section II. This feature
allows the phase of the generated clock to be adjusted, and it
lets the RISC-V subsystem align DQS and CK on the DRAM
side to compensate for skew during write/read leveling.

The C/A slice, instead, operates at a single data rate and
requires only transmission; thus, it consists solely of a TX
and the main PLL shared with the RISC-V subsystem.

The next paragraphs briefly describe the mentioned analog
blocks.

a) TX: The core block of the TX is the output driver
depicted in Fig. 3a. It comprises a CMOS inverter stacked with
two banks of 64 transistors, forming the pull-up (red in Fig. 3a)
and pull-down (blue) networks. These banks are controlled by
six bits each (CTRL_UP and CTRL_DW), which let configure
the output impedance of the TX from 40 €2 to 240 §2. The pull-
up and pull-down can be independently adjusted, providing
flexibility to match the channel impedance and account for
Process-Voltage-Temperature (PVT) variations or transistor
mismatches. As the LPDDR4X PHY I/Os operate at 0.6V,
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Fig. 3. PHY TX: schematic of the output driver in (a); TX layout in (b);
OCDCAL block diagram in (c).

the TX also includes level shifters that interface the 0.8V
core digital circuitry to the 0.6V output driver, as shown in
Fig. 3b. The figure depicts the complete transmitter layout. The
overall TX implementation consumes 2.2 mW at the maximum
frequency, for a total of about 60.5 mW, considering all PHY’s
TXs power consumption scaled by the pins switching activity
a (1 for clocks, 0.5 for DQ, and 0.25 for C/A).

b) OCDCAL: The CTRL_UP and CTRL_DW configu-
ration bits are determined based on the results of the output
impedance calibration, which is performed by a dedicated
OCDCAL unit, as shown in Fig. 3c. This unit is controlled by
the RISC-V subsystem. The OCDCAL proposed in this work
incorporates an offset compensation technique to improve
calibration accuracy. Specifically, the calibration process is
divided into three phases and employs a digital-to-analog
converter (DAC), a comparator, and three replicas of the pull-
up and pull-down circuitry.

In the first phase, the comparator offset is compensated
using the DAC. The DAC output, which operates within a
limited range centered around half the power supply voltage,
is first compared to a precise 0.3 V reference voltage (corre-
sponding to half of the I/O supply), provided by a bandgap
reference. Based on the comparator’s output, the DAC voltage
is then adjusted to cancel out the offset. In the second phase,
the pull-up network configuration bits are determined using a
successive approximation approach. This is achieved by com-
paring the voltage across the resistor partition—comprising the
pull-up network and a precise external 60 €2 resistor—to the
DAC output voltage. Finally, in the third phase, the CTRL_DW
bits are configured to match the pull-up output resistance by
applying the same successive approximation method to the
pull-down circuitry.
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c¢) RX: For the RX we adopted the low-power architec-
ture from [9]. However, compared to [9] which includes only
one amplifier stage, this work uses a fully-differential PMOS
amplifier with resistive load, cascaded with a single-ended
NMOS amplifier with active load. Like in [9], four parallel
sense amplifiers and four latches then sample a portion of DQ
using the clock phases from the PD. It consumes 0.62 mW.

d) DCDL and PD: The DCDL, shown in Fig. 4a, offers
coarse and fine stages to deliver a wide delay range without
sacrificing resolution. The fine delay consists of a CMOS
buffer loaded by variable capacitor implemented as a binary-
weighted array of 15 transistors with minimum width and
length. It is controlled by four bits, and it provides sub-1 ps
resolution. The coarse delay, instead, uses 32 identical nand-
2-based delay elements (DEs), shown in Fig. 4b, that can
be either cascaded or bypassed to obtain the desired delay.
This coarse stage implementation offers 19 ps increments and
a range of over 1.25ns (one clock cycle at 0.8 GHz). Each DE
uses a two-bit control scheme (S[n] and T[n] in Fig. 4b) to
ensure glitch-free switching [14]. Also, we integrated dummy
nand-2 gates to ensure matching of the delays for all gates.

The PD, instead, was implemented as a master slave flip-

flop clocked with the differential DQS signal similarly to our
work proposed in [9].

e) PLL: The PLL targets output frequencies of 2.133,
1.6, 1.066, and 0.8 GHz, starting from a 33.33 MHz reference.
It implements an all-digital bang-bang control loop with
additional frequency-lock circuits, enabling phase lock in less
than 20 ps, drastically reducing the overall PHY latency. The
all-digital design minimizes area (about 4350 ym?) and power
consumption (below 5mW per PLL at max frequency), mak-
ing the inclusion of three PLLs a minor overhead compared to
the driver power, while bringing the benefits already discussed
in Section II. The PLL de-skewing feature allows roughly
29 ps of phase resolution at the highest frequency.

With this analog front-end, the proposed Dx8 (and Dx16)
achieve robust synchronization and calibration, reaching data
rates up to 4.266 Gbps/pin despite a large bump pitch and low-
voltage operation.

Table I summarizes the analog vs. digital power and area
breakdown. The power of the analog blocks was scaled by

TABLE 1
POWER AND AREA ESTIMATION SUMMARY AT 4.266 GBPS/PIN
Analog Digital
Block TX* RX* DCDL* PLL Dx16 C/A +
o¢ #52 #36 #16 #3 # | RISC-V
Power’ 50.2 39 3.24 15 86 99.2
Areat 30576 | 13572 6003 13050 | 10400 188475
Total
Power 107.44 (36.7%) 185.2 (63.3%)
Total 632019 (2.2%) 198875 (6.9%)
Areat

*Estimation considers 49% write and 49% read operations
TmW ¥um?2 ®ESD protections not included

their utilization, which was derived from use-case top-level
behavioral digital simulation assuming 49% read and 49%
write operation. As shown, the digital circuitry and the TX
dominate the power consumption. As for the area, while the
SRAMs of the RISC-V subsystem are the largest contributors
[13], the overall PHY area is primarily limited by the number
of bumps due to the large bump pitch, as will be clarified in
Section IV.

IV. CHIP PROTOTYPE AND EXPERIMENTAL VALIDATION

The proposed LPDDR4X PHY was taped out in GF12
technology as part of the EUPilot’s test chip shown in Fig. Sa.
The test chip is 3.45 x 3.45mm? large and hosts two PHY
instances on the right and left sides. Between the two PHYs,
there are additional IPs that are not discussed here since
they are not part of this work. The prototype was packaged
in a 22 x 22 Ball Grid Array (BGA) package as shown
in Fig. 5b. Fig. 5c, instead, shows a detailed PHY layout.
Due to the 150 ym bump pitch, the PHY area of 2.89 mm?
(3.4 x 0.85mm?) is constrained by the number of bumps. At
the top and bottom, the two Dx16 integrating two Dx8 can
be recognized, each one with its own DQS PLL highlighted
by a white rectangle with a cross in the figure. The C/A slice
resides in the center with the RISC-V core and subsystem, the
OCDCAL unit, and the CK PLL.

The PCB for the testing of the prototype, shown in Fig. 6a,
hosts the test chip in a 22x22 BGA IronWood socket, high-
lighted in red. Two additional SBT-BGA200 sockets, high-
lighted in yellow, instead, host two LPDDR4X DRAMs, each
for every PHY instantiated in the chip prototype. A detailed
diagram of the measurement setup is shown in Fig. 6b. The
measures were taken using a DSOX6004A Keysight oscillo-
scope with 20GS/s and 6 GHz bandwidth. The CK output
was measured via a Micro-Miniature Coaxial (MMCX) RF
connector located on the PCB plus MMCX to BNC adapter.
DQS and DQ, instead, were measured using N2752A Keysight
6 GHz differential probes directly soldered to the DRAM pads
on the PCB. For the measures presented here, we removed the
DRAM and its socket. Thus, the PHY drivers were loaded with
the oscilloscope’s 50 €2 termination. Thanks to the RISC-V
subsystem, we could configure and calibrate all analog blocks.

As shown in Fig. 7a, we measured CK at 2.133 GHz,
i.e., the maximum frequency required by LPDDR4X, with



Author's copy

LPDDR4x LPDDR4x

PHY PHY
(RPTU).

(RPTU)

Memory Controller
and
Test chip controller

(a)
RISC-V Core B
RISC-V Subsystem

vorso06 e

LI
TLE

. s

[ass 1%t

(b)

Fig. 5. Prototype for the experimental verification: EUPilot test chip in (a),
package in (b), and PHY layout in (c).

Y

| [MMCX 0 BNC

-
° .

s G1{MMCX o BNC

0

.

°

27524

1
1
I
I
I
| [N2752A]

DRAM PADS 1
Das bQ

DUT

1 1
1 1
1] [RISC-V subsystem 1
1 1
[ 7
T Al

Test 1t <

DSOX6004A

a

Fig. 6. Picture of test setup in (a); block diagram of the test setup in (b).

an amplitude of 160 mV differential, thus validating both the
PLL and TX functionality. We also experimentally verified
the de-skewing feature of the PLL, as depicted in Fig. 7b
where the measured CK and DQS waveforms are reported
for three different phase configurations of the CK’s PLL. A
blue arrow highlights the CK to DQS phase shift for the
three different configuration, and shows how the RISC-V
subsystem can align CK and DQS during write/read leveling.
The measures showed that the PLL can shift the output clock
phase with an average resolution of 42ps at 800 MHz over
one complete clock period, enabling independent calibration
of the two Dx16.

Fig. 8a and b, instead, show the measured eye diagram
of one DQ output at 1.6 Gbps and 2.133 Gbps, respectively,
when transmitting a pseudo-random bit-stream 7 (PRBS-7)
data pattern. The eye height is 300 mV at 1.6 Gbps and drops to
200 mV at 2.133 Gbps, remaining therefore within the DRAM
specifications. The width is 0.61 UI at 1.6 Gbps (nearly double
the 0.35 Ul required by the JEDEC standard), while it narrows

Amplitude (V) Amplitude (V) Amplitude (V)

8.225 8.226 8227 8.228 8.229 8.23
time (s) %10®
(b)

Fig. 7. Clock measurements: (a) CK differential outputs at 2.133 GHz; (b)
phase alignment of CK and DQS for different CK’s PLL configurations.

(@) (b)

Fig. 8. Measured DQ eye diagram at 1.6 Gbps (a) and 2.133 Gbps (b).

down to 0.38 UI at 2.133 Gbps, still meeting the specs.

Finally, Fig. 9a and b reports the joint measures of the DQ
eye diagram and DQS. In Fig. 9a, the DCDL had default
configuration, and the sampling instant, highlighted with a
dashed white line, was therefore in a non-optimum area of
the DQ eye diagram. However, Fig. 9b shows how the DQ
eye’s center can be aligned to the sampling instant by shifting
the DQs with respect to the DQS thanks to the synchronization
strategy based on the DCDL proposed in Section III.

Due to test setup limitations (i.e., package-socket-PCB-
soldering connection, refer to Fig. 6), we could not validate
the 4.266 Gbps/pin data rate experimentally, though it was
achieved in post-layout simulations in all PVT corners, as
reported in Fig. 10. In order to have consistency with the mea-
surements, the testbench exploited for the post-layout simula-
tions included the package’s s-parameter model, a transmission
line with 50€) characteristic impedance to model the PCB,
and a 50 2 resistor to model the oscilloscope termination. As
for the measurements, the transmitted data was a PRBS-7.
The results in Fig. 10 demonstrate that the proposed design
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Fig. 9. Measured alignment of the DQ eye center to the DQS edges with
default DCDL settings (a), i.e., no synchronization, and after the DCDL
calibration (b).
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Fig. 10. Simulated DQ eye in post-layout at 4.266 Gbps: typcal process corner
at 25°C' and 0.6 V /O supply in (a); slow process corner at 0°C' and 0.54 V
1/0 supply in (b); fast process corner at 125°C' and 0.65 V 1/O supply in (c).

achieves 120 mV/0.68 UI of eye height/width in typical corner
(Fig. 10a), 80 mV/0.57 UI in the worst corner (Fig. 10b), and
140mV/0.72 UI in the best corner (Fig. 10c). Experimental
validation at 4.266 Gbps is planned for future work.

V. STATE-OF-THE-ART COMPARISON

Table II compares the proposed PHY’s characteristics with
those in [11] and [12], which both present a 16-DQ PHY
achieving 4.266 Gbps/pin with an eye amplitude of about
150 mV and eye width of 0.51 and 0.36 UI, respectively. How-
ever, [12] uses a 1.1 V I/O supply, and [11], being an industrial
solution, lacks full design details and channel characteristics,
and does not provide direct oscilloscope measurements. In
contrast, our full academic PHY uses a 32-DQ configuration
with a 0.6V I/O supply, achieving a measured 200 mV eye
amplitude and 0.38 UI width at 2.133 Gbps/pin, and simu-
lated eye aplitude/width of 120 mV/0.68 UI in typical corner
at 4.266 Gbps/pin. Moreover, compared to [11] and [12], it
integrates a RISC-V subsystem that enables full analog front-
end configuration and calibration, as well as low-level software
access to the DRAM.

VI. CONCLUSION

In this work, we presented the first complete 32-DQ aca-
demic LPDDR4X PHY. The proposed design employs DCDLs
and de-skewing PLLs to achieve DQ to DQS and CK to DQS

TABLE II
STATE-OF-THE-ART COMPARISON
This work This work
(1] (2] (measures) (simulations)
Tech 1.() nm 65 nm 1.2 nm 1.2 nm
FinFET CMOS FinFET FinFET
Channel NA PCB PCB PCB model
& Conf 16 DQs 16 DQs 32 DQs 32 DQs
1/O supply 0.6 V 1.1V 0.6V 0.54-0.65 V
Data rate 4.266/pin | 4.266/pin | 1.6-2.133/pin 4.266/pin
(Gbps) 68.256 68.256 68.256 136.512
Write 149.6 mV 148 mV 300-200 mV 80-140 mV
margins 0.51 UI 0.36 UI 0.61-0.38 Ul 0.57-0.72 UI

phase synchronization. Both write/read leveling and training
are managed by an integrated RISC-V subsystem, which
also oversees the ODT calibration. An innovative OCDCAL
unit implements comparator offset compensation to enhance
calibration accuracy.

Fabricated in GF12 technology, the chip prototype was
experimentally verified, proving that the proposed architecture
is well-suited for LPDDR4X DRAM interfaces.
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