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Preface

Many of the presented contributions have been generated in close cooperation with several
colleges and partners. To clearly distinguish between what has been dissolved solely on my
own and in interaction with others, either first person singular (i.e. "I", "my" ...) or first
person plural (i.e. "we", "our" ...) is used. For introductions, conclusions, summaries, and
abstracts, first person plural is mostly used to reflect their basis in collaborative work and
maintain simplicity.





Abstract

In recent years, the throughput and flexibility requirements of communication systems have
grown dramatically to support increased data traffic and versatile use cases. In this context,
Neural Network (NN)-based algorithms have emerged as a promising approach to satisfy
the stringent requirements of future communication systems. In particular, state-of-the-art
research has shown remarkable results for various applications such as demapping and
equalization, where the adaptability and nonlinearity of NNs can provide advantages as
compared to classical solutions. While related work typically focuses on the algorithmic
aspects of NN-based communications, it is crucial to also consider the implementation
complexity of the proposed methods for practical deployment. Specifically, the hardware
design of sophisticated NNs on resource-constrained edge devices like Field-Programmable

Gate Arrays (FPGAs) imposes major challenges, ranging from huge design spaces and
cross-layer dependencies to high computational complexity combined with limited hardware
resources. In contrast to NNs, classical signal processing algorithms have been optimized
for decades for efficient implementation. Thus, for fair comparison, it is crucial to evaluate
and compare the implementation aspects of NN-based communication systems to classical
ones. Therefore, in this work, we bridge the gap between algorithm and implementation
by providing efficient FPGA hardware architectures of NNs for communications and edge
intelligence. In particular, we analyze and evaluate the implementation aspects of NN-based
demapping and equalization. Further, we consider broader application scenarios such as
arrhythmia and anomaly detection. In this context, we perform extensive design space
explorations, analyze interdependencies between the design layers, provide efficient FPGA
architectures, and benchmark our solutions against classical counterparts and conventional
hardware platforms. As a result, we demonstrate the adaptability of NN-based demapping
on FPGA and develop a hybrid approach combining our solution with a classical one.
Moreover, we present a high-performance NN-based equalizer achieving a data rate of more
than 40 GBd and show how NN training can be incorporated for high-throughput equalization
on FPGA. Additionally, we propose hardware-aware Neural Architecture Search (NAS)
for arrhythmia detection, and show how anomaly detection can be performed at the edge.
To summarize, we believe that this work provides a crucial step towards the practical
deployment of NN-based communication algorithms on resource-constrained devices, while
also contributing to the broader field of NN processing at the edge.
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Chapter 1

Introduction

1.1 Motivation

The revolutionary advancements in microelectronics, starting with the invention of the
transistor [1, 2] and leading to the development of the first Integrated Circuit (IC) by Jack
Kilby in 1958 [3], laid the foundations for our modern digital world. This innovation
paved the way for the miniaturization of electronic devices and the exponential growth
of computational power, encapsulated by Moore’s Law [4], which predicts a doubling of
transistors on a chip approximately every two years. The progress in IC design has been
fundamental in advancing not only computing but also communications, allowing more
complex and reliable networks by enabling efficient implementations of sophisticated signal
processing algorithms.

In parallel to the evolution of the transistor, Claude Elwood Shannon laid the basis for
future developments of communication systems and information technology with his ground-
breaking work “A Mathematical Theory of Communication” [5]. Today’s research of Error

Correction Codes (ECCs), data compression, equalization, and the transmission of infor-
mation in general is based on his insights into signal processing. His theory on how data is
encoded, transmitted, and decoded, as well as the concepts of entropy and capacity have
been essential to develop efficient communication systems that form the backbone of our
hyper-connected world. As of today, the advancements in information theory and microelec-
tronics have led to a digital revolution that has transformed nearly every aspect of our lives.
The Internet, mobile communications, and wireless technologies have become ubiquitous,
enabling instant global connectivity and access to vast amounts of information.

While the innovations in IC design initially enabled the rise of communication systems,
the subsequent advancements of microelectronic systems have also enabled a more recent
evolution: the age of Artificial Intelligence (AI). Due to highly parallel processing platforms
such as Graphics Processing Units (GPUs) and Tensor Processing Units (TPUs), complex
algorithms like Neural Networks (NNs) can be trained with a huge amount of data, which
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Figure 1.1: Evolution of the data traffic and the average internet speeds from 2018 to 2022 [20, 21].

For each metric, the value of the year 2022 is shown in the left white box, and the increase from 2018

to 2022 is given in the right box.

leads to remarkable breakthroughs in various fields and influences many aspects of our
daily lives. NNs define the state of the art in computer vision [6, 7], natural language
processing [8–10], speech recognition [11, 12], and in many other tasks [13–15]. Lately,
advancements in generative models like transformer-based Large Language Models (LLMs)
mark a new area of how humans interact with machines, since they exhibit an unprecedented
ability to generate human-quality text, images, audio, and even code [9,16,17]. The progress
of generative models was mainly enabled by novel model architectures, training techniques,
and most importantly improved hardware capabilities. State-of-the-art LLMs are highly
complex and memory intensive with hundreds of billions of trainable parameters [9, 18],
imposing the need for more and more powerful processing platforms, relying on new
innovations in microelectronic system design.

The rise of NNs with their unprecedented processing demands not only necessitates more
sophisticated hardware platforms but also imposes various challenges for communication
engineers. Mobile and wired data traffic has greatly increased in recent years, which can be
attributed to the inflation of video streaming platforms with high-definition video content,
to the growing number of Internet of Things (IoT) devices, and notably to the boost of AI
and NN applications. In particular, LLMs are one key driver for the latest growth in data
traffic [19] since they rely on transmitting massive datasets to centralized datacenters, require
high-speed interconnects, and generate a vast amount of content that needs to be transmitted
to the users.

The evolution of the internet traffic from 2018 to 2022 and a future outlook is shown in Fig.
1.1. The rising number of users, number of devices, and increasing video resolution highly
impact the global Internet Protocol (IP) and Machine-to-Machine (M2M) traffic. In a period
of four years, the monthly global IP traffic grew by 154 % to 396 EB, while the M2M traffic
even increased by 317 % to 25 EB. The fixed broadband and mobile internet speed needs to
keep up with this surge in data traffic, resulting in a rise of 113 % and 172 %, respectively.
Those demands will even be pushed further in the near future by high-definition video
streaming, autonomous cars, cloud gaming, virtual reality, and generative AI, leading to ever
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higher speed requirements. In the latest Roadmap on optical communications [22], Xi Chen
even stated that the required data rate of optical fibers will double every 1.5 years. This
increase in data rate leads to significant challenges for digital signal processing research. On
the one hand, the throughput of the signal processing at the transmitter and receiver needs to
keep up with the ever-increasing data rates of the network. Since the speed of the transistor
is growing slower than the demands of the network [22], this becomes a major challenge for
next-gen communications. On the other hand, high data rates lead to severe impairments of
the communication signal caused by bandwidth limitations, Intersymbol Interference (ISI),
and nonlinear effects. Consequently, the development of more sophisticated and advanced
communication algorithms, along with their efficient implementation is required.

Another key aspect of beyond 5G and 6G communication systems is flexibility and adapt-
ability since future networks are expected to support various applications with diverse
requirements [23, 24]. As the potential use cases are highly heterogeneous, a wide range
of data rates, Quality of Service (QoS) guarantees, and transmission scenarios need to
be supported. Nowadays, designing a communication system consists of developing an
appropriate channel model with specific transmission characteristics and optimizing each
component individually for this abstract model. This approach might be infeasible for
next-gen communications due to the huge variety of different application scenarios. Thus, a
more autonomous, self-adapting design approach is required.

1.1.1 Potential of NN-based Approaches for Communications

A potential solution for the challenges of future communication systems is to incorporate
NN-based algorithms in the physical layer. This integration can be performed in several
ways: NNs can be used to enhance the capabilities of existing classical algorithms [25],
employed to learn and optimize the parameters of traditional methods [26], used for post-
processing of classical algorithms [27], or designed to replace conventional algorithms
completely by NN-driven solutions [28].

All of those approaches can provide several advantages as compared to classical methods.
Classical communication system algorithms are commonly optimized for abstract channel
models, which try to mimic the real transmission channel mathematically. However, due
to imperfections of the model or incalculable environmental influences, the model differs
from the real channel, resulting in non-optimal parametrization [29]. In contrast, most
NN-based approaches do not rely on any prior assumptions about the system. Thus, they can
provide better generalization capabilities than their classical counterparts and are well-suited
for unknown or highly complex systems. Further, the NN is channel-agnostic, since its
parameters can be automatically trained and adapted to the specific channel conditions,
eliminating the need for an abstract channel model in many cases. Another drawback of
classical systems is that the communication chain is typically partitioned into multiple
sub-blocks, which are optimized individually. This approach does not necessarily result
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in the global optimum of the complete system [30]. As opposed to that, due to the data-
driven design approach, NN-based systems do not require expert knowledge for manual
optimization of each communication block. Further, replacing multiple classical blocks with
a single NN results in a more holistic, system-level optimization. Moreover, the nonlinearity
introduced by NNs allows to capture and potentially correct nonlinear channel distortions,
a capability often beyond the reach of the typically linear traditional methods. Regarding
the efficient implementation of communication algorithms, which is the main aspect of this
thesis, NNs offer another benefit. The large variety of NN types and configurations provides
a huge spectrum of solutions with distinct characteristics. This versatility makes NNs
particularly suitable for deployment across various hardware platforms and resource-limited
devices, since in most cases an appropriate trade-off between communication performance
and complexity can be found due to the vast amount of different solutions. Additionally,
in contrast to classical algorithms, which are often irregular or sequential, NNs commonly
have a parallel structure and are dataflow-dominated, potentially leading to more natural
parallelization and efficient implementation.

To summarize, NN-based algorithms have the potential to advance physical layer communi-
cations regarding the following aspects:

• No precise assumptions about the underlying system or channel model are required,
making NN-based algorithms more general and flexible than classical approaches.

• In many cases, NNs combine multiple classical communication blocks in a single
algorithm, eliminating the need for partitioning, and resulting in more holistic opti-
mization.

• NNs can model nonlinear relationships and are therefore well-suited to address and
potentially correct nonlinear channel distortions.

• The versatility of NN types and configurations allows for flexible trade-offs between
performance and complexity, making them suitable for various hardware platforms
and resource-limited devices.

• The inherent parallelism of NN architectures allows for efficient implementation and
exploitation of parallel hardware.

The drivers, objectives, and possible enablers for next-gen communication systems are
illustrated in Fig. 1.2. Drivers like 6G, video streaming, cloud computing, and AI impose
objectives of high data rates, great flexibility, and improved communication performance.
This necessitates further technological innovations in the fields of microelectronic system
design and communication systems. As discussed, NN-based communication algorithms
provide several advantageous characteristics for next-gen communications systems, being
flexible, data-driven, channel-agnostic, and nonlinear. This raises an essential question: can
AI play a dual role in the future of communications, acting as both a driver and an enabler?
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Figure 1.2: Can AI be the driver and the enabler for next-gen communication systems?

1.1.2 Objective of this Thesis

The main objective of this thesis is to analyze the implementation aspects of NN-based
algorithms in the field of communication systems. The aim is to examine the practical
challenges of embedding NN-based solutions into real-world systems. While many previous
works in the field of NN-based communications focus on the algorithmic side by optimizing
the communication performance of the system [28,31–35], we target the efficient deployment
of those algorithms on hardware. Therefore, it is essential to analyze the implementation
characteristics of those algorithms and evaluate the performance on real devices. This is
exactly the gap this work aims to bridge by providing efficient implementations of state-of-
the-art NN-based communication algorithms.

A common implementation platform for computationally-intensive physical layer processing
are Field-Programmable Gate Arrays (FPGAs), deployed in systems ranging from Software-

Defined Radios (SDRs) [36] to wireless basestations [37]. As compared to conventional
platforms, FPGAs enable arbitrary-width datatypes, high parallelism, provide high-speed
interfaces, and can be used for prototyping custom Application-Specific Integrated Circuit

(ASIC) implementations. Moreover, FPGAs support high-throughput data processing and
low-latency operations, which is essential for real-time communication applications. In
addition, in comparison to custom ASICs, FPGAs are more cost-effective for low production
volumes, typical for application-specific NNs. Further, their reconfigurability provides
another benefit as compared to ASICs. For those reasons, this thesis mainly focuses on the
implementation of NN-based communication algorithms on FPGAs.

In addition to the implementation of NN-based physical layer communication algorithms,
this work also evaluates how NN solutions for other use cases can be efficiently implemented
on resource-constrained edge devices. Shifting algorithms from cloud to edge enables
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real-time processing, reduces latency, and decreases data traffic, particularly crucial for
modern communications. Specifically, in this work, edge processing of NNs is investigated
for the application of arrhythmia detection and for anomaly detection of vibration data of
industrial pumps.

In summary, this thesis tackles the practical hardware implementation of NNs, focusing
primarily on their application in communication systems using FPGAs. Furthermore, the
analysis is extended to other critical, real-time processing tasks on resource-constrained
edge devices.

1.2 Challenges

Although various diverse applications are evaluated in this thesis, they all share similar
challenges regarding efficient implementation of NN-based algorithms on FPGAs. Most of
those challenges arise from the enormous design space of NNs combined with the limitations
of resource-constrained hardware. In the following, those challenges are described in more
detail.

1.2.1 Design Space

To tackle the challenges imposed by implementing NN-based communication algorithms
on FPGAs, it is crucial to evaluate and understand the multifaceted nature of the design
space. This understanding allows to address these challenges more effectively and develop
optimized solutions. To that end, Fig. 1.3 presents an overview of the cross-layer design
space considered in this work. In general, the design space can be divided into three layers:
the application layer, the algorithmic layer, and the hardware implementation layer. Each
layer has its specific characteristics and parameters. However, the layers should not be
viewed individually, but the interdependencies between the layers need to be considered to
provide efficient solutions.

1.2.1.A Application Layer

The top layer of the design space is spanned by the application, which in this work primarily
corresponds to communication systems. In this layer, the requirements are determined, the
particular use case is specified, and the system model is defined. The requirements affect both
lower layers simultaneously, the algorithmic layer as well as the hardware implementation
layer. For instance, requirements such as the Bit Error Ratio (BER) or QoS impact the
algorithmic layer, while throughput, latency, or power requirements impose constraints
on the hardware implementation layer. The use case defines the specific application of
the algorithm, which in our case corresponds to substituting or enhancing a block of the
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Figure 1.3: Multi-layer design space for the efficient implementation of NN-based communication

algorithms.

communication chain by NNs. The system model specifies the remaining blocks and the
complete transmission scenario, including the communication channel, the modulation
format, and characteristics like fluctuations or coherence time. The main objective of the
application layer is to enhance communication performance, which relates to increasing the
QoS by reducing the BER or Frame Error Ratio (FER).
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1.2.1.B Algorithmic Layer

The second layer of the design space corresponds to the algorithmic layer, represented by
NNs in this work. In general, the development of NNs is associated with a large number
of different hyperparameters spanning a huge design space. One crucial hyperparameter is
the type of NN, which can for instance be a fully connected NN, a Convolutional Neural

Network (CNN), a Recurrent Neural Network (RNN), a transformer, or a Spiking Neural

Network (SNN). Even if the general type of NN is defined, there is a variety of additional
parameters specifying the topology of the NN. The number of layers, the number of neurons,
the number of channels, and the kernel size are just a small selection of those parameters.

For efficient implementation, various optimizations can be applied on the algorithmic
level, such as quantization and pruning. Each of these optimization approaches can be
implemented using various methods, like unstructured and structured pruning, or Post-

Training Quantization (PTQ) and Quantization-Aware Training (QAT). Thus, even if the
algorithmic NN layer is viewed individually, there is already an enormous design space,
which becomes even more complex when considering the interdependencies introduced by
the other layers. These interdependencies include the algorithmic requirements from the
application layer, the constraints from the hardware layer, and contradicting objectives from
both layers. Thus, the algorithmic layer requires an in-depth exploration of its design space
to select an appropriate algorithm that provides the best trade-off between communication
performance and computational complexity.

1.2.1.C Hardware Implementation Layer

The bottom layer of the design space is associated with the hardware itself, which in our
case corresponds to the implementation on FPGAs. An FPGA features several types of
constrained resources such as Look-Up Tables (LUTs), Digital Signal Processor Slices

(DSPs), Block Random Access Memorys (BRAMs), and Flip-Flops (FFs), which should be
utilized efficiently. The algorithmic layer has a large impact on the final resource utilization,
thus, the hardware layer imposes constraints on the complexity of the algorithm. Further,
an efficient hardware implementation can consist of different hardware architectures such
as a systolic array or a dataflow architecture, which can either rely on on-chip storage
(FPGA resources) or off-chip storage (external Dynamic Random Access Memory (DRAM)).
Another important factor is the parallelism of the hardware implementation. Configuring
the parallelism allows to trade off performance (throughput or latency) against resource
utilization and power consumption. In the case of NNs, the parallelism can be applied on
different levels of the algorithm like the input level, the output level, the kernel level, or the
batch level. The necessary Degree of Parallelism (DOP) should eventually be determined by
the application requirements, which introduces an interdependence between the hardware
and the application layer. Finally, additional parameters of the hardware platform such as the
clock frequency and, notably, the hardware cost are key characteristics of the FPGA design
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space. Ultimately, the main objective of the hardware implementation layer is to satisfy the
application requirements while minimizing the hardware complexity to provide an efficient
implementation.

1.2.2 Implementation Challenges

The design space presented in the previous section highlights the multifaceted nature of
implementing NN-based communication algorithms on hardware. While this design space
offers flexibility and opportunities for optimization due to the huge number of different
hyperparameters, it also introduces a variety of challenges for efficient implementation.
When considering the application layer and the algorithmic layer, the hyperparameter selec-
tion can be viewed as a single-objective optimization problem, where the main goal is to
optimize communication performance. However, for practical communication systems, the
algorithm will eventually be deployed on a processing platform. For efficient deployment,
implementation metrics should already be considered on the algorithmic level. Especially
for communication systems, which are often implemented on resource-constrained, em-
bedded devices, hardware optimization is crucial to allow for efficient implementation.
This significantly intensifies the optimization problem, as reducing computational com-
plexity is introduced as another objective by the hardware layer. This extends the design
space exploration to a multi-objective optimization problem with the aim of determining
Pareto-optimal trade-offs. Moreover, interdependencies between the different design lay-
ers significantly magnify the exploration process, making cross-layer approaches almost
essential for extensive exploration.

The efficient implementation of NNs is further impaired by the increasing complexity of
state-of-the-art NNs. The NNs considered in this thesis are usually compute-bound, thus we
mainly refer to the computational algorithmic complexity κAlg expressed in Floating-Point

Operations (FLOPs). At the same time, embedded devices often operate under fixed power
constraints due to limited power density given by W · mm−2 and fixed energy budgets
measured in J. Thus, for a fixed area and battery capacity, the dynamic power consumption
Pdyn is also limited.

Therefore, if we assume a constant datarate Rb of the communication channel, which
translates to throughput requirements for the hardware, the energy efficiency ηE given in
Giga Floating-Point Operations per Second (GFLOPS) per W, must scale proportionally to
the algorithmic complexity κAlg:

ηE ∝ κAlg | Pdyn, Rb = const. . (1.1)

However, for communication systems, datarates have increased significantly over recent
years. Thus, for constrained power, the energy efficiency has to compensate for both the
higher algorithmic complexity and the increased datarate:

ηE ∝ κAlg · Rb | Pdyn = const. . (1.2)
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Figure 1.4: Evolution of GPU efficiency, optical datarate, and computational complexity of NNs in

recent years. The efficiency of GPUs is given as peak performance in terms of GFLOPS divided by

Thermal Design Power (TDP) [44]. The datarate of optical transceivers is based on specifications of

single-channel Small Form-Factor Pluggable (SFP) devices. The computational complexity is given

as GFLOPs of state-of-the-art NN models for the Imagenet dataset [44, 45]. The dashed trend lines

are calculated using exponential regression of all datapoints, and the Compound Annual Growth Rate

(CAGR) is calculated as CAGR = ( Xlast
Xfirst

)1/t − 1, where Xlast is the latest value in the plot, Xfirst is the

earliest value, and t is the timespan between the values in years.

In Fig. 1.4, the evolution of the energy efficiency, NN complexity, and datarate of optical
transceivers is shown. Although the energy efficiency is given for GPUs, which operate at
different scales than embedded devices, their efficiency trends reflect fundamental technolog-
ical and architectural advancements that can also be applied to their embedded counterparts.
The NN complexity is given in terms of the FLOPs required to perform inference for one
sample. The models are selected based on their popularity and their accuracy for the Ima-
genet dataset [45], as discussed in [44]. Further, the datarate evolution of optical transceivers
is provided as a representative example of the broader throughput advancements in com-
munication systems. From Fig. 1.4, it becomes clear that the computational complexity of
state-of-the-art NNs is increasing much faster than the energy efficiency of the underlying
hardware. Thus, Eq. (1.1) does not hold for the best performing NNs on the most recent
hardware. This shows that just taking the most novel NN model will not result in an efficient
implementation due to the huge computational complexity. Therefore, extensive exploration
of the NN design space is crucial. This challenge is further intensified by the increasing
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datarate of communication systems. As Eq. (1.2) indicates, for a fixed power budget, the
hardware efficiency has to compensate for both the increase in complexity and in throughput.
However, it becomes clear that hardware efficiency does not scale accordingly, resulting in
an increasing gap between hardware requirements and actual hardware performance, which
can only be addressed by comprehensively optimized hardware-aware algorithms.

The implementation of NNs faces another significant hardware limitation: the growing
disparity between processor and memory speeds, known as the memory wall [46]. Over the
past decades, processor performance has improved substantially faster than memory access
time, creating an increasingly wide gap between processor speed and memory access latency.
Although modern computing systems usually use a multi-level cache memory hierarchy,
they are still not able to completely hide the increased memory latency. Further, caches
require a large amount of die area and the constant movement and copying of redundant
data increases energy consumption [47]. Since state-of-the-art NNs are based on billions of
parameters, this becomes a major challenge for efficient implementation.

Adding to the computational complexity and memory bandwidth challenges, power density
poses a significant limitation. Dennard scaling [48], which historically allowed for increased
transistor density without a proportional increase in power density, has largely broken down
in recent years [49]. As transistors shrink, leakage currents become more prominent, leading
to increased power consumption even when the transistors are not actively switching. This
escalating power density creates thermal management issues, which limit the number of
transistors that can be used concurrently, potentially resulting in dark silicon. For complex
NNs that require massive parallel computations, this power density constraint may limit the
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achievable performance, further emphasizing the need for hardware-optimized algorithms
and hardware-software co-design.

All the challenges mentioned above become even more severe if not only the inference of the
NN is implemented on hardware but also the training. While inference requires only a single
forward pass through the NN, training requires additional computations for backpropagation
to calculate gradients for each parameter, and to update these parameters using optimization
algorithms. This process often involves storing intermediate activations and gradients for
every layer in memory, which increases memory bandwidth requirements substantially.

The key challenges associated with the efficient implementation of NN-based communication
algorithms are illustrated in Fig. 1.5 and can be summarized as follows:

1. Efficient NN implementation is linked to an enormous design space with various
hyperparameters, which turns the exploration into a multi-objective optimization
problem.

2. Interdependencies between the design layers make the design space exploration even
more complex.

3. NNs often introduce a much higher computational complexity than classical algo-
rithms, especially when the training is included. Thus, the implementation on battery-
powered, resource-constrained devices is challenging.

4. The implementation is further complicated by hardware limitations like memory
access latency and power density constraints.

5. Communication systems are associated with ever-increasing data rates [22], imposing
strict throughput and latency requirements on the digital implementation.

1.3 Contributions and Outline of this Thesis

The main objective of this thesis is to address the challenges associated with the imple-
mentation of NN-based algorithms on resource-constrained devices with a special focus on
communication systems. Therefore, we analyze different use cases, design efficient FPGA
hardware architectures, evaluate our solutions against state of the art, and show the hardware
limitations of current NN-based approaches for communications. The contributions are
summarized below:

Design Space Exploration

For all of the presented applications, we perform extensive exploration of the NN design
space with respect to the trade-off between algorithmic performance and computational com-
plexity. Therefore, we propose automated frameworks that incorporate hardware awareness
into the topology search to accelerate the design process. The frameworks either feature
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template-based grid search as shown in Chapters 3 and 4 or evolutionary algorithms as
present in Sec. 5.1.

Analysis of the Design Layer Interdependencies

Holistic analysis of the design layers is crucial to obtain comprehensive insights on the
cross-layer effects of hardware design. Hence, in this work, we address the interdependencies
of the design layers and build a bridge from the application and the algorithm down to the
hardware architecture. The contributions include investigations of the relationship between
BER, training latency, SNR, and DOP. Those investigations are based on the cross-layer
exploration framework presented in Chapter 3, the timing model and sequence length
optimization framework proposed in Chapter 4, the convergence analysis of Sec. 4.6.2, and
the holistic implementation methodology of Sec. 5.1.

Efficient FPGA Hardware Architectures

Optimized FPGA hardware architectures are the foundation for efficient implementation
on resource-constrained devices. Accordingly, in Chapters 3 and 4, we present hardware
architectures for demapping and equalization, which are important tasks in the field of
communications, while Chapter 5 tackles architectures for broader application domains. All
of those hardware architectures are deeply pipelined, streaming-based, and utilize arbitrary-
width fixed-point datatypes. Further, they provide adjustable parallelism on multiple levels
to enable precise customization with respect to application requirements.

Incorporation of the NN Training into Hardware Architectures

Including NN training on the edge device is a challenging task, but essential to enable
adaptability and utilize the full potential of NN-based algorithms for applications where
processing on an external server is not feasible due to real-time or security constraints. Thus,
most of the presented hardware architectures do not only include the NN inference, but also
the training. Tackling the challenges associated with NN training on resource-constrained
platforms by efficient hardware implementation is one key contribution of this work. This
includes the trainable demapper in Chapter 3, the trainable equalizer in Chapter 4, and the
adaptable NN-based anomaly detection approach in Sec. 5.2.

Comparison of FPGAs Implementations against Conventional Processing Platforms

For all implementations, we highlight the advantages of a customized FPGA implementation
by comparing it to implementations of the same algorithm on other target platforms. Those
include high-performance Central Processing Units (CPUs) and GPUs as well as embedded
devices. We show that FPGA implementations based on optimized hardware architectures
have the potential to outperform traditional platforms regarding various metrics. For instance,
we demonstrate superior energy efficiency for low batch sizes in Chapter 3, higher throughput
in Sec. 4.5, and faster convergence in Sec. 4.6.2. Overall, our research consistently
demonstrates the suitability of FPGAs for the implementation of NNs.

Comparison of NN-Based Solutions against Classical Algorithms

For fair comparison, it is essential to evaluate the algorithmic performance and the imple-
mentation complexity of NN-based algorithms against their classical counterparts. This
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is especially critical for communication systems, where classical algorithms have been
optimized for decades and NN-based algorithms are typically investigated on the algorithmic
level only. Therefore, in this thesis, we provide a fair comparison and show that NNs are no
universal solutions that automatically guarantee improved performance. In this context, in
Chapter 3, we reveal that classical demapping is superior to a NN-based solution regarding
implementation complexity. In Chapter 4, we demonstrate that a NN-based equalizer can
outperform a classical one with respect to implementation efficiency for the same algorith-
mic performance, and in Sec. 3.6.1 and 5.2, we show that hybrid approaches can provide
promising results.

Advancing the Realization of NN-Based Communications

We design optimized hardware architectures, evaluate the approaches on real hardware, and
provide demonstrators to illustrate the achieved results. By the research conducted in this
work, we provide a crucial step towards the practical deployment of NN-based algorithms
for future communication systems. This contribution ranges from the demonstration of
NN-based phase offset compensation on FPGA in Chapter 3, over the neural equalizer
implementation that satisfies high throughput requirements of 40 GBd, up to the real-time
FPGA demonstrator in Sec. 4.5.7. By addressing the challenges associated with the hardware
implementation of NN-based algorithms for communications, we contribute to the realization
of intelligent and efficient solutions for future communication systems.

The contributions of this thesis have been published in the following journals and conferences:
[50–59]. The algorithmic work on Autoencoder (AE)-based demapping was performed in
collaboration with the Institute of Telecommunications (INÜ) of the University of Stuttgart

(UST) as part of the Federal Ministry of Education and Research (BMBF) projects FunKI

with grant no. 16KIS1185 and Open6GHub with grant no. 16KISK004. The works on
NN-based equalization were carried out together with the Communications Engineering

Lab (CEL) and Institute of Photonics and Quantum Electronics (IPQ) of Karlsruhe Institute

of Technology (KIT) as part of the CELTIC-NEXT project AI-NET-ANTILLAS funded by
BMBF under grant no. 16KIS1317 and as part of the project Sustainable Embedded AI

(P2021-02-009) funded by the Carl Zeiss Foundation. The investigations regarding Neural

Architecture Search (NAS) for arrhythmia detection were performed in collaboration with
Fraunhofer Institute for Industrial Mathematics (ITWM) as a participant of the BMBF-
funded pilot innovation competition Energy-efficient AI Systems with grant no. 16ES1138.
The research on anomaly detection of industrial pumps was conducted as part of the BMBF
project SIPSENSIN with grant no. 16KIS1662 based on the dataset of our industry partner
KSB SE & Co. KGaA.
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Figure 1.6: Thesis outline

1.3.1 Outline

The remainder of this thesis is organized as follows (see Fig. 1.6):

Chapter 2 (Basics) introduces the fundamentals of this thesis, starting from the basics of
communication systems and NNs, leading to the application of NNs for communications,
up to the concepts related to FPGA implementation of NNs such as topology optimization,
quantization, hardware architecture design, and hardware evaluation metrics.

Chapter 3 (Implementation of NN-Based Demapping) presents an FPGA implementation of
a NN-based demapper and demonstrates its ability to adapt to phase offset variations. Further,
the solution is evaluated against implementations of traditional processing platforms and
classical demapping algorithms. Additionally, a hybrid approach that combines NN-based
and classical demapping is presented.

Chapter 4 (Implementation of NN-Based Equalization) focuses on a high-throughput NN-
based equalization for optical communications on FPGA. In this context, an extensive
design space exploration of the NN topology is performed, which is implemented using high
parallelism to maximize the achievable throughput. Moreover, an unsupervised loss function
for equalization and a trainable high-throughput equalizer on FPGA is presented.

Chapter 5 (Towards NN-Based Edge Processing) extends NN-based edge processing to
broader application domains, namely hardware-aware NAS for arrhythmia detection and NN-
based anomaly detection for industrial pumps. The chapter evaluates holistically optimized
FPGA implementations for hardware-aware NAS and introduces a hybrid approach that
combines threshold and NN-based techniques for pump anomaly detection.
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Finally, Chapter 6 (Comparative Analysis & Conclusion) summarizes the major contributions
of this thesis, identifies common insights of all applications, and presents the main conclusion
of the research presented in this work.



Chapter 2

Basics

This chapter introduces the fundamentals and main concepts of this thesis, covering the
basics of digital communications, NNs, and efficient FPGA implementation.

2.1 Digital Communications

Digital communication refers to transmitting information encoded in discrete signals, typi-
cally represented as binary sequences. Compared to analog communications, digital signal
transmission provides enhanced immunity to noise and interference, can be scaled efficiently,
and is more cost-effective [60, Ch. 1.3.1]. Therefore, it has become the de facto standard
communication scheme of today’s hyperconnected world. The basic elements of a digital
communication system are illustrated in Fig. 2.1.

The source sequence s is converted into a sequence of binary digits b by the source encoder.
This sequence is passed to the channel encoder, which introduces redundancy to increase the
reliability of the received data. The resulting coded sequence c is propagated to the digital
modulator, which converts the binary sequence into a signal suitable for transmission over a
communication medium. The communication channel is the physical medium that is used to

Transmitter

Receiver

Input
Source

Encoder

Channel

Encoder

Digital

Modulator

Channel

Digital

Demodulator

Channel

Decoder

Source

Decoder
Output

s b c

x

yĉb̂ŝ

Figure 2.1: Block diagram of a digital communication chain, adapted from [61, Ch. 1.1]
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send the signal x of the transmitter to the receiver. It may be either wireless transmission
or a wireline transmission, such as optical fiber. In any case, the channel adds noise and
distortions to the signal, which can degrade the quality of the received signal y. At the
receiver side, the digital demodulator processes the waveforms to produce a bit sequence
ĉ. This sequence is passed to the channel decoder, which utilizes the redundancy of the
received data to provide an estimation of the message bits b̂. The source decoder provides
a reconstruction of the original message based on the output of the channel decoder. This
final estimate is given as ŝ. To refer to a specific time frame or symbol of a sequence, the
subscript notation, such as xt is used to denote a symbol of x at the time frame index t.

Within the described communication chain, each block can be decomposed into several
sub-components or further specialized blocks can be added to the system. For instance, the
modulator could be further divided into the mapper, the pulse-shaping filter, and the carrier
modulator. Similarly, the demodulator may consist of carrier recovery, timing recovery,
matched filter, equalization, and demapping. Since equalization and demapping play a
crucial role in increasing the system’s performance, their optimization and implementation
are key topics of this thesis.

2.1.1 Mapping & Demapping

Mapping is performed on the transmitter side, typically as part of digital modulation. It
describes the process of transforming the incoming sequence of bits into a sequence of
complex symbols drawn from a specific complex constellation:

M : {0, 1}k → A , (2.1)

where A = {A0,A1, . . . ,AM−1} is the set of M constellation symbols, k denotes the number
of bits per symbol, andM corresponds to the mapping function. Common constellations are
Binary Phase-Shift Keying (BPSK), Quadrature Phase-Shift Keying (QPSK), or higher-order
Quadrature Amplitude Modulation (QAM) schemes. In general, higher-order constellations
allow for higher data rates but are more prone to noise and interference.

Demapping is performed at the receiver side and is commonly included in the demodulator
block. The demapper extracts the digital data symbols from the complex symbols with the
goal of determining the most likely transmitted symbol. The output of the demapper is a
sequence of estimated digital symbols that are passed to further processing stages like error
correction or decoding. Inversely to the mapper, the demapper can be described by:

M−1 : Â→ {0, 1}k , (2.2)

where Â are noisy received complex symbols.
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2.1.2 Equalization

Equalization can be performed at the receiver of a digital communication system to com-
pensate for channel distortions. During transmission, multipath fading, ISI, attenuation, or
channel nonlinearities often distort the signal. These effects can significantly degrade the
quality of the received signal, decreasing the communication performance of the system.
The equalizer aims to mitigate these impairments by compensating for the channel effects.
In general, the channel can be described by:

y = C(x) +N(µ, σ2) , (2.3)

where C(·) is a potentially nonlinear function and N(µ, σ2) is Gaussian noise with µ mean
and σ2 variance introduced at receiver-side. The equalizer Eθ with its parameters θ provides
an estimate z of the transmitted sequence from the received sequence:

z = Eθ(y) (2.4)

The objective of the equalizer can be expressed as:

min E{L(x,z)} , (2.5)

where E{·} denotes the expected value and L(·) corresponds to a loss function that quantifies
the error. While traditional techniques for equalization include linear equalizers or Decision-

Feedback Equalizers (DFEs), increasing data rates lead to more severe distortions in recent
years, imposing the need for more advanced equalization approaches such as NN-based
equalizers.

2.2 Neural Networks

Artificial NNs are a class of machine learning algorithms inspired by the human brain. The
main building blocks of NNs are artificial neurons where, in the simplest form, M neurons
accumulate N weighted inputs, add a bias, and apply an activation function:

y j = Φ
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



∀ j ∈ M ,

where x ∈ RN are the inputs, w ∈ RM×N are the weights, b ∈ RM are the biases, Φ(·) is a
typically nonlinear activation function, and y ∈ RM corresponds to the output vector.

The neurons are arranged in layers of arbitrary size, where the outputs of the neurons of
layer l − 1 correspond to the inputs of layer l. The first layer, receiving the initial input, is
called the input layer, while the last layer is the output layer. The layers in between are
referred to as hidden layers since their inputs and outputs are not directly visible to the user.
The simplest form of a NN is called Multilayer Perceptron (MLP) or fully connected NN.
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2.2.1 Convolutional Neural Networks

CNNs are a special type of NN well suited for image classification, processing of sequential
data, and for identifying spatial relationships. For image analysis, CNNs typically operate
on three-dimensional data where the first two dimensions are spatial dimensions and the
third dimension corresponds to the depth of the image, often referred to as the number of
channels, e.g., an RGB image has three channels. For sequential input data such as time
series analysis, signal processing, or natural language processing, commonly 1D-CNNs with
only a single spatial dimension are used. During propagation through the CNN, the layers
modify the spatial dimension and the number of channels of the input. Intermediate inputs
and outputs of the layers are called feature maps.

The core building block of a CNN is the convolutional layer. The convolutional layer
convolves each of its input channels with its weights, also called the kernel or filter. Multiple
filters are applied to produce an output feature map with OC output channels.

yo, s =Φ
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(2.6)

Assuming the use of padding to preserve the spatial dimension, a 1D convolutional layer can
be expressed by Eq. (2.6) for odd K, where x ∈ RIc×S is the input feature map, y ∈ ROc×S

is the output feature map, and [[0,N]] gives the set of natural numbers from 0 to N − 1.
The kernel w ∈ RIc×Oc×K is convolved with the input, and the bias b ∈ ROc is added.
Afterwards, the activation function Φ(·) is applied to produce an output with Oc output
channels for all elements in the sequence with length SL. In a CNN, convolutional layers
are combined with pooling layers, batch normalization, and potentially fully connected
layers. The first remarkable success of a CNN was achieved by AlexNet in 2012 [6] for the
ImageNet dataset [45]. Since then, various outstanding results were achieved by CNNs like
GoogleLeNet [62], ResNet [63], or MobileNet [64].

2.2.2 Neural Network Training

NN training refers to the process of adjusting the network’s parameters θ = {w,b} to
minimize the error between the predicted output and the desired output for a set of inputs.
Therefore, the dataset is typically split into a training set used for training the NN, as well
as an evaluation set and a test set to determine the performance of the NN on unseen data.
The idea is that by providing a huge amount of samples with the corresponding label, the
NN learns structures and characteristics of the training dataset and is able to identify and
correctly classify those structures in unknown data (evaluation and test set). This ability of
a trained model to perform well on unseen data is called generalization. The NN training
process is based on optimization algorithms, such as Stochastic Gradient Descent (SGD),
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which typically rely on gradients computed via the backpropagation algorithm. The objective
is to minimize the error between the predicted output and the correct output. This error is
typically measured using a loss function L(·), for instance, the Mean Squared Error (MSE)
loss:

LMSE(y, ŷ) =
1

N

N
∑

i=1

(yi − ŷi)
2 , (2.7)

or the Binary Cross-Entropy (BCE) loss for binary classification problems:

LBCE(y, ŷ) = −
1

N

N
∑

i=1

(ŷi log(yi) + (1 − ŷi) log(1 − yi)) , (2.8)

where y ∈ RN is the output vector and ŷ ∈ RN are the labels.

2.2.2.A Backpropagation

Backpropagation is an essential algorithm used in NN training to determine the gradients of
the parameters θ with respect to the loss function L(·). The algorithm is based on the chain
rule of calculus and efficiently calculates the gradients by propagating the error backwards
through the network, layer by layer. In this context, NN training is split into two phases: a
forward pass and a backward pass. During the forward pass, the NN model Fθ computes its
output y = Fθ(x) for input x, followed by the evaluation of a loss function L(Fθ(x), ŷ) that
measures the discrepancy between the model’s predictions and target values ŷ.

The backward pass then computes the gradient of the loss with respect to all model parame-
ters, ∇θL. It does so by recursively applying the chain rule. Let y(l) be the output of layer l

and θ(l) be the parameters of that layer. The core of backpropagation is to first compute the
gradient of the loss with respect to each layer’s output ∂L

∂y(l) by using the gradient from the

subsequent layer ∂L

∂y(l+1) :

∂L

∂y(l)
=
∂L

∂y(l+1)

∂y(l+1)

∂y(l)
(2.9)

This step propagates the gradient backward through the network. Once the error signal for
the output layer l is known, the gradient with respect to that layer’s parameters, θ(l), can be
calculated:

∂L

∂θ(l)
=
∂L

∂y(l)

∂y(l)

∂θ(l)
(2.10)

The efficiency of the algorithm is increased by storing and reusing intermediate gradients
to avoid redundant calculations. As a result, the gradients of the trainable parameters are
determined by backpropagation, which can be utilized by SGD to update the network’s
parameters:

θ ← θ − η∇θL (2.11)
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where η is the learning rate. By processing a large amount of training samples and updating
the trainable parameters for a sufficient number of iterations, the loss of the network is
minimized, and the predictions eventually approach the target values.

2.3 FPGA Implementation of Neural Networks

The implementation of NNs on FPGAs has gained significant attention in recent years.
FPGAs are ICs, which can be configured by the user to implement a specific logical
function. The basic building blocks of FPGAs are Configurable Logic Blocks (CLBs) and
programmable routing channels. For AMD (formerly Xilinx) Ultrascale FPGAs, each CLB
contains one slice built out of eight 6-input LUTs, sixteen storage elements, multiplexers, and
arithmetic carry logic [65]. Routing channels form a network to flexibly connect different
CLBs to enable the implementation of various user-defined circuits.

This way, in contrast to traditional platforms like CPUs or GPUs, FPGAs offer a flexible
memory hierarchy, arbitrary precision datatypes, custom datapaths, and a huge bit-level
parallelism which allows to design hardware architectures highly optimized for a specific task.
Compared to custom ASICs, which are also highly specialized for a particular application,
FPGAs offer reconfigurable logic which allows for rapid prototyping and adaptation to
changing requirements. Further, the development of custom hardware on FPGAs is much
cheaper than designing custom ASICs for low quantities [66]. For those reasons, FPGAs
are well suited for the implementation of NNs, in particular for real-time and embedded
applications.

Despite these advantages, FPGA implementation of NNs is highly challenging. Due to the
growing size and complexity of NNs in combination with the resource-constrained nature of
FPGAs, an in-depth trade-off analysis, as well as various hardware optimization techniques,
are required to design an efficient FPGA implementation. The main optimization techniques
applied in this work are introduced in the following.

2.3.1 Topology Optimization

Topology optimization plays a fundamental role in NN design, as it impacts both the
algorithmic accuracy and hardware implementation costs. Therefore, the NN topology needs
to be selected carefully, especially for resource-constrained devices like FPGAs. Due to the
huge number of different hyperparameters of NNs, topology optimization is directly linked
to efficient design space exploration. This design space exploration can be performed in
multiple ways.
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2.3.1.A Template-Based Topology Search

One approach, especially suited for smaller NNs, is template-based topology search. For this
approach, the enormous design space of NN topologies is constrained to a feasible subset.
In many scenarios, application requirements naturally guide toward a specific NN type,
restricting the design space to fully-connected NNs, CNNs, RNNs, or other architectures.
Originating from the general architecture, specific NN hyperparameters, such as the depth
of the NN, the number of neurons, the number of channels, or the kernel size, can be limited
to a reasonable range of values. Based on this topology template, the constrained design
space can be explored using grid search by training each NN configuration and evaluating
the performance and complexity. From the results, a Pareto plot can be constructed to enable
a selection of the topology with the best trade-off.

2.3.1.B Neural Architecture Search

A more advanced and automated method for exploring the design space of NNs is NAS.
NAS leverages optimization algorithms to systematically navigate the vast space of possible
architectures and typically consists of three components: a search space that defines possible
architectures, a search strategy that explores this space, and an evaluation strategy that
assesses candidate architectures. Common search strategies include Reinforcement Learning

(RL), where an agent learns to generate high-performing architectures, evolutionary algo-
rithms that iteratively improve populations of candidate architectures, and gradient-based
approaches that relax discrete architectural choices into continuous ones. Hardware-aware
NAS extends NAS by incorporating hardware performance metrics, such as latency, energy
consumption, or FPGA logic utilization, directly into the search process. This ensures that
the resulting NN architectures not only perform well in terms of algorithmic accuracy but
are also optimized for the target hardware platform. NAS is particularly advantageous for
complex tasks where the manual exploration of hyperparameters becomes infeasible due to
the huge number of combinations.

For the majority of this work, template-based grid search is used for topology exploration.
However, in Sec. 5.1 we also show how hardware-aware NAS can be used for designing
efficient NNs for FPGA implementation.

2.3.2 Quantization

After selecting a promising NN topology, further hardware optimization techniques can be
applied. Those include quantization and pruning. This work mainly focuses on quantization,
which describes the process of converting a full-precision floating-point number to a repre-
sentation with lower precision, typically an arbitrary-width fixed-point number. Quantization
can be broadly categorized into two approaches: PTQ and QAT. PTQ applies quantization
after the model has been fully trained in floating-point precision. Therefore, the dynamic
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range of the model’s parameters is analyzed after training to determine the quantization
scheme. PTQ does not require retraining but may lead to accuracy degradation, especially
for very low bitwidths. QAT, on the other hand, simulates the effects of quantization during
the training process. QAT mimics the quantization operation during the forward pass of the
training while allowing for gradient flow using straight-through estimators in the backward
pass. This approach allows the model to learn parameters that are more robust to quantiza-
tion noise, often resulting in better accuracy compared to PTQ for similar precision. The
experiments conducted in this work, are mainly based on QAT in combination with learnable
precision, as inspired by [67]. Therefore, the loss function is modified to simultaneously
learn the precision of each layer while optimizing the accuracy of the NN during training.
This is achieved by using a differentiable interpolation of the bitwidths, which allows for
training them using backpropagation. Similar to [67], a weighting wQ is included in the loss
function to control the aggressiveness of quantization. This enables efficient exploration
of the trade-off between bitwidth and performance. The quantization-aware loss can be
described by the following equation:

LQA = L(y, ŷ) + wQ · (bA + bθ) , (2.12)

where y is the prediction, ŷ are the labels, bθ is the mean bitwidth across all parameter
tensors, and bA is the mean bitwidth across all activations.

2.3.3 Hardware Architecture Design

For designing the hardware architecture, traditionally Register-Transfer Level (RTL) Hard-

ware Description Languages (HDLs) like VHSIC Hardware Description Language (VHDL)
or Verilog are commonly used. However, in recent years, High-Level Synthesis (HLS)
approaches have gained a lot of attention. HLS allows designers to describe hardware at a
higher level of abstraction using programming languages such as C, C++, or SystemC, which
is converted into RTL by an HLS tool. Due to the higher abstraction level, HLS can reduce
the development time, which allows for faster design space exploration. Especially NNs are
well suited to be implemented using HLS because of their regular structure and inherent
parallelism. In particular, for the implementations presented in this work, AMD’s Vitis
HLS is utilized. Specifically, we focus on dataflow-based hardware architectures inspired
by FINN [68]. Every layer is implemented as an individual hardware module, allowing for
concurrent processing of all layers as soon as sufficient inputs are provided by the previous
layer. Further, each layer supports an adjustable DOP which can be configured to trade
off performance against resource utilization, according to the application requirements.
The hardware architecture of a fully connected layer is shown in Fig. 2.2, where Single

Instruction, Multiple Data (SIMD) corresponds to the input parallelism and Processing

Element (PE) to the output parallelism. The DOP can be calculated as DOP = SIMD · PE.
Additional layers, such as One-Dimensional Convolution (Conv1D), are implemented in a
similar fashion with configurable parallelism.
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Figure 2.2: Illustration of how a fully connected layer is mapped to the hardware architecture. Left:

functional diagram of a fully connected layer with the two inputs I0, I1, and three neurons. Right:

Fully parallelized hardware architecture of this layer, with SIMD = 2 and PE = 3

2.3.4 Frameworks

Several frameworks have emerged to simplify and accelerate the deployment of the NN
inference on FPGAs [68–71]. The aim of those frameworks is to reduce the complexity of
hardware design by offering a higher level of abstraction. Commonly, most frameworks
operate on a graph-based model of a NN that was trained on a server beforehand. This
model may be further optimized for implementation before it is mapped to specific NN
layer hardware implementations or to more generic PEs. However, several drawbacks limit
the practical use of those frameworks, especially for custom NN models. The frameworks
often only support a restricted set of NN layers or target only specific FPGA platforms [72].
These facts, combined with restricted usability and lack of comprehensive documentation,
has prevented the establishment of a de facto standard framework so far. Further, all popular
frameworks only focus on the inference of NNs on FPGAs and do not include the training on
the device. For those reasons, we mainly rely on in-house hardware architectures and custom
workflows for the implementations presented in this work. My general flow is shown in Fig.
2.3. First, a full precision model is trained in Python. Afterwards, the model is quantized
with either PTQ, QAT, or the learnable quantization described in Sec. 2.3.2. Based on the
quantized model, a RTL description is generated using Vitis HLS and our custom hardware
library. This RTL description is passed to Vivado to perform synthesis and implementation,
resulting in a bitstream that is used to configure the FPGA.

2.3.5 Implementing NN Training on FPGA

As discussed in the previous sections, FPGA hardware engineers have strongly focused on the
acceleration of NN inference in recent years. Conversely, for the even more computationally
intensive NN training, GPUs remain the platform of choice for the majority of applications.
While NN inference is based solely on forward propagation, training also requires backward
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Figure 2.3: FPGA implementation flow

propagation and weight updates. Moreover, training uses considerably more memory to
store intermediate activations and typically relies on higher numerical precision for weights
and gradients. Since NN training on FPGAs is part of most sections of this work, a joint
summary of the related work is presented here, while the more application-specific literature
reviews are given in the corresponding sections.

2.3.5.A Related Work

In 2021, Luo et al. presented a customizable framework to efficiently accelerate NN
training [73, 74]. The hardware architecture is optimized by a batch-oriented data pattern to
explore batch-level parallelism. They report faster training time as compared to a CPU and
higher energy efficiency than a GPU. In [75], a framework to map CNN training to a multi-
FPGA cluster was presented. Up to 3.4 times higher energy efficiency as compared to a GPU
could be achieved. An automatic compiler-based FPGA accelerator for CNN training was
presented in [76]. It automatically generates an FPGA-synthesizable hardware description
including a novel cyclic weight storage access scheme. In 2017, Liu et al. proposed an FPGA-
based processor for training CNNs [77]. They designed a uniform computation engine and a
scalable framework that exploits parallelism to outperform a CPU by 10 times regarding
processing time. In 2020, FeCaffe was presented, which enables using the deep learning
framework caffee for FPGA development [78]. It includes a software and hardware design
methodology and various optimizations to achieve a speedup in execution time as compared
to previous works. Mazouz et al. proposed an automated CNN back-propagation pipeline
generation for FPGA online training in 2021 [79]. A speedup of factor 5.8 was reported as
compared to an Nvidia GPU. An approach to accelerate continual learning on edge FPGA
was presented by Piyasena et al. [80]. The streaming Linear Discriminant Analysis (LDA)
accelerator employs application-specific parallelism, efficient data reuse, resource sharing,
and approximate computing to outperform embedded CPU and GPU. Tang et al’s work [81]
enables continuous training on edge FPGAs using a unified channel-level parallelism-based
convolutional kernel and a data-reshaping approach. Another work targeting edge devices
was published by Hong et al. in 2021 [82]. They designed a lightweight and power-efficient
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training accelerator for CNNs. An energy reduction of over 4.5 times was reported as
compared to existing FPGA accelerators.

In summary, some works focus on accelerating the throughput and processing time of NN
training on FPGAs [76, 77, 79]. Other works address low-power and low-energy processing
for accelerating the training at the edge [81, 82]. However, a significant research gap exists
in implementing NN training on edge devices using FPGAs in the area of communication
systems, although retraining is particularly valuable in communications, where algorithms
must adapt to dynamic environmental conditions and channel variations. Therefore, one
focus of this thesis is to bring NN training to the edge, in particular for applications in the
field of communications.

2.3.6 Hardware Evaluation &Metrics

In this section, important metrics for evaluating the performance of a NN hardware im-
plementation are discussed. On the algorithmic side, the main metric for evaluating the
performance of a communication system is the BER, which corresponds to the number of
bit errors divided by the total number of transferred bits. For the remaining classification
tasks considered in this thesis, the algorithmic performance is measured in terms of accuracy,
which is the proportion of correct predictions among the total number of predictions. The
computational complexity κAlg of the algorithm is expressed in FLOPs. In the evaluations of
this thesis, computational complexity is emphasized over memory complexity due to the
focus on compute-bound on-chip architectures.

To assess the quality of the hardware implementation, various metrics are considered in this
work. A crucial metric is the runtime T , which gives the average time a design requires for
processing a single batch of inputs. To derive T , the runtime is either measured directly on
the target platform or the simulation time is given as reported by Vivado. A related metric is
the latency λ, which corresponds to the time delay between an input entering the system and
receiving an output. For non-pipelined systems that process one input at a time, latency and
runtime are equivalent and are used interchangeably in this context. Based on the runtime,
the throughput in terms of samples per second can be calculated as:

TPsample =
BS

T
, (2.13)

for a specific Batch Size (BS). Another important metric is the power consumption of the
hardware implementation. In the context of this thesis, the total power of the platform during
execution Ptotal is differentiated from the dynamic power consumption Pdyn derived by:

Pdyn = Ptotal − Pidle , (2.14)

with Pidle being the power consumption when the hardware is idle. For the conducted
experiments, the power consumption of the board is either measured using the VOLTCRAFT
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VC 870 or the power is extracted from the design using Xilinx Power Estimator (XPE). From
the power, the dynamic and total energy consumption can be determined as:

Edyn = Pdyn · T , Etotal = Ptotal · T . (2.15)

Further, the compute performance in terms of Giga Operations per Second (GOPS) can be
calculated as:

GOPS =
OPalg

T · 109
, (2.16)

where OPalg is the number of multiplications performed by the algorithm. Only multiplica-
tions are considered since they are significantly more resource-intensive than additions and
thus dominate the computational cost. Therefore, a Multiply-Accumulate (MAC) computa-
tion is calculated as a single operation in the context of this work.

Moreover, the energy efficiency is given as:

ηE =
GOPS

Pdyn
. (2.17)

Additionally, there are further metrics related to the implementation of communication
systems. The symbol rate corresponds to the symbols per second transferred over the
communication channel:

Rs =
1

Ts

, (2.18)

where Ts is the symbol period. The symbol rate of the channel is differentiated from the
symbol throughput achieved by the hardware, which is expressed by:

TPsys =
#symbols

T
. (2.19)

The bit rate Rb is the number of bits transmitted per second, while the channel bandwidth B

is the range of frequencies the channel occupies, measured in Hz. The bit rate can be derived
from the symbol rate via:

Rb = Rs · log2(M) . (2.20)

The Signal-to-Noise Ratio (SNR) describes the ratio between signal power and noise power,
typically converted to dB:

SNR = 10 · log10

(

Psignal

Pnoise

)

. (2.21)

A related and commonly used metric is the energy per bit to noise power spectral density
ratio (Eb/N0). This metric normalizes the SNR with respect to the bandwidth and bit rate
of the system, providing a standardized way to compare the energy efficiency of different
modulation and coding schemes. The general relationship, expressed in decibels, is:

Eb

N0
= SNR + 10 log10

(

B

Rb

)

. (2.22)
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The metrics discussed in this section are summarized in Tab. 2.1.

Symbol Metric Unit Equation

T Runtime s -

λ Latency s -

TPsample Sample Throughput Hz TPsample =
BS
T

Ptotal Total Power W -

Pdyn Dynamic Power W -

Etotal Total Energy J Etotal = Ptotal · T

Edyn Dynamic Energy J Edyn = Pdyn · T

Acc Accuracy - Acc = correct predictions
total predictions

BER Bit Error Ratio - BER = bit errors
transferred bits

κAlg Computational Complexity FLOPs -

Ts Symbol Period s -

Rs Symbol Rate Bd 1
Ts

Rb Bit Rate bit/s Rs · log2(M)

B Bandwidth Hz -

SNR Signal-to-noise ratio dB 10 · log10

(

Psignal

Pnoise

)

Eb

N0
, SNRbit Bit-energy-to-noise ratio dB SNR + 10 log10

(

B
Rb

)

GOPS Compute Performance GOP/s GOPS =
OPalg

T ·109

ηE Energy Efficiency GOP/J ηE =
GOPS
Pdyn

TPsys System Throughput Bd #symbols
T

Table 2.1: Main metrics considered in this thesis. The first block of rows corresponds to hardware-

related metrics, the second block to algorithmic metrics, and the third block to combined metrics.
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2.3.7 Further Notations

Beyond the metrics discussed in the previous section, further notations and definitions are
commonly used throughout this thesis, as presented in Tab. 2.2. Note that some symbols
may also be used to represent other quantities depending on the context; such variations are
explicitly mentioned when introduced.

Symbol Definition

x Channel Input Symbol Sequence
y Channel Output Symbol Sequence
c Mapper Input Bit Sequence
ĉ Demapper Output Bit Sequence
b Message Bit Sequence
b̂ Estimated Message Bit Sequence
s Source Sequence
ŝ Estimated Source Sequence
z Equalizer Output Sequence
M(·) Mapping Function
M−1(·) Demapping function
A Symbol Alphabet
Lfiber Fiber Length
Dcd Fiber Dispersion Coefficient
λW Optical Fiber Wavelength
N(µ, σ2) Gaussian Noise with mean µ and variance σ2

Nos Oversampling Rate
E{·} Expected Value
[[0,N]] Set of natural numbers from 0 to N − 1
L(·) Loss Function
Φ(·) Activation Function
K Kernel Size
Ic Number of Input Channels
Oc Number of Output Channels
L Number of CNN layers
ℓinst Subsequence Length per CNN instance
Vp Number of outputs calculated in parallel by a single CNN instance
η Learning Rate
S Heaviside Function
wQ Quantization Loss Function Weighting Factor
fclk Clock Frequency

Table 2.2: Further notations commonly used in this thesis.



Chapter 3

Efficient Implementation of

Neural-Network-Based Demapping

As a first application of NNs in the field of communication systems, an FPGA implemen-
tation of AE-based demapping is investigated. In this context, a strong focus is on the
interdependencies of the different design layers: the application layer, the algorithmic layer,
and the hardware layer.

The algorithmic work of this chapter was performed in close collaboration with INÜ,
who provided sample implementations and information-theoretical explanations of the
autoencoder concept.

3.1 Motivation

As described in Sec. 1.1, IP traffic and internet speed increased drastically in recent years. In
a period of four years (2018 - 2022), IP traffic grew by 154 % and mobile internet speed even
by 172 %, while the expected data rate is further increasing in beyond 5G and 6G era [83].
This trend poses significant challenges for traditional communication system design, which
relies heavily on analytical models and manual optimization of individual components. In
general, the traditional principle for designing a digital baseband communication system can
be divided into three steps:

(1) Partition the processing blocks at the transmitter and receiver into different sub-
components, e.g., source coding, channel coding, and modulation

(2) Optimize each sub-component individually for an abstract channel model for the given
application requirements.

(3) If applicable, adapt some sub-components to real or changing channel conditions in a
data-driven manner
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Although it is known how to optimally configure each component separately, this con-
figuration does not assure the ideal communication performance of the joint system [84].
Therefore, to compensate for the drawbacks of (1), AE-based communication systems have
gained a lot of attention in recent years [28, 31, 85–87]. In those systems, components of
the transmitter and receiver are replaced by NNs and trained jointly to optimize the global
performance instead of adjusting each block individually. Thus, the sub-optimal properties
of the classical approach introduced by (1) can be resolved. Existing research of AE-based
communications primarily focuses on pre-trained NNs due to the complexity of online
training, limiting the potential of adaptation introduced by (3). In contrast, in this chapter,
it is also demonstrated how to perform the NN training at the edge, enabling data-driven
fine-tuning to compensate for model imperfections and changing channel conditions, which
tackles the drawbacks of (2). Moreover, as opposed to most classical methods, the AE does
not rely on a priori assumptions about the system, making it more suitable for systems with
complex or nonlinear components.

To summarize, in this chapter, we focus on an AE-based system where mapper and demapper
are replaced by NNs. First, this system is trained offline in an end-to-end fashion to find
optimized constellations for the Additive White Gaussian Noise (AWGN) channel. As a
second step, I bridge the gap to a more practical communication system by implementing
the trainable NN-based demapper on FPGA. This enables the adaptation of the demapper to
channel fluctuations or hardware imperfections by retraining on the edge device. We believe
that the investigations performed in this context regarding implementation efficiency and
hardware complexity provide a crucial baseline for evaluating the feasibility and scalability
of NN-based communication systems in real-world deployments.

3.2 Related Work

Due to the advantages discussed in the previous section, communication research has
strongly focused on AE-based methods and neural receivers in recent years. In the following,
I will present the most relevant publications in those fields, highlight open questions, and
motivate the approach proposed in this work.

The idea of training an end-to-end communication system was first proposed by O’Shea
et al. in 2017 [31]. In this work, the transmitter and receiver are designed as feedforward
NNs with multiple dense layers and a normalization layer to ensure power constraints, while
the channel is represented as an additive noise layer. The complete system is referred to as
AE, which is a long-known concept in the field of Deep Learning (DL) [88, Chapter 14].
In [31], the system is trained to reduce the Block Error Ratio (BLER) and compared to a
baseline that uses a Hamming (7,4) code with BPSK modulation. As a result, the end-to-end
system achieves a gain of up to 1 dB due to the joint coding and modulation scheme. The
previously mentioned AE is optimized based on the symbol-wise categorical cross-entropy
loss and therefore minimizes the BLER of the receiver, which corresponds to maximizing
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the Mutual Information (MI) between the channel input and output [89]. As described
in [28], practical systems can benefit from maximizing the Bit-Wise Mutual Information

(BMI) that is proven to be an achievable rate for Bit-Metric Decoding (BMD) and thus
Bit-Interleaved Coded Modulation (BICM) can be applied. Additionally, the transmitter can
jointly optimize for constellation shaping and labeling, which is not possible for the symbol-
wise AE. The idea of a bit-wise AE is further evaluated and extended in [28]. The approach
is not only applied to the BICM scenario but also implemented on software-defined radios to
demonstrate its practical universality. The concept of an AE-based communication system
was first demonstrated via over-the-air measurements in [90]. After the initial model-based
training, the encoder and decoder parts were separated and deployed as transmitter and
receiver, respectively, where the transmission and recording of the AE generated signals
were realized using SDRs. As the channel model does not cover all impairments that occur
during over-the-air transmission, a second training step to adapt the decoder part at the
receiver to the actual channel and hardware impairments was presented.

In addition to research on end-to-end communication systems, recent work also focuses
on NN-based receivers, which, in contrast to AEs, do not include NNs in the transmitter,
similar to the FPGA implementation presented in this work. One of the first receivers
utilizing NNs was proposed by Honkala et. al in 2017 [91]. In this work, the complete
receiver was jointly trained for a 5G New Radio (NR) compliant system to detect the
received bits directly from the frequency-domain antenna signals. As input, the CNN
received pilot symbols combined with unknown data symbols. This way, the NN-based
receiver was able to match the performance of a Linear Minimum Mean Square Error

(LMMSE) equalizer with full channel knowledge. Another neural receiver focusing on
pilotless communication was presented in [92]. The authors aim to evaluate their approach
for a realistic wireless Orthogonal Frequency-Division Multiplexing (OFDM) channel model
that includes frequency selectivity and channel aging. They showed that a neural receiver
can enable significantly lower BERs when operating over multiple subcarriers and OFDM
symbols. [93] analyzed the computational complexity vs. performance trade-off of a neural
receiver combining channel estimation, equalization, and soft-demapping for time-varying
frequency-selective wireless channels. In this work, low-complexity NNs with size-specific
retraining are compared to more complex pre-trained networks. It was shown that the
performance losses of the smaller models can be compensated by continuous retaining
and that generalization can be achieved through adaptivity. Building upon the foundation
of NN-based communications research from academic institutions and universities, the
industry relevance of neural receivers has grown significantly in recent years. For instance,
Nvidia, in collaboration with Rohde & Schwarz, presented a neural receiver for 5G NR
multi-user Multiple-Input, Multiple-Output (MIMO) in 2023 [94]. They propose a neural
receiver fully compliant with 5G NR that includes channel estimation, equalization, and
demapping. The architecture, based on convolutional layers combined with a Graph Neural

Network (GNN), is able to adapt to an arbitrary number of subcarriers and supports a
varying number of MIMO layers without the need for retraining. The concept is further
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advanced by Nvidia to enable site-specific adaptation in [95]. In this context, the main
challenge is to perform NN inference of the neural receiver in real time under limited latency
constraints. Therefore, the complexity of the NN is reduced, initially resulting in decreased
communication performance. However, by periodical retraining on a small dataset, the small
NN can be adapted in a site-specific way to reduce the performance gap to the more complex
NN, similar to the concept proposed in [93].

As demonstrated by the related works discussed in this section, there is a huge potential of
AE-based systems and neural receivers to advance the field of communications. In particular,
research indicates that site-specific retraining of the neural receiver is a key concept for
achieving high communication performance with neural receivers of low complexity [93,95].
In this context, real-time performance and low latency are crucial metrics for evaluating
embedded retraining at the edge. However, related works either focus on data acquisition,
neglecting the time for actual NN training [93], or perform training using high-performance
server-grade GPUs [95]. Further, the complexity is typically determined based on the
model’s size or the number of operations without evaluating the actual hardware performance.
Therefore, in this work, I present an efficient hardware implementation of a trainable
demapper NN. The implementation is based on an optimized FPGA hardware architecture
for inference and training to provide a fair evaluation of hardware-related metrics like
energy efficiency and latency. We believe that this work is a first step towards the practical
implementation of real-time neural receivers on resource-constrained edge devices.

3.3 Challenges & Contributions

As discussed in Sec. 1.2, the implementation of NNs on edge devices is associated with vari-
ous challenges, such as the computational complexity of NNs and the interdependent design
space spanned by the communications layer, the NN layer, and the hardware layer. Although
CPUs and GPUs are powerful for general-purpose computing, they face limitations when it
comes to meeting the stringent requirements of edge-deployed neural receivers. While GPUs
achieve high throughput for parallel processing, they often have high power consumption and
are designed for batch processing rather than real-time, low-latency applications. General-
purpose CPUs, on the other hand, offer flexibility but lack the parallel computing capabilities
required for efficient processing of NNs. In contrast, FPGAs present a suitable alternative
for implementing neural receivers on edge devices due to their unique characteristics that
directly address the described challenges. For low-latency requirements, FPGAs allow for
hardware parallelism through custom datapaths and pipelining. The ability to implement
dedicated processing units and optimize the dataflow for specific NN architectures enables
deterministic real-time processing with minimal latency overhead. Regarding power effi-
ciency, FPGAs can be configured to precisely implement the required functionality without
the overhead of unused components. Further, the reconfigurable nature of FPGAs provides
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excellent adaptability. This flexibility allows for optimization of the neural receiver for
changing channel conditions or application requirements.

The majority of FPGA-based NN architectures target inference only, by training the network
in software and exporting the trained parameters to optimized inference engines. This
approach is not sufficient for the application proposed in this work because retraining to
adapt to channel fluctuations is of high importance. Therefore, we tackle the challenges of
designing a low-latency, low-power architecture for inference and training of the demapper
on the edge device. To efficiently exploit the capabilities of FPGAs, we integrate our
architecture into a framework that automatically selects the DOP for the inference and
training module to satisfy the application requirements and optimize for power or latency.
This allows us to tackle the challenge of optimizing communication performance while
taking into account the limitations and constraints posed by the hardware device. In summary,
the contributions presented in this chapter regarding NN-based demapping are the following:

• An efficient FPGA implementation of a trainable AE-based demapper that enables
online fine-tuning to varying channel conditions.

• A cross-layer analysis that relates application requirements like target BER or target
latency to the required SNR for different hardware configurations.

• A parameterizable framework that adjusts the DOPs to satisfy the application require-
ments, to ensure environmental adaptation by optimizing latency or power.

• A fair comparisons of our FPGA design to similar implementations on a high-
performance GPU, an embedded GPU, and an embedded CPU.

• A hybrid approach combining NN-based and conventional demapping, where the
learned information is extracted from the NN to enable the adaptability of NN-based
demapping while allowing for efficient inference using the conventional approach.

3.4 System Model

An overview of the AE analyzed in this work is shown in Fig. 3.1, which is similar to the
concept presented in [28]. The AE includes the mapper, the channel, and the demapper,
considering 4-bit modulation with 16 different complex symbols:

M : {0, 1}4 → A , (3.1)

where A = {A0,A1, . . . ,A15} and xt = M(ct) with ĉt = M
−1(yt), ct =

[

c0
t , . . . , c

3
t

]

, and
ĉt =

[

ĉ0
t , . . . , ĉ

3
t

]

. Further, we use a basic AWGN channel model, where C(x) = x, µ = 0,
and N0 = σ

2 according to Eq. (2.3). The mapper and demapper are implemented as NNs,
where the goal of the mapper is to find a symbol constellation that conveys the maximal
amount of information at the given system settings, while the demapper aims to provide the
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Figure 3.1: Digital communication chain with AE.

most reliable estimate of the originally transmitted bits. For this setup, conventional systems
typically rely on 16-QAM constellation, where the constellation points are arranged in a
square grid with equal vertical and horizontal spacing. However, this constellation may not
provide optimal performance for systems utilizing soft decisions. For those systems, BMI
represents the optimal demapper output metric [96] given as:

BMI ≔ H(B) −
k

∑

j=1

H
(

B j | Z
)

, (3.2)

where B denotes the binary random variable providing k input bits of c, H(·) denotes the
entropy, and Z denotes the random variable associated with the received symbol yt. Thus,
in this work, we train the AE to optimize BMI, which is determined via Monte Carlo
simulations. Further, for reasons of simplicity, we use the SNR in the text when referring to
SNRbit in equations, figures, and plots throughout this chapter.

3.4.1 Autoencoder Topology

Similar to [28], our mapper and demapper NNs are comprised of three fully connected
layers, each followed by Rectified Linear Unit (ReLU) activation functions except for the
final mapper and demapper layers, which are linear and sigmoid activated, respectively, as
shown in Fig. 3.2.

The first two layers of the mapper consist of 128 neurons, while the last one has two neurons
to represent a complex symbol xt with real and imaginary parts. Similar to the mapper,
the demapper is based on three fully connected layers. Here, the first two layers contain
a variable number of neurons κ, enabling the exploration of different topologies to find a
trade-off between complexity and communication performance. This is not required for the
mapper since it is implemented as fixed LUT after initial training as described in 3.5. The
last fully connected layer of the demapper has four outputs and is followed by a sigmoid
activation function, so each output value

[

o0
t , . . . , o

3
t

]

is in the range
[

0, 1
]

. When trained
with BCE loss, those output values correspond to probabilities of a bit being 1. Finally, the
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Figure 3.2: Topology of the AE, where FC [x × y] refers to a fully connected layer with x inputs and

y outputs (neurons).

output values are mapped to bit predictions based on the decision ĉi
t = S

(

oi
t − 0.5

)

where S
denotes the Heaviside function.

3.4.2 Demapper Topology Optimization

The number of neurons per layer, denoted by κ, affects the communication performance, in
terms of BMI and the hardware complexity. Therefore, we adopt a cross-layer approach to
select the most suitable model by decreasing κ up to the minimum that does not result in
degradation of the BMI. In particular, I designed a framework that continuously reduces
κ, trains each NN configuration for multiple SNRs, and evaluates the BMI for all trained
models. The results of this demapper topology exploration are shown in Fig. 3.3. It can
be seen that the number of neurons can be reduced down to κ = 16 without significant
performance degradation as compared to 16-QAM and the more complex models. A lower
κ results in reduced BMI, especially for high SNRs.

3.4.3 Autoencoder Training Results

For further exploration, the AE shown in Fig. 3.2 with κ = 16 is selected since it provides
the best trade-off between performance and complexity. In the following, this model is
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of neurons per layer.
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trained for various SNRs to retrieve and illustrate the different mapper constellations. For
training, the Adam optimizer [97] and AMSgrad [98] together with BCE loss are used,
which was shown to maximize the BMI [28]. The learning rate is set to 0.01 while training
is performed for 2000 iterations with batch size 10,000 followed by 200 iterations with batch
size 100,000 on the Nvidia A100 GPU. The model is trained for SNRs ranging from −6
to 4 dB in steps of 2 dB. For higher SNRs, the constellation converges towards classical
16-QAM. The resulting constellation diagrams are shown in Fig. 3.4.

It can be seen that the higher the SNR, the more similar the learned constellation is to
conventional, rotated, 16-QAM. With lower SNR, the spacing between the points becomes
non-uniform, up until multiple bit patterns are mapped to the same complex symbol for an
SNR of −6 dB. This can be explained by the fact that the AE is trained to optimize the BMI,
therefore, it prioritizes the reliability for specific bit positions in the low SNR region by
maximizing the spacing between them, taking into account the information loss for other bit
positions that cannot be conveyed reliably at low SNR anyway.

The gain of the AE’s constellations becomes clear when observing the BMI as shown in Fig.
3.5. It can be seen that the maximum BMI for the given test SNR is always achieved by
the constellation that is also trained for this SNR. The learned constellations consistently
outperform the conventional 16-QAM at the SNR they are optimized for. This shows
that the AE is able to learn robust constellations, optimized for specific SNRs. It should
be noted that the gains of the AE-based constellations as compared to 16-QAM are only
minimal for the AWGN channel. Further, there exist classical non-uniform constellations
achieving similar performance as the AE-based constellations. Thus, the end-to-end system
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presented in this work does not provide significant gains in communication performance as
compared to the classical counterpart. However, the main aim of this work is not to improve
the communication performance, but to focus on the hardware complexity and interaction
between the design layers. Therefore, the simple AE analyzed here serves as an exemplary
system to illustrate the AE concept. A similar approach could include more components of
the communication chain or be applied to more complex, potentially nonlinear channels to
increase the gap to conventional systems regarding communication performance.

3.5 Hardware Implementation of Trainable Demapper

In this section, the demapper FPGA implementation corresponding to the previously de-
scribed AE-based system is presented. To reduce the bandwidth and eliminate the commu-
nication overhead of a feedback channel from receiver to transmitter, the constellations of
the transmitter are fixed after training in software, and only the receiver is implemented as
trainable NN on FPGA. Thus, the final FPGA implementation no longer represents an AE
but is more appropriately described as a neural receiver or trainable demapper. In summary,
the AE, consisting of mapper, channel, and demapper, is jointly trained in software. Then
the mapper constellation is fixed and the demapper is implemented as trainable NN on the
FPGA to adjust for changing channel conditions and impairments at runtime by retraining.
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3.5.1 Overview

After initial training in software, the learned mapper constellation and the trainable parame-
ters of the demapper are extracted from the PyTorch model and passed to the HLS hardware
library. Based on the hardware library, a hardware design is generated for the Avnet Ultra96-
V2 System-on-Chip (SoC), featuring FPGA and CPU. In the following, I refer to the CPU as
Processing System (PS) and to the FPGA as Programmable Logic (PL). The PS is used to
create inputs for the demapper NN by generating random bit vectors which are mapped to
complex symbols as determined by the pre-trained constellation of the AE-based mapper.
These symbols are passed to the channel model to generate the noisy inputs for the demapper.
Those inputs are stored in DRAM and accessed by the demapper-NN implemented on the
FPGA. After processing, the outputs are transferred back to the PS via DRAM, where the
achieved BER and BMI are evaluated. Additionally, the PS provides labels for supervised
retraining of the demapper.

3.5.2 Hardware Architecture

Our hardware architecture consists of two separate modules for inference and training,
respectively. The inference module takes the noisy input symbols and predicts the corre-
sponding output bits, whereas the training module additionally receives the labels as input
and adjusts the weights using backpropagation and gradient descent. In practice, the labels
for retraining are either provided as pilot symbols, generated by an outer ECC, or are based
on previous predictions in a decision-directed way.

In general, both the inference and the training module are designed as a pipelined architecture,
where each NN layer corresponds to a separate pipeline stage. Thus, the layers can process
the data in parallel as soon as sufficient inputs are received. This way, the overall runtime
of the complete module is approximately the same as the runtime of the slowest layer.
Due to the low-complexity NN topology with only 388 trainable parameters, all weights
can be stored on-chip, resulting in minimal memory overhead and reduced latency. The
hardware modules for training and inference access the input and output data in DRAM by
using memory-mapped Advanced eXtensible Interface (AXI) interfaces that are internally
converted to AXI streams.

The hardware modules are illustrated in Fig. 3.6. It can be seen that the inference module
includes the NN’s forward pass only, while the training module features forward pass,
backward pass, and weight update. Further, both modules support an adjustable parallelism,
where the DOP can be set by configuring SIMD (inputs processed in parallel) and PE
(neurons processed in parallel). The DOP can be configured individually for each module
and layer to trade off resource usage against performance. In theory, it is also possible to
omit the inference module and reuse the forward pass of the training module for inference.
However, I decided to use two individual modules since this way the DOP can be adjusted
separately for each module, enabling more flexible partitioning of the resources according to
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Figure 3.6: Overview of the inference and training modules of the trainable demapper.

the requirements as described in Sec. 3.5.3. Further, this allows us to use different precisions
for inference and training. The training module is shown on the right of Fig. 3.6. It requires
the feature maps of the forward pass to be reused for the gradient calculation, thus, they are
stored in First In, First Out (FIFO) buffers. The gradient calculation of the backward pass
propagates from the last layer to the first one (backpropagation) to calculate the gradient
of the trainable parameters with respect to the loss. Those gradients are accumulated for
multiple iterations and afterward utilized to update the trainable parameters. For further
details about the implementation of the training module, the interested reader is referred
to [53].

3.5.2.A Quantization

To reduce the memory footprint and the computational complexity, all values are imple-
mented using a fixed-point format with an arbitrary width for the fraction and integer parts.
The integer bitwidth for the activations, MAC units, and gradients is adjusted to cover the
full dynamic range of values, which is determined by simulating 10,000 input samples.
The fraction bitwidth is set to the minimal value that does not result in a significant loss in
communication performance. In particular, the precision of the activation ranges from 11 to
15 bit and is set to 9 bit for the weights of the inference module. For the training module,
the gradients are quantized with 13 bit while the weights require up to 14 bit since in each
training iteration only a small adjustment of the weights is performed, so higher precision is
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needed to track the weight update. After backpropagation is applied for multiple iterations,
the difference becomes significant enough to be representable by the lower bitwidth used
during inference.

3.5.3 Cross-Layer Exploration Framework

One main goal of our hardware design is to provide high flexibility by enabling joint
partitioning of the resources used for inference and training, depending on the environmental
conditions and application requirements. For instance, the frequency of channel variations
might increase, therefore, faster convergence for the retraining of the network is required,
and the throughput of the training module needs to be increased by utilizing more resources,
either through partial reconfiguration or reloading of the bitstream.

To fully exploit the potential of our architecture and to bridge the gap between the communi-
cation layer and the hardware layer, I propose a framework that can be executed on the PS of
the SoC to automatically calculate the optimal DOP of the inference and training module for
application requirements like latency or power consumption. The bitstream for the specific
DOP can be directly loaded onto the FPGA since all configurations are pre-synthesized.
This pre-synthesis is feasible because of our low-complexity NN topology, which results
in a limited number of configurations. The algorithm implemented in the framework to
determine the DOPs is described in Alg. 3.1. First, it identifies a baseline configuration
by finding the minimum DOPs for inference and training that independently satisfy their
respective latency requirements. This configuration is then validated against the specified
power limits and resource constraints. If this baseline is feasible, the algorithm proceeds
to the optimization stage. Guided by the user’s objective, it maximizes either inference
parallelism or training parallelism, ensuring the final configuration remains within the power
and hardware resource budgets.

In addition to the DOP calculation, the pre-evaluated characteristics of the hardware are also
linked to the communications layer by mapping different DOPs to convergence times and
SNRs. Using this framework, the FPGA can be reconfigured by loading the pre-synthesized
bitstream corresponding to the calculated DOPs to adapt to changing requirements. This
way, our design provides two different levels of flexibility:

1) Environmental Adaptation: The receiver can be finetuned to compensate for varia-
tions of the communication channel by retraining the NN.

2) Requiremental Adaptation: The FPGA can be reconfigured to satisfy changing
application requirements by adapting the DOP of the inference and training module
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Algorithm 3.1: Algorithm for DOP calculation
Def: Possible degrees of parallelism D ∈ {1, 2, 4, 8, . . . , 256}
Def: Objective Ω ∈ {min latinf ,min lattrain,min pow}
Def: Requirements Θ = {latinf , lattrain, powinf , powtrain} where each element of Θ is in R>0

Def: R(r, d): true if requirement r ∈ Θ is satisfied for d ∈ D, else false

Def: U(di, dt): true if architecture with inference parallelism di ∈ D and training parallelism dt ∈ D

fits on platform, else false

Input: Requirements Θ, Objective Ω
begin

Dinf ← {d ∈ D | R(latinf , d)}
if Dinf = ∅ then throw error: inference latency requirement cannot be met

DOPinf ← min(Dinf)
Dtrain ← {d ∈ D | R(lattrain, d)}
if Dtrain = ∅ then throw error: training latency requirement cannot be met

DOPtrain ← min(Dtrain)
if not R(powinf ,Dinf) then throw error: inference power requirements cannot be met

if not R(powtrain,Dtrain) then throw error: training power requirements cannot be met

if notU(DOPinf ,DOPtrain) then throw error: design exceeds device resources

switch Ω do

case min latinf do

DOPinf ← argmax
d∈D

(d | U(d,DOPtrain) & R(powinf , d))

case min lattrain do

DOPtrain ← argmax
d∈D

(d | U(DOPinf , d) & R(powtrain, d))

end

return DOPinf , DOPtrain

end

3.5.4 Results

In the following, the resource utilization and latency of the inference and training module
are compared for various DOPs corresponding to different settings of requirements and
objectives in the framework. The utilization is given after place and route for the complete
inference and training module. To determine the latency, the runtime is measured and
averaged on the board for multiple iterations. The DOP is increased until the module is fully
parallelized or the resource limit is reached on the Ultra96-V2. The PL clock frequency
could be increased up to 300 MHz without violating timing constraints.

3.5.4.A Resource Utilization

In Fig. 3.7, the resource utilization is shown for the inference and the training module for
various DOPs. It can be seen that the resources with the highest utilization for both modules
are DSP slices. The inference module can be fully parallelized with a factor of 16 · 16 = 256,
corresponding to parallel processing of 16 inputs (SIMD) for each of the 16 neurons (PE).
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Figure 3.7: Utilization of BRAM, DSP, LUT, and FF resources on the Avnet Ultra96-V2 for different

DOPs of inference and training module.

In contrast, the highest DOP for the training module is 32. If the DOP is increased further,
the required DSPs exceed the available resources of the board.

To summarize, it can be seen that it is feasible to implement the inference and training
of our NN with high parallelism even on a low-cost FPGA. Using an FPGA with more
available resources would allow for further parallelization, either by increasing the DOP of
the training module or by using multiple instances of the modules to increase the throughput.

3.5.4.B Latency, Power & Energy

The latency of the two modules is shown in Fig. 3.8 for different DOPs. As expected, the
latency decreases with higher DOP up to a minimum of only 81 ns for the inference module
and 267 ns for the training module. The latency does not decrease linearly with the DOP due
to static latency components stemming from data movement and constant computational
overhead. The throughput is omitted in this comparison because for our architecture,
it corresponds to 1

λ
and, therefore, shows a similar trend. Further, from the hardware
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architecture point of view, latency provides more meaningful insights since throughput can
be scaled by using a larger device and increasing the batch size, whereas latency reduction
requires architectural optimizations. In summary, the latency of our implementation satisfies
the constraints of most communication scenarios. For instance, in [95], 1 ms is considered
real time for fine-tuning. Even with a low DOP, this corresponds to around 1000 training
iterations of our hardware, which is sufficient to compensate impairments like phase offset as
demonstrated in Sec. 3.5.4.C. In [93], the retraining period is even higher with 32 ms. This
would allow for a higher number of retraining iterations or a more complex NN topology.
Those results show that our efficient FPGA implementation provides sufficient performance
to enable real-time fine-tuning and could support more sophisticated NNs, potentially
including additional receiver components such as channel estimation or equalization.

Fig. 3.8 also shows the dynamic power and energy consumption of our implementation.
As expected, the power increases with higher resource utilization. In contrast, the energy
consumption shows a slight decrease with higher DOP since the rising power consumption
is compensated by the reduced latency. The reduction in energy consumption would be
even more pronounced if the total power consumption (Ptotal) was considered, due to its
substantial static power component.

The results illustrated in this section provide the basis for our exploration framework.
Especially, the trade-off between low latency and low power can be exploited to satisfy
the requirements of the application by separately adjusting DOPs for the inference and the
training module. In particular, minimal DOP corresponds to the low-power objective while
maximal DOP corresponds to low-latency.

3.5.4.C Performance Demonstration

To demonstrate the performance of the neural demapper implementation, I show how it can
adapt to a varying phase of the channel. Therefore, the AE is trained for a standard AWGN
channel with zero phase offset. Afterward, the trainable receiver is implemented in hardware,
and the phase of the channel is changed by sampling from a uniform distribution between
−π to π for an SNRbit of 2 dB. Subsequently, the receiver is finetuned by retraining for the
new channel characteristics. It should be noted that the phase offset is a simple example to
demonstrate the adaptability of our architecture; in theory, neural receivers can also adapt
to more complex scenarios like varying delay spread or velocity [93]. Fig. 3.9 shows the
convergence of the demapper NN with different DOPs for the described scenario.

It can be seen that in general the BER of the demapper NN converges to that of the baseline.
However, the time required for this convergence process highly depends on the DOP of the
hardware. While the convergence time for a model with DOP = 1 is around 1.4 ms, it takes
only around 0.25 ms for a DOP of 32. This convergence process is nonlinear; the gain is the
highest for the first iterations, and it decreases during the training. This analysis provides a
first step towards connecting the communication layer to the hardware layer, which will be
explored in more detail below.
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Figure 3.9: Convergence behavior of the trainable demapper for a varying phase offset uniformly

drawn between −π and π. The thick lines correspond to the average BERs over all phase offsets, and

the filled background shows the variance of the BER corresponding to the maximum and minimum

BER at the current time point. The baseline BER gives the performance without any phase offset.

In the following, I go one step further with the cross-layer analysis by investigating the
relationship between BER, training latency, SNRbit, and DOP. Similar to the previous
example, a model trained for an AWGN channel without any phase offset is analyzed, which
is then finetuned for a channel with uniformly sampled phase. In particular, the following
scenario is evaluated: a target BER needs to be satisfied under a given retraining latency,
corresponding to the time available for our NN to adapt to the phase offset. Based on
those targets and the characteristics of our hardware implementation, the SNRbit required to
achieve those targets with a specific DOP of our hardware can be derived. This analysis is
shown in Fig. 3.10. In the figure, it can be seen which SNRbit is required for a given target
configuration. When looking at the relation between target BER and required SNRbit, it
becomes clear that, as expected, higher SNR results in better communication performance
(lower BER). A similar behavior can be seen for the target latency: if more time is available
for retraining, the required SNR is reduced. This relation is also influenced by the hardware
layer in terms of DOP: with a higher DOP, more retraining iterations can be performed in a
fixed time, resulting in lower BER and more relaxed SNR requirements. This illustration
shows that there is a huge interdependency between all the design layers and that they need
to be analyzed holistically to achieve the most suitable solution for the given requirements.
The data visualized in Fig. 3.10 is another building block of our cross-layer framework.
Based on those evaluations, the framework is able to calculate the optimal DOPs for the
application constraints like target BER and training latency.
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Figure 3.10: Cross-layer analysis of the trainable demapper implementation relating target BER and
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3.5.5 Comparison

3.5.5.A FPGA Performance vs. General-Purpose Processors

In this section, the FPGA implementation is compared to the same NN deployed on various
platforms: the Nvidia RTX 2080 GPU, the Nvidia Jetson AGX embedded GPU, and the ARM
Cortex-A53 embedded CPU. On these platforms, the trainable demapper is implemented
using PyTorch, and the throughput, energy, and power consumption are measured for both
inference and training. While these platforms benefit significantly from batch processing,
our FPGA design operates without batch-level parallelism. For a fair comparison, the batch
size was increased until memory limitations were reached. Although large batch sizes are
often impractical for low-latency communications, the results are included as a reference
point for other applications.

Fig. 3.11 compares the throughput, the power, and the energy consumption of our FPGA
implementations to that of the other platforms. For a batch size of one, the throughput of
the ARM Cortex-A53 is 495 Bd for inference and 118 Bd for training. The GPUs Jeston
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Figure 3.11: Comparison of the demapper NN on FPGA vs. implementations on CPU and GPU for

inference and training. The FPGA’s plots always correspond to a batch size of one and are given for

a power-optimized version and a latency-optimized version with different DOP.

AGX and Nvidia RTX 2080 achieve 1450 and 4670 Bd for inference as well as 282 and
978 Bd for training. The FPGA outperforms the high-performance GPU for small batch
sizes with 1.23 · 107 Bd for inference and 3.75 · 106 Bd for training by a factor of 2000
and 3800, respectively. The available parallelism of the RTX 2080 is only exploited with
increasing batch size and leads to higher throughput than that of the FPGA starting from
a batch size 10,000, which might be impractical for many low-latency applications where
buffering highly increases latency. The dynamic power consumption Pdyn of the FPGA
and the CPU is measured as described in Sec. 2.3.6. In a similar way, the power of the
GPUs is determined based on nvidia-smi. As shown in Fig. 3.11, the FPGA consumes
between 0.077 W and 0.568 W, whereas the high-performance GPU draws up to 259 W and
the embedded GPU up to 9.8 W. Only the embedded CPU’s power consumption lies in the
same order of magnitude as the FPGA’s, with 0.4 W to 1.4 W. As illustrated in Fig. 3.11,
the FPGA outperforms all other platforms in terms of energy consumption up to batch size
100,000, where only the Nvidia Jetson AGX provides better results. For very small batch
sizes, there is a huge gap between the FPGA and all other platforms. It consumes around
5000 times less energy than the embedded CPU.

Those results show that general-purpose processors do not always provide an optimal
platform for the inference and training of NNs. In contrast to CPUs and GPUs, the flexibility
of FPGAs enables a high level of specialization because the DOP can be adapted to the
constraints and requirements. Especially in the case of energy-constrained embedded devices
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or in applications where data arrives sequentially and processing in large batches is not
feasible, FPGAs provide outstanding performance in terms of latency, power, and energy
consumption.

3.5.5.B NN-Based Demapper vs. Conventional Approach

The following section compares the proposed NN-based demapper to a conventional demap-
ping approach. While the demonstrated phase offset compensation serves primarily as
a proof of concept, it is important to note that conventional demappers, combined with
dedicated carrier recovery systems, offer more efficient implementations for this specific
task. However, this comparison does not fully capture the advantages of NN approaches
since the strength of neural receivers lies in their ability to jointly compensate for various
channel effects and hardware impairments beyond phase offsets, as well as their potential to
integrate multiple processing steps into a single adaptive system.

As a conventional demapping algorithm, I implement the suboptimal soft-demapping de-
scribed in [99], based on the work of [100]. Here, the output Log-Likelihood Ratio (LLR) of
the kth bit is calculated as:

ok
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, (3.3)

where A(0)
k

and A(1)
k

describe the set of constellation symbols where the kth bit is 0 or 1
respectively.

A comparison to the NN-based demapper is given in Tab. 3.1 By comparing the conventional
soft-demapper implementation to the NN-based solutions, it becomes clear that the imple-
mentation complexity of a conventional demapper on FPGA is much lower as compared
to a system based on NNs. Nevertheless, the results show that the neural demapper can
achieve comparable performance when optimized for the respective metric. The latency-
optimized NN implementation achieves a latency in the same order of magnitude as the
conventional solution. The same applies to the power-optimized NN when comparing its
power consumption to that of the conventional demapper. However, the throughput of the
conventional approach is much higher compared to the NN-based system, and it could even
be increased further by instantiating multiple modules in parallel, which is possible due

Table 3.1: Comparison of AE-based inference to conventional soft demapping

BRAM DSP FF LUT λ (s) TPsys (Bd) Pdyn (W)

NNlow−power 6 3 4283 4248 1.36 · 10−6 7.35 · 105 7.68 · 10−2

NNlow−latency 18.5 352 10,895 11,343 8.10 · 10−8 1.23 · 107 4.53 · 10−1

Classical 0 1 1042 1107 5.33 · 10−8 7.5 · 107 5.5 · 10−2
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to the low resource utilization. Moreover, carrier synchronization could be added to the
classical approach, which would moderately increase the resource utilization [101], while
enabling phase offset compensation, similar to the NN.

This shows that when focusing exclusively on demapping, FPGA implementations of
neural receivers currently exhibit higher implementation complexity compared to highly
optimized conventional approaches. However, research like [102] has shown that NN-based
systems can effectively handle more sophisticated communication tasks, even outperforming
complex solutions such as Wiener filters. This suggests that comprehensive neural end-to-end
systems could offer more competitive hardware implementations by inherently incorporating
additional processing blocks. This enhanced capability of AE-based systems to integrate
various processing blocks could potentially offset the higher implementation complexity
observed in demapping-specific scenarios. Further research is needed to explore the trade-
offs between complexity and overall system performance for more complex communication
tasks utilizing NNs.

3.5.5.C Comparison to State of the Art

To the best of our knowledge, no related work exists that targets trainable NNs for com-
munications on FPGAs. However, as presented in Sec. 2.3.5, several related works aim to
efficiently map the NN training on FPGA for other applications. In this section, state-of-the-
art results are compared to our approach. [79] and [78] are excluded from this comparison
due to missing power consumption data. Additionally, [75] is omitted as it targets FPGA
clusters, while [80] addresses LDA acceleration. The results in Tab. 3.2, clearly show
that [73, 76, 77, 81] target high-throughput accelerators with moderate to high power con-
sumption. In contrast, this work focuses on low-power hardware acceleration since most
communication algorithms are implemented on power-constrained embedded systems with
limited energy budgets. The only work that addresses a similar scenario is [82]. However,
they report higher power consumption (0.7 W vs. 0.6 W), lower throughput (2.7 GOPS vs.
3.8 GOPS), and lower energy efficiency (4.1 GOPS/W vs. 6.8 GOPS/W).

3.6 Combining NN-Based and Conventional Demapping

In the previous section, an efficient FPGA implementation of a trainable NN-based demapper
was presented. Although the approach is promising regarding adaptability and commu-
nication performance, the large hardware complexity as compared to highly optimized
conventional algorithms remains a major challenge for NN-based systems. In this section,
we exploit the characteristics of FPGAs to take another step towards efficient implementation
of neural demappers. Due to their reconfigurability, FPGAs enable time-multiplexed hard-
ware designs. Regarding demapping, this allows using different algorithms for retrieving
channel state information and for decision-making. In NN-based demapping, the channel
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information is determined by NN training, whereas decisions are performed during NN
inference. While the NN training is of higher complexity than the inference, the inference is
performed much more frequently. Thus, inference optimization is highly relevant to reduce
the system’s power, energy, and latency. Therefore, in this section, we present an approach to
increase the efficiency of NN-based demapping inference by utilizing the reconfigurability of
FPGAs. In particular, we combine the adaptability of NNs with the efficiency of conventional
algorithms by extracting the learned channel characteristics of the trained demapper and
feeding the information to a conventional demapping algorithm. This way, we couple the
efficiency of low-complexity conventional demappers with the advantages of NNs to adjust
to untraceable channel impairments or varying conditions. Further, we provide detailed
implementation results of the new approach on an Xilinx ZCU3EG FPGA and compare it to
full NN-based demapping and to conventional algorithms.

3.6.1 Hybrid Approach

Our novel approach for the efficient implementation of NN-based demappers allows to
exploit the benefits of neural receivers for adapting to varying channel conditions and
simultaneously enables the use of highly sophisticated conventional demapping algorithms
for inference as shown in Fig. 3.12. The approach consists of the steps described in the
following.

E2E Training

The E2E Training step of our approach is similar to the AE concept described in Sec. 3.4
where the traditional mapping and demapping blocks are replaced by NNs to learn a complex
symbol representation that is robust with respect to the noise of an abstract channel model.
In the E2E Training step, those NNs are trained for a specific number of iterations to increase
the BMI by minimizing the BCE loss. Using this approach, the NNs are able to learn

Table 3.2: Comparison to state of the art

fclk (MHz) Batch Size GOPS Pdyn (W) ηE (GOPS/W)

[74] 200 128 713.1 13.5 52.8
[81] 100 128 23.9 7.7 3.1
[76] 240 40 237.4 34.0 7.0
[77] 200 16 40.0 14.2 2.8
[82] 100 1 2.7 0.7 4.1

Ours 300 1 3.8 0.6 6.8

GOPS and ηE are calculated based on the NN architecture and the given through-
put or latency. Note that the values given here might differ from the ones reported
in the papers since in this thesis a MAC operation is counted as a single operation.
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Grad

c x y

Fix Mapper

ExtractionInference

Retraining

E2E Training

Figure 3.12: Hybrid approach combining NN-based and conventional demapping.

non-uniform constellations, which increase the BMI as compared to conventional QAM
constellations for the specific channels, as demonstrated in Sec. 3.4.3.

Retraining

As the abstract channel model used for end-to-end training is not able to perfectly emulate
all properties of a real channel, which might also vary over time, it is necessary to adapt
to changing channel conditions during runtime. Therefore, the demapper is implemented
as trainable NN and retrained for the varying conditions as presented in Sec. 3.5 to enable
adaptation to channel fluctuations.

Inference

After retraining is performed and the network has adapted to the channel, we extract the
learned demapping characteristics from the NN as follows: first, we sample over the two-
dimensional input space of the demapper NN to determine the output bits ĉt of the NN for
each complex input sample yt. This gives us the Decision Regions (DRs) of each symbol, as
illustrated later in Fig. 3.14. To interpolate the DRs without performing NN inference, the
DRs can be interpreted as a Voronoi diagram, where each Voronoi centroid ci determines the
DR of one symbol Ai. Then all channel outputs yt that correspond to Voronoi cell Vi are
mapped to the same symbol Ai, where the Voronoi cell Vi is defined by its centroid ci as:

Vi = yt ∈ R
2 : ∥yt − ci∥ < ∥yt − c j∥ for all j , i (3.4)

We can approximate the centroids based on the DRs as follows:

1. Determine the vertices of the DRs by checking if there are at least three different
neighboring symbols.

2. Categorize the DRs in inner and outer regions. Inner regions are fully surrounded by
other symbols, outer regions lie at the border of the DR diagram.
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3. For inner regions, estimate the centroid as the mean of the vertices’ coordinates.

4. For outer regions, estimate the centroids based on the centroids of adjacent inner
regions and outer vertices, leveraging that multiple centroids have the same distance
to common vertices.

Although this algorithm does not compute the exact position of Voronoi centroids, it provides
a reasonable approximation. The extracted centroids can be used by conventional demapping
algorithms for efficient inference by interpreting them as a symbol constellation. It is to
note that those centroids do not necessarily replicate the constellation of the mapper but
implicitly include the learned information of the NN to compensate channel impairments,
e.g. in Fig. 3.14 they include the phase shift of the channel.

To detect changes in channel conditions, the performance of the system can be regularly
evaluated, either by periodically sending pilot symbols to trigger retraining of the demapper
if the BER reaches a threshold or by using an outer ECC as demonstrated in [103].

3.6.2 Results

For evaluation of our approach, we train the AE described in Sec. 3.4 for the AWGN channel
and analyze its adaptation capabilities by retraining it for the phase offset channel. Therefore,
besides the trainable NN, we also implement the algorithm to extract the centroids from
the trained demapper. Furthermore, the conventional soft-demapping algorithm proposed
in [100] is implemented on the board and adapted to utilize the extracted centroids for
demapping.

3.6.2.A Communication Performance

First, we evaluate the communication performance of our approach for a channel, which is
fixed for training and inference, to demonstrate the general functionality. Therefore, we train
the AE in an end-to-end manner over an AWGN channel for different SNRs, resulting in
different constellations for each SNR, as demonstrated in Sec 3.4.3. Afterward, the learned
parameters of the demapper-NN are mapped to our hardware architecture for the different
SNRs. Subsequently, we apply our algorithm to extract the learned centroids from the trained
NNs and apply traditional demapping based on those centroids. The BER of this approach
is compared to that of a conventional demapping algorithm with 16-QAM constellation and
to the BER using the AE for inference, as shown in Fig. 3.13.

It can be seen that the performance of the AE and our approach is similar to that of the
conventional demapper for SNRs up to 10 dB and only decreases slightly for 12 dB. Those
results validate the functionality of our approach and show that a conventional algorithm
with the extracted centroids can achieve the same communication performance as the AE
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for inference. This shows that the learned information of the NN can be extracted using the
centroids of the DRs, and it is not necessarily required to process the complete demapper
NN for inference.

As a second scenario, we train the model for the AWGN channel and simulate a channel with
a phase offset of π4 for inference. The demapper NN is retrained for the new channel, and the
centroids are extracted from the DRs to be used by the conventional algorithm. The DRs
of the demapper and the corresponding centroids are shown in Fig. 3.14 before and after
retraining for an SNR of −2 and 8 dB respectively. It can be seen that for both SNRs the DRs
are rotated by π4 after retraining. This results in an improved communication performance
for the AE-inference and the conventional algorithm applied to the extracted centroids as
given in Tab. 3.3.

The baseline BER gives the lower bound, corresponding to a channel without any phase offset.
The upper bound is given by the BERs before retraining, corresponding to a conventional
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Figure 3.14: DRs of the demapper NN before and after retraining for SNRs of −2 and 8 dB. Each

color corresponds to a different symbol, and each small square relates to a point where the symbol is

sampled by checking the output of the demapper NN for the corresponding complex input. The filled

black circles give the centroids of the DRs, which can be interpreted as the learned constellation of

the NN.
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Table 3.3: Phase offset adaptation of the AE and the conventional algorithm applied to the extracted

centroids

Before Retraining After Retraining

SNR
Baseline

BER
AE

BER
Cent. extraction

BER
AE

BER
Cent. extraction

BER

-2 0.19 0.318 0.319 0.199 0.2005
8 0.0103 0.316 0.323 0.0127 0.0143

algorithm without any adaptation to channel fluctuations. It can be observed that the BERs
after retraining nearly approaches the baseline BER and thus the phase shift is nearly fully
compensated. This is the case for the AE-inference and the demapping based on extracted
centroids, which implies that there is no drawback of using the extracted centroids as
compared to the AE-inference with respect to communication performance for the evaluated
channel fluctuation. It is worth noting that there are also conventional carrier recovery
approaches to adapt to a phase offset, such as decision-directed or power-of-N carrier
recovery algorithms [104, Chapter 15]. However, as described before, the phase offset is just
a simple example, and a trainable demapper has the potential to capture and compensate for
more complex impairments beyond simple phase offsets.

3.6.2.B Implementation Results

In this section, the hardware complexity for inference of the NN-based demapper is com-
pared to the hybrid approach featuring conventional demapping with the extracted centroids.
Therefore, we configure the NN hardware architecture to achieve maximal resource utiliza-
tion on the Xilinx ZCU3EG, limited by the number of available DSPs. For a fair comparison,
the conventional demapping algorithm is implemented with latency and throughput in the
same order of magnitude as the NN-inference. Furthermore, both designs achieve the same
communication performance, as demonstrated in the previous sections. Tab. 3.4 shows the
comparison for both implementations in terms of latency, throughput, resource utilization,
power, and energy consumption. The conventional demapper of our hybrid approach highly
outperforms the demapper NN regarding resource utilization and power consumption. It

Table 3.4: Comparison of NN-based inference to conventional soft demapping

λ (s) TPsym (Bd) Pdyn (W) BRAM DSP FF LUT

Hybrid Inf. 5.33 · 10−8 7.50 · 107 5.5 · 10−2 0 1 1042 1107
NN Inf. 8.10 · 10−8 1.23 · 107 4.5 · 10−1 18.5 352 10,895 11,343

NN Train. 2.67 · 10−7 3.75 · 106 5.5 · 10−1 89 343 19,013 19,793
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has 10× lower LUT usage and utilizes 352× less DSPs, resulting in 10× reduced power
consumption and therefore lower energy consumption. Those results support our novel ap-
proach since we maintain the communication performance of the AE while being much more
hardware efficient, resulting in either reduced resource consumption or a higher throughput
for a fixed amount of resources.

In Tab. 3.4, the FPGA implementation results of the NN training module are shown. It can
be seen that the resource utilization is much higher compared to the inference, due to the
increased complexity. Since inference operations occur more frequently, implementing the
training module on an ASIC would lead to substantial idle periods. FPGAs, however, offer
reconfigurability, allowing time-multiplex training and inference, enabling more efficient
resource utilization – making them particularly suitable for our hybrid approach.

3.7 Conclusion

In this section, the FPGA implementation complexity of NN-based demapping was investi-
gated. Therefore, we trained an AE for an AWGN channel with different SNRs, extracted
the mapper constellation, and implemented the demapper as a trainable NN on FPGA. We
presented a cross-layer exploration framework to bridge the gap between the design layers by
mapping application requirements to DOPs of the hardware implementation. Subsequently,
we showed how the DOP influences hardware metrics such as resource utilization, latency,
power, and energy consumption, with results confirming that our implementation can satisfy
fine-tuning latency requirements of typical communication scenarios. As a next step, we
determined the communication performance of our approach by investigating the adaptation
capabilities regarding a phase offset channel. Further, we showed the relationship between
BER, training latency, SNR, and DOP. Additionally, we compared our FPGA implemen-
tation to similar implementations on conventional platforms, demonstrating outstanding
performance of our implementation for small batch sizes. Since NN-based demapping
exhibited significantly higher implementation complexity than a conventional method, we
proposed an advanced approach combining NN-based and conventional demapping. Here
we utilize the reconfigurability of FPGAs to perform adaptation in the form of retraining
the NN while using a conventional approach for inference. By obtaining the centroids of
the learned DRs, we can extract the learned information from the NN and include it in
the conventional soft-demapper. Finally, we showed that this hybrid approach enables the
adaptability of NN-based demapping while allowing for efficient inference based on the
conventional approach. In summary, I believe that our investigations regarding the com-
plexity of NN-based demapping provide a crucial step towards the practical deployment of
neural receivers, which are one of the most promising concepts for next-gen communication
systems.



Chapter 4

Efficient Implementation of

Neural-Network-Based Equalization

The following chapter focuses on another application scenario for NN-based communi-
cations, which is short-reach optical fiber transmission. In this context, an optimized
CNN is implemented on an FPGA to perform equalization of a nonlinear system under
high-throughput constraints.

Most works covered in this chapter were conducted in close collaboration with KIT. In
particular, the modeling of the optical communication channel and the evaluation and data
acquisition of the fiber-optical setup were performed by CEL and IPQ, respectively.

4.1 Motivation

In recent years, the throughput requirements of optical communication systems have grown
dramatically, due to the increasing demand for high-speed data transmission in various
applications such as video streaming and cloud computing [22]. Further, the rapid expansion
of data centers, particularly driven by the surge of AI and Machine Learning (ML), has
intensified the need for high-data-rate short-reach interconnects. In this context, Intensity

Modulation with Direct Detection (IM/DD)-based systems have emerged as an attractive
solution, offering a cost-effective and power-efficient approach [105, 106]. However, high
throughputs in combination with bandwidth-limited components lead to severe distortions
and an increased ISI which strongly impair the system’s performance. As a result, the
design and implementation of advanced signal processing techniques have become crucial
for maintaining high communication performance and low BER. Further, in addition to high
throughput, future communication standards strongly focus on flexible architectures [23,107]
to satisfy application requirements for various use cases.

To prevent an increase in BER while providing high flexibility, the latest research has put
a strong emphasis on NN-based algorithms for optical communication systems [108, 109].
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Especially the equalizer, responsible for compensating channel impairments of the received
signal, is a component that can benefit from the advancements of NN research. In particular,
NNs have shown remarkable results for channels with nonlinear effects, for which no exact
analytical solutions exist for equalization [110].

As discussed in Sec. 1.1.2, FPGAs are a suitable platform for the implementation of NN-
based algorithms. While most previous works in the field of NN-based equalization focus
on utilizing FPGAs as a platform for performance evaluation and prototyping of ASIC
implementations [111–114], this work aims to satisfy the stringent requirements on the
FPGA itself. This way, the design can either be deployed on the FPGA or be used as a
well-grounded base for an ASIC design.

The main challenge for the implementation of NN-based equalizers on FPGAs are the limited
compute and memory resources, which need to be utilized carefully and efficiently. This is
especially critical for high-data-rate scenarios, which is the main focus of this chapter. In
particular, a high-throughput FPGA implementation of a CNN-based equalizer for an optical
40 GBd IM/DD channel is presented. Therefore, an extensive design space exploration of
various CNNs is performed to find a suitable low-complexity NN topology. This topology is
implemented with emphasis on high parallelism across all design layers, from algorithm
down to implementation, to achieve the required throughput of 40 GBd. Another target
of this section is to investigate the FPGA implementation aspects of trainable NN-based
equalizers. In this context, an unsupervised equalizer is implemented on FPGA, which
allows to adapt to channel fluctuations such as varying Chromatic Dispersion (CD) or
SNR. Further, it is analyzed how to meet the high-throughput requirements of optical fiber
channels with an FPGA implementation of a trainable NN-based equalizer. In this regard,
batch-level parallelism is exploited to enable a custom DSP-mapping scheme, boosting the
achievable throughput. To summarize, this chapter focuses on satisfying the high-throughput
requirements of optical fiber communication with NN-based equalizers on FPGA, while
providing a fair comparison to conventional equalization approaches and to other target
platforms.

4.2 Related Work

Since NN-based equalizers are a promising candidate to tackle the challenges of future
high-speed optical communication systems, various works have focused on the FPGA
implementation of such systems.

In [115], RNN and CNN-based equalizers are implemented on FPGA for the first time with
a complexity comparable to a conventional one. The performance was benchmarked versus
a Digital Back-Propagation (DBP) solution and a full electronic Chromatic Dispersion

Compensation (CDC) block, resulting in improved optimal power as compared to DBP
while the RNN required only 2.5× more resources than the CDC block. The NN-based
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equalization approach was further advanced in [111], where the FPGA implementation of
an equalizer combining RNN and CNN was presented. The combination of RNN and CNN
achieved a gain compared to the CDC baseline. Moreover, the hardware complexity for
reaching throughputs of 200 Gbit/s and 400 Gbit/s was evaluated. Kaneda et al. proposed an
FPGA implementation of an NN-based equalizer for high-speed Passive Optical Networks

(PONs) and showed that the NN-based equalizer outperforms the Maximum Likelihood

Sequence Estimator (MLSE) equalizer in [112], which is an extension of [116]. The impact
of fixed-point resolution was analyzed, and it was shown that reducing the precision from 8
to 4 bits results in a reduction of 40 % in LUT resources. In [113], an FPGA implementation
of a parallel pruned NN equalizer was presented. A significant reduction in BER was
demonstrated for a 100 Gbit/s channel. Further, the novel pruning strategy resulted in 50 %
resource reduction without degrading communication performance. Huang et al. compared
an RNN FPGA implementation with parallel outputs to a fully connected NN for equalization
of an IM/DD channel [114]. They showed that their novel RNN structure can outperform the
fully connected NN with the same input size and the same number of trainable parameters.
In 2024, the authors of [117] presented the FPGA implementation of a Volterra-inspired NN
equalizer. In contrast to a standard NN, they use a custom activation function to construct
cross-beating terms to avoid redundant high-order nonlinear terms. Additionally, they apply
pruning and quantization to further reduce the complexity. As a result, they achieve net
data rates of up to 180 Gbit/s under the 25 % overhead Forward Error Correction (FEC)
BER threshold of 4 · 10−2, which they claim to be the highest-rate nonlinear equalizer for an
IM/DD system implemented on FPGA at this point.

All of the previously mentioned works either have some drawbacks regarding our scenario
of high-throughput CNN-based equalization or are not directly applicable to our channel.
In [111], the throughput requirements can be satisfied by using 5 FPGAs and 61 parallel
outputs of each RNN, which is not feasible for our 40 GBd IM/DD channel, as such a high
number of parallel outputs highly degrades the communication performance in our case.
Further, [115] and [111] consider coherent systems, while we focus on IM/DD. In [112]
and [113], a channel more similar to ours is considered. While [112] only accomplishes
a throughput of 2.6 Gbps for a channel with a data rate of 50 Gbps, [113] achieves a high
throughput of 28 GBd which can even be increased up to 50 GBd, however only by relaxing
the BER requirement to 3.8 · 10−3. While the RNN in [114] obtains a much lower BER than
a fully connected NN, only the latter one is able to meet the throughput requirements of
the optical communication channel. In [117], a high data rate is achieved, but for a channel
with significantly different characteristics than ours (i.e., channel length of 120 m vs. 20 km).
Therefore, their approach is not directly comparable to our scenario.

In addition to the aforementioned inference-related limitations, previous works do not focus
on one crucial aspect of our work: we also investigate the implementation of NN training
on FPGA for optical channel equalization. To the best of our knowledge, existing literature
has concentrated solely on inference. However, for scenarios where regular adaptation is
required, retraining at the edge is crucial, which is analyzed in detail in our work.
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4.3 Challenges & Contributions

Implementing NN-based equalization on FPGA shares common challenges with other NN
applications on resource-constrained devices: multi-objective design space exploration, in-
terdependent design layers, as well as high computational complexity and memory footprint.
For fiber optical communication systems, those challenges are severely intensified by high
data rates in the order of several GBd, resulting in nonlinear distortions caused by CD in
combination with Square-Law Detection (SLD), along with nonlinearities stemming from the
Kerr effect [118]. Thus, a key challenge is to balance the need for efficient solutions suitable
for resource-constrained hardware, with the requirement of complex NNs capable of com-
pensating nonlinear impairments. I believe that understanding this performance-complexity
trade-off is essential for implementing NN-based equalizers in optical communications. In
this context, the main contributions are the following:

• A detailed design space exploration of the CNN-based equalizer, featuring cross-layer
analysis and automatic quantization, resulting in a network with lower complexity and
higher performance than a classical approach.

• An advanced FPGA implementation of the high-performance CNN-based equalizer,
achieving a throughput of more than 40 GBd, embedded in a real-time demonstrator
to visualize the performance of the system.

• An unsupervised loss function for NN-based equalization to adapt to changing channel
conditions.

• An FPGA implementation of the proposed equalizer, including NN-training where
high throughput is enabled by a custom mapping scheme of two multiplications to a
single DSP.

4.4 Optical Channel

In the context of NN-based equalization, we focus on high-throughput IM/DD fiber optical
systems. Therefore, the data to train and test our algorithms is either generated by a
mathematical channel model or recorded from an experimental optical communication setup.
In particular, the channel model is illustrated in Fig. 4.1. In the model, the bit sequence b is
converted to transmitted symbols using Pulse-Amplitude Modulation (PAM). Those symbols
x are convolved with a Raised-Cosine (RC) pulse shaping filter hps and a linear channel
impulse response hch to produce ỹ. Specific receiver characteristics can be described by a
possibly nonlinear function Frx(·). The corresponding vector is superimposed by a Gaussian
noise vector n to retrieve the input y of the equalizer. Finally, a decision x̃ is taken based on
the equalizer’s output z. Since oversampling is essential to real systems, we run simulations
at an oversampling rate of Nos = 2 Samples per Symbol (SPS) if not stated otherwise.
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Figure 4.1: Optical channel model.

We consider a dispersive optical channel with IM/DD and PAM as described in [119]. The
SLD at the receiver distorts the signal nonlinearly and is modeled by ỹ = frx(ẏ) with
ỹi = |ẏi|

2. Linear channel distortions are caused by CD, which can be described by its
frequency response for frequency f and fiber length Lfiber

Hcd(Lfiber, f ) = exp

(

−
1

2
αLfiber + j2π2β2 f 2Lfiber

)

, (4.1)

where β2 = −
λ2

W

2πc Dcd is defined by the wavelength λW, the speed of light c and the fiber’s dis-
persion coefficient Dcd; α is the fiber attenuation. This work considers C-band transmission
at λW = 1550 nm over a Standard Single-Mode Fiber (SSMF), with Dcd = 17 ps ·nm−1 ·km−1

and α ≜ 0.2 dB ·km−1. Thermal noise is modeled as AWGN with zero-mean and the variance
σ2

n: n = N(0, σ2
n). At the receiver, hard-decision based on the minimum Euclidean distance

is performed.

While some experiments presented in this chapter utilize the mathematical IM/DD channel
model, others employ a physical fiber-optical setup with data captured via an oscilloscope or
processed directly by the FPGA. Details of these experimental configurations are provided
in the respective sections.

4.5 High-Throughput Inference on FPGA

As a first scenario, this section focuses on high-throughput inference of the CNN-based
equalizer for an optical IM/DD channel. In this context, a cross-layer design methodology is
applied, which involves an extensive design space exploration of the CNN topology, and a
framework for selecting the appropriate sequence length per CNN instance. Moreover, a
detailed quantization analysis based on an automatic quantization approach is conducted.
For the high-throughput 40 GBd channel, high parallelism is targeted across all design layers,
from algorithm down to implementation. Further, special attention is given to low latency,
which is crucial for optical communication used in high-frequency trading or telemedicine.
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4.5.1 Fiber-Optical Setup

In the context of this section, we set up a fiber-optical communication system and record
the transmitted and received data to evaluate our approach instead of using the model
described in Sec. 4.4. This approach has the advantage of capturing all the nuances and
characteristics of a physical transmission system, which are often simplified or omitted in
abstract mathematical models. We chose an IM/DD transmission system, where nonlinear
impairments are caused by the interplay between CD and SLD, to evaluate the performance
of the NN-based equalizer. Specifically, we modulate the intensity of a continuous-wave
laser tone at 1550 nm with a high-speed zero-chirp Mach-Zehnder Modulator (MZM) that is
biased at the quadrature point. Following the recommendations of [120], we use a pseudo-
random sequence based on the Mersenne-Twister algorithm as a transmit pattern and drive
the MZM with a 40 GBd pulse amplitude modulation signal with two levels (PAM-2) and
a root-raised cosine spectral shape that is generated by an arbitrary waveform generator.
The resulting optical on-off-keying signal is launched into a SSMF with a length of 31.5 km
that features a CD coefficient of approximately 16 ps · nm−1 · km−1. At the receiver side,
we employ a 40 GHz photodetector to detect the envelope of the optical signal. Since CD
is an effect related to the optical field, it impairs the photocurrent obtained after SLD in
a nonlinear way. Finally, the electrical signal is recorded by a real-time oscilloscope. We
digitally resample the captured waveforms and apply a timing recovery algorithm to align
the received waveform with the transmit pattern for the training of the NN. We digitally
precompensate the frequency-dependent attenuation of the transmitter components so that
transceiver noise and CD remain as the effects impairing the quality of the received signal.

4.5.2 Design Space Exploration

An optimized NN topology is crucial for hardware implementation of NN-based algorithms,
as it has a huge influence on the power consumption, throughput, and latency of the final
implementation. However, the design of efficient NN topologies is characterized by an
enormous design space with various hyperparameters. This design space includes the layer
type, the number of layers, the size of each layer, the activation function, and multiple
additional hyperparameters. An exploration of all those parameters is nearly infeasible; thus,
the analysis is restricted to the topology template presented in the following, which provides
sufficient configurability while comprising a manageable design space.

4.5.2.A CNN Topology Template

The core of our equalizer is a one-dimensional CNN. A CNN was selected over a fully con-
nected NN or an RNN since its structure closely resembles that of traditional convolutional
filters. The CNN is based on a customizable topology template shown in Fig. 4.2, where
specific parameters are determined in an extensive design space exploration.
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Figure 4.2: The topology template of the equalizer CNN with L convolutional layers. The feature map

dimensions are given next to the arrows. The first value corresponds to the number of channels, and

the second one to the sequence length. For the convolutional layers, parametrizable hyperparameters

are indicated in the square brackets, where K denotes the kernel size and S the stride.

The CNN is composed of L convolutional layers with identical kernel size K. Each convo-
lutional layer but the last is followed by batch normalization and Exponential Linear Unit

(ELU) activation functions. One channel is used for the input sequence, while subsequent
activations consist of C channels. The output of the CNN is based on Vp channels; thus, Vp

values are calculated in parallel for one pass of the network. To shift the input sequence
accordingly, the first layer has a stride of Vp, while the following layers have a stride of
one, and the last stride matches the oversampling factor Nos. After the last convolutional
layer, the feature map is flattened so that each element of the feature map corresponds to one
output symbol. Afterwards, the output is mapped to the closest constellation symbol.

The computational complexity of the CNN can be expressed by the number of Multiply

Operations (MULs) required to calculate a single output symbol as follows for L ≥ 2:

MULCNN =
K ·C · Nos

Vp

+ (L − 2) ·
K ·C2 · Nos

Vp

+ K ·C . (4.2)

4.5.2.B Linear Equalizer

To provide a fair comparison, a conventional linear feedforward equalizer is included in the
design space exploration. The equalizer is based on a Finite Impulse Response (FIR) filter
with M taps, which is convolved with the input sequence to calculate the output sequence.
For a time-discrete system, the output sequence is the weighted sum of M inputs:

zi =

M∗
∑

m=−M∗

yi+m · wm+M∗ , (4.3)

where y is the input sequence, z is the output sequence, w ∈ RM is the weight vector,
M∗ = ⌊M / 2⌋ and ⌊·⌋ declares the floor operator. For an oversampling factor of Nos = 2,
every second output sample corresponds to an output symbol. Similar to the CNN, the
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output is mapped to the closest constellation symbol after equalization. The computational
complexity of the linear equalizer given by the multiply operations corresponds to the
number of tabs: MULFIR = M

4.5.2.C Volterra Equalizer

For further comparison, a more complex conventional equalizer based on the Volterra
kernel is also included. This nonlinear equalizer calculates the sum of multidimensional
convolutions with Volterra kernels up to an order of P. Since high-order Volterra kernels are
associated with high complexity, the exploration is restricted to kernels of order up to 3. A
Volterra equalizer of order 3 can be described by the following equation:

zi = w0 +

M∗1
∑

m1=−M∗1

yi+m1 · w
1
m1+M∗1

+

M∗2
∑

m1=−M∗2

M∗2
∑

m2=m1

yi+m1 · yi+m2 · w
2
m1+M∗2 ,m2+M∗2

+

M∗3
∑

m1=−M∗3

M∗3
∑

m2=m1

M∗3
∑

m3=m2

yi+m1 · yi+m2 · yi+m3 · w
3
m1+M∗3 ,m2+M∗3 ,m3+M∗3

,

(4.4)

where y is the input sequence, z is the output sequence, Mp is the memory length of the
pth order kernel, M∗

p =
⌊

Mp / 2
⌋

, w1 ∈ RM1 are the first-order weights, w2 ∈ RM2×M2 are the
second-order weights and w3 ∈ RM3×M3×M3 are the third-order weights. The MULs required
to calculate one output symbol of the Volterra equalizer can be calculated as follows:

MULVolt = 1 +MUL1
Volt +MUL2

Volt +MUL3
Volt (4.5)

with:

MUL1
Volt = M1; MUL2

Volt = 2 ·M2 ·
(M2 + 1)

2
; MUL3

Volt = 3 ·M3 · (M3+1) ·
M3 + 2

6
, (4.6)

as explained in [121].

4.5.2.D Design Space Exploration Framework

To explore this design space of the different equalizers, I designed a framework that allows
for automatic evaluation of multiple configurations, which are compared in terms of commu-
nication performance and complexity. Further, the framework features cross-layer analysis
by providing an estimate of the achievable throughput on FPGA. Thus, hardware metrics are
already included in the topology search, which greatly reduces the development cycles since
multiple models can already be discarded in an early design phase.
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As configurable hyperparameters of the NN, the number of layers L, the kernel size K, the
number of channels C, and the symbols calculated in parallel Vp are selected. For the linear
equalizer and the Volterra equalizer, the design space is explored by varying the number
of taps. While this corresponds to a one-dimensional exploration for the linear equalizer,
the Volterra equalizer contains taps in three dimensions. Each configuration is trained three
times for 10,000 iterations with an initial learning rate of 0.001 with the Adam optimizer
and the MSE loss. After training, the lowest achieved BER of the three training runs and the
corresponding MULs per output symbol of each configuration are determined. This way, a
trade-off between communication performance and hardware complexity can be explored.

4.5.2.E Results of Design Space Exploration

In Fig. 4.3, the results of the design space exploration are shown. The design space for
the CNN is spanned by the following four dimensions: symbols calculated in parallel
Vp ∈ {1, 2, 4, 6, 8, 12, 16}, network depth L ∈ {3, 4, 5}, kernel size K ∈ {9, 15, 21} and
the number of channels C ∈ {3, 4, 5}. Thus, overall 189 different models are trained and
evaluated. For the linear equalizer, the design space is spanned by the number of taps

M ∈ {3, 5, 9, 17, 25, 41, 57, 89, 121, 185} .

The design space of the Volterra equalizer is given by the number of taps of each order:

M1 ∈ {3, 9, 15, 25, 35, 55, 75, 89, 121}; M2 ∈ {1, 3, 9, 15, 25, 30, 35}; M3 ∈ {1, 3, 9, 15} .

The Pareto optimal models of each approach correspond to the most promising candidates for
implementation since they provide the best trade-off between complexity and communication
performance. Further, the framework approximates the maximal MULs to achieve the
required throughput Treq of 40 GBd based on the achievable clock frequency fclk, the available
DSPs and the available LUTs of the target device as follows:

MULmax = αutil ·
DSPavail + αLUT ·

LUTavail

LUTmul

Treq
· fclk , (4.7)

where αutil is a scaling factor accounting for the recommended maximal utilization, αLUT

approximates the percentage of LUTs utilized to perform multiplications (excluding LUTs
used for control flow or other calculations), and LUTmul estimates the average number of
LUTs used per multiplication. In our case, αutil = 0.8, αlut = 0.75, and LUTmul = 40 provided
a suitable fitting. Note that the equation and the scaling factors are approximated, mostly
based on previous investigations and experiments specifically designed for our hardware
architecture and platform. The equation might not be universally applicable, and the scaling
factors should be adapted if applied to other hardware architectures. Previous experiments
showed that a clock frequency above 200 MHz often results in timing violations for our
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Figure 4.3: Results of design space exploration of the different equalization approaches. The

maximal feasible multiplications per output MULmax to achieve the throughput of 40 GBd with a

clock frequency of 200 MHz is given by the vertical red line. The Pareto optimal models of the

CNN-based equalizer, the Volterra kernel, and the FIR filter are connected by the dotted, solid, and

dashed lines, respectively.

hardware architecture. Thus, for the design space exploration, I approximate MULmax

corresponding to a throughput of 40 GBd with a clock frequency of 200 MHz.

As a result, in Fig. 4.3 we can see that for a fixed complexity in terms of MULs per symbol,
the Pareto optimal CNN models are outperforming the linear equalizer starting from a
BER of around 2 · 10−4. For complexities below 60 MULs per symbol, the linear equalizer
provides a lower BER. It can also be seen that the linear equalizer’s performance saturates at
a BER of around 10−4. This behavior can be attributed to nonlinear distortions in the optical
fiber, which can not be compensated by linear equalizers. In contrast to the FIR filter, the
Volterra kernel introduces nonlinearity in the equalization process. This way, similar to the
CNN, it is able to compensate for nonlinear distortions. Thus, with sufficient complexity,
the Volterra kernel provides a lower BER than the FIR filter. However, the Volterra kernel is
also outperformed by the CNN for low BERs.

An important insight of the design space exploration is that although the Pareto optimal CNN
models provide the best results for low BERs, most of the remaining CNN configurations
perform worse than their classical counterparts with the same complexity. This highlights the
importance of extensive design space exploration to find those CNNs that actually provide a
superior performance-to-complexity trade-off. If an off-the-shelf CNN is taken without any
design space exploration, chances are high that a classical equalization algorithm achieves
better results.

For hardware implementation, the configuration with the lowest BER that satisfies the
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Figure 4.4: Final topology of the CNN-based equalizer with three layers, a kernel size of 9, 5

intermediate channels, and 8 symbols calculated in parallel.

throughput requirements of 40 GBd with a clock frequency of 200 MHz is selected. This
configuration is highlighted by the black circle corresponding to a model with Vp = 8, L = 3,
K = 9, and C = 5, as visualized in Fig. 4.4. In Fig. 4.3, we can see that the BER achieved
by the linear and the Volterra equalizer with the same complexity as the CNN is around one
order of magnitude higher. This shows that the CNN topology is well-suited for equalizing
distortions of the optical fiber channel.

4.5.3 Hardware Optimization

In addition to the network topology, another essential aspect of an efficient NN imple-
mentation on resource-constrained devices is the quantization. In contrast to the 32-bit
floating-point format commonly used in software, each value on the FPGA is represented in
fixed-point format with arbitrary decimal and fractional width.

To explore the quantization efficiently, I include the automated quantization approach de-
scribed in Sec. 2.3.2 in the framework. In this context, the weight wQ of equation (2.12)
enables efficient exploration of the trade-off between bitwidth and communication per-
formance. By utilizing the framework, a quantization analysis is performed for the most
promising CNN model found in the design space exploration. The training process for
quantization can be divided into three steps:

1. Full precision training: Perform training in full precision to find a well-initialized
model for quantization,

2. Bitwidth-aware training: Reduce the precision of weights and activations and optimize
communication performance simultaneously,

3. Fine-tuning: Fix the precision and perform further training iterations to improve
communication performance.

In Fig. 4.5, the training of the bitwidths are shown for different factors wQ. In the first
phase, the bitwidth of the weights is fixed to 18 bit, where 2 bit are used for the integer
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phases of quantized training for different loss weightings wQ.

and 16 bit for the fractional part. In the second phase, the bitwidths are reduced linearly
until they saturate at different values for each wQ. In the fine-tuning phase, there is a small
increase in bitwidth again, since they are fixed to the next highest integer. The corresponding
BER of the CNN is shown in the lower plot of Fig. 4.5. It can be seen that the BER is
reduced continuously for all wQ until iteration 10,000, which corresponds to the end of the
full precision training. Afterwards, the bitwidth-aware training starts, lowering the precision
and the communication performance of the CNNs. Especially for a wQ of 0.5 and 0.1, the
BER increases significantly. For a wQ of 0.01 and 0.001, there is only a moderate increase
in BER. This BER increase is further reduced in the fine-tuning phase starting from iteration
25,000. Eventually, the quantized model with wQ = 0.001 achieves a BER of 4.8 · 10−5,
which is only slightly higher than that of the full precision CNN and significantly lower than
the BER achieved by the conventional full precision equalizers with similar complexity. As
a result of the quantization-aware training, our FPGA hardware architecture is based on a
model with a precision of 10 bit for the weights and 11.5 bit for the activations on average.

In addition to quantization, the model is further optimized for efficient implementation by
performing batchnorm-fusion and using a less complex activation function. Batchnorm-
fusion describes the concept of merging the parameters of the batch normalization layer with
the weights of the convolutional layer. This way, it is not required to actually implement
the batch normalization layer in hardware. Moreover, for the model finally implemented on
the FPGA, the ELU activation functions is replaced by a custom ReLU-inspired function
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Figure 4.6: Levels of parallelism of our hardware architecture illustrated for four instances.

referred to as StepReLU, given by:

StepReLU(x) =



























−3, if x ≤ −3

−1, if − 3 < x ≤ −1

x, if x > −1

. (4.8)

Those modifications result in an implementation with lower complexity while not signifi-
cantly decreasing the communication performance.

4.5.4 Hardware Implementation

In this section, the FPGA hardware architecture of the CNN-based equalizer is presented.
The main target of the hardware implementation is to meet the throughput requirements of
the 40 GBd optical communication channel. Therefore, it is essential to use the FPGA’s
resources efficiently by increasing the utilization. Thus, boosting the parallelism of the
hardware architecture is a main target. All those different levels of parallelism are illustrated
in Fig. 4.6. The first level of parallelism is based on the streaming hardware architecture,
where each of the L layers is implemented as an individual hardware instance. This way, the
data is processed in a pipelined fashion, where each layer corresponds to a separate pipeline
stage. Thus, each layer can start its operation as soon as the first inputs are received, which
increases the throughput and the utilization of the available resources.

The core of the hardware architecture is a high-parallel convolutional layer described by Eq.
(2.6). The convolutional layer offers multiple possibilities to apply spatial parallelism: on the
level of input channels Ic, on the level of output channels Oc, and on the kernel level K. The
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hardware architecture of the convolutional layer exploits all of those parallelization options
to achieve maximal throughput, as shown on the right of Fig. 4.6. Thus, the convolutional
layer can generate up to one output each clock cycle.

The implementation also leverages parallelism across the number of CNN instances, Ni, by
instantiating and interconnecting multiple CNNs to further boost throughput. Therefore, the
input is split into multiple streams, such that each instance operates on a subset of the input
sequence and produces a subset of the output sequence. Splitting and merging introduces
further challenges, as explained later in Sec. 4.5.5.

Due to over highly parallel architecture, several symbols are processed in parallel, which is
essential to reach the required throughput. In particular, the maximal throughput TPsys,max of
the implementation in GBd, referring to the number of generated output symbols per second,
is given as

TPsys,max =
Ni · Vp · fclk

Nos
.

I refer to maximal throughput here, as this throughput is only the theoretical upper limit, as
explained later in Sec. 4.5.5.

4.5.4.A Stream Partitioning

As explained previously, the architecture provides a high level of parallelism, especially
regarding the number of CNN hardware instances. Splitting a stream of input symbols
across those instances is not straightforward, since the ISI of the channel introduces an
interdependence between consecutive symbols. Thus, each CNN instance must operate on a
continuous sequence of input symbols since the context of neighboring symbols is required
for effective equalization. Therefore, I design a hardware module for splitting the input
stream (Split Stream Module (SSM)) and a hardware module for merging the output streams
(Merge Stream Module (MSM)), as shown in Fig. 4.7.

Each SSM takes an input stream and splits it into two streams of equal length. Multiple of
those modules are arranged hierarchically to feed data to every CNN instance in a round-
robin fashion. Due to the interdependence between consecutive symbols, splitting the
input stream results in an increased BER at the border region of each sequence. Thus, the
Overlap-Generate Module (OGM) adds an overlap to each subsequence. This way, the BER
is approximately constant for the complete stream. Afterwards, the MSM combines the
divided sequences into one output stream. Then, the overlap is discarded by the Overlap-

Remove Module (ORM).

4.5.5 Sequence Length Optimization

As described in Sec. 4.5.4.A, each input sequence of the hardware architecture is divided
into multiple subsequences of length ℓinst, which are forwarded to the individual instances.
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Figure 4.7: Partitioning of the input sequence across multiple CNN instances. The values next to

the arrows indicate the number of symbols that are generated and processed per clock cycle by the

corresponding modules.

However, determining an optimal ℓinst under given application constraints is not straightfor-
ward. On the one side, an overlap of symbols is added at the beginning and the end of each
subsequence. From this point of view, maximizing ℓinst results in the highest throughput
since the overall overlap is minimized. On the other side, increasing ℓinst also increases the
latency of the equalizer, which may violate low-latency constraints. Thus, it is important to
choose ℓinst carefully, as described in the following.

4.5.5.A Timing Model

To optimize ℓinst, a detailed timing analysis of the hardware architecture is performed. First,
I analyze how many overlap symbols are required at the beginning and end of each sequence,
based on the receptive field of the CNN. The receptive field corresponds to the input symbols
taken into account to predict each output. Thus, at the beginning and end of each sequence,
half of the receptive field needs to be added as an overlap for successful equalization.
Therefore, based on the formula presented in [122], the number of overlap symbols for our
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Figure 4.8: Illustration of the processing time Tp and the time for filling the pipeline Tinit for four

CNN instances.

network topology is calculated as

osym =
(K − 1) · (1 + Vp · (L − 1))

2
. (4.9)

However, this overlap needs to be added before the first SSM by the OGM, where the stream
has a width of Ni · Vp and has to be divisible by Nos = 2. Thus, the actual overlap can be
calculated as

oact = 2 ·

⌈

1

2
·

⌈

osym

Vp · Ni

⌉⌉

· Vp · Ni . (4.10)

Therefore, the actual sequence length that needs to be processed, including overlap, is given
as

ℓol = ℓinst + 2 · oact . (4.11)

As a second step, it is analyzed how ℓol influences the time to fill the pipeline Tinit; afterwards,
I explain how this affects the latency of each symbol.

In Fig. 4.8, it is shown how ℓol and therefore ℓinst impact the total time T to process one
sequence. This time can be split into Tinit and Tp and is illustrated for four instances. Since
the width of the output streams of an SSM is half the width of the input stream and the
sequences of length ℓol/Vp are written alternately to each output, the writing to the second
output stream only starts after ℓol/(2 · Vp) clock cycles. A similar behavior can be observed
for each stage of the hierarchically arranged SSMs. Therefore, tinit, corresponding to the
time where the last CNN instance starts processing, is given by

Tinit = log2(Ni) ·
ℓol

2 · Vp · fclk
. (4.12)

Thus, it can be seen that Tinit increases linearly with ℓol and ℓinst. It is important to determine
Tinit, as it directly influences the latency to process one symbol λsym, which is given as the
sum of the latency for splitting λspl, processing λpro and merging λmer. As the CNN is fully
parallelized, λpro does not significantly affect the overall latency. Similarly, λmer can be ne-
glected since the splitting process already introduces a delay between subsequent sequences
that compensates for any potential merging latency; by the time a second sequence reaches
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the merging stage, the merging of the first sequence has already been completed. Therefore,
the overall maximum latency can be approximated as the maximum delay introduced by
splitting the sequences, which is similar to Tinit.

λsym ≈ Tinit =
log2(Ni) · ℓol

2 · Vp · fclk
=

log2(Ni) · (ℓinst + 2 · oact)

2 · Vp · fclk
. (4.13)

From Eq. (4.13), it can be seen that higher ℓinst negatively impacts the symbol latency λsym.
Based on this observation, it would be beneficial to set ℓinst as small as possible.

However, since oact is fixed and added to each subsequence of length ℓinst, the total sequence
length ℓin grows with shorter ℓinst, which is directly reflected in the processing time:

Tp =
ℓin

ℓinst · Ni
·

Nos · (ℓinst + 2 · oact)

Vp · fclk
=

Nos · ℓin

Ni · Vp · fclk
·
(

1 +
2 · oact

ℓinst

)

. (4.14)

The processing time is inversely proportional to the system throughput:

TPsys =
ℓin

Tp

=
Ni · Vp · fclk

Nos · (1 +
2·oact

ℓinst
)
. (4.15)

Thus, the net throughput grows with larger ℓinst. In summary, both the symbol latency λsym

and the throughput TPnet increase with ℓinst; therefore, a trade-off exists when optimizing for
throughput and latency.

4.5.5.B Sequence Length Optimization Framework

Based on the equations presented in the previous section, I propose a framework to select
the best ℓinst for the given application requirements. In our case, the throughput is a hard
constraint that needs to be satisfied, while latency is an objective that should be minimized.
Thus, the framework selects the minimal ℓinst which satisfies the throughput requirements.
The framework is shown in Fig. 4.9. Part of the framework, in particular the lookup
table which maps the required throughput TPreq to the optimal subsequence length ℓinst,
is implemented as a module on the FPGA. This way, the best ℓinst can be selected during
runtime individually for each sequence to process. The lookup table is provided by a LUT
generator based on the timing model presented in Sec. 4.5.5.A. The timing model is derived
from a detailed analysis of the hardware architecture and, therefore, introduces hardware
awareness to the LUT generator. This information is fed back to the hardware by selecting
ℓinst. This way, the framework is also based on a cross-layer design methodology.

4.5.6 Results

In the following, the results of the timing model and the FPGA implementation are presented.
The main goal of the high-throughput hardware implementation is to achieve the throughput
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Figure 4.9: Illustration of the framework used to optimize the sequence length per instance ℓinst.

required for equalizing the 40 GBd optical communication channel. As the channel data
is captured with an up-sampling factor of Nos = 2 at the receiver, this corresponds to
80 Gsamples/s at the input of the equalizer. To allow for such a high data rate, the least
complex CNN model satisfying the BER requirements is chosen and implemented based
on the high-parallel FPGA hardware architecture. Furthermore, the timing model and
framework are used to estimate the number of instances needed to achieve the required
throughput. As a hardware platform for the high-throughput channel, we select the high-
performance FPGA Xilinx XCVU9P with a huge amount of available resources to allow for
extremely high parallelism.

4.5.6.A Timing Model Validation

In the following, the correctness of the timing model is validated by comparing it to cycle-
accurate simulations of our hardware architecture. Moreover, it is evaluated how many CNN
instances are needed to achieve a throughput of 40 GBd with a clock frequency of 200 MHz.
In Fig. 4.10 it is shown how ℓinst influences the symbol latency λsym and the throughput
TPsys.

It can be seen that both the latency and the throughput increase with a higher number of
instances Ni. While the latency grows linearly with the sequence length ℓinst, the throughput
saturates for ℓinst → ∞. The gap between TPmax and TPsys increases with Ni for a fixed
ℓinst, which shows that it is necessary to select a larger ℓinst when increasing Ni to reduce
the influence of the overlap symbols. Further, it is shown that the equations are close to
the actual simulations. In particular, the difference between measurements and the model
is only around 6 % for latency and 0.1 % for throughput, which validates the accuracy of
the timing model. Thus, based on the timing model, it can be predicted that at least 64
instances are needed to achieve the required throughput of 80 Gsamples/s. In addition, it
can be seen that ℓinst has a significant impact on TPsys. Thus, ℓinst is an important factor to
consider for increasing performance, which justifies the use of my framework to satisfy
throughput requirements.
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Figure 4.10: Left: Plot of the sequence length ℓinst against the symbol latency λsym. Right: Plot of

the sequence length ℓinst against the throughput Tsys. The green stars are based on simulations, while

the black graphs correspond to the timing model. On the right, the maximal theoretical throughput

corresponding to ℓinst → ∞ is given by the horizontal dashed lines.

4.5.6.B Implementation Results

Based on the timing model, at least 64 instances are needed to achieve the required through-
put. As a result of the detailed design space exploration and the advanced hardware archi-
tecture, it is possible to place 64 parallel instances of the CNN model on the board. The
instances are connected by 63 SSMs and MSMs, respectively, to compose a common input
and output stream. The maximal achievable clock frequency for the design is 200 MHz.
Thus, the maximal throughput is given by:

TPmax = Ni · Vp · fclk = 64 · 8 samples · 200 MHz = 102 Gsamples/s ≡ 51 GBd . (4.16)

Based on the framework presented in Sec. 4.5.5.B, the minimal ℓinst to achieve a throughput
of 80 Gsamples/s is determined, which is 7320. Choosing this sequence length results in the
minimal symbol latency of only 17.5 µs, while satisfying the throughput requirements.

In the following, the resource usage of the hardware architecture on the Xilinx XCVU9P
FPGA is shown. In Table 4.1, the utilization of LUTs, FF, DSP, and BRAM after place and
route is given. It can be seen that the resources with the highest utilization are DSPs and
BRAMs. DSPs are utilized for the MAC operation in the convolutional layers, while the
BRAMs are mainly used for splitting and merging the input streams. Increasing the number

Table 4.1: FPGA resource utilization

LUT FF DSP BRAM

% absolute % absolute % absolute % absolute
76.36 902,729 43.04 1,017,742 72.98 4992 74.03 1599
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of instances further to achieve higher utilization results in routing congestion and a lower
clock frequency, eventually reducing the achievable throughput.

4.5.6.C Platform Comparison

In the following, the throughput, latency, and power consumption achieved by the FPGA
implementation are compared to other hardware platforms. As platforms, the Nvidia RTX
2080 Ti high-performance GPU, the Nvidia AGX Xavier embedded GPU, and the Intel Core
i9-9900KF high-performance CPU are selected. For the CPU and the GPU, the batch size
and therefore the Symbols per Batch (SPB) is increased up to the point where the throughput
does not improve further. For the FPGAs, the SPB is fixed by the hardware architecture to
512. For fair comparison, I do not only evaluate the standard PyTorch model on the GPUs,
but also provide results for an optimized GPU implementation. This implementation is based
on the Nvidia library TensorRT, which builds a highly optimized model for faster inference.

Throughput

In Fig. 4.11, the throughput of the different platforms is compared. For similar SPB, FPGA
outperforms the CPU and all GPU implementations by orders of magnitude. For instance,
the FPGA achieves 4500 times higher throughput than the RTX TensorRT model for 400
SPB. It can also be seen that TensorRT highly optimizes the throughput of the CNN models
on GPU. Especially for small batch sizes, the throughput is around one order of magnitude
higher than that of the PyTorch model for both the RTX TensorRT model and the AGX
Tensor RT model. For all implementations, the throughput increases linearly for low SPB
and saturates for high SPB. The FPGA’s throughput is constant over the whole range of SPB
since the parallelization is fixed by the hardware architecture. Thus, parallelization does
not increase with batch size, but each batch is calculated sequentially on the FPGA. The
highest throughput achieved by the conventional platforms is 12 GBd by the RTX TensorRT
implementation. However, even for high SPB, the FPGA outperforms the RTX TensorRT
model by a factor of 10, while the high-performance CPU is outperformed by more than two
orders of magnitude.

Latency

In Fig. 4.12, the latency of the different implementations is compared. It can be seen that
even for low SPB, the latency of the GPUs and CPU is around 5× higher than that of the
FPGAs. This gap increases for higher SPB up to a factor of 52 between the FPGA and the
Nvidia AGX with the TensorRT model. As already seen in the throughput plot, TensorRT
provides improved performance as compared to the default PyTorch model. Specifically, it
decreased the latency of the models by around one order of magnitude.
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Figure 4.12: Comparison of the latency of the CNN-based equalizer, running on GPU, CPU and

FPGA. PT refers to the PyTorch, and TRT refers to the TensorRT models.

Power

Besides throughput and latency, the power of the different implementation approaches is
also compared. For the FPGAs, the power is given by the Vivado power estimation tool,
whereas for the Nvidia RTX GPU and the CPU, the power is measured using the PyJoules
library [123]. For the Nvidia AGX platform, the power is obtained based on the jetson-stats
package [124]. The results are shown in Fig. 4.13. It can be seen that the AGX’s power
consumption is lower than that of the FPGA. Its power consumption is nearly constant up to
106 SPB, and from there on it starts to increase significantly. This is probably caused by the
under-utilization of the GPU for the small CNN topology for low batch sizes. The power
consumption of the FPGA is around 2× higher than that of the Nvidia AGX. For the high
performance CPU and GPU, the power increases up to 93 W and 250 W respectively.
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Summary

In summary, the comparison shows that the FPGA architecture is able to satisfy the data rate
of a high-throughput optical channel. In particular, the FPGA achieves higher throughput
than all other platforms, including the high-performance GPU, even for very high SPB.
The main reason for the superior performance of the FPGAs is the efficient CNN inference
hardware architecture, which is perfectly adapted to the specific CNN topology. In contrast,
the other platforms provide a more general architecture that can also be utilized for other
algorithms and use cases. To conclude, the results show that the FPGA as a platform, in
combination with a hardware architecture based on optimizations across all design layers, can
provide a promising solution for implementing NN-based algorithms for communications.

4.5.7 Real-Time Demonstrator

In the following, we present the integration of our algorithm and hardware architecture
in a real-time FPGA demonstrator. Therefore the optical PAM-2 signal is transmitted at
30 GBd over a 20.56 km long SSMF. The digital signal processing at the receiver includes
clock recovery, NN-based equalization, downsampling, decisioning, and BER calculation.
Furthermore, the demonstrator provides a visualization of the equalization performance on a
monitor in real time.

As an experimental setup, we use the Keysight USPA prototyping platform [125], which
contains an Xilinx XCVU9P FPGA on the transmitter and receiver side, and a 60 GSa/s
Digital-to-Analog Converter (DAC) and Analog-to-Digital Converter (ADC) with 6-bit
resolution. At the transmitter side, a 30 GBd, Non-Return-to-Zero (NRZ), PAM-2 signal
drives the Electro-Absorption Modulator (EAM) to modulate the optical carrier at 1540 nm,
which is provided by an Distributed-Feedback (DFB) laser. The optical signal is then
transmitted over a 20.56 km SSMF to accumulate CD. At the receiver side, the signal is
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Figure 4.14: Picture of the NN-based equalization demonstrator including the transmitter, the optical

fiber channel, the receiver, and a screen showcasing the performance in real time.

detected by a photodiode and amplified by a transimpedance amplifier. Afterwards, the
received signal is sampled by an ADC and processed by the receiver FPGA. The twofold
oversampled received signal is first synchronized to the transmit clock utilizing a feedforward
clock recovery architecture as described in [126]. Afterwards, the signal is equalized using
our high-throughput NN-based equalizer. Finally, we implement the decisioning and BER
tester to evaluate the signal quality and BER. This way, the communication performance
is visualized in real time, and the equalizer’s compensation capabilities are showcased.
Figure 4.14 shows the real-time demonstrator including a screen which illustrates the
functionality of the NN-based equalizer. Before equalization, the two levels of the PAM-
symbols are partly overlapping around the decision threshold due to ISI, which is caused by
CD, and nonlinear distortions. After equalization, the symbols are well separated, leading to
a BER close to zero.

The main purpose of our demonstrator is to illustrate how NN-based equalizers can be
applied to high-throughput optical communication systems. Thus, the demonstrator forms
the basis for the visualization of multiple results of this work and of other novel equal-
ization approaches [127]. To summarize, the demonstrator is another step towards a real
optical communication system featuring NN-based equalizers. It shows that, if imple-
mented efficiently, NN-based algorithms can satisfy the requirements of high-throughput
communication systems while successfully compensating for nonlinear distortions.

4.5.8 Conclusion

In this section, the FPGA implementation of a high-throughput CNN-based equalizer for
optical communications was presented. The implementation is based on optimization across
all design layers, beginning with an extensive design space exploration of the CNN, followed
by a detailed quantization analysis, and culminating in the design of an efficient hardware
architecture. As a result, the high-throughput FPGA implementation of the equalizer
achieves a BER around one order of magnitude lower than that of a conventional linear
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equalizer while meeting the high-throughput requirements of a 40 GBd communication
channel. Further, I presented a framework that optimizes the sequence length per instance to
reduce the equalizer’s latency under given throughput constraints. Finally, I compared the
FPGA hardware implementation to optimized CPU and GPU implementations and showed
that the FPGA achieves a throughput that is three orders of magnitude higher than that of
the high-performance GPU for a similar batch size.

4.6 Trainable NN-Based Equalizer on FPGA

The previous section showed how high-throughput inference of NN-based equalization can
be efficiently performed on FPGA. Besides throughput, key features of next-gen commu-
nication systems include flexibility and adaptability [107]. Those aspects are especially
critical in the context of changing environmental conditions and transmission characteristics.
In general, NN-based systems are well suited to fulfill the strict adaptability requirements.
By retraining or fine-tuning the NN, it can adapt to the changing conditions by updating its
trainable parameters. However, updating the weights and bias of the NN requires complex
algorithms like backpropagation and gradient descent. Performing these algorithms in real
time while meeting the high-throughput constraints is extremely challenging. Moreover,
Sec. 2.3.5 showed that there is a clear lack of previous works focusing on NN training at the
edge using FPGAs in the field of communication systems. Therefore, similar to Sec. 3, this
section focuses on implementing the NN training on the FPGA to adapt to varying channel
conditions, now targeting equalization with emphasis on high throughput. As a first step, it
is shown how an NN-based equalizer can be trained in an unsupervised way, and as a second
step, a high-throughput trainable equalizer on FPGA is presented.

4.6.1 Unsupervised NN-Based Equalization

Commonly, adaptation to changing conditions is based on a huge amount of data, required
to perform supervised training of the NN. This training data needs to be transmitted as pilot
symbols, lowering the net throughput and information rate of the communication system.
To solve this problem, an NN-based channel equalizer is proposed in [128], which utilizes a
Generative Adversarial Network (GAN) to enable unsupervised training. For unsupervised
training, no labels are required; therefore, it can be performed without the overhead of trans-
mitting pilot symbols. However, the GAN approach comes with increased computational
complexity and instability introduced by an additional NN serving as a loss function. In
this section, a similar approach is presented, but instead of using a discriminator NN, the
training of the NN-based equalizer is performed using a novel low-complexity unsupervised
loss function. After initial supervised training, it allows for adaptation to varying channel
conditions, with the advantages of operating in a blind and channel-agnostic way.
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The experiments presented in this section are based on the channel model described in Sec.
4.4, with Lfiber = 30 km and an SNR of 20 dB. For the NN topology, our investigations
showed that a model based on the template presented in Sec. 4.5.2.A with Vp = 1, K = 21,
C = 3, and L = 3 provides sufficient performance. A larger model did not lead to significant
gains in communication performance.

4.6.1.A Loss Function

For training the NN, a two-step approach is used. First, initial training for a channel model
is performed in a PyTorch environment based on supervised MSE loss. In a second step,
retraining of the NN is performed to adapt to varying channel conditions. This retraining
can either be performed with supervised MSE loss or using a custom unsupervised loss
function. The main purpose of the unsupervised loss function is to enable adaptation of the
NN without any pilot symbols, resulting in less overhead and a higher net data rate. Since
the unsupervised loss function does not consider the mapping of the output to the correct
symbol but only operates on the statistics of the channel output, the supervised loss function
is used for initial training. As a first step, it is shown how the unsupervised loss function can
be applied to PAM-2. Subsequently, I propose a way to adapt it to PAM-4.

PAM-2

The unsupervised loss function is comprised of two parts, La(z) and Lb(z). First, a polyno-
mial function p(·) is used to push each of the NN’s outputs to the actual constellation points
A1 and A2:

p(zn) = (zn − A1)2 · (zn − A2)2 . (4.17)

Then La(z) is given as the sum of p(zn) over all outputs zn for a sequence of length N:

La(z) =
N

∑

n=1

p(zn) . (4.18)

As shown in Fig. 4.15, p(zn) has global minima at A1 and A2, which correspond to the
possible input symbols of the transmitted vector x. Thus, the outputs of the NN are
pushed to one of the undistorted symbols by La(z). Hereby La(z) resembles Constant

Modulus Algorithm (CMA)-based equalization [129] (or Radius-Directed Equalization

(RDE) [130] for higher orders), but allows for varying magnitudes of each constellation
point and processes entire sequences while CMA typically operates on individual symbols.

Since the NN is initially trained in a supervised fashion, the channel output zi is mapped
to the actual transmitted symbol xi at the beginning of the unsupervised training. It was
expected that La(z) forces the network to keep zi at the corresponding transmitted symbol xi

even if the channel changes during unsupervised training. However, I observed that during
training, all received symbols z were either pushed to the minimum A1 or to the minimum
A2. Thus, a second loss function Lb(z) is proposed, which forces z to be equally spread
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Figure 4.15: Polynomial function, with minima at constellation points A1 and A2.

between A1 and A2. Therefore, di is defined as the accumulated absolute distance of each
output of one sequence with length N to the constellation point Ai:

di =

N
∑

n=1

|zn − Ai| . (4.19)

Subsequently, the absolute difference of the distances to A1 and A2 is determined, as

Lb(z) = |d1 − d2| . (4.20)

Thus Lb(z) is minimal for d1 = d2, which is the case when all outputs zn are equally
distributed between A1 and A2. Finally, L(z) is calculated as

L(z) = La(z) + µ · Lb(z) , (4.21)

where µ is a weighting factor to balance between La(z) and Lb(z) (µ is set to 4 in our
experiments).

To summarize, the heuristic unsupervised loss function forces the equalizer’s output to be
close to the constellation symbols and equally spread between them. Since the constellation
symbols represent the channel input, the equalizer learns to resemble this input at its output.
Therefore, by unsupervised training, the outputs are prevented from drifting during changing
channel conditions, resulting in an increased communication performance.

PAM-4

In addition to the PAM-2 based loss function, I demonstrate how the unsupervised loss
function can be adapted to higher-order modulation schemes such as PAM-4. The first part
of the loss function La(z) is similar to the PAM-2 example, but with minima at each of the
four constellation points A1, A2, A3, A4:

La(z) =
N

∑

n=1

4
∏

i=1

(zn − Ai)
2 . (4.22)

In contrast, a modification is needed for Lb(z). In particular, the loss is modified to account
for the varying accumulated distance of one constellation symbol to the three remaining
constellation symbols. For more details and further explanation, the interested reader is
referred to [54]. Similar to PAM-2, the final loss is given as the sum of La(z) and Lb(z)
with a weighting factor µ.
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Figure 4.16: Adaptation analysis for PAM-2 (left) with a symbol rate of 25 GBd and PAM-4 (right)

with a symbol rate of 20 GBd. Initial training is performed for Dcd = 17 ps · nm−1 · km−1. CNNsup.

and CNNunsup. are retrained in steps of 1.8 ps · nm−1 · km−1.

As the main purpose of the approach is the adaptation to varying channel conditions, we
evaluate how supervised and unsupervised retraining of the NN-based equalizer improves
the communication performance. The baseline of our analysis corresponds to a CNN that is
trained from scratch for every new channel condition. Further, we give results for a model
that is only trained for the initial channel but not retrained for the changing conditions.
We also show the BER for unsupervised and supervised retraining of the CNN, performed
during the channel variation. Those models are retrained for 500 iterations with a learning
rate of 0.02 with SGD. Moreover, we evaluate the BER of a linear FIR filter with length 283
and a third-order Volterra equalizer with memory M = [35, 17, 9], which have approximately
the same number of parameters as the CNN. The linear filter and the Volterra equalizer
are trained from scratch for each new channel condition to give an upper limit of the
communication performance of those approaches for the respective channel. We select the
fiber dispersion parameter Dcd as a varying channel characteristic. This property of the
optical fiber may change due to temperature, aging effects, and other environmental factors.

The results are shown in Fig. 4.16 for PAM-2 and PAM-4. As expected, for both modulations,
the BER of the CNN increases significantly for high Dcd if no retraining is performed. Espe-
cially the gap to the baseline, which is trained from scratch, grows dramatically. However,
the gap to the baseline can be highly reduced by retraining the model in an unsupervised
fashion. Specifically, it is decreased by a factor of 6 for Dcd = 26 ps · nm−1 · km−1 for
PAM-2, and by a factor of 2 for PAM-4. For PAM-2, the performance of unsupervised
retraining is similar to the supervised one, whereas supervised retraining has a slightly better
performance for PAM-4. This indicates that the unsupervised loss function is well suited for
performing adaptation to varying channel conditions, especially for PAM-2. In contrast to
the supervised loss function, no labeled training data in the form of pilot symbols is required,
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which increases the overall information rate.
In comparison to the classical approaches, the baseline CNN provides lower BER than the
baseline FIR filter and the Volterra equalizer over the whole Dcd range, although the com-
putational complexity is approximately similar. This validates the potential of CNN-based
filters to compensate for nonlinear distortions in fiber optical systems.

4.6.1.C Conclusion

In this section, I presented a novel unsupervised loss function for adaptive NN-based
equalization. To evaluate the adaptation capabilities of the new approach, we simulated
an optical fiber channel with a varying fiber dispersion parameter and showed that the
unsupervised loss function provides similar performance as the supervised MSE loss for
PAM-2, while there is a small gap in BER for PAM-4. This shows that our method
can potentially be used to adapt to varying channel conditions without the overhead of
transmitting pilot symbols for retraining, as is the case for supervised solutions.

4.6.2 High-Throughput Trainable Equalization on FPGA

In this section, a high-throughput FPGA implementation of a trainable neural equalizer is
presented. The NN-based equalizer exploits batch-level parallelism of the convolutional
layer, enabling a custom mapping scheme of two multiplications to a single DSP to achieve
a throughput of 20 GBd while maintaining retraining capabilities.

The experiments presented in this section are based on the channel model described in Sec.
4.4, with Lfiber = 35 km, an SNR of 15 dB, and a data rate of 20 GBd, which represents a re-
alistic scenario with high throughput requirements at the limits of the processing capabilities
of the FPGA. Again, the NN topology is based on the template presented in Sec. 4.5.2.A.
The specific parameters are: Vp = 8, K = 9, C = 4, and L = 2. Experiments showed that
further complexity reduction of the model significantly increased the BER of the system.

4.6.2.A Hardware Architecture

In the following, the FPGA hardware architecture of the CNN-based equalizer is described.
In contrast to many previous works, the implementation does not only include the inference
of the CNN but also the training. This enables retraining of the CNN-based equalizer
for unseen channels and changing channel conditions. The main focus of the hardware
architecture lies on satisfying the high throughput requirements of the optical communication
channel, which is especially challenging due to the high computational complexity of the
backward pass. To reduce the complexity of the hardware implementation, weights, biases,
activations, and gradients are represented as arbitrary-width fixed-point numbers. The exact
integer and fraction bitwidths are determined in a detailed quantization exploration such
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Figure 4.17: Comparison of CNN inference and training.

that neither the training convergence characteristics nor the communication performance is
sacrificed significantly.

Inference and Training Module

In Fig. 4.17, a high-level overview of the CNN inference and training module is shown. The
core of both modules are highly parallelized Conv1D layers. Each layer is connected with
an AXI-Stream interface to allow for pipelined processing with minimal control overhead.
For the training module, forward pass and backward pass are implemented in a pipeline
fashion to balance the lifetime of the feature maps such that the memory footprint is reduced.
Similar to the inference module, the layers of the training module are fully unrolled to
enable high-throughput processing. Further, for the convolutional layer of the inference
module, batch-parallelism and a custom DSP mapping scheme is exploited as described in
the following.

Conv1D Layer Architecture

The hardware architecture of the Conv1D layers is fully parallelized to maximize the
throughput of the implementation. Mathematically, a batched Conv1D layer without bias
term is expressed as:
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(4.23)

where x ∈ RBS×Ic×SL is the input feature map, y ∈ RBS×Oc×SL is the output feature map,
w ∈ RIc×Oc×K are the weights, BS is the batch size, SL is the sequence length, and Φ(·) is the
activation function.
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Figure 4.18: Comparison of default Conv1D and batch-parallel Conv1D architecture. All operations

in the loops are processed in parallel in one clock cycle.

The architecture of the Conv1D layer is parallelized on the level of input channels, output
channels, and on the kernel level. Further, batch-level parallelism is included inside the
Conv1D layer, as shown in Fig. 4.18. Thus, the weights can be reused for each of the BS
samples in one batch. This way, the inputs of each instance are first multiplied and accumu-
lated with the same weight before moving the convolutional kernel forward. Eventually, this
reduces the resource usage, as shown in Sec. 4.6.2.B. Further, including batch parallelism in
the Conv1D layer enables a custom DSP-mapping scheme, as explained in the following.

Custom Conv1D DSP Mapping Scheme

To efficiently utilize the constrained DSP resources of the FPGA, I present a novel approach
to map two signed-unsigned multiplications of a Conv1D layer to a single DSP. As explained
previously, the layer processes BS samples in parallel. Thus, different inputs are multiplied
by the same weight. This allows reusing each weight BS times.

In the following, the approach is illustrated based on the first two multiplications of the
Conv1D layer. In this context, I refer to the first input of the first sample in the batch as x0

and to the first input of the second sample in the batch as x1, both with precision px. The
common weight multiplied by those two inputs is referred to as w with precision pw, and the
results are given by y0 and y1 with precision py. Our goal is to map the two multiplications
x0 · w = y0 and x1 · w = y1 to a single DSP.

Even with the similar operand w, further constraints must be applied to map the operations
efficiently to a single DSP. One important constraint is the datatype of the operands. In the
case of two unsigned operands, inserting pw guard bits between the operands x0 and x1 is
sufficient. Then the first px + pw = py bits of the joint product R correspond to y0 and the

x000...00x10

M1

pxpwpx1

· w

M0

pw

=y0y1

px + pwpx + pw

R

Figure 4.19: Mapping of the two multiplication y0 = x0 · w and y1 = x1 · w to a single DSP. M0

corresponds to the first multiplicand of the DSP, M1 to the second, and R to the product.
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Algorithm 4.1: Mapping two signed-unsigned multiplications to a single DSP
Def: [A|B]: Concatenation of bit vectors A and B.
Def: [Y |X]b ← P: Splits product P into a high part Y and a low part X, each of width b.
Def: SignExtend(v, b): Sign-extend value v to a bit-width of b.
begin

// Sign-extend w and map to M0

M0 ← SignExtend(w, px + pw)
// Construct M1 by concatenating x0 and x1 with pw guard bits

M1 ← [x1 |0pw
| x0]

// Perform multiplication

P← M0 · M1

// Split multiplication result

[y∗1 | y0]px+pw
← P

// Apply correction for negative weight

if w < 0 then y1 ← y∗1 + 1
else y1 ← y∗1

end

second py bits correspond to y1. However, for our application, w is of type signed since it can
also take negative values, while x0 and x1 are of type unsigned for the second Conv1D layer
since it is preceded by a ReLU activation function. This problem is slightly different from
the one considered in [131, 132], where the common operand is of type unsigned. Therefore,
the solution of [131, 132] is not applicable in our case. Another important constraint is the
bitwidth of the operands. The DSPs of the target FPGA feature 18×27 bit multipliers, where
the combined inputs x0 and x1 are mapped to the second multiplicant M1 with a precision
of 27 bits and the weight to the first multiplicant M0 with 18 bits. As shown in Fig. 4.19,
M1 consists of x0 and x1, pw guard bits, and one leading zero. Thus, 2 · px + pw ≤ 26.
Experiments showed that under this constraint, a configuration with 6 bit for the weights and
10 bit for the inputs provides the best performance. In summary, to enable the approach of
mapping two multiplications to one DSP, the following constraints need to be satisfied:

• A common multiplicand w is used in both multiplication

• w is of type signed, while the other operands x0 and x1 are of type unsigned.

• 2 · px + pw ≤ 26

Those constraints can only be satisfied by the second Conv1D layer of the inference module;
thus, our custom mapping scheme is exclusively applied to this block.

Even if the constraints are satisfied, the result of x0 · w potentially influences the result
y1 of the multiplication x1 · w. In the case of w ≥ 0, y0 is sign-extended with zeros since
Sign(w) = 0 and Sign(x0) = 0. Thus, no overflow is propagated into the calculation of y1.
However, when w < 0, Sign(w) = 1 and Sign(y0) = 1. Thus, y0 is sign-extended with ones,
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Figure 4.20: Parallelism of the training and the inference modules.

which are added to the calculation of y1. Therefore,

∆y1 = y1 − y∗1 = 111...1112 = −110 , (4.24)

where ∆y1 as the difference between the correct result y1 and the DSP output y∗1. Thus, to
determine the correct result y1, 1 needs to be added to y∗1. All required steps are summarized
in Alg. 4.1.

Parallelism of the Inference and Training Module

As shown in Fig. 4.17, the CNN training is much more complex than the inference since, in
addition to the forward pass, the loss function, the backward pass, and the weight update
need to be implemented. Further, a higher bitwidth of around 24 bit is necessary as the values
of the gradients are usually close to 0, requiring high fractional precision. Therefore, the
resource consumption of the FPGA is much larger for the training module as compared to
the inference module with similar parallelism. Thus, in the hardware architecture, a separate
BS is used for inference and training, referred to as BSI and BST respectively. In particular,
BSI is increased by exploiting the batch-level parallelism in the convolutional layer, while
BST is increased by using multiple training modules, as shown in Fig. 4.20. This way,
by increasing BSI while keeping BST small, high throughput for the inference is achieved,
while enabling training of the CNN, even on resource-constrained platforms like FPGAs.
It is worth mentioning that in the case of a small BST, the training is only performed on a
subset of the complete input sequence and not all symbols are used for training, however in
Sec. 4.6.2.B I show that stable convergence can be achieved with a low BST.

4.6.2.B Results

In this section, the Conv1D hardware architecture is analyzed, the equalizer implementation
is evaluated for a high-throughput optical fiber channel, and the FPGA implementation is
compared to state of the art and to an embedded GPU implementation.
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Figure 4.21: LUT (left) and DSP (right) utilization of the different Conv1D layer architectures on the

Xilinx XCVU13P for the default Conv1D layer (convdef), the batch-parallel Conv1D layer (convbp),

and the Conv1D layer with custom DSP mapping (convmap).

Conv1D Hardware Architecture Analysis

In the following, it is analyzed how three different hardware architectures of the Conv1D
layer influence the resource utilization on FPGA. The first, commonly used architecture
convdef exploits the parallelism of the convolutional layer in terms of input channels, output
channels, and on the kernel level. In this case, batch-level parallelism is introduced by
instantiating a Conv1D instance for each sample in a batch. The second architecture convbp

includes the batch-parallelism inside the Conv1D layer, as described in Sec. 4.6.2.A. The
third architecture convmap is the same as convbp, extended by the custom DSP-mapping
scheme. In Fig. 4.21, the utilization of LUT and DSP resources after synthesis is shown
for the different architectures. Since the custom mapping scheme can only be exploited
by the inference module, BST is set to 1 and BSI is increased until the resources are fully
utilized. It can be seen that there is only a minor difference in the LUT usage up to BSI = 40.
Starting from BSI = 48, the LUT resource consumption of convdef and convbp increase
significantly, while it grows only slightly for convmap. The reason for this becomes clear
when considering the DSP utilization in Fig. 4.21. The DSP utilization of convdef and convbp

increase linearly with BSI with a similar slope. In contrast, the slope of convmap is much
smaller since in this case the multiplications of two instances are mapped to a single DSP.
Therefore, the DSP resources of convdef and convbp are already fully utilized starting from
BSI = 40. For that reason, Vivado maps the remaining multiplications to LUTs, which
explains the sharp increase seen in Fig. 4.21. In summary, the analysis shows that due to the
optimized Conv1D layer architecture and the custom mapping scheme, the available DSP
resources can be used much more efficiently. This leads to a lower LUT utilization, a high
number of implementable instances, and eventually increases the throughput achievable by
the CNN hardware implementation.
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Convergence Behavior

To evaluate the performance and convergence behavior of the hardware architecture, different
hardware configurations are trained for the described channel model. The main goal of this
analysis is to investigate the influence of the Sequence Length (SL) (training symbols per
weight update) and the number of training instances on the convergence time for an unseen
channel. Further, the convergence behavior of the CNN is compared to that of a classical
linear FIR filter with approximately the same complexity. The different configurations are
implemented on the Xilinx XCVU13P with a clock frequency of 150 MHz.

In Fig. 4.22, the result of this analysis is shown. The learning rate is set to 0.001 for all
CNN configurations since a higher learning rate causes unstable behavior and a lower one
increases the training time. For the FIR filter, the learning rate could be increased to 0.2.
The convergence time tconv is defined as the training time required to achieve a BER below
the FEC threshold of 2.7 · 10−2, which corresponds to a Low-Density Parity-Check (LDPC)
code with 20 % overhead [133]. When comparing configurations a) and b), it can be seen
how the SL influences the convergence behavior. For the configuration with the largest SL
of 512, the models eventually converge to the FEC threshold, with a mean convergence
time of 0.320 ms. With a higher SL, as shown for configuration b), the training becomes
more unstable and the FEC threshold can not be reached. The results of using a different
number of training instances BST can be seen when comparing configurations c) and d).
When using two training instances, as in c), each training instance performs a weight update
based on the same initial weights. Therefore, a similar behavior as for the configuration with
one training instance can be observed, although the SL is much smaller. However, further
increasing BST results in unstable convergence, as shown for configuration d). Due to the
parallel structure of the hardware architecture, the weight updates of all training instances
are based on the same initial weights. Thus, each training instance updates the weights
with a gradient pointing in a similar direction, resulting in a larger step size and unstable
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convergence. Experiments showed that even a lower learning rate can not compensate for
this effect. To summarize, the fastest stable convergence is achieved by the configuration c)
with two training instances and a SL of 256, resulting in a convergence time of 0.192 ms.

When comparing the CNN-based solution to the classical FIR filter, it becomes clear that
the linear filter provides much faster convergence. It already achieves the FEC threshold
after 0.088 ms, which is approximately two times faster than the best CNN configuration.
The faster convergence can be attributed to the fact that the learning rate can be set much
higher for the linear filter. This is the case due to the convex loss surface of the linear
filter with a single global optimum that can be efficiently determined by gradient descent.
In contrast, the CNN has a non-convex loss landscape due to its inherent nonlinearities,
which complicates the training process. However, on the other side, the nonlinearity of
the CNN enables compensation of nonlinear distortions, which eventually results in BERs
significantly lower than that of the FIR filter, which is only able to mitigate linear channel
effects. Thus, the analysis reveals a trade-off between low convergence time and achievable
BER.

Comparison to Embedded GPU

In Tab. 4.2, the FPGA implementation results of the two configurations achieving stable
convergence are given and compared to the same CNN running on the embedded GPU
Jetson AGX Xavier. For the GPU, it is not possible to process the CNN simultaneously in
training and inference mode while keeping the weights synchronized. Thus, the model is
either set to inference mode or to training mode, where BSI corresponds to the inference
batch size and BST corresponds to the training batch size. For the FPGA, the BS required
to achieve the throughput of 20 GBd with a clock frequency of 150 MHz is BS = 34, thus
BSI + BST ≥ 34.

In Tab. 4.2, it can be seen that increasing BST from 1 to 2 for the FPGA, increases the
LUT utilization by 15 %, which shows that the computational complexity of the training
module is much higher as compared to the inference module. This validates the approach
of using a distinct inference module with high parallelism, since satisfying the throughput

Table 4.2: Hardware implementation results

Platform BSI BST TPsym (GBd) tconv (ms) LUT (%) DSP (%)

FPGA
33 1 20 0.320 25.18 54.87
32 2 20 0.192 40.47 57.46

GPU

34 0 2.6 · 10−2 —

CNN
mode:

Inference
0 34 4.7 · 10−3 910 Training

8192 0 7.4 · 10−1 — Inference
0 8192 1.9 · 10−1 3500 Training
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requirements with training modules only would not be feasible. Further, the high throughput
is enabled by the custom DSP mapping scheme. With the other Conv1D architectures of
Sec. 4.6.2.B, the design becomes unrouteable due to high utilization and congestion.

For the GPU the batch size is set to 34, which is the same as for the FPGA, and to 8192,
which is the batch size where the throughput of the GPU starts to saturate. It can be seen that
even if the model runs in inference mode, without including training, the highest achievable
throughput is only 0.19 GBd. This is two orders of magnitude lower than that of the FPGA,
which indicates that it is not feasible to satisfy the throughput requirements of 20 GBd with
conventional platforms. Due to the lower throughput, the convergence time tconv is orders of
magnitude higher than that of the FPGA. It lies in the order of seconds, which is too high for
most communication scenarios. For instance, PON requires a reconfiguration capacity in the
order of µs [134], while a 2 GHz wireless channel with a receiver velocity of 108 km · h−1

has a coherence time of 2.5 ms [135].

In summary, it can be seen that the custom FPGA architecture is much better suited for
the application of high-throughput CNN-based equalization than a general-purpose GPU.
This can be attributed to the fact that GPUs are well-suited for the processing of large
NNs. In contrast, the computational resources can not be utilized efficiently for NNs of low
complexity. In this case, a customized hardware architecture provides much better results.

Comparison to State of the Art

In this section, the hardware architecture is compared to other state-of-the-art NN training
FPGA implementations introduced in Sec. 2.3.5. Similarly to the comparison of Sec. 3.5.5.C,
some works were omitted due to missing power consumption data [78, 79], targeting of
FPGA clusters [75], and the use of different optimization algorithms [80]. Since there are
still large variations in the remaining works (NN topology, target platform, requirements,
etc.), the comparison mainly focuses on the GOPS and on the efficiency η given as GOPS/W.
Further, the throughput in terms of Mpixel/s is given as a measurement of how many input

Table 4.3: Comparison to state of the art

fclk (MHz) BS GOPS Pdyn (W) ηE (GOPS/W) TP (Mpixel/s)

[74] 200 128 713.1 13.5 52.8 1.2
[81] 100 128 23.9 7.7 3.1 0.08
[76] 240 40 237.4 34.0 7.0 1.6
[77] 200 16 40.0 14.2 2.8 3.6
[82] 100 1 2.7 0.7 4.1 30.0

Ours 150 34 921.1 22.4 41.2 20,000

GOPS and ηE are calculated based on the NN architecture and the given throughput or
latency.Note that the values given here might differ from the ones reported in the papers since
in this thesis a MAC operation is counted as a single operation.
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pixels can be processed per unit time. This allows us to compare the throughput of the
1D-CNN to the two-dimensional CNN architectures of the related works. In this context, for
the 1D-CNN, each input symbol corresponds to a single pixel.

It is important to note that these comparative results should be viewed with caution, as a com-
pletely fair comparison is challenging due to large variations in the underlying applications
and NN topologies.

Due to the efficient hardware architecture, the approach presented in this work achieves
the highest performance of 921.1 GOPS as shown in Tab. 4.3, surpassing the second-best
result [76] by a factor of 1.3. In terms of energy efficiency, [76] outperforms my solution
with 52.8 GOPS/W vs. 41.2 GOPS/W.

The main target of this work is to achieve a high symbol throughput of 20 GBd, which
is expressed as pixel/s in the table. From the results, it becomes clear that the solution
presented here outperforms the related works by orders of magnitude regarding this metric.
This can mainly be attributed to the low-complexity NN topology, which enables the high
GOPS to be directly reflected in high pixel/s. In contrast, for more complex topologies such
as the one presented in [76], even high GOPS results in low pixel throughput since many
operations are required to process a single input.

In summary, the huge variety of different works makes it challenging to provide a fair
comparison; however, it becomes clear that our work achieves comparable or even superior
performance to state-of-the-art hardware accelerators. In particular, for the application of
high-throughput equalization, the presented approach fills a gap regarding trainable NN
FPGA implementations.

4.6.2.C Conclusion

In this section, I presented an optimized high-throughput FPGA implementation of a NN-
based equalizer for communications. The hardware architecture exploits batch-level paral-
lelism in the convolutional layer to enable a custom mapping scheme of two multiplications
to a single DSP and provides a variable DOP for the NN inference and the training. The
performance of the implementation is demonstrated for an optical fiber IM/DD channel
with a data rate of 20 GBd. It is shown that this approach satisfies the high throughput
requirements while allowing for adaptation to different channel conditions by training the
NN on the FPGA, which is validated by a detailed convergence analysis. Further, results
show that the FPGA implementation outperforms an embedded GPU in terms of throughput
and provides state-of-the-art performance in terms of energy efficiency as compared to other
NN training FPGA implementations. To summarize, the work presented here provides
a foundation towards CNN-based equalization on FPGA, which is a crucial step for the
development of flexible, high-throughput, next-generation communication systems.





Chapter 5

Towards Neural-Network-Based Edge

Processing

While this thesis primarily focuses on FPGA implementation of AI-based algorithms for
communication systems, this section extends the scope to explore NN-based edge processing
in broader application domains. Although not directly focused on communication systems,
these cases exemplify the broader importance of efficient local data processing at network
edges. In modern communication systems, reducing the need to transmit raw data to
centralized servers is increasingly critical, as it minimizes latency, reduces bandwidth, and
addresses privacy concerns. NNs deployed at the edge enable intelligent decision-making
locally, a capability that is essential for real-time applications in diverse fields such as
wearable medical devices and industrial monitoring systems. However, these applications
face challenges similar to those in communication systems, including limited computational
resources, power efficiency, and the need for hardware-constrained optimizations.

This section focuses on two relevant use cases: hardware-aware NAS for atrial fibrillation
detection in wearable devices, and NN-based anomaly detection for industrial pumps.
Both scenarios demonstrate the growing importance of edge processing in reducing data
transmission requirements while maintaining high detection performance. Although these
case studies extend beyond traditional communication systems, they exemplify how edge
intelligence transforms the traditional client-server communication model into a more
distributed and efficient architecture, where only relevant, processed information needs to be
transmitted.



96 Towards NN-Based Edge Processing

5.1 Hardware-Aware Neural Architecture Search

for Atrial Fibrillation Detection at the Edge

As a first application of NN-based edge processing, a hardware-aware NAS for arrhythmia
detection is presented. In general, the efficient FPGA implementation of NNs is associated
with several design layers, as illustrated in Fig. 1.3 of Sec. 1.2.1. Those design layers can be
categorized into application, algorithm, and hardware. At the topmost level, the application
provides requirements and constraints, followed by the algorithm which corresponds to a
NN topology. The hardware layer describes a hardware architecture, which is implemented
on the target platform, characterized by its available resources and properties. All design
layers introduce a large number of design choices as well as interdependencies, which make
complete exploration hardly feasible, especially when performed manually. Thus, we present
an automatic exploration approach covering constraints and properties from the application
layer down to the hardware platform. Based on a hardware architecture template, we derive
models for predicting runtime, power, and energy consumption for a given NN topology.
Those models are included in the NAS of the algorithmic layer to build a bridge between the
algorithm and the hardware. This way, the NAS features hardware awareness and performs
cross-layer optimization. In summary, the hardware-aware NAS spans a bridge from the
application down to the platform layer, which allows a fully automatic design flow for
optimized implementations. The methodology is implemented in the Holistic Auto Machine

Learning for FPGAs (HALF) framework, which comprises a hardware-aware evolutionary
NAS and an FPGA implementation framework. We demonstrate the efficiency of our
approach in a case study on energy-efficient FPGA implementations for atrial fibrillation
detection using a dataset provided by the Charité in Berlin.

The work of this section was performed in close collaboration with Fraunhofer ITWM.
Fraunhofer ITWM’s main focus was the hardware-aware NAS itself, while we, as RPTU,
designed the hardware architecture, the hardware implementation framework, and provided
the models to describe the characteristics of the hardware.

5.1.1 Related Work

Instead of manually designing NN topologies, NAS describes methods that automatically ex-
plore the search space spanned by NNs architectures. Among the most successful techniques
are gradient-based, evolutionary, and RL-based methods.

In recent years, multiple RL-based methods have been coupled with hardware awareness
to find optimal NN topologies for different target platforms. [136] introduced NAHAS,
which jointly optimizes neural architectures and hardware accelerator configurations. Unlike
prior approaches, NAHAS enables full co-optimization. The authors showed that this
approach of joint search consistently outperforms sequential optimization of hardware and
architecture. Another co-exploration framework based on RL was introduced in [137]. The
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framework uses fast exploration to quickly evaluate hardware efficiency without training,
followed by slower exploration to maximize both accuracy and hardware utilization through
reinforcement learning.

The most prominent gradient-based NAS method is Differentiable Architecture Search

(DARTS) [138], which searches for subgraphs in a larger, differentiable supergraph. [139] in-
troduced hardware awareness to DARTS by adding the measured inference latency of mobile
phones as lookup tables into the search space. The authors of [140] used a similar DARTS
setup but for FPGAs, modeling the latencies as functions of the topology hyperparameters.
They estimated a reduction in search time of over 2 orders of magnitude compared to a
similar, RL-based setup [141]. In 2019, [142] introduced ProxylessNAS, which addresses
the large memory footprint of DARTS by using path binarization to enable NAS without any
proxy tasks. Further, by incorporating hardware metrics like latency into the search objec-
tives, ProxylessNAS can generate specialized architectures for different hardware platforms.
However, [142] uses per-layer hardware metrics and linear approximation for end-to-end
performance, which may fail to accurately predict the performance on the target hardware.
To solve this problem, [143] proposes EH-DNAS, which learns a differentiable function
to approximate the hardware performance on a given platform, enabling more accurate
estimation of end-to-end metrics. Another DARTS-based NAS approach is MDARTS [144]
that jointly optimizes accuracy (Quality of Results (QoR)) and hardware constraints (QoS).
The authors incorporate a separation loss and enforce lower bounds on QoS, to prevent
degenerated architectures while achieving competitive accuracy. In 2023, [145] proposed
LightNAS, a two-stage framework that enables hardware-aware NAS. In the first stage,
LightNAS searches for macro architectures with competitive accuracy while strictly sat-
isfying the required latency constraint. After that, in the second stage, a cheap proxy is
introduced that explores different micro configurations of the architectures found in the first
stage. Unlike previous approaches that require multiple search runs to tune hyperparameters,
LightNAS only requires a single search.

In contrast to most differentiable methods, evolutionary algorithms are more flexible since
they neither require a supergraph nor a continuous or differentiable solution space. Instead,
evolutionary algorithms use an encoding to describe the structure of the NNs, which enables
biological-inspired concepts like crossover [146] and aging [147]. Similar to RL-based
methods, most evolutionary algorithms require enormous computational resources, often
in the range of thousands of GPU days. Further, they mostly tackle single-objective opti-
mization problems. Therefore, in [148], the LEMONADE algorithm was proposed, which
uses network morphisms to avoid training from scratch while enabling joint optimization of
several objectives. As another step, [149] introduced HW-EvRSNAS, which adds hardware
awareness to an evolutionary NAS by finding architectures with similar performance as a ref-
erence model. Unlike previous approaches that use computationally expensive performance
evaluations, they employ an efficient proxy metric to guide the search toward architectures
satisfying hardware constraints.
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Figure 5.1: Components of the HALF framework

Similarly, the hardware-aware NAS approach presented in this work is based on evolutionary
algorithms. In particular, the selection strategy is based on the LEMONADE algorithm.
Further, computationally cheap and expensive objectives are distinguished to evaluate cheap
objectives first, as presented in [148] and [137]. In contrast to most previous works, we
not only include latency as a hardware metric in our NAS but also focus on searching for
optimized architectures regarding power and energy. Furthermore, we couple our NAS with
an automatic hardware implementation framework for FPGAs. This way, we can generate
efficient FPGA hardware architectures in a fully automated manner, which are optimized for
various objectives such as latency, power, or energy.

5.1.2 HALF Framework

The HALF framework is comprised of two main components: the hardware-aware NAS
and the FPGA implementation framework, as shown in Fig. 5.1. The inputs are a dataset
and requirements, specified in terms of application-level and hardware-level constraints and
optimization objectives. The output is a hardware configuration for the selected FPGA plat-
form that satisfies the requirements. HALF generates the output automatically, significantly
accelerating the deployment of NNs on FPGAs. In particular, the hardware-aware NAS
speeds up the design process by reducing the number of potential NN that are evaluated on
FPGA. Further, the automatic hardware generation and implementation greatly decrease the
time required for hardware design.

5.1.2.A Neural Architecture Search

The evolutionary NAS was primarily developed by our partners at Fraunhofer ITWM;
nevertheless, for the sake of completeness, we provide a brief overview of it in this section.
Further details about the NAS are provided in the dissertation of Dominik Loroch of
Fraunhofer ITWM.
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In general, the NAS is the first component in the HALF framework, generating optimized
NN topologies for the implementation framework. The NAS is highly flexible, as it is
based on evolutionary algorithms that can process both differentiable and non-differentiable
objectives. In particular, it is based on an evolutionary algorithm proposed by [150], which
boosts the search via the concept of dormant genes. For the selection strategy, a Bayesian-
based method is used similar to that of [148], which explores the Pareto Frontier of NN
candidates efficiently in a two-step procedure. First, the Pareto set is updated by evaluating
computationally cheap objectives for children sampled from the less explored regions of the
search space. Second, another round of sampling is performed on the intermediate Pareto
set, where computationally expensive objectives (e.g., accuracy) are determined for selected
individuals only, to prevent costly calculations for bad candidates. Finally, the Pareto frontier
is updated with the fully evaluated topologies. In contrast to [148], the NAS does not
use network morphism since it limits the range of mutation operations. Instead, the large
training workload is handled by a dynamic workload scheduler, which leverages parallel
processing on High-Performance Computing (HPC) systems. Further, hardware awareness
is incorporated via the search space and the optimization objectives. The search space is
constrained to layers included in the hardware library; thus, the models from the NAS are
guaranteed to be mappable to the device. This encompasses aspects like layer types and valid
hyperparameter combinations, but also the quantization of the inputs, weights, and feature
maps. The second dimension of hardware awareness is introduced by the optimization
objectives, described in Sec. 5.1.2.C. Before passing the selected topology with its trained
weights to the hardware implementation framework, preprocessing and tuning techniques
such as batchnorm folding are applied to further compress the model.

5.1.2.B FPGA Implementation Framework

The FPGA implementation framework comprises a hardware generator, a custom hardware
library, a profiler, a software library, and a hardware-software implementation step. The
hardware generator produces a hardware implementation of the NN using components from
the hardware library, based on the pipelined hardware architecture described in Sec. 2.3.3.
Using Xilinx Vivado HLS, the framework generates an IP core from the NN topology, which
is based on the layers of the hardware library. The model weights are integrated into the
IP core since only on-chip memory is used for model storage. Additionally, interfaces
for communication with external memory and FIFO buffers for connecting the elements
are instantiated. Further, based on the application requirements, the hardware generator
calculates parallelization factors for each layer constrained by the available resources of the
target platform. While the precision of weights and activations is provided by the NAS, the
quantization for the internal accumulators is determined by profiling. The profiler identifies
the optimal range and precision for all accumulators in the hardware and sets the precision
accordingly. Finally, in the hardware-software implementation step, Xilinx Vivado Design
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Suite is used to generate a bitstream for the FPGA. Additionally, the software that transfers
the data to the FPGA and controls the IP core is compiled for the CPU of the board.

5.1.2.C Hardware-Aware Objective Functions

To enable hardware-aware NAS, we develop models of specific hardware metrics, which are
included as objectives and constraints in the topology search. We choose runtime, power,
and energy as the hardware-aware objectives and model them as functions of the topology
and FPGA parameters. The total runtime is modeled by:

Ttotal = max
i=1,...,N

(

Tfill,i + Tcalc,i
)

, (5.1)

where Tfill,i is the time required to fill the pipeline of layer i and Tcalc,i is the time needed
by layer i for processing a complete sample once the pipeline is filled. For our hardware
architecture, the slowest layer dominates the total runtime since a separate hardware module
is instantiated for each layer, resulting in a fully pipelined design. The time for processing
Tcalc,i can be determined by the layer type, the hardware architecture, the layer’s hyperparam-
eters, and the unrolling factor DOPi. In contrast, Tfill,i depends on the previous layers and is
given by Tfill,i = nfill,i · pi−1, where nfill,i gives the number of values to fill the pipeline and pi−1

is the output period of the previous layer corresponding to the time between two consecutive
outputs. In this context, pi is derived recursively. For the first layer pi = max

(

nin,i, Tout,i
)

.
Here, nin,i is the number of input values required by layer i to produce a single output, and
Tout,i is the processing time layer i requires to produce a single output. Again, we take
the maximum of those metrics since reading and processing are pipelined in our hardware
architecture. This timing model assumes no stalling due to full buffers after the slowest layer,
which is ensured by sufficiently large FIFOs between the layers.

As a second hardware-aware objective, we estimate the model-dependent power consumption
of our hardware architecture, which can eventually be utilized to determine the energy
consumption as the product of runtime and power. The total power consumption is given by:

Ptotal = Pmem + Pboard + Pstat + Pdyn . (5.2)

Pmem is the power from off-chip memory transactions, which is nearly independent of the
NN topology because all the weights and activations are kept on the chip in our architecture.
The size of the input sample, however, does influence Pmem, but since we assume that an
input is always read completely, Pmem is independent of the NN structure and can therefore
be excluded from the power model. We refer to the power of external components, interfaces,
and peripherals of the hardware platform as Pboard, which is also topology-agnostic and
therefore does not need to be included in the power model of the NN topology. In contrast,
Pstat and Pdyn, which correspond to the static and dynamic power consumption of the FPGA
hardware architecture, depend significantly on the NN topology. We model Pstat based on
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the static power consumption of each layer when implemented fully sequentially, multiplied
by the corresponding unrolling factor DOPi:

Pstat =

N
∑

i=1

DOPi · Pstat,i . (5.3)

Pdyn can be estimated in a similar way with a slight modification:

Pdyn =

N
∑

i=1

DOPi ·
Ta,i

Ttotal
· Pcalc,i , (5.4)

where Ta,i gives the time a layer is actively computing, corresponding to the total number of
outputs of this layer multiplied by the time required to produce a single output. Finally, the
model-dependent power is given as:

Pmodel =

N
∑

i=1

(

DOPi · Pstat,i + DOPi ·
Ta,i

Ttotal
· Pcalc,i

)

. (5.5)

In general, the power can be minimized by using no unrolling (min DOPi∀i ∈ N), increasing
the total runtime, limited by timing-related application requirements.

The total energy is modeled as the product of the total power and the total runtime

Etotal = Ttotal · Ptotal

= Ttotal · Pmem + Ttotal · Pboard +

N
∑

i=1

(

DOPi · Ttotal · Pstat,i + DOPi · Ta,i · Pcalc,i
)

.
(5.6)

At first glance, minimizing DOPi seems to be the best strategy to minimize the energy.
However, since high DOPi reduces both Ttotal and Ta,i while Pmem as well as Pboard are
constant, high unrolling factors reduce the total energy consumption.

Although the absolute values derived from our power and energy models may deviate slightly
from physical measurements, they accurately capture the relative differences between varying
topologies. This precision is sufficient for our optimization process, where the primary
objective is to correctly rank architectural candidates rather than to predict exact absolute
values.

5.1.3 Results

In collaboration with Fraunhofer ITWM, the effectiveness of our methodology is evaluated on
the task of a binary classification for Electrocardiogram (ECG)-based arrhythmia detection.
The dataset, provided by the university hospital Charité in Berlin, contains 16,000 samples,
with 2 channels and a length of 60,000 each with an equal amount of positive and negative
samples. The performance is measured using detection and false alarm rate, where we define
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requirements of 90 % and 20 %, respectively. The NAS is performed on four Nvidia Titan X
GPUs for 100 generations with 20 children per generation. The search space is spanned by
depth-wise separable convolutional layers with 60 different hyperparameter configurations
and max pooling layers with 4 different strides. The last layers are constrained to global
average pooling followed by a fully-connected layer. The depth of the topology is selected
by the NAS but restricted between 2 and 15 layers. The optimization objectives are power,
energy, and runtime, each with and without unrolling.

5.1.3.A Influence of NAS Objectives on the Topology

In this section, we show how different objectives influence the NN topology derived by the
NAS. In general, the objectives of our hardware-aware NAS are low power, low energy,
and low runtime. Each of those objectives can be further adjusted by setting the desired
DOP to min or max, according to the application requirements. The min DOP case is
applied whenever the hardware resources are relatively low compared to the size of the NN,
so full unrolling is not feasible. Theoretically, this would result in 6 different objectives.
However, experiments showed that minimizing either energy consumption or runtime results
in identical topologies since reducing runtime is the most effective way to decrease total
energy consumption, as described in Sec. 5.1.2.C. Further, the objective low power with
max DOP is excluded since it leads to inherently sequential topologies which can hardly be
unrolled by design. This results in the three objectives: low power & min DOP, low energy
& min DOP, and low energy & max DOP.

In Tab. 5.1, it can be seen that hardware implementations of the NAS-based topologies
actually perform best for their target objective. The lowest energy consumption is achieved
by the low energy & max DOP objective, while the lowest power is consumed by the low
power & min DOP objective. This shows that the NN topology has a significant impact on
the final hardware results and that the hardware-aware NAS is able to provide topologies
optimized for the specific metric.

Fig. 5.2 shows that the three topologies have meaningful differences in their structure. For
the first two models, both optimized for energy, the search converged to a very similar
solution. Especially the first layers are identical, and the position of the striding layers is
the same. A parent-child relation in terms of evolution is ruled out since we selected both
models from two different experiments. The key difference comes from the third convolution

Table 5.1: Power and energy measurements using different objectives and resulting topologies.

NAS Objective Ptotal (W) Etotal (J)

low energy & max DOP 8.22 1.70
low energy & min DOP 4.46 841
low power & min DOP 4.40 3120
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Figure 5.2: Comparison of topologies derived from different optimization objectives. The feature

map dimensions are given next to the arrows. The first value corresponds to the number of channels,

and the second one to the sequence length. For the depthwise separable convolutional layers, we

denote the kernel size by K and the stride by S.

layer, which becomes the bottleneck in the min DOP case, which it is not for max DOP.
The second model uses a kernel size of one here, which reduces the latency of the entire
pipeline significantly, resulting in higher energy efficiency, although it has twice as many
trainable parameters. The third topology is less deep than the energy-optimized models since
shallower topologies require fewer hardware resources, as an individual hardware module is
instantiated for each layer. The bottleneck layer is the third convolution, with double the
runtime of the next slowest layer. This imposes a high idle time on the non-bottleneck layers,
which results in lower power consumption, although the model has almost three times as
many parameters as the first one. In summary, the comparison shows that not only the size
of the model but also its structure determines the hardware performance. The NAS is able to
exploit those model structures to optimize for the respective objective.

5.1.3.B Efficiency of Holistic Methodology

To demonstrate the efficiency of our holistic approach, we present solutions for three different
domains, namely low power, low energy, and high throughput, with optimizations applied
on all design levels from the NAS down to the FPGA platform, as shown in Tab. 5.2.
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Table 5.2: Comparison of FPGA implementations for various domains.

Device
fclk Batch TPsample Ptotal Etotal

(MHz) Size (samples/s) (W) (J)

Pynq-Z1 0.5 1 2.1 1.9 9.1 · 10−1

Ultra96-V2 333 4 4.8 · 105 8.22 1.7 · 10−5

ZCU102 322 16 1.6 · 106 33.9 2.1 · 10−5

Jetson AGX 1377 1024 7.7 · 104 21.1 2.7 · 10−4

These distinct scenarios were chosen to validate the adaptability of our method across
the full spectrum of edge computing constraints, ranging from battery-limited devices
to performance-critical real-time processing. In each case, the target platform is selected
according to the optimization goal. Additionally, we show results for the low energy topology
implemented on the Nvidia Jetson AGX Xavier embedded GPU, optimized using TensorRT.

For the low power domain, the NAS searched for a topology that exhibits the lowest power
with a DOP of one (low P, min DOP). Subsequently, the hardware implementation framework
instantiated only a single instance of the model implemented with the lowest frequency that
satisfies real-time requirements. Although the NAS includes separate objectives for low
energy and high throughput, we observe that the best model for both cases is similar. The
hardware implementation step for this model targets different platforms but uses identical
strategies: the highest achievable clock frequency and maximal number of instances with
maximal DOP. Tab. Table 5.2 demonstrates that each implementation achieves the best
results in the targeted domain. The FPGA designs outperform the embedded GPU imple-
mentation regarding all shown metrics, although the GPU has a higher frequency, larger
batch size, and a model optimized with TensorRT.

5.1.4 Conclusion

In this chapter, we presented a cross-layer optimization methodology, which allows searching
for NNs optimized for hardware implementation. The methodology is based on a hardware-
aware NAS coupled with a parametrizable hardware template. We implemented this approach
in an automatic framework and demonstrated its performance by comparing power and
energy for NN models optimized for different objectives. The objectives affected the structure
of the generated networks meaningfully so that the implementations outperformed each
other in their respective optimization target. Additionally, we exploited the full potential
of our framework by automatically applying hardware-related optimizations that further
tune the model, depending on the target platform. Considering every design aspect of the
hardware implementation, we targeted different domains and showed significant differences
in the hardware metrics for a real-world application scenario of atrial fibrillation detection,
outperforming the Nvidia Jetson AGX in throughput, power, and energy consumption.
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5.2 CNN-Based Anomaly Detection of Industrial Pumps

This section covers another use case of NN-based edge processing, which is anomaly
detection of industrial pumps. Industrial pumps are essential components in sectors ranging
from manufacturing and power generation to water treatment and chemical processing. The
failure of a pump can lead to significant downtime, increased maintenance costs, and even
catastrophic system breakdowns, posing substantial financial and safety risks. Therefore,
ensuring the reliable operation of pumps is crucial for both economic and safety reasons.

Anomaly detection describes the process of identifying unusual patterns or outliers in data
that do not conform to expected behavior. For industrial pumps, anomaly detection can
be applied to the vibration data of the pump captured by an acceleration sensor. This
way, potential faults and malfunctions can be identified at an early stage, enabling timely
intervention and preventing unexpected failures.

Vibration analysis is a well-established method for monitoring the health of rotating ma-
chinery, including pumps [151, 152]. Changes in vibration patterns can indicate various
issues such as imbalance, misalignment, and other mechanical problems. Traditionally, the
algorithms used for anomaly detection can be categorized into statistical methods [153, Chap-
ter 4.1.1] and classical machine learning methods like k-nearest-neighbors [154, 155] or
Support Vector Machines (SVMs) [156]. Additionally, with the rise of deep learning, NN-
based methods have become increasingly popular for anomaly detection in recent years [157].
However, those algorithms face similar challenges as discussed in Sec. 1.2 when imple-
mented on resource-constrained devices. Thus, in this section, I present a low-complexity
algorithm for NN-based anomaly detection of pump vibration data, developed through
extensive design space exploration.

Since the dataset consists of multiple pumps with varying characteristics, one goal of this
work is to provide an algorithm that can be easily fine-tuned for different pumps. This
challenge is further complicated by the fact that only normal samples are available for
fine-tuning, as newly manufactured pumps are assumed to operate normally. Therefore, an
NN architecture, referred to as Enhanced CNN (ECNN), is designed, which includes an
adaptable parameter that can be adjusted to each pump individually without retraining the
complete NN. Further, I present an algorithm to estimate this pump-specific parameter based
on normal samples only. Moreover, it is demonstrated that this approach provides much
better performance than a conventional non-adjustable CNN. Finally, it is shown how the
ECNN can be combined with a threshold approach to achieve even higher accuracy.

5.2.1 System Overview

In the following, the dataset that is used for vibration-data-based anomaly detection of
industrial pumps is described and the requirements of the application are discussed.
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5.2.1.A Dataset

The experiments are based on a custom, private pump anomaly detection dataset of the pump
manufacturing company KSB [158]. The dataset consists of three-dimensional vibration data
of acceleration sensors placed on different industrial pumps. Each sample contains a pump id

defining the specific pump, the vibration data of size 3×800, and a label normal or abnormal.
Overall, the dataset contains 633 different pumps with a total of 377,676 samples. For the
experiments, only the pumps that contain both normal and abnormal samples are considered.
This results in a dataset of 108 pumps with a total of 251,025 samples. After filtering, the
dataset consists of 83,699 normal and 167,326 abnormal samples. Mathematically, the
dataset contains N pumps, where M ∈ ZN

+ gives the number of samples of each pump. The
set of samples of pump i is given by:

Pi ⊆ R
3×800 × {0, 1}, |Pi| =Mi ,

where each sample j of pump i si, j ∈ R
3×800 × {0, 1} consists of inputs Xi, j ∈ R

3×800 and
label Yi, j ∈ {0, 1}. The input can be further split into a time-series vector for each dimension
xi, j,yi, j, zi, j ∈ R

800. Further, let J0
i

be the set of indices for all normal samples of pump i:

J0
i = j | (Xi, j, Yi, j) ∈ Pi and Yi, j = 0 .

5.2.1.B Application Requirements

The application requires the algorithm to be applied to newly manufactured pumps where no
labeled samples are available beforehand. This fact imposes constraints on how the dataset
should be partitioned for training and testing. The algorithm will eventually be applied to
samples of unseen pumps. Thus, the training dataset should not contain any samples of
pumps that are used for testing. This ensures that an algorithm with high testing accuracy
is able to generalize well to unseen pumps. However, fine-tuning can be performed for the
pumps of the test dataset. Therefore, it is assumed that a newly manufactured pump functions
normally at first use. Thus, normal samples of this pump are available for fine-tuning and
can be used to learn specific pump characteristics.

According to our partner KSB, for an industrial use case, an accuracy of 85 % should
be achieved in combination with a True-Positive Detection Rate (TPDR) of 98 % where
the TPDR is given as the percentage of pumps for which at least one sample is correctly
identified as positive.

Moreover, the algorithm will be applied a posteriori to pumps that are already in use, where
modifications to the power circuit are impractical. Thus, the algorithm should be suited for
deployment on battery-powered edge devices. This imposes constraints on the complexity of
the algorithm, as higher computational complexity results in increased power consumption
and reduced energy efficiency. Therefore, during design space exploration, it is crucial to
consider the trade-off between computational complexity and accuracy.
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5.2.2 Algorithms

In the following, the algorithms that are evaluated for detecting anomalies in the vibration
data of the industrial pumps are presented. All approaches receive the three-dimensional
vibration data as input and predict if the processed sample contains anomalies or corresponds
to a pump functioning normally.

5.2.2.A Threshold Approach

The first algorithm that is evaluated is a classical threshold approach. For this approach,
as a first step, the mean of the normal samples of each pump is determined in x, y, and z

dimensions:

x̄0
i =

1

|J0
i
| · 800

∑

j∈J0
i

800
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k=1
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The three-dimensional mean is then given as:

µ0
i = (x̄0

i , ȳ
0
i , z̄

0
i ) .

To perform a prediction for an unseen test sample, the MSE between the mean and every
datapoint of the new sample is calculated:

ϵi, j =
1
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. (5.7)

If ϵi, j < Ti for a pump-specific threshold Ti, the sequence is classified as normal, otherwise as
abnormal. The pump-specific threshold needs to be determined based on the normal samples
of the unseen pump. The key idea of this approach is that faulty pumps have vibrations with
a higher amplitude and therefore a higher MSE as compared to the normal samples.

5.2.2.B Neural-Network-Based Approaches

As a second category of algorithms, different NN-based approaches are evaluated. In general,
NNs are well suited for finding hidden structures in large sets of data. Particularly CNNs
are commonly used for processing one-dimensional sequential data, as their convolutional
layers can efficiently capture local patterns and temporal dependencies.

CNN Template

As an adjustable template for the CNN, the following topology is selected: the CNN is
composed of L convolutional layers with identical kernel size K. Each convolutional layer
but the last is followed by batch normalization and ReLU activation functions. Three
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Figure 5.3: Topology template of the ECNN

channels are used for the input sequence, while subsequent activations consist of C channels.
The last convolutional layer outputs one channel and is followed by a global average pooling
layer to produce a single output value. The sample is predicted to be normal if the output
value is < 0.5 and abnormal otherwise. In the following, this simple CNN architecture is
referred to as default CNN. A parametrizable CNN template is used to be able to explore the
complexity-accuracy trade-off by training different CNN configurations. This way we can
find a low-complexity model that still achieves sufficient accuracy.

Enhanced CNN

Besides the default CNN, also evaluate an ECNN that receives an additional input inspired
by the threshold approach is evaluated. In particular, for an input Xi, j, the normal mean µ0

i

is subtracted from each datapoint, and the result is multiplied by a pump-specific factor Fi:

Ai, j = Fi ·
(

Xi, j − µ
0
i · 11×800

)

∈ R3×800, (5.8)

where 11×800 denotes a row vector of ones, ensuring that the 3-element mean vector is
broadcast across all 800 time steps. Afterwards, Ai, j is concatenated with the current input
Xi, j to form a feature map of length 800 with 6 channels. This input is passed to the CNN
to perform a prediction, as shown in Fig. 5.3, where the pump-specific factor Fi needs to be
determined based on the normal samples of the unseen pump.

Combined Approach

For the experiments, an approach that combines the thresholding algorithm with the ECNN is
also evaluated. For this approach, the False Positive Rate (FPR) of the ECNN is determined
for a specific pump. Based on the result, either the ECNN or the threshold algorithm is used
for further predictions of this pump. This approach is described in more detail in the results
section.
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5.2.3 Results

For the NN results presented in this section, the training was performed using PyTorch on a
server with an Nvidia V100 GPU. The models were trained for 100 epochs with a learning
rate of 0.001, Adam optimizer, and MSE loss.

5.2.3.A Neural Network Design Space Exploration

In general, the design of NN-based algorithms is associated with a huge set of hyperpara-
meters, spanning an enormously large design space nearly infeasible to explore completely.
Therefore, the design space is constrained to the topology template presented in Sec. 5.2.2.B.
This template is utilized to find a topology with a good trade-off between computational
complexity and accuracy. For this exploration, I focus on the default CNN, where the best
configurations are expanded by the ECNN and the combined approach later on. In particular,
the search space is spanned by the depth of the network D, the kernel size K, and the number
of channels C.

For exploring the NN topology, the dataset is divided into a fixed training and test set instead
of performing cross-validation for each pump. Individual training and testing for each pump
configuration is avoided, as it would immensely increase the exploration time, making it
impractical. This has the drawback that samples of each pump are contained in the training
set, which causes a difference in accuracy as compared to the pump-specific cross-validation.
However, the experiments indicate that this approach offers a reliable estimate of the final
accuracy, sufficient for comparing different configurations. The results of this design space
exploration are shown in Fig. 5.4.

Each point of the plot corresponds to a different CNN configuration. It can be seen that for
most models, a higher complexity leads to a higher accuracy. In particular, there is a steep
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increase up to 2 · 107 MAC operations. For higher complexity, the accuracy increases only
slightly. For further exploration, the most promising Pareto optimal models were selected
from the design space exploration results.

5.2.3.B Cross-Validation

For a more detailed evaluation of the different algorithms and NN configurations, N-fold
cross-validation is performed where N = 108, which is the number of different pumps. In
particular, the training dataset for pump i consists of all samples of the remaining 107 pumps,
and the test dataset is given by all samples of pump i. Each NN configuration is individually
trained and tested for each pump. The final accuracy is given as the average accuracy of all
pumps. This way, the generalization capability of the NN with respect to unseen pumps can
be evaluated. The cross-validation is performed for the CNN, the ECNN, and the threshold
algorithm. For the ECNN and the threshold algorithm, the pump-specific parameters Ti and
Fi are selected optimally based on labeled data. This optimal selection is not applicable in
practice since the labels for unseen pumps are not known. In Sec. 5.2.3.C, an approach to
estimate the optimal pump-specific parameters in practice is presented, and it is shown how
a non-optimal parameter affects the accuracy. Tab. 5.3 shows the cross-validation results
for different models of the CNN, the ECNN, and the threshold algorithm. The accuracy
corresponds to the N-fold cross-validation accuracy, and the TPDR gives the percentage
of pumps where at least one true positive sample is detected in the test set. The cells that
satisfy the application requirements of 85 % accuracy and 98 % TPDR are highlighted in
green. In the table, it is shown that the ECNNs outperforms all default CNNs of similar size
in terms of accuracy and TPDR. It can be seen that in general, the accuracy increases with
higher complexity. However, the accuracy starts to saturate at around 90 %, beyond this

Table 5.3: Cross-Validation Results for different NN architectures

Alg. Depth Kernel Size Channels MAC Operations Acc. (%) TPDR (%)

CNN 4 11 5 6.2 · 105 71.3 89.8
CNN 6 23 5 2.2 · 106 71.3 90.7
CNN 10 23 10 1.5 · 107 72.7 91.7
CNN 10 19 20 5.0 · 107 73.4 91.7
CNN 30 23 30 4.7 · 108 72.8 90.7

ECNN 4 11 5 7.5 · 105 86.8 97.2
ECNN 6 23 5 2.5 · 106 86.9 97.2
ECNN 10 23 10 1.6 · 107 88.0 98.1
ECNN 10 19 20 5.1 · 107 89.4 98.1
ECNN 30 23 30 4.7 · 108 90.3 96.3

Threshold 88.7 96.3



5.2 CNN-Based Anomaly Detection of Industrial Pumps 111

point, it can not be increased significantly even with much more complex models. Further, it
can be seen that the threshold algorithm provides competitive performance. In the table, we
also highlight the least complex ECNN that satisfies the application requirements, which is
selected for further evaluation in the following.

5.2.3.C Pump-Specific Parameter Selection

The results of Sec. 5.2.3.B assume optimal pump-specific parameters Ti and Fi, selected
based on labeled data. In practice, this approach is not applicable since only normal samples
can be used for fine-tuning. Thus, I provide a method to select the parameters based on the
FPR. Therefore, as an initialization step for a pump i, only normal samples are fed to the
model and the parameter Fi is set to a high value. This results in a high FPR. Afterwards,
the pump-specific parameter is slowly reduced while tracking the FPR. If the FPR becomes
smaller than 10 %, the pump-specific parameter is fixed to the current value. A similar
method is applied for Ti. This way, for most pumps, the parameters are close to their optimal
value since a low FPR often corresponds to a high accuracy.

As a fourth method besides the CNN, the ECNN, and the threshold algorithm, the results
for a combined approach are given. This approach combines the ECNN and the threshold
algorithm based on the FPR of the ECNN in the following way: first, it is searched for the
pump-specific parameter Fi of the ECNN. If a FPR between 0 and 10 % is achieved, the
corresponding parameter is used with the ECNN model for this pump. However, for some
pumps, the FPR of the ECNN stays above 10 % and then suddenly drops to 0 %, indicating
that the ECNN is not sensitive enough at the operating point for the specific pump. In this
case, the threshold algorithm is used for this pump. The results are shown in Tab. 5.4, where
Optimal corresponds to the optimal pump-specific parameter, for Fixed the parameter is not
adjusted at all, and FPR uses the previously described approach. Again, the cells that satisfy
the application requirements are highlighted.

Table 5.4: Pump-specific Parameter Selection Results

Alg. Param. Selection Acc. (%) TPDR (%)

CNN – 73.4 91.7

ECNN Optimal 89.4 98.1
ECNN Fixed 73.0 97.2
ECNN FPR 81.5 99.1

Threshold Optimal 88.7 96.3
Threshold Fixed 66.5 97.2
Threshold FPR 82.6 99.1

Combined FPR 86.9 99.1
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Figure 5.5: Overview of the FPGA hardware architecture of the combined anomaly detection

approach.

It can be seen that the selection of the pump-specific parameter highly influences the
accuracy of the algorithm. For the ECNN, the accuracy is reduced to only 73 %, and for the
threshold algorithm, to even 66.5 % when using a fixed parameter. By using the FPR-based
approach, it can be increased to 81.5 % and 82.6 % respectively. However, there is still a
large gap to the optimal parameter’s accuracy. By combining both approaches, this gap can
be highly reduced and an accuracy of 86.9 % is achieved, nearly approaching the optimal
accuracies of 89.4 % and 88.7 %. Further, this model is the only one that is able to satisfy
both application requirements without relying on an optimally adjusted parameter. Thus,
only the combination of NN-based and classical algorithms can satisfy the constraints in a
practical application where the optimal pump-specific parameter is not known.

5.2.4 FPGA Implementation

To demonstrate the feasibility of deploying the anomaly detection approach on resource-
constrained edge devices, I implement the ECNN on the Xilinx ZCU 104 Evaluation
Board featuring the Zynq UltraScale+ XCZU7EV Multiprocessor System-on-Chip (MPSoC).
Therefore, first, the weights of the ECNN are quantized from 32-bit floating-point to arbitrary-
width fixed-point format, using the learnable quantization approach described in Sec. 2.3.2.
The result is a model with an average precision of around 10 bit and no significant loss
in accuracy as compared to the floating-point model. Based on this model, a hardware
architecture is designed that includes the FPR-based initialization, the ECNN, and the
threshold algorithm to enable the combined solution presented in Sec. 5.2.3.C.

An overview of the hardware architecture is shown in Fig. 5.5. Similar to the previous
architectures presented in this work, the design is based on a dataflow architecture where
inputs are provided via AXI streaming interfaces. As a first step, the hardware performs
initialization by calculating the mean of the normal samples and the pump-specific param-
eters. Further, either ECNN or the threshold algorithm is selected for the classification
of unknown samples of the current pump. Afterwards, prediction is performed using the
selected algorithm. The ECNN implementation is shown in more detail in Fig. 5.6.
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Figure 5.6: Hardware architecture of the ECNN.

The ECNN hardware architecture includes the preprocessing and the actual ECNN inference.
In the preprocessing stage, the additional input based on the pump-specific parameter is
calculated as given by Eq. (5.8). Then the additional input is merged with the pump vibration
data and passed to the ECNN where inference is performed and a class is predicted. The
architecture is designed using Vitis HLS with all layers implemented as separate pipeline
stages.

5.2.4.A Hardware Performance Evaluation

In the following, the hardware results of the combined anomaly detection approach imple-
mented on the Xilinx ZCU104 evaluation board are presented, as shown in Tab. 5.5.

In the table, the implementation results after Vivado place & route are shown for DOPs
ranging from 1 to 100. The latency corresponds to the time required to process one sample
with 800 data points and is derived from co-simulation, while the power and energy are
obtained using XPE. It can be seen that with higher DOP, the resource usage increases.
However, the resources do not increase linearly with the DOP due to the following reasons:
first, the DOP only influences the implementation of the ECNN, while the preprocessing,
initialization, calculation of the additional input, and the threshold algorithm are independent
of the DOP and therefore introduce a static component. Second, higher DOP primarily

Table 5.5: Implementation results of the combined approach.

DOP
LUT DSP BRAM FF λ Pdyn Edyn

(%) (%) (%) (%) (s) (W) (J)

1 5.87 6.25 42.47 2.06 2.07 · 10−2 0.188 3.89 · 10−3

2 6.31 6.83 42.79 2.30 1.04 · 10−3 0.216 2.24 · 10−3

5 8.23 7.93 45.19 3.01 4.14 · 10−3 0.306 1.27 · 10−3

10 9.83 10.13 53.21 5.78 2.07 · 10−3 0.384 7.96 · 10−4

20 13.39 14.87 38.78 6.27 1.04 · 10−3 0.485 5.03 · 10−4

100 26.26 46.59 38.78 11.51 2.12 · 10−4 1.158 2.45 · 10−4
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affects the bottleneck layer while layers already meeting runtime targets require no additional
parallelization, resulting in a sub-linear increase of resources.

The table shows that each implementation easily fits on the target FPGA. The resource with
the highest utilization is BRAMs with a maximum utilization of 52 %. Those resources are
mainly used for the initialization module, since in this module, multiple input sequences
need to be stored. In contrast to the resource utilization, the latency decreases approximately
linearly with increasing DOP as the processing time is mostly dominated by the ECNN.
Since dynamic power consumption is mainly driven by resource utilization, it follows a
similar sub-linear growth. In combination with the linear relationship between DOP and
latency, this results in a decrease in energy consumption with higher DOP.

According to our industrial partner KSB, an energy consumption of 1 J per sample is
acceptable for a realistic use case where the algorithm is deployed on a battery-powered
device. As described, the energy consumption of the implementation is determined based
on timing simulations and estimation of the dynamic power. This estimation is typically
slightly lower than the real power consumption. However, even the full sequential model
(DOP = 1), which has the highest energy consumption, still leaves a significant margin to the
specified requirements, indicating that this solution is suitable to be deployed on a practical
anomaly detection device. Moreover, since pumps need to be classified only a few times
per hour, latency requirements are flexible, enabling system-specific selection between a
low-power architecture with low DOP and a low-energy architecture with high DOP.

5.2.5 Conclusion

In this section, I analyzed different algorithms for anomaly detection of industrial pumps
and evaluated the FPGA implementation of an NN-based anomaly detection approach.
In this context, I proposed the ECNN, which, in contrast to the vanilla CNN, receives
additional inputs based on the statistics of the data, weighted by pump-specific parameters
to provide the required adaptability. The design of the NN emphasized low complexity
to allow for efficient implementation on battery-powered edge devices. Further, I showed
how the pump-specific parameter can be determined based on the FPR. As a next step, I
combined the ECNN with a classical threshold algorithm to further increase the accuracy
and meet the application requirements. Finally, I presented an efficient and configurable
FPGA implementation of the ECNN to demonstrate that the approach is able to meet energy
targets on a resource-constrained edge device.

5.3 Implications for Communication Systems

The presented case studies, while focused on medical and industrial applications, offer
valuable insights for developing and implementing NN-based algorithms in communication
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systems. First, both cases demonstrate how processing can be brought from the server to the
edge, which reduces network load and bandwidth requirements. In the atrial fibrillation de-
tection scenario, processing ECG data locally eliminates the need to transmit continuous raw
sensor data to central servers. Similarly, the industrial pump monitoring system processes
complex sensor data at the edge, thus only the final decisions need to be transmitted and not
the complete raw data. This approach of intelligent local processing aligns with the evolving
architecture of communication systems, where edge computing helps manage the growing
volume of data traffic and reduces latency. By processing data closer to its source, these
systems exemplify how edge intelligence can transform traditional client-server architectures
into more distributed and efficient networks.

The previous sections about implementing demapping and equalization showed that extensive
design space exploration is crucial to find efficient NN topologies for resource-constrained
platforms as used in communication systems. The hardware-aware NAS methodology pre-
sented in this section can automate this exploration process, providing a systematic approach
to find optimal NN architectures. This is especially relevant for larger NN topologies where
manual exploration is not feasible anymore. Further, the demonstrated ability to optimize
for different objectives (latency, power, energy) is also valuable in communication systems,
where different deployment scenarios may prioritize different performance metrics.

The case studies discussed in this section illustrate a broader trend toward intelligent edge
processing in networked systems. As communication networks continue to evolve, the prin-
ciples demonstrated here, including efficient hardware-aware AI implementation, adaptive
processing, and reduced data transmission requirements, will become increasingly important
for managing network resources effectively while maintaining high QoS.





Chapter 6

Comparative Analysis & Conclusion

In the following, I provide a summary of the main contributions of the previous chapters and
examine connections between the presented applications to draw common conclusions and
insights.

6.1 Summary of Contributions

In Chapter 3, we presented an FPGA implementation of a NN-based demapper and demon-
strated its ability to adapt to phase offset variations. In this context, we analyzed the
interdependencies of the different design layers and presented a framework to find an ap-
propriate DOP for given application requirements. This advances the state of the art by
moving beyond theoretical algorithms of neural receivers to concrete, cross-layer hardware
implementations that show the feasibility of retraining at the edge. As a result, our efficient
FPGA solution outperformed implementations of the same NN on various conventional plat-
forms like CPU and GPU in terms of throughput, power, and energy consumption, especially
for small batch sizes. Further, we showed that conventional demapping approaches exhibit
much lower implementation complexity than NN-based ones. To address this, we presented
a hybrid solution that combines the low complexity of conventional demapping with the
adaptability of NN-based methods. This approach significantly reduced hardware complexity
compared to pure NN-based demapping with similar communication performance.

Chapter 4 focused on an efficient high-throughput implementation of NN-based equaliza-
tion for optical communications. Extensive exploration of the CNN design space led to a
NN topology with lower computational complexity than a conventional FIR and Volterra
equalizer while achieving higher communication performance. The selected NN-based
equalizer was efficiently implemented on FPGA by performing parallelization across all
design layers – from the algorithm down to the implementation – to satisfy the required
throughput of 40 GBd. Therefore, a framework was designed that includes a precise timing
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model to trade off latency against throughput. Our FPGA solution provided higher through-
put and energy efficiency as compared to implementations of the NN-based equalizer on
conventional platforms. As another step, we presented an unsupervised loss function for
CNN-based equalization and designed an efficient FPGA implementation of a trainable
NN-based equalizer where high throughput is enabled by a custom DSP mapping scheme.
Our trainable FPGA solution outperforms an embedded GPU implementation as well as
state-of-the-art FPGA NN training frameworks in terms of throughput and energy efficiency.

In Chapter 5, we explored NN-based edge processing in broader application domains, namely
hardware-aware NAS for arrhythmia detection and anomaly detection of industrial pumps.
In this context, we presented an approach that couples hardware-aware neural architecture
search with an FPGA implementation framework to provide NN topologies specifically
optimized for objectives such as throughput, power, or energy. This methodology addresses
a critical gap by automating the co-design of NNs and hardware accelerators, ensuring that
solutions are optimized for specific hardware constraints. For the use case of arrhythmia
detection, we demonstrated that each holistically optimized implementation achieves the
best results in the target domain. As a second application of NN-based edge processing,
we designed a low-complexity ECNN for anomaly detection of industrial pumps, which
can adapt to pumps with different characteristics. Further, we proposed a hybrid approach
combining a conventional threshold algorithm with the ECNN to increase accuracy and
satisfy application requirements. This hybrid approach was implemented on FPGA to show
that it can meet energy targets on resource-constrained edge devices.

6.2 Common Insights

Based on the main contributions described above, several common insights of all applications
presented in this work are identified.

6.2.1 Cross-Layer Design

A fundamental insight emerging from all application domains is the critical importance of
cross-layer design and extensive design space exploration. Throughout this work, we have
demonstrated that connecting different design layers – from algorithm selection to hardware
implementation – is crucial to efficiently implement NN-based algorithms on resource-
constrained hardware. In Chapter 3, the interdependencies between algorithmic complexity,
DOP, and hardware resources are modeled through our framework. This approach enabled
us to determine the optimal DOP for specific application requirements, resulting in FPGA
implementations that outperformed conventional platforms. Similarly, in Chapter 4, our
exploration of CNN topologies was guided by the resource constraints of our target platform,
leading to a design with lower computational complexity than traditional equalizers. This
evaluation also revealed that the majority of NN-based solutions do not perform better
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than their conventional counterparts, which highlights the need for extensive design space
exploration to find the NNs that actually outperform classical approaches. Chapter 5 further
reinforces this insight through hardware-aware NAS. By directly incorporating hardware
constraints in the architecture exploration process, we developed NN topologies specifically
optimized for FPGA deployment.

The main enabler of the cross-layer approaches presented for the different applications
has been the development of frameworks that allow for flexible adaptation to different
requirements and for extensive design space exploration. Rather than providing fixed
solutions, our frameworks enable the systematic exploration of design alternatives with
explicit consideration of cross-layer dependencies.

To summarize, all chapters of this thesis highly rely on cross-layer optimizations, which
highlights the importance of holistic design methodologies for realizing efficient NN imple-
mentation on resource-constrained edge devices.

6.2.2 Advantages of FPGA as Implementation Platform

Our research consistently demonstrates the suitability of FPGAs for NN implementations
across all investigated application domains. In each chapter, FPGA-based solutions deliv-
ered advantages over conventional platforms such as CPUs and GPUs when considering
specific implementation metrics. The FPGA implementations of our NN-based demapper
and equalizer consistently outperformed alternative platforms in terms of throughput, power
consumption, and energy efficiency. This advantage was particularly pronounced for small
batch sizes, which are typical in real-time communication systems. For edge processing
applications, FPGAs demonstrated capabilities in balancing computational performance
and power requirements. Our arrhythmia detection and industrial pump monitoring imple-
mentations confirmed that FPGAs provide a suitable platform for deployment of NN-based
algorithms on edge devices.

In recent years, in addition to embedded GPUs, Neural Processing Units (NPUs) gained
increasing popularity. Those devices are specialized ASICs designed for efficient inference
of NNs. Since NPUs were relatively novel at the time of our investigations, with limited
toolchain and NN layer support, I omitted a comparison to NPUs in this thesis. However, I
recognize their growing importance in the field and the potential they hold for efficient NN
inference and believe that for future work, it is important to investigate their performance
and energy efficiency in comparison to FPGAs, particularly in edge and real-time processing
scenarios.

The comparison of FPGA and embedded GPU is summarized in Fig. 6.1 for all applications
discussed in this thesis. For fair comparison, I evaluate the NN-topology-independent metrics
GOPS and GOPS/W for different computational complexities in terms of MULs per batch.
In general, it can be seen that performance and efficiency rise with higher complexity, which
can be attributed to the fact that the hardware utilization increases when more operations are
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performed. This trend is much more severe for the GPU as compared to the FPGA since the
FPGA already provides good performance for low complexities due to its topology-specific
hardware architecture. In contrast, the GPU is underutilized for small NNs with low batch
sizes. Therefore, the GPU is not well suited for online processing of low-complexity NN
under strict latency constraints. From this analysis, it becomes clear that FPGAs are often
a superior platform for low-complexity NN implementation requiring high throughput,
low latency, or energy efficiency, particularly in edge computing scenarios where batch
processing is limited.

6.2.3 Adaptation Capabilities and Flexibility

A common feature across the approaches presented in this thesis is the adaptation capability
achieved through the combination of NN-based algorithms and FPGA platforms. The first
level of adaptability can be attributed to the flexibility of the proposed algorithms. In the
NN-based demapper implementation, we demonstrated adaptation to phase offset variations
in communication channels by retraining the NN at the edge. Similarly, for optical commu-
nications, our trainable NN-based equalizer demonstrated runtime adaptation to changing
channel conditions. Further, our ECNN for industrial pump monitoring successfully adapted
to different pump characteristics without requiring complete retraining of the NN.

The adaptations described above are performed at runtime, while FPGAs also offer a second
level of flexibility, which can already be leveraged at design time. Due to the configurable
hardware, FPGAs allow for the implementation of a variety of solutions ideally suited
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for the specific task. In this context, our framework-based approaches enable precise
configuration to meet specific application requirements by exploiting the inherent flexibility
of NN hyperparameters and FPGA customizability.

The combination of flexible NNs with the customizable and reconfigurable nature of FPGAs
creates a powerful synergy. NNs offer algorithmic adaptability through their trainable pa-
rameters and diverse topologies, while FPGAs provide the hardware flexibility to efficiently
implement different configurations or even time-multiplex different algorithms based on
application requirements. This multi-level flexibility becomes increasingly important as
applications grow more diverse and dynamic. For future communication systems like 6G
with versatile use cases and requirements, the ability to adapt at both design time and runtime
will be essential. Our implementations demonstrate that the combination of NNs and FP-
GAs provides a promising solution for meeting these evolving demands while maintaining
efficiency and performance.

6.2.4 Implementation of NN-Based Algorithms for Communications

One main topic of this thesis was to analyze the implementation aspects of NN-based
algorithms for communication systems. Therefore, the following common insights are
mainly based on Chapter 3 and Chapter 4.

NNs have demonstrated significant potential in various communication system tasks, often
outperforming classical algorithms in terms of algorithmic performance. However, a crucial
observation from our research is that this algorithmic superiority does not always translate to
a practical advantage when implementation complexity is considered. Classical algorithms,
especially in well-established areas like demapping, have undergone decades of optimization
for efficient hardware implementation. Consequently, it is challenging for NNs to achieve
comparable performance in terms of throughput, power consumption, or energy efficiency
for these specific, often highly optimized tasks. Thus, our findings indicate that for relatively
simple, isolated tasks like demapping, conventional solutions often remain superior in terms
of implementation complexity.

However, the potential of NNs becomes evident when addressing more complex tasks or
when integrating multiple functionalities into a single algorithm. For instance, in the case of
equalization of nonlinear distortions, NNs demonstrated higher communication performance
compared to classical approaches with similar implementation complexity. Furthermore,
NNs offer the potential to jointly optimize multiple communication tasks within a single
unified architecture, as discussed for the AE. This integrated approach can lead to improved
overall system performance and reduced complexity compared to implementing separate
optimized blocks for each task.

A main takeaway from our research is that NNs are not a universal solution that automatically
guarantees improved performance. The suitability of a NN-based approach depends heavily
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on the specific problem and the precise selection and optimization of the network architec-
ture. While NNs have huge potential to enhance communication systems, their application
requires careful consideration of implementation aspects and extensive evaluation of their
effectiveness against classical solutions. Blindly applying NNs without considering the
specific problem context and implementation constraints can lead to suboptimal results.

6.3 Conclusion

As stated in the introduction, this thesis was motivated by the growing complexity of
future communication networks, which are characterized by ever-increasing data rates,
throughput demands, and flexibility requirements. While NN-based algorithms promise
high adaptability and outstanding algorithmic performance, the hardware implications for
resource-constrained edge devices pose significant challenges. Our work addressed these
challenges by exploring efficient implementation of NN-based algorithms for communi-
cation systems across multiple application domains, from demapping and equalization to
broader edge processing tasks. Through comprehensive analysis, we have demonstrated how
cross-layer design methodologies, hardware-aware optimization, and flexible architectures
can bridge the gap between theoretical algorithms and practical hardware development.
We showed that NNs are not a universal solution that automatically guarantees improved
performance, especially when hardware complexity is considered. The potential of NNs
heavily depends on the application and on extensive design space exploration combined with
detailed hardware optimizations. In particular, NNs can provide outstanding performance
for complex nonlinear problems but may not necessarily outperform classical algorithms
for simpler, well-established tasks. In this context, the frameworks and methodologies
developed throughout this thesis provide essential tools for exploring the huge design space
of NN implementations. Based on the cross-layer optimization approaches, we have demon-
strated that FPGAs offer a compelling platform for deploying NN-based solutions at the
edge, particularly for applications requiring flexibility, low latency, and energy efficiency.
Especially, the flexibility aspect plays a crucial role in future communication systems as 6G
and beyond will require unprecedented adaptability to support diverse use cases with varying
requirements. Our implementations demonstrate that the multi-level flexibility achieved
through the combination of NNs and FPGA can provide this adaptability while maintaining
efficiency. As data rates continue to increase and applications become more diverse, the
methodologies presented in this thesis will become increasingly important. By addressing
the fundamental challenges at the intersection of NNs, communications, and hardware
design, this work contributes to enabling the next generation of intelligent, efficient, and
adaptive communication systems that can meet the evolving demands of our interconnected
world.



Zusammenfassung

Die bahnbrechenden Fortschritte im Feld der Mikroelektronik, angefangen bei der Entwick-
lung des Transistors [1,2] bis hin zum ersten integrierten Schaltkreis [3], bilden die Grundlage
für unser heutiges, hoch digitalisiertes Zeitalter. Die Innovationen in diesem Bereich waren
nicht nur fundamental für die Realisierung leistungsfähiger Computerarchitekturen, sondern
legten auch die Basis für moderne, global vernetzte Kommunikationssysteme, da sie die
effiziente Implementierung komplexer Signalverarbeitungsalgorithmen ermöglichen. Nicht
weniger essenziell für die Entstehung neuartiger Informationstechnologien war die revolu-
tionäre Arbeit von Claude Shannon „A Mathematical Theory of Communication“ [5] aus
dem Jahr 1948. Seine Erkenntnisse zur Datenkodierung und Informationsübertragung, sowie
die Konzepte von Entropie und Kanalkapazität waren grundlegend für die Entwicklung
fortschrittlicher Algorithmen im Bereich der Kommunikationstechnik. Die daraus resultie-
renden Errungenschaften sind heutzutage allgegenwärtig in den verschiedensten Aspekten
unseres täglichen Lebens, vom globalen Internet über mobile Kommunikation, bis hin zu
Streaming-Diensten und Navigationssystemen.

Eine weitere, zurzeit boomende Zukunftstechnologie, welche ebenfalls hauptsächlich auf
den elementaren Fortschritten im Feld der Mikroelektronik beruht, ist die Künstliche Intelli-

genz (KI). Dank hochparalleler Prozessoren können berechnungsintensive Algorithmen wie
Neuronale Netze (NN) mit großen Datenmengen trainiert werden. Dies führte zu bemerkens-
werten Durchbrüchen in verschiedenen Forschungsfeldern wie der Bildverarbeitung [6, 7],
der linguistischen Datenverarbeitung [8–10] und der Spracherkennung [11, 12]. Die Be-
rechnungskomplexität und der Speicherbedarf neuronaler Netze sind dabei in den letzten
Jahren erheblich gestiegen. Ein wesentlicher Treiber für diese Entwicklung sind vor allem
Large Language Models (LLMs), welche häufig aus bis zu mehreren 100 Milliarden trai-
nierbarer Parameter bestehen [9, 18]. Dieses enorme Wachstum der Komplexität erfordert
nicht nur leistungsstärkere Hardwareplattformen, sondern führt auch zu einem Anstieg der
zu übertragenden Datenmengen, da NNs typischerweise in dedizierten Datenzentren mit
riesigen Datensätzen trainiert werden. Verstärkt wird diese Entwicklung zusätzlich durch
hochauflösende Video-Streaming-Plattformen und eine rasant steigende Anzahl an Inter-

net of Things (IoT)-Geräten. Aufgrund von Cloud-Gaming, autonomem Fahren, Virtual
Reality und generativer KI wird sich der Anstieg benötigter Übertragungsraten auch in
den nächsten Jahren fortsetzen. Dies führt zu enormen Herausforderungen im Bereich der
Signalverarbeitung, da die entsprechenden Komponenten zum einen den erhöhten Durch-
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satzanforderungen gerecht werden müssen und zum anderen die erheblichen Verzerrungen
kompensieren müssen, welche durch die hohen Datenraten entstehen.

Eine potenzielle Lösung für die Herausforderungen zukünftiger Kommunikationssysteme
ist die Integration NN-basierter Algorithmen in die Signalverarbeitung. Diese bieten im
Vergleich zu klassischen Algorithmen mehrere Vorteile. Zum einen sind keine abstrakten
Annahmen über das zugrunde liegende System oder Kanalmodell erforderlich, da ein NN
nicht speziell für ein bestimmtes Übertragungsszenario konfiguriert werden muss, sondern
eine hohe Generalisierungsfähigkeit besitzt und sich verschiedenen Bedingungen anpas-
sen kann. Zum anderen können NNs häufig mehrere konventionelle Verarbeitungsblöcke
ersetzen, wodurch diese nicht wie in herkömmlichen Systemen partitioniert werden müs-
sen, sondern gemeinsam optimiert werden können. Des Weiteren können NNs nichtlineare
Beziehungen modellieren und eignen sich daher bestens zur Kompensation komplexer
Kanalverzerrungen. Viele vorangegangene Arbeiten haben den algorithmischen Nutzen
von NNs im Bereich der Kommunikationstechnik bereits untersucht. Allerdings lag der
Fokus meist auf der Optimierung der nachrichtentechnischen Performanz, ohne Berück-
sichtigung der Implementierungskomplexität. Um einen tatsächlichen praktischen Nutzen
aus NN-basierten Algorithmen zu ziehen und diese in echte Systeme zu integrieren, ist es
jedoch unabdingbar, deren Komplexität zu analysieren und die Implementierungskosten zu
evaluieren. Ziel dieser Arbeit ist es, diese Lücke zwischen algorithmischer Seite und Hard-
wareimplementierung zu schließen. Hierzu werden verschiedene NN-basierte Algorithmen
im Feld der Kommunikationstechnik, aber auch in weiteren relevanten Bereichen effizient
auf verschiedenen Hardwareplattformen implementiert. Hauptziel ist dabei die optimierte
Implementierung der NNs auf Field-Programmable Gate Arrays (FPGAs). Diese rekon-
figurierbaren Geräte werden häufig für berechnungsintensive Anwendungen im Bereich
der Kommunikationstechnik verwendet und unterstützen eine Vielzahl von Schnittstellen,
Datentypen mit variabler Bitbreite und die Integration hochparalleler Hardwarearchitektu-
ren. Sie sind daher ideal geeignet, um komplexe Berechnungen energieeffizient mit hohem
Durchsatz in Echtzeit auszuführen. Wir beschränken uns in dieser Arbeit nicht nur auf
Anwendungen aus dem kommunikationstechnischen Bereich, sondern evaluieren außerdem,
wie NNs anderer Anwendungsgebieten effizient auf Edge-Geräten implementiert werden
können.

Herausforderungen

Hinsichtlich der effizienten Implementierung NN-basierter Algorithmen im Bereich der
Kommunikationstechnik existieren verschiedene Herausforderungen. Eine der wohl größ-
ten Herausforderungen ist die Exploration des riesigen Entwurfsraums, welcher durch die
Vielzahl unterschiedlicher Netztopologien in Kombination mit ressourcenlimitierter, konfigu-
rierbarer Hardware aufgespannt wird. Der Entwurfsraum erstreckt sich dabei über mehrere
Ebenen, angefangen bei der Anwendungsebene, über die algorithmische Ebene, bis hin zur
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eigentlichen Hardwareimplementierung. Innerhalb der Anwendungsebene wird die genaue
Applikation festgelegt und darauf basierend verschiedene Anforderungen des Systems de-
finiert, welche von den tieferen Ebenen erfüllt werden müssen. Die algorithmische Ebene
wird in unserem Fall durch das NN repräsentiert. Dieses kann durch eine enorme Anzahl
an Hyperparametern wie beispielsweise den Netzwerktyp, die Anzahl der Schichten oder
deren Breite konfiguriert werden. Die Parameterauswahl der algorithmischen Ebene wird
hierbei sowohl von der Anwendungsebene als auch von der Hardwareebene beeinflusst. In
dieser Arbeit bezieht sich die Hardwareebene hauptsächlich auf die FPGA-Implementierung.
Diese vergrößert durch die Vielzahl von Konfigurationsparametern wie die Art der Hard-
warearchitektur, den Parallelisierungsgrad oder auch die Bitbreite der Datentypen, den
Entwurfsraum erheblich. Nicht nur die reine Größe des Entwurfsraums, sondern auch die
Abhängigkeiten zwischen den einzelnen Ebenen stellen eine große Herausforderung dar.
Zusätzlich handelt es sich bei der Exploration des Entwurfsraums um ein multikriteriel-
les Optimierungsproblem, bei dem Pareto-optimale Lösungen bezüglich algorithmischer
Performanz und Implementierungskomplexität bestimmt werden müssen.

Die Hardwareimplementierung wird außerdem durch die hohe Berechnungskomplexität
neuronaler Netze erschwert. In Kombination mit immer weiter steigenden Datenraten stellt
dies die Hardwareentwicklung vor enorme Herausforderungen. Diese beziehen sich nicht nur
auf die Berechnungskomplexität allein, sondern auch auf die Speicheranforderungen und die
Leistungsdichte, welche durch die Abnahme des Dennard-Scalings [48] neue Innovationen
im Bereich der Hardwarearchitektur erforderlich machen. Wird zudem die Implementierung
des NN-Trainings berücksichtigt und nicht allein die Inferenzphase, steigt die Komplexität
zusätzlich, da Gradienten berechnet und Parameter angepasst werden müssen. Vor allem
auf ressourcenlimitierten Plattformen wie FPGAs ist aus den genannten Gründen eine
Implementierung NN-basierter Algorithmen mit erheblichen Herausforderungen verbunden.
Zusammenfassend lassen sich folgende zentrale Herausforderungen identifizieren:

• Die effiziente Implementierung neuronaler Netze ist durch eine Vielzahl von Hyper-
parametern an einen enorm großen Entwurfsraum gekoppelt, dessen Exploration ein
multikriterielles Optimierungsproblem darstellt.

• Abhängigkeiten zwischen den Entwurfsebenen erschweren die Exploration des Ent-
wurfsraums zusätzlich.

• NNs haben häufig eine weitaus höhere Berechnungskomplexität als klassische Algo-
rithmen, insbesondere wenn die Trainingsphase miteinbezogen wird, was zu großen
Herausforderungen bezüglich der Implementierung auf ressourcenlimitierten Geräten
führt.

• Die kontinuierlich steigenden Datenraten von Kommunikationssystemen führen zu
hohen Durchsatzanforderungen an die digitale Implementierung.
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Ziel, Beiträge und Gliederung dieser Arbeit

Hauptziel dieser Arbeit ist es, die zuvor genannten Herausforderungen mittels effizien-
ter Implementierung von NN-basierten Algorithmen auf ressourcenlimitierten Geräten zu
adressieren. Hierbei werden verschiedene Anwendungsfälle im Bereich der Kommunika-
tionstechnik analysiert, effiziente FPGA-Hardwarearchitekturen entworfen, die Lösungen
evaluiert und mit klassischen Ansätzen verglichen, sowie Vor- und Nachteile aufgezeigt. Die
Beiträge dieser Dissertation wurden in verschiedenen Fachzeitschriften und auf Konferenzen
veröffentlicht [50–59] und sind im Folgenden zusammengefasst:

• Umfangreiche Entwurfsraumexplorationen: Für alle vorgestellten Anwendungs-
fälle werden umfassende Entwurfsraumexplorationen hinsichtlich algorithmischer
Performanz und Berechnungskomplexität durchgeführt. Dazu werden verschiedene
Frameworks entwickelt, welche Hardware-Metriken in die Topologiesuche integrieren,
um den Explorationsprozess zu optimieren.

• Analyse der Abhängigkeiten zwischen Entwurfsebenen: Eine holistische Analyse
aller Entwurfsebenen ist essenziell, um detaillierte Informationen über die Abhän-
gigkeiten der Entwurfsebenen zu erhalten. Daher werden die Wechselbeziehungen
analysiert und eine Brücke von der Anwendungsebene, über den Algorithmus bis zur
Implementierungsebene geschaffen.

• Effiziente FPGA-Hardwarearchitekturen: Optimierte FPGA-Hardwarearchitektu-
ren bilden die Grundlage für eine effiziente Implementierung auf ressourcenbeschränk-
ten Geräten. Daher werden effiziente Hardwarearchitekturen für die entsprechenden
Anwendungsfälle, von der Entzerrung, über das Demapping, bis hin zur Anomaliede-
tektion, entwickelt.

• Integration des NN-Trainings in die Hardwarearchitekturen: Die Implementie-
rung des NN-Trainings bringt erhebliche Herausforderungen mit sich, ist jedoch
unerlässlich, um die Anpassungsfähigkeit zu erhöhen und das volle Potenzial NN-
basierter Algorithmen zu nutzen. Daher beinhaltet ein Großteil der hier vorgestellten
Architekturen nicht nur die NN-Inferenz, sondern auch das Training.

• Fairer Vergleich zwischen FPGA-Implementierungen und konventionellen Platt-

formen: Für all unsere Implementierungen zeigen wir die Vorteile einer maßge-
schneiderten FPGA-Implementierung auf, indem wir sie mit Implementierungen
desselben Algorithmus auf konventionellen Zielplattformen vergleichen. In diesem
Zusammenhang wird demonstriert, dass FPGA-Implementierungen, die auf optimier-
ten Hardwarearchitekturen basieren, das Potenzial haben, traditionelle Plattformen wie
Graphics Processing Units (GPUs) bezüglich verschiedener Metriken zu übertreffen.

• Fairer Vergleich zwischen NN-basierten Lösungen und klassischen Algorithmen:

Für eine faire Evaluation ist es notwendig, die algorithmische Performanz und die
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Implementierungskomplexität NN-basierter Algorithmen mit klassischen Methoden
zu vergleichen. Daher wird in dieser Arbeit ein fairer Vergleich der jeweiligen Ansätze
durchgeführt und aufgezeigt unter welchen Bedingungen NNs Vorteile gegenüber
klassischen Lösungen bieten.

• Essenzielle Analysen zur Realisierung praktischer NN-basierter Kommunikati-

onssysteme: In dieser Arbeit werden optimierte Hardwarearchitekturen entworfen,
Ansätze auf ressourcenbeschränkten Plattformen implementiert und Demonstrato-
ren zur Veranschaulichung bereitgestellt. Somit wird ein entscheidender Beitrag zur
praktischen Implementierung NN-basierter Algorithmen für zukünftige Kommunikati-
onssysteme geleistet.

Diese Dissertation ist in folgende Kapitel gegliedert: Kapitel 2 (Basics) führt die Grundkon-
zepte dieser Arbeit ein, beginnend mit den Grundlagen von Kommunikationssystemen und
neuronaler Netze, über die Anwendungen von NNs im Bereich der Kommunikationstechnik,
bis hin zu Aspekten der FPGA-Implementierung neuronaler Netze, wie Topologieoptimie-
rung, Quantisierung, Hardware-Design und Evaluationsmetriken. Anschließend präsentiert
Kapitel 3 (Implementation of NN-Based Demapping) die FPGA-Implementierung eines
NN-basierten Demappers und demonstriert, wie sich dieser an Phasenoffsetvariationen
anpassen kann. Kapitel 4 (Implementation of NN-Based Equalization) fokussiert sich auf
NN-basierte Entzerrung mit sehr hohem Durchsatz für optische Kommunikationssysteme
auf FPGAs. In diesem Zusammenhang wurde eine umfangreiche Entwurfsraumexploration
durchgeführt und die Implementierung mit maximaler Parallelisierung realisiert, um die
Durchsatzanforderungen zu erfüllen. In Kapitel 5 (Towards NN-Based Edge Processing)
wird Edge Computing von NNs für weitere Anwendungsbereiche analysiert. In diesem
Zusammenhang wird eine hardwarebewusste neuronale Architektursuche zur Arrhythmieer-
kennung vorgestellt und NN-basierte Anomaliedetektion für industrielle Pumpen präsentiert.
Abschließend fasst Kapitel 6 die wesentlichen Beiträge dieser Arbeit zusammen, identifiziert
gemeinsame Aussagen aller vorgestellter Anwendungen und zieht Schlussfolgerungen aus
den gewonnenen Erkenntnissen.
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Appendix A

Use of AI Tools

During the creation of this thesis, Artificial Intelligence (AI) tools were used for grammar,
spelling, and stylistic checks. Those tools include Grammarly [159] and DeepL [160].
Further, generative AIs such as GPT-4.5 and GPT-o3 [161] were used for rephrasing and
improvement of readability of specific sentences. In particular, prompts like “Give me

examples on how I could rephrase <sentence>.” or “What synonym could I use for <word>

in the context of this sentence: <sentence>.” were leveraged as inspiration and to enhance the
style of writing. AI was not utilized for fundamental academic tasks like answering research
questions, providing ideas or methodologies, interpreting results, or giving conceptual
scientific input. It was only used to express the ideas of the author more clearly.
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