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A B S T R A C T

Stateless model checking (SMC) verifies a concurrent program by
systematically exploring its state space. To combat the state-space
explosion problem, SMC is frequently combined with Dynamic Partial
Order Reduction (DPOR), a technique that avoids exploring executions
that are deemed equivalent to one another.

Still, DPOR’s scalability is limited by the size of the input program.
This thesis improves scalability by (i) providing direct support for
common coding patterns that would otherwise have to be handled
inefficiently, and (ii) combining DPOR with other state-space reduction
techniques. Key to our contributions is a DPOR framework that
generalizes a state-of-the-art algorithm.

In the first part, we extend DPOR to efficiently handle common
blocking constructs such as spinloops, which typically lead to the
exploration of numerous redundant executions, often exceeding the
number of complete program executions. Our approach manages
to eliminate the exploration of most of these blocked executions,
exploring only those that indicate a liveness violation. Separately, we
extend DPOR to support a class of transactional programs where many
locations are accessed atomically, a scenario known to be challenging,
focusing on programs with mixed-size accesses.

In the second part, we explore the combination of DPOR with state-
space bounding and symmetry reduction techniques to reduce the
number of explored executions. Our first work on bounding combines
DPOR with preemption bounding in a way that avoids exploring
equivalent executions, a task that had proven to be particularly chal-
lenging. Our second work on bounding resolves the remaining issues
by employing a different bound definition that is better suited for
DPOR. Lastly, our work on symmetry reduction leverages thread-level
symmetries, as well as symmetries between equivalent operations
performed by different threads, resulting in a significant reduction
in the number of executions explored for programs that exhibit such
symmetries.
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1
I N T R O D U C T I O N

1.1 concurrent program verification

While program verification is a hard problem by itself, concurrency
introduces additional challenges due to the non-determinism induced
by the scheduling choices. This non-determinism can lead to subtle
bugs that are difficult to detect and reproduce. Weak memory models
further complicate reasoning by introducing behaviors that cannot be
explained in terms of thread interleavings. Verification techniques for
concurrent programs are therefore especially desirable.

There are several approaches to verifying concurrent programs, each
providing different trade-offs.

Program logics 1 can prove the correctness of a program, and they
have been extended to reason about concurrency 2. However, they
usually require significant manual effort from experts to write the
proofs, and are not particularly amenable to changes in the concur-
rency semantics (i.e., in the observable weak memory behaviors), often
requiring substantial modifications to the logic.

Static analyses 3 are also applicable to concurrent programs; how-
ever, they tend to be less precise—especially in the presence of pointers—
and thus might not always be suitable for full system verification.

Software Model Checking traditionally attempts to solve the verifi-
cation problem by constructing a finite-state abstraction of a program
and exploring the resulting state space.

Predicate abstraction techniques typically construct a finite abstrac-
tion based on a chosen set of predicates and subsequently perform
various analyses 4. Counterexample-guided abstraction refinement
(CEGAR) 5 also performs model checking on an abstraction, but it it-
eratively refines it based on the—possibly—spurious counterexamples
(resulting from the abstraction’s imprecision).

In contrast, Bounded Model Checking (BMC) 6 creates a finite
system by unrolling the program up to a desired bound. The resulting
program, together with the correctness property, is then encoded in
a SAT (or SMT) formula, and a SAT/SMT solver is queried for the
existence of a counterexample. While modern SMT solvers are efficient
in practice, they offer no formal guarantees on their performance or
memory consumption. Moreover, they are often treated as black-box
components, offering little insight into their underlying mechanisms.

1
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1.2 stateless model checking

Stateless Model Checking (SMC) 7 is an explicit-state exploration tech-
nique that avoids storing the visited states. Similar to BMC, SMC
requires that all program executions terminate within some bounded
number of steps, but unlike BMC, it does not require the bound to be
known a priori.

Because a program can have exponentially many traces w.r.t. its
size, SMC is typically combined with Dynamic Partial Order Reduction
(DPOR) in order to reduce the number of explored traces. DPOR
builds on the observation that instructions often commute (e.g., when
they access different locations) and avoids exploring equivalent traces.

DPOR achieves a complete state-space exploration by following a
single scheduling of the program’s threads, and detecting conflicts
between instructions accessing the same memory location. For each
such conflict, DPOR considers a reversal, where the two instructions
are executed in the opposite order, obtaining a new trace.

DPOR algorithms aim to explore only one trace from each equiva-
lence class, i.e., aim to be optimal. The first optimal DPOR algorithm 8

achieves this at the cost of possibly exponential space consumption,
since it stores parts of the visited executions in order to avoid reversing
the same race multiple times.

The work of Kokologiannakis et al.9 introduced RCMC, a DPOR
algorithm that directly explores the equivalence classes themselves.
Their key idea is to explore partially ordered traces, called execution
graphs10. GenMC, another execution-graph-based DPOR algorithm
11, manages to achieve an optimal exploration by storing parts of the
explored executions, again—potentially—consuming an exponential
amount of memory.

Execution-graph-based DPOR algorithms culminated in TruSt
12,

an algorithm that (i) is optimal, (ii) requires only polynomial space
consumption, and (iii) is parametric w.r.t. the memory model seman-
tics.

However, even under an optimal exploration strategy, such as that
of TruSt, a program’s state space can still be exponential in its size.

1.3 contributions

In this thesis, we improve the scalability of DPOR in multiple direc-
tions, which we organize into the two parts below.

In Chapter 3, we present an additional contribution of this thesis:
a DPOR framework that generalizes TruSt, along with a novel proof
of correctness. This proof gave us valuable insights into the crux
of the algorithm and shaped the development of most contributions
presented in this thesis.
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1.3.1 Extending DPOR’s Applicability

In our first line of work (Part i), we extend the class of programs that
DPOR can directly and efficiently support to include

Chapter 4: blocking constructs 13, and

Chapter 5: mixed-size accesses 14.

handling blocking constructs Concurrent programs fre-
quently contain blocking constructs, such as spinloops, where a thread
repeatedly reads a location until the value read satisfies a condition.
Directly modeling this as a loop would preclude DPOR’s application,
since it would introduce executions of unbounded length. A common
approach is to model a spinloop as a read instruction, followed by
an assume statement that enforces the required condition on the read
value. However, this approach generates many blocked executions,
where the assume statement fails.

In this work, we propose a DPOR algorithm that avoids the explo-
ration of such redundant executions, providing a significant speedup
in the verification of programs that exhibit blocking constructs.

supporting mixed-size accesses A common assumption in
concurrent program verification is that every memory location is
equipped with a certain size, e.g., 4 or 8 bytes, and every access to that
location reads or writes this exact number of bytes. However, real code
can contain mixed-size accesses (MSAs), where only part of a location’s
footprint is accessed. Such accesses can occur, for example, when a
union in a C-style language is accessed through members of different
sizes. Unfortunately, DPOR cannot natively support such programs,
and naive approaches to handling them, e.g., by splitting the accesses
into multiple smaller ones, are either unsound or inefficient.

In this work, we propose a new algorithm that directly handles
mixed-size accesses, significantly modifying the core DPOR algorithm
to support them. Our ideas and observations extend to a broader class
of transactional programs, where a thread performs multiple accesses to
different locations in an atomic fashion.

1.3.2 Combining State-Space Reduction Techniques

In our second line of work (Part ii), we reduce the size of the explored
state space by combining DPOR with

Chapter 6: bounding techniques 15, and

Chapter 7: symmetry reduction techniques 16.

state-space bounding While verification approaches usually try
to fully explore the scheduling choices of a concurrent program, con-
currency bugs typically require only a few preemptive context switches
(preemptions) to manifest.
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Preemption bounding 17 builds on this observation by only explor-
ing executions that involve few preemptions. However, it does not—by
itself—guarantee that no two equivalent executions are explored, lead-
ing to redundant exploration. It would therefore be useful to combine
preemption bounding with DPOR and reap the benefits of both.

Such a combination, unfortunately, is not straightforward: eagerly
dropping some executions can hide a race that would have been
detected and later lead to a valid execution. Instead, prior work 18

suggested a non-optimal preemption-bounded DPOR, where some
equivalent executions can be explored.

In our first work, we propose another approach: we provide an op-
timal, in terms of the partial-order reduction, algorithm that explores
executions exceeding the bound by some amount, which we refer to
as slack. We show that the required slack is bounded by the number of
threads in the program (minus two), and that this upper limit is tight.
Our evaluation confirms the existing observation that concurrency
bugs frequently appear with few preemptions, and shows that our
algorithm runs faster for such small bounds than the full state-space
exploration.

In our second work, we combine DPOR with another bounding
metric: the required number of rounds that a round-robin scheduler
needs to obtain the execution in question. We show that this bound
allows an optimal combination of DPOR and state-space bounding,
requiring no slack, and admits a natural extension for weak memory
models.

leveraging program symmetries Programs frequently exhibit
symmetries, where two or more threads execute the same or similar
code. As an example, consider a program where two threads execute
the same code in a critical section protected by a lock. While the order
in which two threads acquire the lock gives rise to two traces, the
traces are in fact equivalent up to thread renaming. A DPOR algorithm
should, in principle, be able to make use of such symmetries to further
reduce the state-space size. However, eagerly dropping executions that
are deemed symmetric—without storing them—is not straightforward.

In this work, we propose a new DPOR algorithm that leverages
two kinds of such symmetries: plain thread symmetries, where two
or more threads execute the same code, and internal symmetries, a
novel notion of symmetry where two threads compete to perform the
same operation, but which one succeeds is immaterial. Our algorithm
provides an exponential reduction in the number of executions for
programs that exhibit such symmetries.
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2
B A C K G R O U N D

In this chapter, we will introduce the basic concepts and definitions
that are used throughout the thesis: the programming language,
the framework of execution graphs, and an overview of the TruSt

algorithm.

2.1 programming language

We define a programming language that is general enough to express
the shared-memory concurrency constructs we are interested in.

Definition 1 (Programming Language). A program P ∈ Prog is a parallel
composition of commands c1∥ ... ∥ck. Commands c ∈ Cmd are given by the
following grammar:

c ::= r := e | r := alloc() | free(e) | r := loado,k(e) | storeo,k(e1, e2) |
error | block | if e then c | c1; c2 | c1 ∥ c2

where r ∈ Reg ranges over registers, o over access modes and k over sets of
attributes, and e ∈ Exp over simple expressions built from integers, registers,
and arithmetic operators:

e ::= n | r | e1 + e2 | e1 − e2 | ...

Access modes specify the ordering constraints of memory accesses
and affect, e.g., which stores are visible to which loads.

As an example, C/C++20 provides the following partially ordered
set.

na rlx
acq

rel
acqrel sc

(non-atomic) (relaxed)

(acquire)

(release)
(seq. consistent)
⊏

⊏

⊏
⊏⊏⊏

Using the simple language above, we can model more complex in-
structions. Atomic read-modify-write (RMW) operations are modeled
as adjacent pairs of read and write instructions carrying the exclusive
attribute excl19. For instance, compare-and-swap, r := CAS(e1, e2, e3),
can be defined as syntactic sugar for

r := loadexcl(e1); if r = e2 then storeexcl(e1, e3)

5



6 background

Likewise, we use the error and block commands to model assert and
assume statements as follows.

assert(e)
△
= if ¬e then error assume(e)

△
= if ¬e then block

For simplicity, the language does not contain a looping construct:
we assume that loops are unrolled up to some number of iterations.
Our later development only assumes that there are no non-terminating
loops.

2.2 execution graphs

The framework of execution graphs is a flexible formalism to model
the semantics of concurrent programs under different memory models.
In essence, execution graphs are partially ordered traces, making them
particularly well-suited for DPOR algorithms.

An execution graph consists of a set of events, which correspond
to program instructions, and a set of relations between these events.
Each event contains information about the thread that executed it,
and its position within the thread, as well as a label that describes the
operation performed.

Definition 2 (Event Label). A label lab ∈ Lab takes one of the following
forms:

• Write label: Wo,k(l, v) ∈ W, where o records the write access mode,
k records the write attributes, l ∈ Loc is the location accessed, and
v ∈ Val is the value written.

• Read label: Ro,k(l) ∈ R, where o records the read access mode, k records
the read attributes, and l ∈ Loc is the location accessed.

• Block label: B, representing the blockage of a thread.

• Error label: Error, representing the violation of some program asser-
tion.

Definition 3 (Event). An event, e ∈ Event, is either the initialization event
init, or a thread event ⟨t, i, lab⟩ where t ∈ Tid is a thread identifier, i ∈ Idx

is a serial number (denoting the index of an event within a thread), and
lab ∈ Lab is a label.

Notation
We omit the ∅ for read/write labels with no attributes. Similarly,
we omit the access mode when it is not relevant.
We write R for the set of read events, and W for the set of write
events, including the initialization event init.
The functions tid, idx, val, loc, mod, and attr, respectively, return
the thread identifier, serial number, value, location, access mode,
and attributes of an event (or event label), when applicable.

A plain execution graph E ∈ Pexec
△
= P(Event) only tracks the intra-

thread order of events and is used as an intermediate step in defining
the semantics of a concurrent program.
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An execution graph extends plain execution graphs by tracking the
reads-from function, which maps each read event to the write event it
reads from, as well as the coherence order, which totally orders same-
location write events.

Definition 4 (Execution Graph). An execution graph G ∈ Exec is a
tuple ⟨E, rf , co⟩ where

1. E ∈ Pexec is a plain execution graph that includes init and does
not contain multiple events with the same thread identifier and serial
number;

2. rf : E∩R → E∩W, called the reads-from function, mapping each
read event to a same-location write (or the initialization event) from
which it gets its value; and

3. co : Loc → P(W× (W \ {init})), called the coherence order, map-
ping each location l to a strict total order col of writes that access l,
with init as the first element.

Conventions
We write G.E, G.rf and G.co to project the various components
of an execution graph.
In relational algebra expressions, we abuse notation and write
G.rf for the relation {⟨G.rf(r), r⟩ | r ∈ G.R}, and treat G.co as the
relation

⋃
l∈LocG.col.

We write G.W for G.E ∩W (and similarly for other sets), and
use superscripts and subscripts to restrict label sets (e.g., Wl

△
=

{w ∈W | loc(w) = l}).
As a convenience, given a set A, we write A⊥ for the set A∪ {⊥}.

Observe that G does not have an explicit program order (po) compo-
nent. We induce po based on our representation of events as follows:

po
△
= {init}× (E\ {init})∪

{
⟨e1, e2⟩ ∈ E×E tid(e1) = tid(e2)∧ idx(e1) < idx(e2)

}
We additionally define the set of positions Pos

△
= Tid× Idx and a

function pos(e)
△
= ⟨tid(e), idx(e)⟩ that returns the event’s position.

Finally, we define the order <pos on events via the lexicographical
order of their positions:

<pos
△
= po∪

{
e1, e2 tid(e1) < tid(e2)

}
2.3 concurrent program semantics

A given program P gives rise to a set of execution graphs JPK by
interpreting each thread in isolation and allowing load instructions
to non-deterministically read any value. The memory model further
restricts the set of valid executions to those that it deems consistent.
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2.3.1 Program Interpretation

Commands in our language are interpreted with respect to a thread
identifier t ∈ Tid, a serial number i ∈ Idx, and an environment Γ ∈ Env

△
=

Reg→ Val mapping registers to values. We extend the domain of Γ to
expressions e in the expected way; e.g., Γ(e1 + e2) = Γ(e1) + Γ(e2).

The interpretation of a command JcK(t, i, Γ) yields a set of tuples of
the form ⟨o,E,m⟩, where o denotes the command outcome, E ∈ Pexec

the plain execution graph (i.e., the set of events) leading to o, and m a
value map, tracking the values read by each load instruction (identified
by its event position). The outcome o may in turn be either ⊥ (when
the computation has not terminated successfully) or an updated serial
number i ′ along with a new environment Γ ′.

The interpretation function

J.K : Cmd→ (Tid× Idx×Env)→ P((Idx× Env)⊥ × Pexec× ((Pos×Val)⊥))

for commands is defined by induction over the command syntax.
We start with the base cases, which are straightforward.

Jr := eK(t, i, Γ) △
= {⟨(i, Γ [r 7→ Γ(e)]), ∅,⊥⟩}

JblockK(t, i, Γ) △
= {⟨⊥, {⟨t, i,B⟩},⊥⟩}

JerrorK(t, i, Γ) △
= {⟨⊥, {⟨t, i,Error⟩},⊥⟩}

Jstoreo,k(e1, e2)K(t, i, Γ) △
= {⟨(i + 1, Γ), {⟨t, i,Wo,k(Γ(e1), Γ(e2))⟩},⊥⟩}

Jr := loado,k(e)K(t, i, Γ) △
=

{
⟨(i + 1, Γ [r 7→ v]), {⟨t, i,Ro,k(Γ(e))⟩}, ⟨⟨t, i⟩, v⟩⟩ v ∈ Val

}
An assignment yields the singleton set with an updated environment
and no events. block and error yield ⊥ and a single block event or error
event respectively. Stores generate a single event, increment the serial
number to account for the generated event, and keep the environment
intact. Loads return a graph with a new event for an arbitrary return
value v ∈ Val (corresponding to the value read), increment the serial
number, and return an updated environment with the mapping r 7→ v.
They also update the value map m to include the value read.

The interpretation of the inductive cases also proceeds as expected,
despite it being a bit more complex. The interpretation of if e then c

is determined by the value of Γ(e), and either yields the interpretation
of c or the empty graph. (We abuse notation and treat the union of a
tuple t = ⟨p, v⟩ with ⊥ as t itself.)

Jif e then cK(t, i, Γ) △
= if Γ(e) ̸= 0 then JcK(t, i, Γ) else {⟨(i, Γ), ∅, ∅⟩}

The interpretation of c1; c2 comprises two cases, depending on the
outcome of c1: if the computation Jc1K(Γ) terminates successfully, then
the resulting outcome is that of c2 (i.e., o2), taking the union of the
generated executions; otherwise, the interpretation yields ⟨⊥,E1⟩.

Jc1; c2K(t, i, Γ) △
=

{
⟨o2,E1 ∪ E2,m1 ∪m2⟩

⟨(i1, Γ1),E1,m1⟩ ∈ Jc1K(t, i, Γ)∧
⟨o2,E2,m2⟩ ∈ Jc2K(t, i1, Γ1)

}
∪
{
⟨⊥,E1,m1⟩ ⟨⊥,E1,m1⟩ ∈ Jc1K(t, i, Γ)

}
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We can now define the interpretation of a program c1∥ ... ∥cn as a set
of plain execution graphs, together with a map that tracks the values
read by load instructions.

q
(c1∥ ... ∥cn)

y △
=

⟨G,
⋃n

i=1mi⟩ ∈ Exec

∃E1, ... ,En.
(∀i. ( ,Ei,mi) ∈ JciK(i, 0, Γ0))
∧G.E = {init}∪ E1 ∪ ...∪ En


2.3.2 Memory Consistency Models

A memory model m defines which execution graphs are consistent,
usually as a set of constraints on the relations between events. We
write consistentm(G) to denote that an execution graph G is consistent
under m.

We can now define the semantics of a program P under a memory
model m as the set of execution graphs that correspond to some
plain execution and appropriate value map, as defined by the above
semantics, and are consistent under m.

Naturally, the value map needs to be justified by the choice of
reads-from relation.

Definition 5 (Value Justification). Given an execution G and a value map
M ⊆ Pos×Val, we say that G justifies M if

∀r ∈ G.R. ⟨pos(r), val(G.rf(r))⟩ ∈M

Definition 6 (Axiomatic Semantics). The consistent execution graphs of a
program P under a memory model m are

JPKm
△
=

{
G ∈ Exec ⟨G.E,M⟩ ∈ JPK∧G justifies M∧ consistentm(G)

}
common derived relations Memory models often define ad-
ditional relations on execution graphs to judge their consistency.

Notation

Given two relations X and Y, we define their composition X; Y △
={

⟨x, z⟩ ∃y. ⟨x,y⟩ ∈ X∧ ⟨y, z⟩ ∈ Y
}

. We define the inverse of a
relation X as X−1 △

=
{
⟨x,y⟩ ⟨y, x⟩ ∈ X

}
. We write X+ for the

transitive closure and X? for the reflexive closure of X. Given a
set A, we write [A] for the identity relation

{
⟨a,a⟩ a ∈ A

}
on

A. Finally, given a strict partial order X, we write X|imm for the
transitive reduction X \ (X;X).

The reads-before relation

rb
△
=

{
⟨r,w ′⟩ ⟨G.rf(r),w ′⟩ ∈ G.co∧ loc(r) = loc(w ′)

}
orders a read event before a subsequent write, i.e., a write that over-
writes the one that it reads from.

The extended-coherence relation eco
△
= (rf ∪ co∪ rb)+ totally orders all

same-location events, apart from reads reading from the same write.
Due to co’s transitivity, eco can be rewritten as rf ∪ (co∪ rb); rf?.
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atomicity constraint The rmw relation orders an exclusive
read before the following (same-location) exclusive write and is used
to express the atomicity of RMW operations.

rmw
△
=

{
⟨r,w⟩ ∈ (R×W)∩ po|imm loc(r) = loc(w)∧ excl ∈ rattr(r)∩wattr(w)

}
Memory models enforce that there are no intervening writes in

coherence between matching pairs of exclusive read and write events.

atomicity(G)
△
= G.rmw ∩ (G.rb;G.co) = ∅

sequential consistency As an example, we consider Sequen-
tial Consistency (SC) 20, which corresponds to thread-interleaving
semantics.

Definition 7. An execution graph G is consistent under sc iff atomicity(G)

and acyclic(G.po∪G.eco).

2.4 an overview of trust

Recent approaches to state-space exploration represent a program’s
behaviors as a set of execution graphs 21. In comparison to trace
representations, execution graphs have two main advantages: (i) they
directly capture an equivalence class of traces (allowing reasoning
about equality instead of equivalence), and (ii) they can express weaker
behaviors that are not expressible as traces.

TruSt is such an execution-graph-based DPOR algorithm that is
parametric in the choice of the memory model. Compared to prior
work 22, TruSt avoids exploring the same behaviors twice without
storing any of the explored execution graphs.

2.4.1 Incremental Graph Generation

TruSt explores consistent execution graphs by starting from the empty
execution, and iteratively adding events to it. The incremental genera-
tion agrees with the causal order porf

△
= (po ∪ rf)+: events cannot be

added out of order w.r.t. po and a read must read from an existing
write. To guarantee that the exploration is complete, i.e., fully covers
the state space, TruSt requires that the memory model be porf-acyclic:
no consistent execution graph G has a porf loop, and therefore it can
be incrementally generated in an order that agrees with porf .

2.4.2 Eager Consistency Checks

TruSt avoids exploring inconsistent executions by eagerly dropping
them as soon as they are detected. To guarantee that no consistent
execution is missed, TruSt requires that the memory model be prefix-
closed w.r.t. the causal order: restricting a consistent execution graph
to a subset E of its events that is backwards-closed w.r.t. porf , i.e.,
dom(G.porf ; [E]) ⊆ E, yields a consistent execution. Otherwise, an
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inconsistent execution could later become consistent by adding more
events to it.

2.4.3 Backward Revisits and Extensibility

At each step, TruSt extends the current execution graph by inter-
preting an arbitrary instruction from an unfinished thread. Since a
read event can only read from writes that already exist in the graph,
when a write event is added, TruSt considers revisiting a previously
added read event: it starts a subexploration where the read reads from
the newly added write. During a revisit, all events that were added
after the read and are not in the causal prefix of the write, i.e., they
are not porf-before the write, are removed from the execution. For
this, TruSt keeps the order in which events were added as additional
bookkeeping information.

To guarantee that there was a consistent way for the deleted events
to have been added, and therefore to consistently reach the execution
where the write was scheduled, TruSt requires that the memory
model be extensible: for every consistent execution graph G and every
event e ∈ E, there exists a consistent execution graph G ′ that extends
G with e (and updates the rf and co components appropriately).

Finally, to avoid reaching the same execution graph through differ-
ent revisits, TruSt only considers a revisit when the affected events
(the read to be revisited and the events to be removed) form a maximal
extension. For this, each affected event should be coherence maximal in
the order in which it was added, i.e., its sole co and rb successors can
be other affected events that were added later. In turn, TruSt requires
that the memory model be maximally extensible: for every consistent
execution graph G and every event e ∈ E, maximally extending G

with e yields a consistent execution.

Conventions

In explorations, we use letters to refer to intermediate execu-
tions, numbers to refer to full executions, and red to denote
executions that will not be explored. Additionally, we do not
draw co edges from init to other writes.

Example 2.4.1 As an example of a TruSt exploration, consider the
program r+r+ww below.

T1: a := x T2: b := y T3: y := 1

x := 1
(r+r+ww)

Under sequential consistency (and any reasonable memory model),
this program results in the following four consistent executions.
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1
init

R(x) R(y) W(y, 1)

W(x, 1)

2
init

R(x) R(y) W(y, 1)

W(x, 1)

3
init

R(x) R(y) W(y, 1)

W(x, 1)

4
init

R(x) R(y) W(y, 1)

W(x, 1)

Assuming a left-to-right scheduling, i.e., always choosing the in-
struction of the leftmost unfinished thread, TruSt will add the first
two threads in order, without branching the exploration, and reach
the execution B where both reads read the initial value.

Init
init

A
init

R(x)

B
init

R(x)R(y)

When the write of the third thread is picked, TruSt starts two
subexplorations: execution C where the write is just added, and
execution D where it revisits the first read.

B D
init

R(x) R(y) W(y, 1)

C
init

R(x) R(y) W(y, 1)

revisit

In both executions ( C and D ), adding the final write and revisiting
the first read would, in principle, be a valid subexploration and lead
to the same execution E (see below). However, TruSt will only allow
the revisit step when the affected events are maximal. In execution
C , the read of y is not maximal, and therefore only the non-revisit

step is taken, leading to execution 1 .
In execution D , the read of y reads maximally, and thus both the

revisit and non-revisit steps are taken, leading to executions E and
2 , respectively.

D
2

E
init

R(x) W(y, 1)

W(x, 1)
revisit
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Finally, from the execution E , TruSt will again add the (previously
removed) read of y and consider both write options to read from,
reaching the completed executions 3 and 4 .

The whole exploration is summarized below.

Init A B

D

2

E

4

3

C 1

revisit revisit

Avoiding Revisit Loops

As we later discuss (§3.2), picking the coherence-maximal extension as
the one to allow the revisit is not strictly required for the algorithm’s
correctness, as long as the allowed extension is consistent and unique.

There is, however, one general condition that it should satisfy:
among the events affected by the revisit, a read cannot read from a
write that was added later. This is to ensure that there is no infinite
repetition of revisits that would make the algorithm diverge.

Example 2.4.2 As an example, consider the program below.

T1: a := x T2: x := 1 T3: x := 2 (r+w+w)

Without enforcing this restriction, the two writes can initiate an
infinite sequence of revisits to the read event: each write revisits the
read, before being deleted during a revisit by the other write.

A
init

R(x)

B
init

R(x) W(x, 1)

C
init

R(x) W(x, 2)

B
init

R(x) W(x, 1)
· · ·

The aforementioned restriction is effectively equivalent to requiring
that a write that has revisited cannot be later removed from the
execution, a fact that is essential for the proof of correctness (Lemma 3).

Yet another equivalent restriction, enforcing that the reads in the
prefix of a write that has revisited cannot be later revisited, is used
in the implementation of TruSt in the GenMC tool 23, as well as in
the GenMC algorithm 24, a DPOR algorithm that allows—otherwise
unconditionally—revisits, but stores execution prefixes to avoid dupli-
cation.

2.4.4 Extensibility of RMW Operations

Unconditionally requiring that the memory model be extensible is too
strong in the presence of RMW operations. Given an execution graph
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25 See Proposition 3 for a
formal proof.

G with an exclusive read r ∈ G.E where the corresponding exclusive
write w is not yet present, atomicity forces a unique way in which w

can be added to G: it must be placed in co directly after the write that
r reads from. However, it can be that this unique placement is not
consistent.

Example 2.4.3

As an example, consider the program u+u below, where two threads
increase the value of x in parallel.

T1: fetch add(x, 1) T2: fetch add(x, 1) (u+u)

The TruSt exploration of this program under a left-to-right schedul-
ing is shown below. The two consistent execution graphs, 1 and 2 ,
correspond to the left-to-right and right-to-left executions, respectively.

A
init

Rexcl(x)

Wexcl(x, 1)

C
init

Rexcl(x)

Wexcl(x, 1)

Rexcl(x)

1
init

Rexcl(x)

Wexcl(x, 1)

Rexcl(x)

Wexcl(x, 2)

B
init

Rexcl(x)

Wexcl(x, 1)

Rexcl(x)

D
init

Rexcl(x) Rexcl(x)

Wexcl(x, 1)

2
init

Rexcl(x)

Wexcl(x, 2)

Rexcl(x)

Wexcl(x, 1)

I
init

Rexcl(x)

Wexcl(x, 1)

Rexcl(x)

Wexcl(x, 1)

TruSt first adds the two events corresponding to the first RMW,
reaching execution A . Afterwards, it can add the second exclusive
read by reading from the exclusive write (execution C ), eventually
reaching the first completed execution 1 .

To explore the second execution, it also needs to consider the second
exclusive read reading from the initialization write (execution B ).
Adding the following exclusive write and revisiting the first read leads
to the second execution 2 . However, the non-revisit step from B

leads to the inconsistent execution I , which is dropped.

In principle, such non-extensible executions could lead to missing
an execution: a certain revisit could only be allowed in a maximal
extension that is not consistent, and therefore not explored.

To address this, TruSt requires that the scheduler always picks an
available exclusive write, if it exists. As a consequence, it guarantees
the following25: (i) there is at most one available exclusive write at any
point, and (ii) in any tentative set of affected events during a revisit,
every exclusive write is immediately preceded by its corresponding
exclusive read in the addition order.

This allows TruSt to weaken the maximal extensibility requirement
on exclusive writes to only require that they be maximally extensible
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when their corresponding exclusive read is also maximal: otherwise,
the revisit step is not allowed anyway.

2.4.5 Fruitless Executions

The previous example (u+u) also illustrates another possible issue
with the exploration strategy of TruSt: a non-revisit step (from B to
I ) is not consistent. As demonstrated in the following example, it is

possible that the revisit step is also not allowed, thereby reaching an
execution that provides no value to the exploration.

Example 2.4.4 Consider the program u+r+u below, where a middle
thread reading x is added to u+u.

T1: fetch add(x, 1) T2: a := x T3: fetch add(x, 1) (u+r+u)

TruSt will eventually reach the consistent execution graph F ,
where all reads read from the initialization write, and only the last
thread’s exclusive write is missing.

F
init

Rexcl(x)

Wexcl(x, 1)

R(x) Rexcl(x)

Now, from F there are no valid steps that the algorithm can take:
the revisit step is not allowed due to the non-maximality of the middle
read of x (it should read from the previously added exclusive write),
and the non-revisit step is not consistent due to atomicity.

Such fruitless executions could threaten the algorithm’s performance.
Fortunately, TruSt guarantees that as soon as a fruitless execution
is reached, no further steps are initiated. In other words, in the
algorithm’s exploration tree, the depth of fruitless explorations is at
most one.

2.4.6 Tool Implementation

The TruSt algorithm was first implemented in the GenMC tool (which
originally implemented the GenMC algorithm).

GenMC targets C programs, operates on the LLVM-IR, and is para-
metric in the choice of the memory model. The memory model’s
consistency checks can be automatically generated by a companion
tool 26.

All the contributions we present in this thesis are implemented on
top of GenMC. With the exception of Mixer, whose integration is
ongoing, all the other contributions have been merged upstream 27.





3
A D P O R F R A M E W O R K B A S E D O N T R U S T

In this chapter we present our DPOR framework that generalizes
TruSt, together with its proof of correctness.

We fix a program P ∈ Prog and parametrize our framework with
the following components, which we will explain shortly:

1. a dependency order dep ∈ Exec→ P(E×E) on execution graphs,

2. a maximality function maximal ∈ (Exec,E)→W⊥, and

3. the memory model m.

3.1 operational steps

The dependency order prescribes the order in which events can be
added to the execution graph and induces the operational steps that the
algorithm follows when constructing the execution graphs. For TruSt,
the dependency order is the program order po.

To ensure that dep reflects our intentions, we require that it is a strict
partial order on the events of G including all control, address, and data
dependencies, thereby determining which events can further be added
to the execution graph (following the commands of P). Additionally,
it must be monotonic, i.e., be preserved by the addition of events, not
depend on an event’s read-from or coherence placement, and capture
the atomicity of RMWs. We postpone formalizing this intuition until
we define some necessary notions.

We define the restriction of an execution graph G to a set of events
E as G|E

△
= ⟨G.E∩ E,G.rf ∩ (E× E),G.co∩ (E× E)⟩.

Given the dependency order, we define the set of available events for
a given execution graph G

avail(G)
△
=

{
e ∈ G ′.E \G.E G ′ ∈ JPK. G ′|G = G∧ dom(G ′.dep; [e]) ⊆ G.E

}
In turn, the operational steps construct execution graphs that follow

(i) the dependency order, by adding events in the order they are
available, and (ii) the reads-from relation, by adding reads that read
from existing writes, as shown in Fig. 3.1.

For read and write events, the operational steps track an additional
placement: which write the new read is reading from, and which write
is co|imm-before the new write. As a shorthand, given an execution
graph G, a write w ∈W \G.W, and a write p ∈ G.Wloc(w), we write
co[w 7→ p] to denote the coherence relation that extends co by placing
w immediately after p in coloc(w).

17
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Read

r ∈ avail(G)∩R p ∈ G.Wloc(r)

G
r@p−−−→ ⟨G.E∪ {r},G.co,G.rf[r 7→ p]⟩

Write

w ∈ avail(G)∩W p ∈ G.Wloc(w)

G
w@p−−−→ ⟨G.E∪ {w},G.co[w 7→ p],G.rf⟩

Plain

e ∈ avail(G) \ (R∪W)

G
e@⊥−−−→ ⟨G.E∪ {e},G.co,G.rf⟩

Figure 3.1: Operational steps

For the remaining events there is no placement, denoted by ⊥.
We abuse notation and omit the placement when it is existentially
quantified, and write, e.g., G e−→ G ′. Similarly, we can omit the added
event as well and write, e.g., G −→ G ′.

We can now restrict the dependency orders we consider.

Axiom 1. Given any execution graph G, the dependency order dep(G)

satisfies the following properties:

1. ∀e,G ′s.t. G e−→ G ′, G.dep ⊆ G ′.dep and rng(G ′.dep \G.dep) = {e},

2. ∀e,p,p ′,G ′,G ′′s.t. G
e@p−−−→ G ′ and G

e@p ′
−−−→ G ′′, G ′.dep = G ′′.dep,

3. G.rmw ⊆ G.dep,

4. ∀a, r,w s.t. ⟨a,w⟩ ∈ G.dep and ⟨r,w⟩ ∈ G.rmw, ⟨a, r⟩ ∈ G.dep,
and

5. ∀a, r,w s.t. ⟨r,a⟩ ∈ G.dep and ⟨r,w⟩ ∈ G.rmw, ⟨w,a⟩ ∈ G.dep.

The first two conditions ensure that the dependency order is not
affected by later additions of events, and that the placement of an
event does not affect its dependencies.

Condition 3 ensures that the algorithm cannot generate executions
where an exclusive write is present without the preceding exclusive
read.

Finally, conditions 4 and 5 guarantee well-formedness of RMWs
(see Prop. 3), ensuring that (i) at most one exclusive read can appear
without the corresponding exclusive write, and (ii) as soon as the
exclusive read is present, the exclusive write is also available.

Remark 1. Most definitions are derived from the dependency order
dep. To avoid clutter, we omit the explicit dependency in the notation.

3.1.1 Prefix-Closedness

The operational steps roughly correspond to the non-revisit steps
of the algorithm, disregarding the consistency checks. As we have
already discussed, eagerly dropping inconsistent executions requires
that consistency is backwards-closed w.r.t. the steps of the execution
graph’s construction.
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We formalize this as follows: we write G ⊑ G ′ to denote that
G ′ can be reached from G by a sequence of operational steps, i.e.,
G ⊑ G ′ △

= G −→∗ G ′, and say that G is a prefix of G ′.

Definition 8. A memory model m is prefix-closed w.r.t. a dependency order
dep if for any pair of execution graphs G,G ′ s.t. G ⊑ G ′, consistentm(G ′) =⇒
consistentm(G).

An execution graph G constructed by the operational steps starting
from the initial, empty execution graph G∅

△
= ⟨∅, ∅, ∅⟩, i.e., G∅ −→∗ G, is

complete if there is no available event to add to it.

complete(G)
△
= avail(G) = ∅

3.1.2 Acyclicity

The operational steps additionally restrict the “shape” of the execu-
tions that can be constructed by the algorithm. Let G.cb △

= (G.dep ∪
G.rf)+ be the causal prefix of an execution graph G. It is easy to see
that the operational steps can construct exactly the execution graphs
that are cb-acyclic.

Lemma 1. Let⊤ be the memory model with consistent⊤(G) = acyclic(G.cb).
Then,

JPK⊤ =
{
G ∈ Exec G∅ ⊑ G∧ complete(G)

}
To ensure that the algorithm can explore any consistent execution,

we require that the memory model m is cb-acyclic.

Definition 9. A memory model m is acyclic w.r.t. a dependency order dep
if for any execution graph G ∈ JPKm, G.cb is acyclic.

When it is clear from the context, we will just say that m is cb-acyclic.
The following proposition now follows directly from Lemma 1.

Proposition 1. Given a memory model m that is acyclic w.r.t. a dependency
order dep, any execution graph G ∈ JPKm can be constructed by the induced
operational steps.

JPKm =
{
G ∈ Exec G∅ ⊑ G∧ complete(G)∧ consistentm(G)

}
3.2 extensibility

As we discussed, TruSt only allows a revisit when the affected events
have a designated placement in the execution graph.

To formalize this, we define a subset of the operational steps of
Fig. 3.1 as the maximal steps. We leave the choice of the maximal
placement abstract, reflected by the maximality function which returns
this unique placement maximal(G, e), for any execution graph G and
event e ∈ avail(G). (The value ⊥ is only returned for events that are
neither reads nor writes.)
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Maximal Step: Plain

G
e@p−−−→ G ′ e ̸∈Wexcl p = maximal(G, e)

G
e
⇝ G ′

Maximal Step: Exclusive Write

G
w@p−−−→ G ′ w ∈Wexcl ⟨r,w⟩ ∈ G.rmw p = G.rf(r)

G
w
⇝ G ′

Figure 3.2: Maximal steps

28 “Trace Theory” [Maz87]

29 “Optimal stateless
model checking for

reads-from equivalence
under sequential

consistency” [Abd+19]
30 See Appendix B of the

extended version of [LV15]
for a definition of the forced

co edges under the
release-acquire fragment of
the C/C++ memory model

[LGV16].

For exclusive writes, we fix the maximal placement to be the write
that the corresponding exclusive read reads from—any other place-
ment would be inconsistent due to atomicity (§2.3.2).

Extensibility now requires that the maximal placement always pre-
serves consistency (with a small exception for exclusive writes, as we
already discussed in §2.4.4).

Definition 10. A memory model m is extensible w.r.t. dep under maximal

if for any G ∈ Exec s.t. G∅ ⊑ G, consistentm(G), e ∈ avail(G), and
G

e
⇝ G ′,

1. If e ̸∈Wexcl, then consistentm(G
′), and

2. if e ∈Wexcl and ∃Ḡ. Ḡ
r
⇝ G, where ⟨r, e⟩ ∈ G ′.rmw, then consistentm(G

′).

The natural maximality function is the coherence maximality function
maximalcoh(G, e), which returns the coherence-maximal write m ∈
Wloc(e), i.e., rng([{m}];G.co) = ∅, when e ∈ R ∪W \Wexcl; otherwise,
it returns ⊥.

Remark 2. The execution graphs we consider totally order all same-
location writes by tracking the co order, with the induced equivalence
being that of Mazurkiewicz traces 28.

An alternative, coarser equivalence is the reads-from equivalence
(rf equivalence 29), where execution graphs only track the reads-from
relation rf . Consequently, the consistency of execution graphs can be
defined by an existentially quantified coherence order. Depending on
the model, one can compute a subset of co edges that are forced30 in
the execution graph and only enumerate the remaining edges.

To cover such equivalences, the maximality function could be de-
fined in the following way: return any placement from the ones that
would preserve the execution’s consistency. Extensibility on execution
graphs that include co implies that there exists such a placement. To
deterministically choose such a placement, one solution is to order the
placements by their position and pick the first consistent option.

3.3 algorithm

We can now present a succinct operational version of the algorithm,
which clarifies its behavior.
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We assume a function next(·) that, given an execution G, returns
an arbitrary event from avail(G) if there is no exclusive write in it;
otherwise, it returns an exclusive write event. If avail(G) is empty, i.e.,
G is complete, next(G) returns ⊥.

The algorithm operates on configurations, which are pairs ⟨G,<⟩ of
an execution graph G and a total order < on G.E. We lift the notion
of prefix to configurations, i.e.,

⟨G,<⟩ ⊑ ⟨G ′,< ′⟩ △
= G ⊑ G ′∧ <⊑< ′

where <⊑< ′ denotes that < ′ starts with < (< ′ is a—possibly empty—
extension of <).

The non-revisit steps ·
=⇒
nr

add the next event to the execution graph,
following the operational steps, and place it at the end of the total
order.

Non-revisit step

e = next(G) G
e@p−−−→ G ′ consistentm(G

′)

⟨G,<⟩ e@p
===⇒

nr
⟨G ′,< ++ [e]⟩

The revisit steps ·
==⇒
rv

attempt to revisit a previously added read
event r from the new same-location write event w.

Revisit step

w = next(G) w ∈ G.W r ∈ G.R loc(w) = loc(r)

P
△
= dom((G⊎ {w}).cb; [{w}]) r ̸∈ P

[a1, · · · ,an] = sort<(
{
e ∈ G.E \ P r ⩽ e

}
)

G ′′ a1⇝ · · · an⇝ G G ′′ w@p−−−→ r@w−−−→ G ′ consistent(G ′)

⟨G,<⟩ w@p
===⇒

rv r
⟨G ′,Restrict(<,G ′′.E∪ {r}) ++ [w]⟩

For this, the read r must not be in the causal prefix P of the write
w. (We write G ⊎ {w} for the unique G ′ s.t. G

w
⇝ G ′: it is only

used to determine the causal prefix of w, which does not depend
on w’s placement). From the current execution graph G, all affected
events (events not in P that were not added before r) are sorted in the
addition order <. If they can be removed from G by a sequence of
maximal steps and reach an execution graph G ′′, then the revisit step
is considered: the write w is added to the (unique) G ′′, at any possible
placement, followed by the read r that now reads from w.

The new addition order contains all events of G that remained in
the graph, along with w at the end. Note how this makes the addition
order contradict rf on the pair of r and w; as we will discuss later, this
is crucial for the algorithm’s correctness.

We call a sequence S of algorithmic steps that starts from a config-
uration C and reaches a configuration C ′ a production sequence from
C to C ′. If the starting configuration is the initial ⟨G∅, ∅⟩, we just say
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Algorithm 1 A recursive implementation of TruSt

1: procedure Verify()
2: Explore(G∅, ∅)

3: procedure ExploreP(G,<)
4: e← next(G)

5: if e ∈ R then
6: for w ∈ G.Wloc(e) do
7: ExploreIfConsistent(Add(G, e,w),< ++ [e])

8: else if e ∈W then
9: for p ∈ G.Wloc(e) do

10: ExploreIfConsistent(Add(G, e,p),< ++ [e])

11: P ← dom((G⊎ {e}).cb; [{e}])
12: for r ∈ G.Rloc(e) such that r ̸∈ P do
13: Affected← {a ∈ G.E | r < a∧ a ̸∈ P}

14: G ′ ←MaximallyRemove(G, sort<(Affected))
15: if G ′ ̸= ⊥ then
16: < ′← Restrict(<,G ′.E) ++ [r, e]
17: for p ∈ G ′.Wloc(e) do
18: Gw ← Add(G ′, e,p)
19: ExploreIfConsistent(Add(Gw, r, e),< ′)

20: else if e ̸= ⊥ then
21: Explore(Add(G, e,⊥),< ++ [e])

22: function MaximallyRemove(G, [a1, · · · ,an])
23: if ∃G ′. G ′ a1⇝ · · · an⇝ G then
24: return G ′

25: return ⊥

26: procedure Add(G, e,p)

27: Let G ′ be the unique execution such that G
e@p−−−→ G ′

28: return G ′

29: procedure ExploreIfConsistent(G)
30: if consistentm(G) then Explore(G)

that S is a production sequence. We also adopt the prefix notation ⊑
for production sequences (S ⊑ S ′ iff S ′ begins with S).

Given a production sequence S, we write Apply(S) to denote the
final configuration reached by the steps of S.

recursive implementation For completeness, we provide be-
low a recursive implementation of the algorithm. The Verify proce-
dure is a depth-first search of the steps defined above.

3.4 correctness

We now present the algorithm’s proof of correctness and sketch the
main arguments. We assume an arbitrary input triple ⟨dep,maximal,m⟩
that satisfies the necessary conditions.
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31 The latter assumption
can be weakened if we
assume that the program
has a consistent execution
of finite length, allowing
possibly divergent loops in
inconsistent executions.

Axiom 2. The input triple ⟨dep,maximal,m⟩ satisfies the following proper-
ties:

1. m is prefix-closed w.r.t. dep, and

2. m is extensible w.r.t. dep under maximal.

From the definition of the algorithm’s steps we can immediately
conclude that any execution graph G reached by the algorithm is also
reachable by the operational steps and is consistent under m.

Lemma 2 (Well-formedness). For any production sequence S, G∅ ⊑
G and consistentm(G), where Apply(S) = ⟨G, ⟩.

3.4.1 Termination

We will first show that the algorithm terminates, i.e., there are finitely
many explored configurations.

For this, we show that any production sequence of the algorithm
has a finite length. The basic property that guarantees this is that once
a write event w revisits, it is never removed from the execution graph.

Lemma 3. Let ⟨G,<⟩ be a configuration s.t. ⟨G∅, ∅⟩ =⇒∗ w@−
====⇒

rv −
⟨G,<⟩.

There is no production sequence starting from ⟨G,<⟩ that reaches an execu-
tion G ′ s.t. w ̸∈ G ′.E.

Proof. Assume the opposite and consider a finite production sequence
where a write revisits and is later deleted. Let w be the last write
where this happens in this production sequence, i.e., the revisit step
of w is the last revisit step in the sequence where the revisiting write
is later deleted. Once w revisits, there exists a read r such that
⟨w, r⟩ ∈ G.rf and r < w. Consider the first step where either w or r

is removed from the graph since w revisited. Since w is not maximal
(⟨w, r⟩ ∈ G.rf ∧ r < w), it must be that r is first removed from the
graph, due to a revisit from a write w ′. Since w was not removed, it
must be that it is in the causal prefix of w ′. By the hypothesis, w ′ is
not removed from the graph, and therefore neither can w.

Given the previous lemma, we can bound the length of production
sequences: at any point, either the size of the execution graph grows,
or the number of writes that have so far revisited and exist in the
graph increases. The size of the execution graphs is trivially bounded
due to the finite size of the program and the absence of loop constructs.
31

Proposition 2 (Finite Production). There exists N ∈N s.t. any production
sequence S of the algorithm starting from ⟨G∅, ∅⟩ has length at most N.

Proof. Given a production sequence S s.t. Apply(S) = ⟨G,<⟩, we
define its measure ⟨|RevW|, |G.E|⟩, where RevW is the set of writes that
revisited in S and exist in G. From Lemma 3, we know that the set
of such writes is non-decreasing during the production sequence.
Therefore, the measure is monotonic w.r.t. production sequences.
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Since P has finite size and does not include a looping construct, the
constructed execution graphs G have a bounded number of events N.
Our result now follows: the measure is bounded above by ⟨N,N⟩ and
is increasing with each step.

3.4.2 Pending RMWs

As already discussed in §2.4.4, the algorithm needs to guarantee that
any explored execution has at most one available exclusive write event.
We refer to the corresponding exclusive read event as pending.

Definition 11 (Pending Read). An event r ∈ Rexcl is pending in an
execution graph G, written pending(G, r), if there exists w ∈ avail(G) s.t.
⟨r,w⟩ ∈ G ′.rmw, where G w

⇝ G ′.

While next(G) always returns an exclusive write event from avail(G),
if such an event exists, showing that no execution graph can be gener-
ated that has more than one pending exclusive read does not immedi-
ately follow.

Proposition 3 (RMW well-formedness). Given a production sequence S,
G

△
= Apply(S) has at most one pending read, and if it has a pending read

r ∈ G.R, then r was added or revisited in the last step of S.

Proof. The proof is by induction on the length of the production
sequence S. The base case where there is only one step in S is trivial
(there can only be one event e that was added in the previous step).
Let G and G ′ be two executions such that G =⇒ G ′, and let t be the
corresponding step. We consider two cases, depending on whether t
is a revisit step or not.

Assume that t is a non-revisit step. If G has no pending reads, the
result follows immediately. Otherwise, G has one pending read and
next(G) will pick the matching write w: from Axiom 1 (4), w is in
avail(G).

Assume now that t is a revisit step and let r ′ be the revisited read
and let Ḡ be the last execution in S before G where r ′ was added
or last revisited. Additionally, let S̄ ⊑ S be the production sequence
of Ḡ. All events of Ḡ are either ⩽̄-before r ′ or in the cb?-prefix of a
write event that was added during S̄ and revisited some read. From
Lemma 3, the latter events cannot be deleted. Additionally, no other
event of Ḡ can be revisited before t. Assume r ′′ ∈ Ḡ.E is revisited by
a write w ′′. We have r ′′⩽̄r ′, and since r ′ is not revisited or deleted
until t, r ′ is in the cb?-prefix of w ′′. From Lemma 3, this contradicts
that t revisits r ′: it would delete w ′′, but w ′′ has previously revisited
an event.

Since no event of Ḡ is revisited until t, and only the events of Ḡ that
are ⩽̄-before r ′ can be deleted, we have Ḡ \ {r ′} ⊑ G ′. Additionally, all
events in G ′.E \ Ḡ.E are in the cb?-prefix of a write, and Axiom 1 (5)
guarantees that they cannot contain a pending read. Therefore, the
only pending read in G ′ can be r ′, which was just revisited.
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3.4.3 Revisiting and Prefixes

The following proposition is crucial for the algorithm’s optimality: it
states that if the algorithm reaches an execution G that can lead to G ′

without revisiting events of G (G ⊑ G ′), then no production sequence
from G that revisits an event of G can lead to G ′. In other words, when
trying to reach an execution G ′ from G, revisits are only necessary if
the execution graph G is not a prefix of G ′ (and therefore obtainable,
in principle, from a set of non-revisit steps).

Proposition 4. For any two production sequences S and S ′ with S ⊏ S ′,
⟨G,<⟩ △

= Apply(S), and ⟨G ′,< ′⟩ △
= Apply(S ′), no step of S ′ \ S revisits

an event in G.E iff G ⊑ G ′. Additionally, if G ⊑ G ′, < ++next(G) ⊑< ′.

Proof. The forward direction is easy to see. Additionally, since no step
revisits an event of G, the first event added after G, i.e., next(G), will
always remain the first event in the addition order after the ones in
G.E.

For the backward direction, assume there is a step in S ′ \ S that
revisits an event of G and let r be a <-minimal such event of G.E, and
let t be the first revisit step of r in S ′ \ S. Let ⟨G1,<1⟩ and ⟨G2,<2⟩
be the configurations before and after t, respectively, and let w ′ be
the event that revisits r in t. It is easy to see that G.rf(r) = G1.rf(r),
and therefore w

△
= G.rf(r) ̸= G2.rf(r) = w ′. From the revisit condition,

it must be that w <1 r or ⟨w,w ′⟩ ∈ (G1 ⊎ {w ′}).cb (and therefore
w ∈ G2.E): otherwise, w would be in the deleted set but not maximal.
In the former case (w <1 r), w will never be removed from the
graph (we assume r to be the <-minimal event of G that is revisited).
In the latter case (⟨w,w ′⟩ ∈ (G1 ⊎ {w ′}).cb), we conclude the same
from Lemma 3. Therefore, it cannot be that r reads from w in G ′,
contradicting G ⊑ G ′.

To continue the proof, we first define a necessary concept.
Given two executions G and G ′ s.t. G ⊏ G ′, and an event e of G ′

that is not in G, it is easy to see that there is a unique execution Gp

that extends G with the necessary events for e to also be available in
G ′, i.e., the events in dom(G ′.cb; [{e}]).

Proposition 5 (Prefix Extension). Given two executions G and G ′ s.t.
G ⊏ G ′, and an event w ∈ G ′.W \G.W, there is a unique execution Gp s.t.
G ⊑ Gp ⊑ G ′ and Gp.E \G.E = dom(G ′.cb; [{w}]) \G.E.

We call this execution the prefix-extension of G up to w of G ′, and
denote it as PrefixExtension(G,G ′,w).

The following proposition states that, given an execution G that is a
prefix of another execution G ′ and an available event e of G, the only
reason for being unable to extend G with e and remain a prefix of G ′

is that e is a read event that reads from a write w that is not in G. In
that case, the prefix-extension Gp of G up to w of G ′ can be extended
with e and remain a prefix of G ′, and any other such graph is a suffix
of Gp.
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Algorithm 2 The GetNext procedure

1: procedure GetNext(S,Gt)
2: GS ← Apply(S)

3: e0 ← next(GS)

4: if ∃pr. GS
e0 @pr−−−−→ G ′ ∧G ′ ⊑ Gt then

5: return S++
e0 @pr
====⇒

nr

6: ⟨w,p⟩ ← UniquePlacement(GS,Gt, e0)
7: Gp ← PrefixExtension(GS,Gt,w)

8: ⟨S,A⟩ ← ⟨S, ∅⟩
9: while true do

10: e← next(Apply(S))

11: if e = w then
12: return S++

w@p
===⇒

rv e0

13: if e ̸∈ Gp.E then
14: A← A++ e

15: S← GetNext(S, MaximallyAdd(Gp,A))

16: procedure MaximallyAdd(G, [e1, · · · , en])
17: if there exists a (unique) G ′ s.t. G

a1⇝ · · · an⇝ G ′ then
18: return G ′

19: return ⊥

Proposition 6 (Next Prefix). Given two executions Gs and Gt s.t. Gs ⊏
Gt, and an event e ∈ avail(Gs)∩Gt.E, if there is no step s.t. Gs

e−→G ′ ⊑ Gt,
then e ∈ R, Gt.rf(e) ̸∈ Gs.W, and there exists a unique write w ∈ Gt.W \

Gs.E and placement p s.t. PrefixExtension(Gs,Gt,w)
w@p−−−→ e@w−−−→

Gc ⊑ Gt. Additionally, for any execution G ′ ⊐ Gs such that e ∈ G ′.E, we
have Gc ⊑ G ′.

We write UniquePlacement(Gs,Gt, e) to denote the tuple ⟨w,p⟩
of the previous proposition. For the class of algorithms described in
this chapter, w is just Gt.rf(e).

3.4.4 Completeness and Optimality

The completeness and optimality arguments are based on the proce-
dure GetNext(S,Gt) (Algorithm 2). Given a production sequence S

and a target consistent execution Gt such that Apply(S) = ⟨GS,<S⟩
and GS ⊏ Gt, GetNext(S,Gt) returns the shortest (and unique) non-
empty extension S ′ of S (i.e., S ⊏ S ′) such that the resulting execution
G ′ (i.e., Apply(S ′) = ⟨G ′,< ′⟩) is a (strict) prefix of Gt.

Lemma 4. [Main Lemma] Let S be a production sequence, and Gt an execu-
tion such that consistent(Gt), Apply(S)

△
= GS, GS ⊏ Gt and next(GS) ∈

Gt.E. Then GetNext(S,Gt) returns a production sequence S ′ ⊐ S such
that GS ⊏ G ′ ⊑ Gt, where G ′ = Apply(S ′). Additionally, for any produc-
tion sequence Ŝ ⊐ S such that Apply(Ŝ) ⊒ Gt, we have Ŝ ⊒ S ′.
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Proof Sketch, see §3.A. From Prop. 6, we know that the only reason we
cannot extend GS with the next event e is that e is a read event that
reads from a write w that is not in GS. If this is not the case, we just
add the unique non-revisit step to S and return it. The fact that there
cannot be any other production sequence that reaches Gt (or a suffix
of Gt) follows from the forward direction of Prop. 4: if we add the
event e with any other placement, we would need to eventually revisit
an event of GS to remove e from the graph, but the resulting execution
G ′ cannot be a suffix of GS.

If e is a read event that reads from a write w that is not in GS,
Prop. 6 prescribes that we must reach the execution Gc (or a suffix of
Gc) that extends GS with all necessary events for w (Gp), and e reads
from w. The loop in GetNext effectively tries to add all events that
next(·) returns so that events in the prefix of w are added in the same
placement as in Gp until w is added, in which case it adds the last
step, revisiting e and reaching Gt. Any event that is not in the prefix
of w is tracked in the sequence A, and the loop invariants guarantee
that at the beginning of each iteration, the production sequence S

leads to an execution G s.t. G ⊑ MaximallyAdd(Gp,A). Therefore,
when the next event is the write w, G = MaximallyAdd(Gp,A) and
the revisit is indeed valid.

Since it might not always be possible to add each event e at the
correct placement w.r.t. MaximallyAdd(Gp,A), the procedure recur-
sively invokes itself with the current production sequence S, and the
new target execution MaximallyAdd(Gp,A ′) (A ′ = A++ [e] in case
e is not part of the prefix Gp but rather part of the events to be deleted
by the final revisit step). Termination of the loop follows from the
fact that the length of the production sequence is increasing (Prop. 2),
G ⊑MaximallyAdd(Gp,A), w ∈ avail(Gp) (by definition of Gp), and
no event of A is in Gp.E∪ {w}.

The main lemma allows us to define the function ProductionSequence(Gf)

that, given a consistent and complete execution Gf, returns the unique
production sequence S such that Apply(S) = Gf.

Algorithm 3 Production Sequence
1: procedure ProductionSequence(Gf)
2: S← ∅
3: while Apply(S) ̸= Gf do
4: S← GetNext(S,Gf)

5: return S

Theorem 1 (Completeness and Optimality). Given an execution Gf such
that consistentm(Gf) and complete(Gf), ProductionSequence(Gf) will
return the unique production sequence S such that Apply(S) = Gf.

Proof. Follows from Lemma 4 by induction. The inductive invariant
is that Apply(S) ⊑ Gf and for any other production sequence Ŝ s.t.
Apply(Ŝ) = Gf, S ⊑ Ŝ. The loop termination follows from Apply(S) ⊑
Gf, the bounded size of Gf, and the fact that the size of Apply(S)

increases with each iteration.
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32 Our formalization here
is essentially the same as

the one in [Kok+22a].

Remark 3 (Optimality on Incomplete Execution Graphs). While not
strictly necessary, we can also show that the algorithm never explores
the same execution graph twice, even for incomplete execution graphs.
This does not immediately follow from optimality on full executions:
it could be that the same intermediate execution graph is reached
twice, but due to an RMW (§2.4.4) it cannot be extended to a complete
execution graph. However, a similar argument shows that this is not
the case.

Assume that the algorithm reaches an execution graph G twice
under a memory model m, and let S1 and S2 be the distinct production
sequences that lead to G. The exact same production sequences would
also appear in a run of the algorithm under the trivial memory model
that deems any execution graph consistent: its steps are a superset of
the run under m.

Now let Gf be any maximal extension of G; Gf is consistent un-
der the trivial memory model. Inductively using Lemma 4 (as in
Theorem 1, but with S1 and S2), we obtain two distinct production
sequences S ′

1 and S ′
2 that lead to Gf, contradicting Theorem 1.

Remark 4 (Arbitrary Scheduler). Throughout this thesis we model
the scheduler as any function next(·) of execution graphs, with the
intention that it can capture any scheduler policy, including making
an arbitrary choice among the available events. While we show above
that the algorithm never reaches any execution graph twice, and thus
being a function of execution graphs does not introduce any limitation,
the reader might notice that this reasoning is circular.

It is easy to see, however, that the fact that next(·) is a function
of the execution graph is never used throughout the proof; instead,
the only assumption is that once the algorithm reaches a specific
state, resulting in some graph G, next(G) merely picks one available
event. Indeed, modeling the scheduler as a function of the current
state of the algorithm, e.g., as a function of the (unique) production
sequence, would leave the proofs intact; for simplicity, we use the
simpler notation.

3.4.5 Strong Optimality

The optimality property of Theorem 1 demonstrates that the algorithm
does not perform any unnecessary work by exploring an execution
twice. Ideally, we would like a stronger property: any configura-
tion reached will lead to a complete and consistent execution of the
program.

Well-formedness (Lemma 2) together with extensibility would easily
guarantee this property if it were not for the exception regarding exclu-
sive writes: they only need to be extensible when their corresponding
reads are maximally placed. Otherwise, it might be that there is no
way for the write to be consistently added. In addition, if there is also
no valid revisit step, we end up with a reachable configuration that
leads nowhere.

We formalize32 this property as follows: a configuration C is fruitless
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if there is no (possibly empty) sequence of algorithmic steps starting
from C that leads to a complete execution.

Definition 12. A configuration C = Apply(S) reached by a production
sequence S is fruitless if there is no production sequence S ′ ⊒ S s.t.
Apply(S ′) = ⟨G ′,−⟩ and complete(G ′).

Even though the algorithm can explore fruitless configurations, we
can provide a bound on the length of such explorations assuming an
additional property of the memory model.

First, we define a configuration C as N-fruitless if it is fruitless and
all sequences of algorithmic steps that start from C have length at
most N. This lets us quantify the number of explorations initiated
from a fruitless configuration.

Definition 13. A configuration C reached by a production sequence S (C =

Apply(S)) is N-fruitless if C is fruitless and for all production sequences S ′

s.t. S ⊑ S ′, |S ′ \ S| ⩽ N.

Note that, since C is fruitless, all configurations reached by these
steps are also fruitless, and therefore there is an exploration of depth
N with fruitless configurations.

Our additional restriction requires that the only reason an exclusive
write cannot be consistently added to a consistent execution graph is
that its corresponding read reads from a write that is read by another
completed RMW. In other words, adding the exclusive write would
lead to an execution graph where two completed RMWs read from
the same write.

Definition 14. A memory model m is read-modify-write extensible if
for any consistent execution graph G, event w ∈ avail(G)∩Wexcl and read
r ∈ G.R s.t. rng([{G.rf(r)}];G.rf ;G.rmw) = ∅, the unique execution G ′ s.t.
G

w
⇝ G ′ is consistent.

The strong optimality property states that any fruitless configuration
is 0-fruitless: when the algorithm reaches such a configuration, it does
not proceed any further. The proof is the same as TruSt’s original
proof33, where the dependency order is the program order po and the
maximality function is the coherence maximality maximalcoh.

Theorem 2. Given a read-modify-write extensible memory model m, any
fruitless configuration reached by the algorithm is 0-fruitless.

Proof. Let Ĝ and G be two consecutive executions reached by the
algorithm, i.e., Ĝ =⇒ G. We will assume that they are both fruitless
and reach a contradiction.

From extensibility (Def. 10), it must be that next(G) = e ∈Wexcl. Let
r be the corresponding exclusive read event of e. It must be that r
was either added or revisited in the previous step, otherwise Ĝ would
have two pending exclusive reads, contradicting Prop. 3.

If r was added in the previous step, the maximal step from Ĝ would
be consistent and thus Ĝ is not fruitless. Therefore, r was just revisited
by a write w. Since there is no other event that reads from w in G (due
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to the revisit step, by construction), read-modify-write extensibility
guarantees that the unique execution G ′ with G

e
⇝ G ′ is consistent,

contradicting the fact that G is fruitless.

3.4.6 Summary

Our correctness results are summarized as follows:

Theorem 3. If m is acyclic w.r.t. dep, the algorithm

1. terminates,

2. only explores executions in
{
G ∈ Exec G∅ ⊑ G∧ consistentm(G)

}
,

3. explores every execution in JPKm exactly once, and

4. if m is read-modify-write extensible, any fruitless configuration ex-
plored is 0-fruitless.

Proof. Termination follows from Prop. 2. Lemma 2 guarantees that
the algorithm only explores executions that are consistent under m

and reachable from G∅. Completeness and optimality follow from
Theorem 1. Strong optimality follows from Theorem 2.

3.5 recovering the original trust

To recover the original TruSt algorithm from our framework, we set
the dependency order dep as the program order po and the maximality
function maximal as the coherence maximality function maximalcoh.

The conditions of Axiom 2 boil down to the usual conditions of (porf-
)acyclicity, prefix-closedness, and maximal extensibility. (A memory
model is extensible iff there exists a maximality function under which
it is extensible.)

In the rest of the thesis, the terms prefix-closedness, acyclicity, and
extensibility refer to the instantiations above, unless otherwise spec-
ified. We use the term TruSt interchangeably for both the original
algorithm and our framework, disambiguating them explicitly when
necessary.

3.6 handling causal cycles

Apart from supporting strengthenings of po (as in the case of Spore,
see § 7.3.3), our framework is parametric in the choice of the depen-
dency order to support models that are not porf-acyclic but instead
disallow dep∪ rf cycles, for some relation dep ⊆ po.

The work of Kokologiannakis and Vafeiadis34 extended GenMC
35—a precursor of TruSt—to support such models. Specifically, they
assume that the input memory model is acyclic w.r.t. rf ∪ dep, where
dep

△
= pdep is the set of program dependencies, i.e., the union of

address dependencies addr, data dependencies data, and control de-
pendencies ctrl 36.
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However, both GenMC and TruSt still require that the generated
execution graphs, i.e., (dep∪ rf)-acyclic execution graphs, be extensible,
which unfortunately does not hold for memory models such as the
ARMv8

37 and the IMM 38. Supporting such models is therefore not
straightforward, which is demonstrated in the example below.

Example 3.6.1 Consider the IMM memory model, which ensures that
consistent execution graphs have no D∪ (rf \ po) cycles, for a relation
D 39⊆ po with D ⊃ dep. The second condition renders (dep∪ rf)-acyclic
graphs not extensible: adding a new, dep-maximal event can still lead
to an outgoing D edge, and therefore a (D∪ (rf \ po)) cycle.

One possible approach would be to use D as the dependency order,
and thus construct (D∪ rf)-acyclic graphs. While guaranteeing extensi-
bility under the remaining memory model constraint (e.g., coherence)
is still not trivial, there is an even more fundamental problem: the
memory model is not (D ∪ rf)-acyclic because the internal rf-edges
(rf ∩ po) do not contribute to the global acyclicity constraint.

For completeness, we include the execution graph below, which is
consistent under IMM, but includes a (D∪ rf) cycle.

init

R(x)

W(y, 1)

Racq(y)

W(z, 1)

R(z)

W(x, 1)
data data
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3.a proof of main lemma

Lemma 4. [Main Lemma] Let S be a production sequence, and Gt an execu-
tion such that consistent(Gt), Apply(S)

△
= GS, GS ⊏ Gt and next(GS) ∈

Gt.E. Then GetNext(S,Gt) returns a production sequence S ′ ⊐ S such
that GS ⊏ G ′ ⊑ Gt, where G ′ = Apply(S ′). Additionally, for any produc-
tion sequence Ŝ ⊐ S such that Apply(Ŝ) ⊒ Gt, we have Ŝ ⊒ S ′.

Proof sketch: By induction on the lexicographical order ⟨−|GS.E|, |Gt.E|⟩
of the arguments. Since Gt is a consistent execution of a program
with finite-size executions and GS ⊏ Gt, the measure is bounded
below. The proof depends heavily on the definition of GetNext (Al-
gorithm 2).
Let: S0

△
= S and ⟨GS0

,<S0
⟩ △
= Apply(S0)

Assume: 1. G∅ ⊑ GS0
⊏ Gt

2. consistent(Gt)

3. next(GS0) ∈ Gt.E
Let: S ′ △

= GetNext(S0,Gt)

Prove: 1. S0 ⊏ S ′, Apply(S ′) = ⟨G ′,< ′⟩, and GS0
⊏ G ′ ⊑ Gt

2. <S0
++ next(GS0) ⊑< ′, last(S ′) either adds or revisits

next(GS0)

3. If Ŝ ⊐ S0 and Apply(Ŝ) ⊒ Gt, then Ŝ ⊒ S ′

⟨1⟩1. Suffices: Prove ⟨0⟩ under the assumption that it holds for any
pair ⟨S ′

0,G ′
t⟩ such that ⟨−|Apply(S ′

0).E|, |G
′
t.E|⟩ < M

△
=

⟨−|GS0
.E|, |Gt.E|⟩.

Proof: Induction on the lexicographical order ⟨−|Apply(S0).E|, |Gt.E|⟩
of the arguments ⟨S0,Gt⟩. The order is bounded below because Gt

is a consistent execution of a program with finite-size executions
and GS0

⊏ Gt.
⟨1⟩2. Case: The first test in GetNext (Algorithm 2) succeeds.
⟨2⟩1. Proof obligations 1 and 2 of ⟨0⟩hold.

Proof: From consistent(Gt) and Axiom 2 (item 1), we have consistent(G ′).
⟨2⟩2. Proof obligation 3 holds.
⟨3⟩1. pr ∈ GS0

.E
Proof: From ⟨1⟩2.

Let: t be the corresponding step in GetNext (Algorithm 2)
⟨3⟩2. Assume: Ŝ ⊒ S++ t ′, with t ̸= t ′

Prove: FALSE
⟨4⟩1. S ⊏ Ŝ and Apply(S) ⊑ Apply(Ŝ)

⟨4⟩2. Ŝ\S does not revisit an event of GS0
.E and e0 ∈ Apply(Ŝ).E.

Proof: From ⟨4⟩1 and Prop. 4.
⟨4⟩3. Q.E.D.

Proof: Contradiction from ⟨4⟩2, ⟨3⟩1 and t ̸= t ′: pr ∈ GS0

and it will not be deleted later; therefore e0 will always be in
the wrong placement p ′ of t ′.

33
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⟨2⟩3. Q.E.D.
⟨1⟩3. Case: The first test in GetNext (Algorithm 2) fails.
⟨2⟩1. e0 ∈ R and Gt.rf(e0) ̸∈ GS0

.W
Proof: From Prop. 6.
⟨2⟩2. Let: 1. ⟨w,p⟩ △

= UniquePlacement(GS0
,Gt, e0)

2. Gp
△
= PrefixExtension(GS0

,Gt,w)

⟨2⟩3. consistentm(Gp)

Proof: From consistentm(Gt), Gp ⊑ Gt, and Axiom 2 (item 1).
⟨2⟩4. e0 ̸∈ Gp.E

Proof: From Prop. 6.
⟨2⟩5. Assume: Ŝ ⊐ S0 and Apply(Ŝ) ⊒ Gt

Prove: There exist S̄, Ḡ, and Ā such that
1. S0 ⊏ S̄++

w@p
===⇒

rv e0
⊑ Ŝ

2. Apply(S0) ⊏ Apply(S̄) = ⟨Ḡ, <̄⟩
3. Ḡ = MaximallyAdd(Gp, Ā)

4. Ā = sort<̄(Ḡ.E \Gp.E)
5. next(Ḡ) = w

⟨3⟩1. There is no step in Ŝ \ S0 that revisits an event of G.
Proof: From Prop. 4.
⟨3⟩2. Every configuration ⟨G ′,< ′⟩ in Ŝ \ S0 after the first satisfies

GS0
⊏ G ′, e0 ∈ G ′.E, and <S0

++ e0 ⊑< ′.
Proof: From Prop. 4 and next(GS0) = e0.
⟨3⟩3. Let: t be the last step that revisits e0 in Ŝ, and let ⟨Ḡ, <̄⟩

and ⟨G ′′,< ′′⟩ be the configurations that precede and
follow t, respectively.

Proof: There exists a step that revisits e0 in Ŝ from ⟨3⟩1, ⟨3⟩2,
and ⟨1⟩3.

⟨3⟩4. G ′ ⊒ Gc, where Gp
w@p−−−→ e0@w−−−−→ Gc

Proof: From ⟨3⟩2 and Prop. 6.
⟨3⟩5. Q.E.D.

Proof: From ⟨3⟩4 and ⟨3⟩2, w must revisit e0 from an execution
Ḡ. Then, S̄ is the part of Ŝ up to Ḡ, Ā the events affected by the
revisit, and the remaining proof obligations follow immediately
from the definition of the revisit step and ⟨3⟩2.

⟨2⟩6. Let: Given an iteration with values ⟨S,A⟩,
⟨G(S),<S⟩

△
= Apply(S) and GMC(A)

△
= MaximallyAdd(Gp,A)

⟨2⟩7. Let: Inv(S,A) be the conjunction of
1. GMC(A) ̸= ⊥
2. S = S0 ⇒ A = ∅
3. S ̸= S0 ⇒ S0 ⊏ S∧GS0

⊏ G(S) ⊑ GMC(A) ∧ <S0

++ e0 ⊑ <S

4. A = sort<S
(G(S).E \Gp.E) and w ̸∈ A

5. If ∃eo ∈ A. pending(G(S), eo), then eo = last(A)

6. If Ŝ ⊐ S0 and Apply(Ŝ) ⊒ Gt, then Ā ⊒ A and S̄ ⊒ S

(⟨2⟩5)
⟨2⟩8. At the beginning of an iteration ⟨S,A⟩: Inv(S,A)

⟨3⟩1. Inv(S0, ∅)
Proof: We have G(S0) = GS0

⊑ Gp = GMC(∅) ̸= ⊥. The rest
follow trivially from S = S0 and A = ∅.
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⟨3⟩2. Suffices Assume: An iteration ⟨S,A⟩ where Inv(S,A) and
the first test in the loop of GetNext (Al-
gorithm 2) fails, i.e., e ̸= w.

Prove: Inv(S ′,A ′) holds for the values ⟨S ′,A ′⟩
at the end of the iteration.

Proof: ⟨3⟩1 and induction on the number of loop iterations
until the test succeeds.

⟨3⟩3. GS0
⊑ G(S) ⊑ GMC(A) and <S0

⊑<S

⟨4⟩1. GS0
⊑ G(S0) ⊑ GMC(∅)

Proof: From GS0
= G(S0), GMC(∅) = Gp, and GS0

⊑ Gp

(definition of Gp).
⟨4⟩2. Q.E.D.

Proof: From loop invariants 3, 2, and ⟨4⟩1.
⟨3⟩4. e

△
= next(Apply(S)) ̸= ⊥

⟨4⟩1. avail(GMC(A)) ̸= ∅
Proof: From w ∈ avail(Gp) and w ̸∈ A (4), we have w ∈
avail(GMC(A)).
⟨4⟩2. G(S) ⊑ GMC(A)

Proof: From ⟨3⟩3.
⟨4⟩3. Q.E.D.

Proof: From ⟨4⟩1 and ⟨4⟩2.
⟨3⟩5. Case: e ∈ Gp.E
⟨4⟩1. A ′ = A

⟨4⟩2. GMC(A
′) ̸= ⊥

Proof: From loop invariant 1 and ⟨4⟩1.
⟨4⟩3. consistent(GMC(A

′))

Proof: From ⟨2⟩3 and Axiom 2 (item 2).
⟨4⟩4. next(G(S)) ∈ GMC(A

′)

Proof: From e ∈ Gp.E ⊆ GMC(A).E = GMC(A
′).E (⟨4⟩1).

⟨4⟩5. G(S) ⊏ GMC(A
′)

⟨5⟩1. G(S) ⊑ GMC(A
′)

Proof: From ⟨3⟩3 and ⟨4⟩1.
⟨5⟩2. G(S) ̸= GMC(A

′)

Proof: From ⟨4⟩4.
⟨5⟩3. Q.E.D.
⟨4⟩6. ⟨−|Apply(S).E|, |GMC(A

′).E|⟩ < M

⟨5⟩1. G(S) ⊒ GS0

Proof: From ⟨3⟩3.
⟨5⟩2. Case: G(S) ̸= GS0

Proof: From ⟨5⟩1 and ⟨5⟩2, we have G(S) ⊏ GS0
and there-

fore −|G(S).E| < −|GS0
.E|.

⟨5⟩3. Case: G(S) = GS0

⟨6⟩1. next(G(S)) = e0
Proof: From ⟨5⟩3 and loop invariant 3, we have S = S0.
⟨6⟩2. Q.E.D.

Proof: Contradiction from ⟨6⟩1, ⟨3⟩5, and ⟨2⟩4.
⟨5⟩4. Q.E.D.

Proof: Cases ⟨5⟩2 and ⟨5⟩3 are exhaustive.
⟨4⟩7. 1. S0 ⊏ S ′, Apply(S ′) = ⟨G(S ′),<S ′⟩, and G(S) ⊏ G(S ′) ⊑

GMC(A
′)
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2. <S ++ next(G(S)) ⊑<S ′ and last(S ′) either adds or
revisits next(G(S))

3. If S̄ ⊐ S0 and Apply(S̄) ⊒ GMC(A
′), then S̄ ⊒ S ′

Proof: From ⟨4⟩5, ⟨4⟩3, ⟨4⟩4, ⟨4⟩6, and ⟨1⟩1.
⟨4⟩8. S ′ ̸= S0

Proof: From ⟨4⟩7:1.
⟨4⟩9. S0 ⊏ S ′ ∧GS0

⊏ G(S ′) ⊑ GMC(A
′) ∧ <S0

++ e0 ⊑<S ′

Proof: From ⟨4⟩7 and ⟨3⟩3.
⟨4⟩10. A ′ = sort<S ′ (G(S ′).E \Gp.E) and w ̸∈ A ′

⟨5⟩1. A = sort<S
(G(S).E \Gp.E) and w ̸∈ A

Proof: From loop invariant 4.
⟨5⟩2. G(S ′).E \G(S).E ⊆ Gp.E

Proof: From ⟨5⟩1, we have A ′ = A ⊆ G(S).E, and from
⟨4⟩7 (1) it is G(S) ⊏ G(S ′) ⊑ GMC(A

′).
⟨5⟩3. G(S ′).E \Gp.E = G(S).E \Gp.E

Proof: From ⟨5⟩2.
⟨5⟩4. Q.E.D.

Proof: From ⟨5⟩3, <S⊑<S ′ (⟨4⟩7:2), ⟨5⟩1, and ⟨4⟩1.
⟨4⟩11. If ∃eo ∈ A ′. pending(G(S ′), eo), then eo = last(A ′)

⟨5⟩1. If ∃eo ∈ G(S). pending(G(S ′), eo), then pending(G(S), eo)
Proof: From G(S) ⊑ G(S ′) (⟨4⟩7:1).
⟨5⟩2. Q.E.D.

Proof: From loop invariant 5, ⟨5⟩1, and ⟨4⟩1.
⟨4⟩12. If Ŝ ⊐ S0 and Apply(Ŝ) ⊒ Gt, then Ā ⊒ A ′ and S̄ ⊒ S ′

⟨5⟩1. Assume: Ŝ ⊐ S0 and Apply(Ŝ) ⊒ Gt

⟨5⟩2. Ā ⊒ A and S̄ ⊒ S

Proof: From loop invariant 6 and ⟨2⟩5 (1).
⟨5⟩3. GMC(A

′) ⊑ Ḡ

Proof: GMC(A
′) = GMC(A) ⊑ GMC(Ā) = Ḡ (A ⊑ Ā

from ⟨5⟩2).
⟨5⟩4. S̄ ⊒ S ′

Proof: From ⟨4⟩7(3), ⟨5⟩1, and ⟨5⟩3.
⟨5⟩5. Q.E.D.

Proof: From ⟨5⟩2, ⟨4⟩1, and ⟨5⟩4.
⟨4⟩13. Q.E.D.

Proof: From ⟨4⟩2, ⟨4⟩8, ⟨4⟩9, ⟨4⟩10, ⟨4⟩11, and ⟨4⟩12.
⟨3⟩6. Case: e ̸∈ Gp.E
⟨4⟩1. A ′ = A++ e

⟨4⟩2. GMC(A
′) ̸= ⊥

⟨5⟩1. GMC(A) ̸= ⊥
Proof: From loop invariant 1.
⟨5⟩2. Case: e ∈ R

Proof: From definition of⇝ and ⟨4⟩1.
⟨5⟩3. Case: e ∈W

⟨6⟩1. There is a matching pending read eo
⟨6⟩2. eo ∈ A

⟨7⟩1. eo ̸∈ Gp

Proof: From ⟨3⟩6 and eo being the matching read of
e.

⟨7⟩2. G(S) ⊑ GMC(A)
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Proof: From ⟨3⟩3.
⟨7⟩3. Q.E.D.

Proof: From ⟨7⟩1 and ⟨7⟩2.
⟨6⟩3. e0 = last(A)

Proof: From ⟨6⟩1, ⟨6⟩2, and loop invariant 5.
⟨6⟩4. Q.E.D.

Proof: From ⟨6⟩3, ⟨4⟩1, and definition of⇝.
⟨5⟩4. Q.E.D.

Proof: From ⟨5⟩2 and ⟨5⟩3.
⟨4⟩3. consistent(GMC(A

′))

Proof: From ⟨2⟩3 and Axiom 2 (item 2).
⟨4⟩4. next(G) ∈ GMC(A

′)

Proof: From ⟨4⟩1.
⟨4⟩5. G(S) ⊏ GMC(A

′)

⟨5⟩1. G(S) ⊑ GMC(A
′)

Proof: From ⟨3⟩3 and ⟨4⟩1.
⟨5⟩2. G(S) ̸= GMC(A

′)

Proof: From ⟨4⟩4.
⟨5⟩3. Q.E.D.
⟨4⟩6. ⟨−|Apply(S).E|, |GMC(A

′).E|⟩ < M

⟨5⟩1. G(S) ⊒ GS0

Proof: From ⟨3⟩3.
⟨5⟩2. Case: G(S) ̸= GS0

Proof: From ⟨5⟩1 and ⟨5⟩2, we have G(S) ⊏ GS0
and there-

fore −|G(S).E| < −|GS0
.E|.

⟨5⟩3. Case: G(S) = GS0

⟨6⟩1. S = S0
Proof: From loop invariant 3.
⟨6⟩2. A ′ = [e0]

Proof: From loop invariant 2, next(GS0) = e0, and ⟨4⟩1.
⟨6⟩3. Q.E.D.

Proof: We have GMC(A
′).E = Gp.E∪ {e0} ⊆ Gt.E \ {w}

and therefore |GMC(A
′).E| < |Gt.E|.

⟨5⟩4. Q.E.D.
Proof: Cases ⟨5⟩2 and ⟨5⟩3 are exhaustive.

⟨4⟩7. 1. S0 ⊏ S ′, Apply(S ′) = ⟨G(S ′),<S ′⟩, and G(S) ⊏ G(S ′) ⊑
GMC(A

′)

2. <S ++ next(G(S)) ⊑<S ′ and last(S ′) either adds or
revisits next(G(S))

3. If S̄ ⊐ S0 and Apply(S̄) ⊒ GMC(A
′), then S̄ ⊒ S ′

Proof: From ⟨4⟩5, ⟨4⟩3, ⟨4⟩4, ⟨4⟩6, and ⟨1⟩1.
⟨4⟩8. S ′ ̸= S0

Proof: From ⟨4⟩7:1.
⟨4⟩9. S0 ⊏ S ′ ∧GS0

⊏ G(S ′) ⊑ GMC(A
′) ∧ <S0

++ e0 ⊑<S ′

Proof: From ⟨4⟩7 and ⟨3⟩3.
⟨4⟩10. A ′ = sort<S ′ (G(S ′).E \Gp.E) and w ̸∈ A ′

⟨5⟩1. A = sort<S
(G(S).E \Gp.E) and w ̸∈ A

Proof: From loop invariant 4.
⟨5⟩2. w ̸∈ A ′

Proof: From ⟨5⟩1 and e ̸= w (⟨3⟩2).
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⟨5⟩3. G(S ′).E \G(S).E ⊆ Gp.E∪ {e}
Proof: From A ⊆ G(S).E (⟨5⟩1), ⟨4⟩9, and ⟨4⟩1.
⟨5⟩4. G(S ′).E \Gp.E = (G(S).E \Gp.E)∪ {e}

Proof: From ⟨5⟩3.
⟨5⟩5. Q.E.D.

Proof: From ⟨5⟩4, <S⊑<S ′ (⟨4⟩7:2), ⟨5⟩1, and ⟨4⟩1.
⟨4⟩11. If ∃eo ∈ A ′. pending(G(S ′), eo), then eo = last(A ′)

Proof: From ⟨4⟩7, last(S ′) either adds or revisits e and from
Prop. 3, if there is a pending read in G ′, it is just added
or revisited. Therefore, if there is a pending read, we have
e = last(A ′).
⟨4⟩12. If Ŝ ⊐ S0 and Apply(Ŝ) ⊒ Gt, then Ā ⊒ A ′ and S̄ ⊒ S ′

⟨5⟩1. Assume: Ŝ ⊐ S0 and Apply(Ŝ) ⊒ Gt

⟨5⟩2. Ā ⊒ A and S̄ ⊒ S

Proof: From loop invariant 6 and ⟨2⟩5 (1).
⟨5⟩3. GMC(A) ⊑ Ḡ

Proof: GMC(A) ⊑ GMC(Ā) = Ḡ (A ⊑ Ā from ⟨5⟩2).
⟨5⟩4. S̄ ⊐ S

Proof: From ⟨5⟩2 and next(G) = e ̸= w = next(Ḡ) (⟨3⟩2).
⟨5⟩5. e ∈ Ḡ.E and <S ++ e ⊑ <̄

Proof: From ⟨5⟩3, ⟨5⟩4, and Prop. 4.
⟨5⟩6. Ā ⊒ A ′

Proof: From ⟨5⟩2, ⟨5⟩5, ⟨3⟩6, and definition of Ā (⟨2⟩5:4).
⟨5⟩7. GMC(A

′) ⊑ Ḡ

Proof: From ⟨5⟩6.
⟨5⟩8. S̄ ⊒ S ′

Proof: From ⟨4⟩7 (3), ⟨5⟩4, and ⟨5⟩7.
⟨5⟩9. Q.E.D.

Proof: From ⟨5⟩6 and ⟨5⟩8.
⟨4⟩13. Q.E.D.

Proof: From ⟨4⟩2, ⟨4⟩8, ⟨4⟩9, ⟨4⟩10, ⟨4⟩11, and ⟨4⟩12.
⟨2⟩9. Let: 1. ⟨Sl,Al⟩ be the values at the last iteration.

2. ⟨Gl,<l⟩
△
= Apply(Sl)

3. P △
= dom((Gl ⊎ {w}).cb; [{w}])

4. S ′ be the value returned by GetNext (Algorithm 2)
Proof: The loop will eventually terminate because at each itera-
tion, G(S) is a consistent execution of a program with finite-size
executions, and G(S).E increases (G(S) ⊏ G(S ′)).
⟨2⟩10. Inv(Sl,Al)

Proof: From ⟨2⟩8.
⟨2⟩11. next(Gl) = w

Proof: The first test in the loop of GetNext (Algorithm 2) suc-
ceeds.
⟨2⟩12. S0 ̸= Sl

Proof: next(GS0) = e0 ̸= w = next(Gl) (⟨2⟩11).
⟨2⟩13. Gl = MaximallyAdd(Gp,Al)

Proof: From ⟨2⟩12, ⟨2⟩10:3, ⟨2⟩11, and definition of w (⟨2⟩2): all
events in Gp must have already been added.
⟨2⟩14.

{
e ′ ∈ Gl.E e ′ <l e0

}
= GS0

.E
Proof: From GS0

⊑ Gl (⟨2⟩13), ⟨2⟩12, and Prop. 4.
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⟨2⟩15. Al = sort<l
(
{
e ′ ∈ Gl.E \ P e0 ⩽ e ′

}
)

Proof: From ⟨2⟩14 and ⟨2⟩10:4.

⟨2⟩16. Let: G ′ : Gp
w@p−−−→ e0@w−−−−→ G ′

⟨2⟩17. consistent(G ′)

Proof: From Axiom 2 (item 1), since G ′ ⊑ Gt.
⟨2⟩18. Let: S ′ be the production sequence returned by GetNext

(Algorithm 2)
⟨2⟩19. Apply(S ′) = ⟨G ′,< ′⟩

Proof: The revisit step is enabled: ⟨2⟩11, ⟨2⟩13, ⟨2⟩15, and ⟨2⟩17.
⟨2⟩20. S0 ⊏ S ′

Proof: S0 ⊑ Sl (⟨2⟩12 and ⟨2⟩10:3) and Sl ⊏ S ′.
⟨2⟩21. last(S ′) revisits e0
⟨2⟩22. <S0

++ e0 ⊑< ′

Proof: From ⟨2⟩10:3 and ⟨2⟩20.
⟨2⟩23. If Ŝ ⊐ S0 and Apply(Ŝ) ⊒ Gt, then Ŝ ⊒ S ′

⟨3⟩1. S̄ = Sl
Proof: We have Sl ⊑ S̄ and Gl ⊑ Ḡ (⟨2⟩10:6), and if Sl ⊏ S̄, we
have w ∈ Ḡ from Prop. 4, which contradicts next(Ḡ) = w.

⟨3⟩2. Q.E.D.
Proof: From ⟨3⟩1 and Sl ⊑ S ′.

⟨2⟩24. Q.E.D.
Proof: From ⟨2⟩19, ⟨2⟩20, ⟨2⟩21, ⟨2⟩22, and ⟨2⟩23.

⟨1⟩4. Q.E.D.
Proof: From ⟨1⟩1 and the fact that cases ⟨1⟩2 and ⟨1⟩3 are exhaustive.
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4
H A N D L I N G B L O C K I N G C O N S T R U C T S

4.1 introduction

DPOR algorithms typically assume that the input program does not
contain non-terminating loops. In practice, however, the input pro-
gram often contains such loops.

One straightforward approach is to unroll them into a fixed number
of iterations and then proceed as usual. Alternatively, DPOR algo-
rithms can handle a class of loops by unrolling them into a single
iteration, and then using an assume statement to enforce that the exit
condition holds. This is safe to do, e.g., in loops that have no side
effects 40.

The latter treatment, however, reveals a major performance and
scalability bottleneck: it explores a huge number of blocked executions,
often outnumbering the complete program executions by an expo-
nential factor. The reason for this is that DPOR cannot, in principle,
eagerly discard executions where the assume statement is violated, as
a later revisit might unblock the execution.

In this work, we develop Awamoche, a sound, complete, and opti-
mal DPOR algorithm that avoids generating any blocked executions,
apart from the ones that often correspond to a liveness violation 41.

Awamoche extends TruSt
42 with two new ideas:

1. it identifies certain reads as stale, meaning that they will never be
affected by a race reversal due to TruSt’s maximality condition
on reversals, and avoids exploring any executions that block on
stale-read values.

2. it only explores blocked executions where the blocking read
reads the latest value written, by revisiting blocking reads in place
when a same-location write is later encountered, and evicting the
events of compare-and-swap (CAS) operations from the execution
when they block.

Our contributions can be summarized as follows:

§4.2 We describe how and why DPOR encounters blocked executions.

§4.3 We intuitively present Awamoche’s novel key ideas: stale reads,
in-place revisits, and CAS evictions.

§4.4 We describe in detail how Awamoche modifies TruSt and estab-
lish its correctness.

43
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§4.5 We evaluate Awamoche and demonstrate that it outperforms
the state-of-the-art, often by a significant factor.

4.2 dpor and blocked executions

To see how assume statements arise in concurrent programs, consider
the following program where the first thread continuously reads the
value of x until it observes the write from the second thread:

T1: do
a := x

while (a = 0)

T2: x := 1

(rl+w)

Examining all possible executions of the loop in rl+w would make
DPOR diverge: it would explore executions where the loop terminates
in 1, 2, 3, . . . steps. Since, however, the loop has no side effects, we can
actually reduce it to a single iteration followed by an assume statement:

T1: a := x

assume(a ̸= 0)

T2: x := 1
(ra+w)

Doing so guarantees DPOR’s termination, at the cost of exploring
some blocked executions, which are not strictly useful for the pur-
poses of verification. To see this, suppose that DPOR executes the
first instruction of the left thread and then blocks due to the assume

statement. At this point, DPOR cannot simply stop the exploration
due to the assume statement not being satisfied; it has to explore the
rest of the program, so that the revisit makes the assume succeed. All
in all, DPOR explores 1 complete and 1 blocked execution for ra+w.

In general, DPOR cannot know whether some future reversal will
ever make an assume succeed. Worse yet, it might be the case that there
is an exponential number of traces to be explored (due to the other
program threads), until DPOR is certain that the assume statement
cannot be unblocked.

To see this, consider the following program where ra+w runs in
parallel with some threads accessing z:

ra+w z := 1 a1 := z ... aN := z (ra+w-par)

For the execution of ra+w where the assume fails, DPOR fruitlessly
explores 2N executions in the hope that an access to x is found that
will unblock the assume statement.

Given that executing an assume statement that fails leads to blocked
executions, one might be tempted to consider a solution where assume

statements are only scheduled if they succeed. Even though such a
solution would eliminate blocking for ra+w, it is not a panacea. To
see why, consider a variation of ra+w where the first thread executes
assume(x = 0) instead of assume(x ̸= 0). In such a case, the assume can
be scheduled first (as it succeeds), but revisiting it from the write of the
second thread will lead to a blocked execution. Additionally, dropping
such revisits altogether can threaten the algorithm’s completeness, i.e.,
some non-blocked executions might be missed.
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Example 4.2.1 To see this, consider the following program under
sequential consistency.

T1: y := 1

a := x

assume(a ̸= 1)

T2: x := 1

b := y

x := 2

(wra+wrw)

Next, examine how a left-to-right TruSt exploration could reach the
following non-blocked execution graph 2 , which corresponds to a
right-to-left thread execution.

2
init

W(y, 1)

R(x)

W(x, 1)

R(y)

W(x, 2)

After fully executing the first thread (execution A ), TruSt will
schedule the write of the second thread, at which point it can either
be added, reaching B , or revisit the read of the first thread and reach
C .

A
init

W(y, 1)

R(x)
C

init

W(y, 1)

R(x)

W(x, 1)

B
init

W(y, 1)

R(x)

W(x, 1)

revisit

From execution B , TruSt cannot reach execution 2 : in the next
step it can either reach execution D or E . The former cannot lead to
2 since the read of y cannot later change to read 0, and the latter is

inconsistent.

B

E
init

W(y, 1)

R(x)

W(x, 1)

R(y)

D
init

W(y, 1)

R(x)

W(x, 1)

R(y)



46 handling blocking constructs

Therefore, TruSt can only reach 2 from C , where the read is
blocking. Indeed, the following read of T2 can read 0, and the last
write can again revisit T1’s read, leading to the desired execution 2 .

C
init

W(y, 1)

R(x)

W(x, 1)

Z
init

W(y, 1)

R(x)

W(x, 1)

R(y)

2
init

W(y, 1)

R(x)

W(x, 1)

R(y)

W(x, 2)

revisit

The same problems we have discussed so far also appear when we
consider CAS operations, where a CAS instruction is followed by an
assume, enforcing its success.

Example 4.2.2 As an example of how blocking CASes can arise,
consider the program below where a thread tries to acquire a lock
by executing a CAS instruction. A value of 0 indicates that the lock
is free, while a value of 1 indicates that the lock is held by another
thread. (We assume that the CAS returns a boolean value indicating
whether the location was written, i.e., it succeeded.)

T1: do
a = CAS(x, 0, 1)

while (a = 0)

(spinloop)

Since the failed, read-only iterations have no side effects, the above
loop can be reduced to a single iteration followed by an assume
statement. The program below can now be verified using DPOR.

T1: a = CAS(x, 0, 1)
assume(a ̸= 0)

(cas-assume)

4.3 key ideas

4.3.1 Avoiding Blocking due to Stale Reads

TruSt only allows revisits when the affected events are maximal, for
some predefined notion of maximality. The usual coherence maximal-
ity function maximalcoh satisfies a monotonicity property: if an event
is not maximal when added, it will always be non-maximal in any
execution graph that extends it.

An immediate consequence is that any such read event, which we
call stale, will never be affected by a subsequent revisit: it can neither
be revisited nor deleted in a revisit step. This observation can be
leveraged to eagerly drop blocked executions.
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As an example, consider the following program with a read that
blocks if it reads 0:

x := 1 assume(x = 1) (w+r)

After the non-revisit step that makes the read event read 0, we know
that (1) the assume instruction will fail, and (2) the read event cannot
be revisited or removed because it reads non-maximally. Consequently,
no useful execution is ever going to be reached, and there is no point
in continuing the exploration.

Leveraging the above insight, we make Awamoche immediately
drop executions where some assume is not satisfied due to a stale
read. To do this, Awamoche automatically annotates reads followed by
assume statements with the condition required to satisfy the assume,
and discards all non-revisit steps that do not satisfy the annotation.

As we have already seen in §4.2, stale-read annotations are not
sufficient: a revisit step can both (i) lead to blocking, and (ii) be
necessary to explore a non-blocked execution. To completely eliminate
blocking, Awamoche performs in-place revisits, described in the next
sections.

4.3.2 Handling Blocking Reads with In-Place Revisits

The crux of Awamoche’s solution for eliminating blocking is to only
explore executions where, if a read blocks, it is reading maximally
(otherwise, it is stale, and the exploration can be dropped). Such
executions are useful to explore anyway since they typically represent
a liveness violation: as in the case of rl+w and spinloop, the corre-
sponding loop can continue endlessly even though it has observed the
latest write.

Maintaining this invariant, however, is not trivial: after a read
is revisited and blocks (but reads from the maximal write), a new
write (to the same location) might be placed at the end of coherence,
breaking our invariant.

To resolve this, Awamoche performs in-place revisits (IPR) to a read
that blocks (and reads maximally) from a new, coherence-maximal
write: the non-revisit step makes any blocked reads read from it,
without deleting any events.

As an example, examine how Awamoche would explore the pro-
gram wra+wrw under SC. As in the case of TruSt, Awamoche would
reach the blocked execution Z . From Z , however, it would only take
a non-revisit step and immediately reach 2 , without exploring any
revisits to the read of x. Such revisits could, in principle, fail and thus
lead to an execution that breaks our desired invariant.

Unsynchronized Writes

In-place revisits effectively treat a blocking read as an event that reads
from the latest write, whichever it is; when a later write is added,
the read is simply updated in-place to read from it. Unfortunately,
this is problematic in the presence of unsynchronized writes, where two
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same-location writes are not porf ordered in the way co orders them,
i.e., co ̸⊆ porf .

The example below demonstrates the issue.

Example 4.3.1

Consider the following program and how Awamoche would explore
its executions.

T1: assume(x ̸= 1) T2: x := 1 T3: x := 2 (ar+w+w)

From the execution A where the read reads 0, Awamoche can
either add the write of T2, reaching B , or revisit the read of T1,
reaching C .

A
init

R(x) C
init

R(x) W(x, 1)

B
init

R(x) W(x, 1)

revisit

From B , Awamoche can revisit the read of T1, reaching D , and
then add the write of T2, reaching 1 .

B
init

R(x) W(x, 1)

D
init

R(x) W(x, 2)

1
init

R(x) W(x, 1) W(x, 2)

revisit

From C , Awamoche can just add the write of T3, directly reaching
1 via an in-place revisit.

C
init

R(x) W(x, 1)

1
init

R(x) W(x, 1) W(x, 2)

In response, Awamoche detects the presence of unsynchronized
writes and terminates with an appropriate error.

While this seems restrictive, we note that unsynchronized writes
are uncommon in real-world programs. Additionally, for models like
SC or TSO 43, it is sound to transform writes to read-modify-write
operations that discard the value read, thereby ordering all writes to
each location.
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4.3.3 Handling Blocking CASes with Evictions

While blocking CASes are similar to blocking reads, the above solution
is not applicable to them: the resulting algorithm could miss consis-
tent executions. Concretely, we could reach an execution graph where
multiple exclusive read events read the expected value and their cor-
responding exclusive writes are available to be added. However, due
to atomicity, only the first one can be consistently added, rendering
the resulting execution graph non-extensible. This can directly lead to
missing a revisit, and therefore an execution.

Example 4.3.2 Consider the program below, where three threads
execute a CAS in parallel.

T1: a = CAS(x, 1, 2)
assume(a ̸= 0)

T2: b = CAS(x, 1, 2)
assume(b ̸= 0)

T3: c = CAS(x, 0, 1)
assume(c ̸= 0)

After Awamoche adds the first two CASes, which block, it would
execute the CAS of the third thread, which would succeed. Addition-
ally, it would in-place revisit the other two CASes, which would now
be reading the expected value. Since two CASes cannot read from
the same write (due to atomicity), the resulting execution cannot be
consistently extended without revisits.

The program below extends 4.3.2 with a pair of read and write
instructions to a new location.

T1: a := y T2: a = CAS(x, 1, 2)
assume(a ̸= 0)

T3: b = CAS(x, 1, 2)
assume(b ̸= 0)

T4: c = CAS(x, 0, 1)
assume(c ̸= 0)

y := 1

Following a left-to-right schedule, in order to reach an execution
where the read of y reads 1, Awamoche needs to execute all threads
until the write to y of the last thread, and then revisit the read of y.
Additionally, for the revisit to succeed, none of the CASes of T2 and
T3 can have previously revisited (§ 2.4.3). It is now easy to see that the
revisit will be missed: after the in-place revisit, Awamoche will drop
the execution where the exclusive writes of T2 and T3 are added since
they are not consistent.

Instead, Awamoche’s solution is to (i) postpone adding a CAS if it
would block by reading maximally, and (ii) evict from the execution
CASes that were just revisited and block.

The former seems sufficient for 4.3.2, but falls short in cases where
a write revisits a (successful) CAS read and in-place revisits an earlier
one: we can again end up with multiple (successful) CASes reading
from the same write. For completeness, we include below such an
example, where a left-to-right schedule would miss an execution
where the read of y reads 1.

T1: a := y T2: a = CAS(x, 0, 1)
assume(a ̸= 0)

T3: CAS(x, 0, 1)
fetch add(x, 1)

T4: CAS(x, 1, 0)
y := 1
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44 This scenario also
shows why evicting plain
blocking reads, instead of
in-place revisiting, would

not work: the evicted reads
could read again from

writes that have already
been considered earlier. In

this case, the algorithm has
no reason to regard the

execution as erroneous and
terminate, thus exploring

duplicate executions.

45 Systems
Programming: Coping

with Parallelism [Tre86]
46 The code is a simplified

version of a C
implementation, omitting

the relaxed access modes
for brevity.

threat to optimality Evicting read events from an execution
graph can, in principle, result in exploring the same execution graph
multiple times: after the eviction, the reads can read again from writes
they had already considered when they were first added.

To avoid this, Awamoche again depends on the assumption regard-
ing the lack of unsynchronized writes (§4.3.2). Concretely, consider a
CAS that is revisited by a write w and evicted, and later added again.
The only writes (rf) that will be considered are those that make the
CAS succeed, and therefore the CAS will generate a write event. If
any write event that already existed when w is added can be read
from and make the CAS succeed and generate a write w ′, then w

and w ′ must be unordered and the algorithm will terminate with an
appropriate error. 44

avoiding eviction loops Naively evicting read events from
an execution graph can lead to divergence. To see this, consider the
following example.

Example 4.3.3

T1: CAS(x, 0, 1) T2: CAS(x, 0, 1) (cas+cas)

Assuming Awamoche initially schedules the first thread, after the
CAS of the second thread revisits the first CAS (and evicts it), we
reach an execution that is practically indistinguishable from the one
where the first CAS is just added. Consequently, the CAS of the first
thread can be added again and revisit the second CAS. This will lead
to an infinite loop of adding and evicting the CASes.

The problem in the above example is that by evicting the CAS of
the first thread, there is no way to deduce that the CAS of the second
thread has revisited and therefore should not later be revisited (see
§ 2.4.3). To address this, Awamoche separately tracks the set of writes
that have caused an eviction, and prevents them from ever being
revisited or removed.

Remark 5 (Confirmation Loops). Apart from spinloops, a common
programming pattern that leads to blocking read or CAS operations is
the confirmation pattern. In this pattern, a thread reads a location, then
performs some local operations—possibly reading other locations—
and finally reads (or attempts to atomically swap) the first location
again, confirming that there has been no change in the meantime; if a
different value is detected, the process is started anew.

Awamoche manages to avoid exploring executions where the confir-
mation read (or confirmation CAS) operation blocks while not reading
maximally, but not the executions where it blocks and does read maxi-
mally. Moreover, such executions do not reveal a liveness violation: if
both reads of the same location had read the same most recent value,
the confirmation read or CAS would have succeeded.

Example 4.3.4 As an example, consider the treiber-stack push opera-
tion introduced by Treiber45 below.46
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47 “Nonblocking
algorithms and
preemption-safe locking on
multiprogrammed shared
memory multiprocessors”
[MS98]

void push ( s t a c k t * s , unsigned i n t val )
{

node t * node = new node ( ) ;
node−>value = val ;

while ( t rue ) {
node t * top = atomic load (&s−>top ) ;
a t o m i c s t o r e (&node−>next , top ) ;
i f ( atomic compare exchange(&s−>top , &top , node ) )

break ;
}
}

The thread reads the top of the stack and stores it in the “next” field
of the newly created node. Then, it tries to CAS the top of the stack to
point to the new node, confirming that the top has not changed in the
meantime. If the CAS fails, the thread will retry the operation.

For verification purposes, the above program is equivalent to the
one below, where the CAS is blocking in case it fails.

void push ( s t a c k t * s , unsigned i n t val )
{

node t * node = new node ( ) ;
node−>value = val ;

node t * top = atomic load (&s−>top ) ;
a t o m i c s t o r e (&node−>next , top ) ;
assume ( atomic compare exchange(&s−>top , &top , node ) ) ;
}

In the case of confirmation CASes, one way to circumvent this issue
would be to observe that these loops, in most cases, boil down to
a lock section (each write can only be read and confirmed by one
thread), and handle them as such. Concretely, the initial read can
be treated as a CAS operation attempting to swap the value read
with another, distinguished value (capturing the “lock acquisition”),
while the confirmation CAS is a plain write, releasing the “lock”.
Effectively, the conflict induced by the confirmation CASes is forwarded
to the beginning of the section, preventing executions where the
confirmation CASes are doomed to fail (because the corresponding
write has already been read by another CAS).

However, this solution fails in the presence of ABAs, where the same
value is written by different writes, as well as in cases where the initial
read is not always followed by a confirmation CAS (and therefore, in
the transformed program, the “lock” is never released). Such scenarios
do arise in practice, for example, in clients of the ms-queue 47 data
structure, and clients of the treiber-stack, in the presence of both push
and pop operations.
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4.4 await-aware model checking algorithm

4.4.1 Await Instructions and Blocking Reads

Awamoche extends the read labels with a blocking predicate b ∈
Val → Bool over the read value, indicating whether the read blocks.
This corresponds to a read instruction that returns a value v and
is followed by an assume(¬b(v)) instruction. For CAS instructions,
which are the only RMW operations that we consider as blocking, the
predicate tests for the CAS’s expected value. For instructions that are
not followed by an assume, the predicate always returns false.

We assume a function block that returns an event’s blocking predi-
cate, and given an execution graph G, we write G.Rblk for the set of
reads that block, i.e., G.Rblk △

=
{
r ∈ G.R block(r)(G.rf(r))

}
.

4.4.2 Algorithm

Awamoche assumes a memory model m that satisfies the assumptions
of §3.4 for the dependency order po and the maximality function
maximalcoh. It then defines a memory model m ′ s.t.

consistentm ′(G)
△
= consistentm(G) and rng([G.Rblk];G.rb) = ∅

The goal of Awamoche is to explore all execution graphs that are
consistent under m ′ exactly once, assuming no unsynchronized writes
are detected. An execution graph containing such unsynchronized
writes is deemed erroneous, and the algorithm terminates with an
error message.

Definition 15 (Unsynchronized Writes). An execution graph G is erro-
neous w.r.t. an available event e ∈ avail(G), written Erroneous(G, e),
if there exists a consistent execution G ′ such that G e−→ G ′ and G ′.co ̸⊆
G ′.porf .

As we discussed in § 4.3.3, Awamoche needs to extend the TruSt

configurations (§3.3) to keep track of the set of writes that caused
an eviction and prevent them from ever being removed from the
execution. Thus, a configuration is now a triple ⟨G,<,W⟩, where G is
the execution graph, < a total order on G.E, and W a subset of G.W.

in-place revisits We first change the operational steps (§3.1) to
perform in-place revisits to blocked reads: adding a write in-place
changes the rf of all blocked reads to the same location.

Awamoche’s non-revisit steps directly follow the above operational
steps, checking for unsynchronized writes before proceeding. In
the case of a write event, Awamoche effectively only considers the
maximal placement.

Regarding revisits that do not cause an eviction, i.e., the revisited
read is not a CAS that would block, Awamoche only slightly modifies
the revisit step of TruSt.

Specifically, Awamoche does not consider revisits to reads that
block in the execution graph that results from removing the deleted
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Write-IPR
e ∈ avail(G)∩W p ∈ G.W

rf ′(r) =

{
e if r ∈ G.Rblk

loc(e) \G.Rexcl

rf(r) otherwise

G
e@p−−−→ ⟨G∪ {e},G.co[e 7→ p], rf ′⟩

Non-revisit step

e = next(G) ¬Erroneous(G, e)

G
e@p−−−→ G ′ consistentm ′(G ′)

⟨G,<,W⟩ e@p
===⇒

nr
⟨G ′,< ++[e],W⟩

48 This is not the same as
just avoiding revisits to
reads that block in the
current execution graph:
deleting events reverses
some operational steps, and
thus can undo an in-place
revisit, leading to a blocked
read.

events 48: they are unnecessary since they will be revisited in place by
the non-revisit step.

postponing and evicting blocking cases Awamoche post-
pones adding blocking CASes to the execution graph if the maximal
placement of the CAS would lead to blocking, i.e., next(G) does not
choose an event r of a CAS instruction s.t. r ∈ Rexcl and r ∈ G ′.Rblk,
where G

r
⇝ G ′, unless there is no other option.

This guarantees that blocked CASes always read the coherence-
maximal write: when they are finally added, any write that is later
added must be from another postponed CAS. Therefore, the post-
poned, successful CAS must revisit a previously added event and
delete any blocked CASes at the same location, as well as the write
they read from; otherwise, the execution would have unsynchronized
writes, and the algorithm would report it and terminate.

Finally, Awamoche changes TruSt’s revisit step to evict blocking
CASes from the execution graph.

Compared to TruSt’s revisit step (§3.3), Awamoche’s eviction step
does not add the revisited read r to the execution graph. Addition-
ally, it adds the write w to the set of writes that caused an eviction,
preventing them from being later removed.

4.4.3 Correctness

Awamoche only explores execution graphs where blocked reads (or
CASes) are reading from the coherence-maximal write, i.e., execution
graphs that are consistent under m ′. If no unsynchronized writes are
detected, Awamoche explores all such execution graphs exactly once.

Theorem 4 (Correctness).

1. Awamoche terminates.

2. Awamoche only explores executions consistent under m ′, and
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Revisit step

w = next(G) ∈ G.W ¬Erroneous(G,w) r ∈ G.Rloc(w)

P
△
= dom((G⊎ {w}).porf ; [{w}]) r ̸∈ P W ⊆ P

[a1, · · · ,an] = sort<(
{
e ∈ G.E \ P r < e

}
)

G ′′ r
⇝ Ĝ

a1⇝ · · · an⇝ G r ̸∈ Ĝ.Rblk

G ′′ w@p−−−→ r@w−−−→ G ′ consistentm ′(G ′)

⟨G,<,W⟩ w@p
===⇒

rv r
⟨G ′,Restrict(<,G ′′.E∪ {r}) ++ [w],W⟩

Eviction step

w = next(G) ∈ G.W ¬Erroneous(G,w) r ∈ G.Rloc(w)

P
△
= dom((G⊎ {w}).porf ; [{w}])

r ̸∈ P W ⊆ P r ∈ G.Rblk ∩Rexcl

[a1, · · · ,an] = sort<(
{
e ∈ G.E \ P r < e

}
)

G ′′ r
⇝

a1⇝ · · · an⇝ G G ′′ w@p−−−→ G ′ consistentm ′(G ′)

⟨G,<,W⟩ w@p
===⇒

rv r
⟨G ′,Restrict(<,G ′′.E) ++ [w],W ∪ {w}⟩

49 “Repairing sequential
consistency in C/C++11”

[Lah+17]

3. if Awamoche does not detect unsynchronized writes, it explores all
complete executions that are consistent under m ′ exactly once.

Awamoche’s proof of correctness largely mirrors that of TruSt

(§3.4), with most results being conditioned on the presence of unsyn-
chronized writes; if the execution graph in question exhibits unsyn-
chronized writes, the proof obligation is trivially satisfied.

Lemma 2 holds because the algorithm cannot generate an execution
where a read blocks but does not read maximally. This is ensured by
the in-place revisits and the postponing mechanism (§4.4.2).

Lemma 3 holds because of both TruSt’s original argument and
Awamoche’s tracking of revisited writes to prevent their deletion.

For Prop. 6, the target write w is not (necessarily) Gt.rf(e), but the
coherence-maximal write (on the same location) at or before Gt.rf(e)
that causes the read r to block, and every write co-after it and co-before
Gt.rf(e) also blocks r.

Finally, in Lemma 4, GetNext only returns the desired production
sequence if no unsynchronized writes are detected. Similarly, the
uniqueness of the production sequence is guaranteed by the absence
of unsynchronized writes.

4.5 evaluation

We implemented Awamoche on top of GenMC. In our evaluation, we
used it under the RC11 memory model 49.

In what follows, we evaluate the effectiveness of Awamoche’s key
ideas (namely, stale-read annotations, in-place revisiting, and CAS
evictions) both individually and as a whole. To that end, we evaluate
Awamoche on a set of benchmarks that both amplify the weaknesses
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of standard DPOR and demonstrate the applicability of our approach
in realistic workloads. In all our tests, we compare Awamoche against
a vanilla version of TruSt, a version of TruSt that employs stale-read
annotations (TruStstale), and a version of TruStstale that also employs
in-place revisiting (TruStIPR).

We draw two major conclusions from our evaluation. First, Awamoche’s
optimization yields significant performance benefits compared to stan-
dard DPOR approaches. Second, these benefits also extend to realistic
concurrent data structures.

experimental setup We conducted all experiments on a Dell
PowerEdge M620 blade system, running a custom Debian-based dis-
tribution, with two Intel Xeon E5-2667 v2 CPUs (8 cores @ 3.3 GHz)
and 256 GB of RAM. We used LLVM 19.1.7 for all tools.

4.5.1 Results

Table 4.1: Synthetic benchmarks

TruSt TruStstale TruStIPR Awamoche

Executions Blocked Blocked Blocked Blocked

orch-run(4) 1 15 0 0 0

orch-run(5) 1 31 0 0 0

orch-run(6) 1 63 0 0 0

wait-workers(4) 24 96 96 0 0

wait-workers(5) 120 600 600 0 0

wait-workers(6) 720 4320 4320 0 0

nr+nw(3,2) 0 27 10 1 1

nr+nw(5,4) 0 3125 126 1 1

nr+nw(6,5) 0 46 656 462 1 1

conf-loop(4) 24 256 175 175 124

conf-loop(5) 120 3905 1999 1999 1185

conf-loop(6) 720 75 156 26 789 26 789 13 086

orch-run : N threads are spawned and wait to be signaled before they start perform-
ing thread-local computations.

wait-workers : A worker thread waits for N workers to publish their results before
it starts running.

nr+nw : A synthetic benchmark where K reader threads wait until a variable written
L times by a writer thread satisfies some condition (which cannot be satisfied).

conf-loop : N threads perform a confirmation-CAS loop similar to the one in re-
mark 5.

Let us first focus on some benchmarks that help us better understand
where each of Awamoche’s components can be applied (table 4.1).
Starting with orch-run, we see that even though blocked executions
greatly outnumber complete executions, stale-read annotations alone
suffice to bring the number of blocked executions down to zero. This,
however, is partly due to luck: in orch-run, main() spawns a number
of workers that do not execute until they are signaled by main() using
a special variable. In turn, because TruStstale follows a left-to-right
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Table 4.2: Real-world benchmarks

TruSt TruStstale TruStIPR Awamoche

Executions Blocked Blocked Blocked Blocked

mpmc-enq(4) 576 1084 706 706 532

mpmc-enq(5) 7200 31 325 16 126 16 126 12 205

mpmc-enq(6) 86 400 730 626 296 114 296 114 227 766

treiber-push(4) 24 256 176 176 124

treiber-push(5) 120 3905 2010 2010 1185

treiber-push(6) 720 75 156 26 916 26 916 13 086

mpmc-enq : N threads enqueue an item in a multiple-producer multiple-consumer
queue.

treiber-push : A lock-free stack implementation. N threads are pushing an item.

50 “Dynamic Partial Order
Reductions for Spinloops”

[KRV21]
51 “Awaiting for Godot:

Stateless Model Checking
that Avoids Executions

where Nothing Happens”
[JLS22]

scheduling, when DPOR encounters the worker threads, the scenario
where they are not signaled is not considered, since it implies reading
a stale value.

By contrast, in wait-workers and nr+nw, stale-read annotations are
insufficient to eliminate blocking. In these benchmarks, some desig-
nated threads wait for the rest of the workers to perform some tasks
before proceeding. However, it is not guaranteed that these designated
threads will always be processed by DPOR after the rest of the threads,
and thus stale-read annotations have little to no effect. Employing
in-place revisiting, on the other hand, leads to a dramatic performance
improvement: blocked executions are effectively eliminated (the single
blocked execution in nr+nw is a liveness violation).

Finally, in conf-loops, TruStstale avoids some blocked executions,
which Awamoche’s CAS evictions further reduce.

Moving to the final part of our evaluation, we turn to table 4.2,
which demonstrates that the benefits of Awamoche extend to realistic
workloads as well. Even though Awamoche is not able to eliminate
all blocked executions, it is still able to reduce them significantly.

We note that the main pattern that prevents Awamoche from com-
pletely eliminating blocked executions is the presence of confirmation
loops, as discussed in remark 5.

4.6 related work

While some work improves on DPOR by introducing coarser equiva-
lence partitions or extending it to weaker memory models, other work
tries to leverage particular programming patterns. Kokologiannakis
et al.50, in particular, deal with transforming spinloops into assume

statements, the handling of which we optimize in this chapter.
Among those, the work that is closest to ours is Godot

51. Godot is
an extension to DPOR that has a similar effect, only exploring execu-
tions that either are complete or indicate program termination errors.
That said, Godot only works under SC and its loop transformation is
static (in contrast to Awamoche’s, which is dynamic), making it easy
to construct examples where Godot’s transformation does not work.
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52 “A better x86 memory
model: x86-TSO” [OSS09]

Finally, even though Godot does not impose a “no unsynchronized
writes” restriction on the input programs, this restriction is trivially
satisfied for models like SC or TSO 52. (In such models, it is sound
to transform writes to read-modify-write operations that discard the
value read, thereby ordering all writes to each location.)
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5
S U P P O RT I N G M I X E D - S I Z E A C C E S S E S

5.1 introduction

While most memory models satisfy the extensibility constraint im-
posed by DPOR, reflecting the fact that the model’s operational seman-
tics do not get “stuck”, this is not the case for models that support any
kind of transactional semantics, where multiple accesses/operations
are executed in an atomic fashion.

For verifying a transactional program P under a (non-extensible) con-
sistency model M, prior work 53 therefore uses a suboptimal strategy:
it generates all consistent executions of P under a weaker model that
satisfies extensibility, and simply suppresses the reporting of errors
on executions that are inconsistent according to M. Such approaches
can scale very poorly because P may have many more inconsistent
executions than consistent ones.

In this work, we focus on mixed-size accesses (MSA), a specific class
of transactions that occurs in low-level systems code. These are in-
structions that atomically access different sets of bytes that belong
to the same word (e.g., an 8-bit store and a 32-bit load at the same
address). They arise from a familiar C/C++ coding pattern where a
union is accessed through its different members.

Example 5.1.1 A typical use of MSA appears in the lockref 54 data
structure in the Linux kernel, which manipulates a shared reference
count efficiently by reducing contention on the associated lock. The
core data structure is shown below.

s t r u c t l o c k r e f {
union {

u64 lock_count;

s t r u c t {
u32 lock;

u32 count;

} ;
}

}

void l o c k r e f g e t ( s t r u c t l o c k r e f * l o c k r e f ) {
s t r u c t l o c k r e f old ;

old . lock count = READ_ONCE(lockref->lock_count);

while ( old . lock == 0 ) {
s t r u c t l o c k r e f new = old ;
new . count ++;

i f

 CAS(&lockref->lock_count,

&old.lock_count, new.lock_count)


return ;

}
spin_lock(&lockref->lock);

lockref->count++;

spin_unlock(&lockref->lock);

}

When attempting to increase the reference count (lockref get), the
whole structure is first read in one 8-byte instruction ( lock count

59
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access). If the lock is not held, a CAS (compare-and-swap) operation
attempts to atomically increment the reference count, without taking
the lock. Since the CAS can fail, this attempt is repeated as long as
the lock is not taken. If the lock gets taken, the operation falls back to
obtaining the lock (4-byte access to lock ), incrementing the counter
(two 4-byte accesses to count ), and releasing the lock (4-byte access
to lock ).

In §5.2, we observe that even though MSA-compatible consistency
models 55 are not extensible at the level of individual memory accesses,
they are extensible at the level of whole transactions (MSA instructions).
In other words, a consistent program execution containing only fully
executed MSA instructions can always be consistently extended with
an arbitrary instruction.

In §5.3 and §5.4, we thus devise an optimal DPOR algorithm, called
Mixer, that handles MSA programs by changing the granularity at
which revisits happen—from individual (byte-sized) memory accesses
to entire transactions. To do so, we introduce the novel notion of multi-
write revisits, to support the case where a (multi-byte) read instruction
reads from multiple write instructions, one or more of which may
have been added to the execution graph after the read.

In contrast to DPOR algorithms like TruSt, Mixer fails to satisfy
a stronger notion of optimality 56 where the algorithm avoids any
wasteful exploration. Nevertheless, we provide a bound on the depth
of such wasteful explorations (i.e., the depth of the exploration tree),
which is constant for MSA programs.

In §5.5, we note that apart from the bound on wasteful explorations,
our remaining results extend to transactional programs, as long as
the individual memory accesses performed by a transaction can be
overapproximated at the beginning of the transaction. At the expense
of slowing down the verification algorithm, this condition can be
trivially fulfilled by saying that a transaction can access every memory
location.

In §5.6, we implement our algorithm in the context of the GenMC
model checker 57. In §5.7, we evaluate Mixer on challenging bench-
marks involving mixed-size accesses, showing that our algorithm
is substantially more efficient than applying TruSt and disregard-
ing the atomicity semantics of MSA instructions until the end of the
exploration, where the inconsistent ones are filtered out.

5.2 lack of extensibility

A seemingly easy approach to extend DPOR for MSA programs would
be to break down accesses into their byte-level constituent accesses
and apply DPOR as before. However, this idea is flawed because the
resulting memory model is no longer extensible: after consistently
executing some of the byte-level accesses that correspond to a larger
access, there is no guarantee that the remaining byte-level accesses can
be consistently executed as well.
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To illustrate, for now, we fix our memory model to be sequential
consistency: the consistent behaviors can be explained by a lineariza-
tion of the byte-level accesses, such that accesses corresponding to the
same instruction are adjacent in the linearization order.

Example 5.2.1 As a first illustrative example of how extensibility fails
to hold, consider the program below where the shared location x

contains (at least) two bytes; T1 writes to byte 0 and then reads byte 1,
while T2 performs one 2-byte store, writing 1 to both bytes comprising
x. We use a range of numbers as subscripts to specify which bytes of
a word an instruction accesses, and similarly use this notation in the
execution graphs.

T1: x0 := 2

a := x1

T2: x0:1 := 0x101
(wr+ww)

The partial execution P , where the write of T2 is co-ordered before
the write of T1, is consistent but cannot be consistently extended: the
execution I is inconsistent.

P
init

W(x0, 2)

R(x1)

W(x0, 1) ⇝

I
init

W(x0, 2)

R(x1)

W(x0, 1)

W(x1, 1)

To see this, observe that the co ordering forces the instruction of T2
to be ordered before the read of T1, and therefore if the write to the
second byte (x1) is also present, it must be ordered before the read of
T1, i.e., it must be read.

Let us now see how this issue can actually arise in practice and
crucially affect DPOR’s exploration. This is more easily understood
in the presence of read-modify-write (RMW) instructions, where the
read and write accesses happen atomically.

Example 5.2.2 Consider the program below, and assume a DPOR run
with a left-to-right scheduling.

T1: x0 := 2

a := x2

T2: fetch add(x0:3, 0x1010101) T3: x1 := 1

An algorithm that follows the principle of not removing a write
that has revisited cannot obtain the consistent execution 1 on the
right, where the threads are executed from right to left, irrespective of
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which revisits it allows. (We do not depict rf edges from init to avoid
cluttering the graph.)

1
init

W(x0, 2)

R(x2)

R(x0)

R(x1)

R(x2)

R(x3)

W(x0, 1)

W(x1, 2)

W(x2, 1)

W(x3, 1)

W(x1, 1)

After adding the events of T1, T2 is scheduled. In order to eventually
have byte x0 read 0, it must initially read 0 as well, since it cannot
be removed later. As in wr+ww, where the first write of T2 forces
an ordering between the following write and the read of T1, reading
0 forces an ordering between T2’s RMW write and T1’s read of x2.
Therefore, the later write to x2 cannot be added. On the other hand,
it also cannot revisit the read of x2 since this would effectively block
T2’s read of x1 from being revisited later. Thus, the execution 1 will
not be explored.

a simple workaround An easy way to bypass the lack of extensi-
bility is to invoke DPOR with a weaker consistency model that satisfies
the extensibility property, and only check for full consistency before
reporting an error. The simplest way to obtain such a weaker model is
to disregard the parts of the model enforcing atomicity of multi-byte
accesses and treat each byte access as completely independent of the
remaining byte accesses of the same instruction.

While this approach is correct, it does explore many inconsistent
executions, wasting time and resources: a program can have unbound-
edly more executions that are consistent under the weaker model than
under the stronger one.

5.3 overview of our solution

In this section, we introduce a direct way to support programs with
mixed-size accesses. We present the key ideas of Mixer in an informal
fashion, and relegate the formal definitions to §5.4.

5.3.1 Performing DPOR at the Instruction Level

The key observation underlying Mixer is that transactional consistency
models—and MSA-compatible memory models, in particular—are
extensible at the level of entire transactions (MSA instructions), not at
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the level of individual memory accesses. That is, given a consistent
execution containing no events of partially executed transactions, we
can consistently extend it by adding all the events corresponding to
an additional transaction. In particular, we can add its events so that
every read access reads from the coherence-latest same-location write
access, and every write access is placed at the end of the coherence
order.

Mixer leverages this observation and picks at each point one in-
struction and adds, in one step, every access that corresponds to the
instruction, exploring all possible rf and co placements for each of the
constituent accesses. (The read and write parts of an RMW can be
split, for simplicity, but they are added in succession.) Additionally—
and more importantly, since this could so far be simulated in the
original DPOR scheme—a whole instruction revisits another one: this
guarantees that no execution is generated where some, but not all, of
the accesses of an instruction are present, satisfying our extensibility
constraint.

As the following example demonstrates, this instruction-level treat-
ment is not enough.

Example 5.3.1 Consider the program below, and focus on how we
could obtain the execution 11 where both accesses of the read in-
struction read 1.

T1: a := x0:1 T2: x0 := 1 T3: x1 := 1

11
init

R(x0:1) W(x0, 1) W(x1, 1)

After adding T1 (execution A ), DPOR can either simply execute T2

(execution B ) or execute it and revisit the read of T1 (execution C ).
In either case, the write of T3 should also revisit the read.

Init
init

A
init

R(x0:1) C
init

R(x0:1) W(x0)

B
init

R(x0:1) W(x0)

revisit

In the first case, this would lead to execution D , where DPOR can
only add T2 without a revisit (execution 01 ), since this would delete
T3 (which is not allowed under any notion of maximality, see §3.4.1).
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B
init

R(x0:1) W(x0) D
init

R(x0:1) W(x1)

✗

01
init

R(x0:1) W(x0) W(x1)

00
init

R(x0:1) W(x0) W(x1)

revisit

revisit

In the second case (execution C ), the revisit from T3 is similarly
not allowed because it would delete T2.

C
init

R(x0:1) W(x0)
✗

10
init

R(x0:1) W(x0) W(x1)

revisit

The desired execution 11 is therefore missed. We need to allow one
of the revisits from either C or D .

A

C
init

R(x0:1) W(x0) ✗

10

B
D

init

R(x0:1) W(x1) ✗

01

00

revisit

revisit

revisit

revisit

5.3.2 Multi-Write Revisits

We resolve this problem by introducing the concept of a multi-write
revisit, where multiple instructions together revisit a previous instruc-
tion. Mixer implements this idea by allowing an (optional) set of
instructions that would normally be deleted during a revisit, which
we refer to as a keep set, to remain in the execution and to perform the
revisit together with the write accesses of the newly added instruction.

Concretely, in the executions C and D , we consider both the case
where the missing write tries to revisit the read, and fails since the
other write cannot be removed, as well as the case where the other
write is kept, allowing the read to read from both writes.

Multi-write revisits are sufficient to ensure completeness of the re-
sulting algorithm, namely that it explores all consistent program
executions. Unless suitably restricted, however, the extra choice that
DPOR can make easily leads to duplication. To guarantee that no
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execution is explored twice, we need to impose a set of conditions on
the allowed keep sets.

tie-breaking First, we need to address the problem arising in the
example that we have just seen: only one of executions C and D

should perform a revisit while keeping the other write, but not both;
otherwise, 11 would be explored twice.

For this, we perform a tie-break on the write instruction that per-
forms the final revisit: we pick the rightmost one, and enforce that
the scheduler picks threads in a left-to-right fashion. This scheduling
constraint is crucial for correctness: when the predetermined write
that should perform the revisit is added, the rest of the writes that
need to perform the revisit together must already be in the execution.

Therefore, we enforce that keep sets can now only include instruc-
tions whose thread is to the left of the thread of the instruction that
performs the revisit.

As an example, T2 of execution D is not allowed to revisit by
keeping T3, since the kept write would be from a later thread. This
way, execution 11 is reached exactly once: from the execution C .

independence Another constraint on the instructions of the keep
set is that they are independent, i.e., they are not causally related (in a
cb sense) to each other, or to the newly added instruction. This forbids
the exact same revisit from being performed with a different keep set.

Example 5.3.2 As an example, consider the program below.

T1: a := x0:1 T2: x0 := 1

x1 := 1

After reaching the execution T where the read reads from the write
to x0, and the write to x1 is about to be added, revisiting either with
an empty keep set or by keeping the write to x0, would result in the
same execution F .

T
init

R(x0:1) W(x0, 1)
K=∅
⇝

K={W(x0,1)}

F
init

R(x0:1) W(x0, 1)

W(x1, 1)

relevance All the instructions in the keep set during a revisit
must be relevant after the revisit: at least one byte-level access must
be read by the revisited read instruction. This ensures that the revisit
with the specific keep set was necessary, and the resulting execution
could not be recovered in another way.

Example 5.3.3 As an example, consider the program below and focus
on the incomplete execution A where the instruction of T3 is not yet
added.

T1: a := x0:1 T2: x0 := 1 T3: x1 := 1
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A
init

R(x0:1)W(x0, 1)
11

init

R(x0:1)W(x0, 1)W(x1, 1)

B
init

R(x0:1) W(x1, 1)

✗

K={W(x0 ,1)}

K=∅

When the write of T3 is added and revisits are considered, keeping
the write of T2 without reading from it should not be allowed. Mixer

will recover execution 11 from the execution B obtained from revis-
iting A with an empty keep set, by adding the now missing write
instruction of T2 again.

5.3.3 Reconsidering Unconstrained Reads

Apart from the multi-write revisits, there is one last change necessary
to recover a complete and optimal DPOR algorithm, which again
pertains to the revisit mechanism.

Specifically, when revisiting a read instruction, relevance forces
(some of) the read accesses to read (parts of) the kept write instructions
and the revisiting write instruction. However, the other parts of the
read instruction are left unconstrained, and must be reconsidered: every
possible read-from option is considered again, allowing them to read
from a different write instruction than before the revisit.

Example 5.3.4 To see why this is necessary, consider the following
program and the depicted target execution 1111 where every byte of
the read instruction reads 1, and the access of T1 to x0 is co after the
one of T3.

T1: x0 := 2 T2: a := x0:3 T3: x0:1 := 0x101 T4: x2:3 := 0x101

1111
init

W(x0) R(x0:3) W(x0:1) W(x2:3)

To reach this execution, the instruction of T4 should eventually be
added and revisit the read instruction, while keeping the instruction
of T3.

Notice, however, that this cannot happen from an execution where
the read of x0 reads 1: the read instruction is not reading maximally
(and, in principle, there is no reason why such an execution would
be consistent). To reach the desired execution, Mixer will first reach
the execution where it reads 2 for x0, and during the revisit from T4

(keeping T3) the option of reading 1 instead will also be explored.
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58 Usually, locations form
an ordered set, since they
represent memory
addresses, and memory
instructions access a
contiguous range of
locations. Our formalism,
however, does not depend
on this assumption.

59 “Armed Cats: Formal
Concurrency Modelling at
Arm” [Alg+21]

5.4 formal definition, correctness , and optimality

In this section, (i) we extend how executions are represented as execu-
tion graphs in the presence of MSAs, (ii) we present our assumptions
on the underlying memory model, (iii) we present Mixer, our DPOR
algorithm for MSA programs, (iv) we explain Mixer’s correctness
arguments, and (v) we discuss its standing w.r.t. stronger notions of
optimality.

5.4.1 Execution Graphs

We identify each byte with a single location and lift memory labels
(i.e., read/write labels) to access a set of locations instead of a single
location. The function loc returns this set of locations for a given event.
For an event that does not access the memory, loc returns the empty
set; for the initialization event, loc returns the set of all locations Loc.

The interpretation of MSA programs as execution graphs is similar
to the one presented in §2.3.1: memory instructions are represented
as events whose labels include the set of bytes (locations) accessed. 58

We modify the definition of an execution graph (§2.2) to now track
a reads-from relation rf : R → Loc → W mapping a read r and a
location l ∈ loc(r) accessed by r to the write w ∈ Wl that it reads l

from. Note that a write w is now part of col, for every location l that
it accesses (i.e., for every l ∈ loc(w)).

Relational Algebra

When rf is used in relational algebra expressions, e.g., G.cb △
= (G.dep∪

G.rf)+, we treat rf as a relation that maps a write to the reads that
read from it, i.e., for the relation

{
⟨w, r⟩ ∃l ∈ Loc. rf(r)(l) = w

}
, and

define rfl to be the relation mapping a write to a read that reads l

from it, i.e., rfl
△
=

{
⟨w, r⟩ G.rf(r)(l) = w

}
.

Similarly, we treat co as the “coarser” coherence relation that pairs
any two writes in the way they are paired in some col order, i.e., co △

=⋃
l∈LocG.col. MSA models guarantee that co is irreflexive. However,

co is no longer transitive: sequencing col1 and col2 does not necessarily
yield pairs in co.

Finally, we redefine rb to order a read before a write that overwrites
any of the locations that the read accesses.

G.rb △
=

⋃
l∈Loc

G.rf−1
l ;G.col

Under these definitions, the SC axiom for MSA execution graphs
can still be phrased as the acyclicity of po∪ rf ∪ co∪ rb.

Remark 6 (Alternative Notation). While our formalism maps instruc-
tions to a single event accessing multiple locations, MSA models have
also been defined in a setting where they are represented as multiple
events, connected with an appropriate same-instruction relation 59. To
express constraints such as coherence (there termed internal visibility),
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60 To see this for the MSA
extension of x86-TSO,

observe that (i) removing
po∪ rf-maximal events

does not add any edge and
cannot affect consistency,
(ii) any porf cycle can be
rewritten to use rf edges
between different threads
and po edges from a read

(rf entering the thread) to a
write (rf edge exiting the
thread), both of which are

included in a relation
which is postulated to be

acyclic, and (iii) any
instruction added

maximally in coherence
cannot introduce a cycle

since it has no
co∪ rb∪ rf-successors.
61 “Simplifying ARM

concurrency:
Multicopy-atomic

axiomatic and operational
models for ARMv8”

[Pul+18]
62 “HMC: Model checking

for hardware memory
models” [KV20]

63 “Frightening small
children and disconcerting

grown-ups: Concurrency
in the Linux kernel”

[Alg+18]

the model defines a same-location relation loc and requires that the
union of (po∩ loc), rf , co, and rb be acyclic.

To succinctly express such constraints in our formalism, we sug-
gest the following approach: we define the plain events E as the
tuples ⟨e, l⟩, where e is an event (tracking multiple locations) and
l is the concrete location of e that we are interested in, and de-
fine loc as the relation

{
⟨⟨e1, l⟩, ⟨e2, l⟩⟩ l ∈ loc(e1)∩ loc(e2)

}
. The

rf , co, and rb relations are lifted to their plain versions rf , co, and
rb, by interpreting them over plain events intersected with loc, e.g.,
rf

△
=

{
⟨e1, ⟩, ⟨e2, ⟩ ⟨e1, e2⟩ ∈ rf

}
∩ loc, while po is lifted to po

△
={

⟨e1, ⟩, ⟨e2, ⟩ ⟨e1, e2⟩ ∈ po
}

.
The internal visibility constraint can now be expressed as the acyclic-

ity of (po∩ loc)∪ rf ∪ co∪ rb.

5.4.2 Conditions on the Memory Consistency Model

Mixer is parametric in the choice of the input memory model m,
provided it satisfies the conditions presented in §3. For MSA execu-
tion graphs, the definitions of acyclicity (§ 3.1.2) and prefix-closedness
(§ 2.4.2) are not modified (note that rf now relates a read to many
writes), while extensibility (§2.4.3) requires that there exists a consis-
tent placement for a new event, where a placement is now a set of
writes instead of a single write.

The straightforward lifting of SC to MSA, as well as the MSA
extension of x86-TSO suggested by Alglave et al., directly satisfy 60

these conditions, with the dependency order dep being the program
order po, and the maximality function being the coherence maximality
maximalcoh.

Extending TruSt to support models such as ARMv8’s 61 is not
straightforward (see §3.6), but our contributions in this chapter are
orthogonal to these issues and introduce no additional complications.

Finally, although an approach similar to the work of Kokologian-
nakis and Vafeiadis62 could apply to the Linux Kernel Memory Model,
the semantics of mixed-size accesses are not defined 63.

5.4.3 The Mixer Exploration Algorithm

Let us now proceed by showing how Mixer adapts the core TruSt

algorithm to enumerate all consistent execution graphs of an MSA
program P. The algorithm is presented in terms of operational steps,
similar to §3.3.

First, we define Mixer’s next(·) function so that it does not contradict
the tie-breaking criterion: when a write event is picked by next(·), any
possible cb-unrelated writes that could be kept in the revisit step have
already been scheduled.

For this, we fix next(G) to return the <pos-minimal (§2.2) event in
the available set avail(G). As a consequence of this scheduling and the
definition of the revisit steps we will discuss below, whenever there is
an available exclusive write, next(·) will return it.
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Mixer’s Operational Steps

To define Mixer’s non-revisit steps, we need to redefine the plain steps
(§3.1) that describe which execution graphs we aim to generate.

The placement P of an event in the graph is a mapping Loc 7→ W

from any accessed location l to a write w that accesses l, i.e., l ∈
loc(P(l)). As in §3.1, the placement of an event that does not access
any location is ⊥.

Read

r ∈ avail(G)∩R dom(P) = loc(r) ∀l ∈ loc(r). l ∈ loc(P(l))

G
r@P−−−→ ⟨G.E∪ {r},G.co,G.rf[r 7→ P]⟩

Write

w ∈ avail(G)∩W
dom(P) = loc(w) ∀l ∈ loc(w). l ∈ loc(P(l))

G
w@P−−−→ ⟨G.E∪ {w},G.co[l 7→ w 7→ P(l) | {l ∈ loc(w)}],G.rf⟩

Plain

e ∈ avail(G) \ (R∪W)

G
e@⊥−−−→ ⟨G.E∪ {e},G.co,G.rf⟩

Figure 5.1: Operational steps for MSA programs

Mixer’s non-revisit steps just follow the above operational steps.

Non-revisit step

e = next(G) G
e@P−−−→ G ′ consistentm(G

′)

⟨G,<⟩ e@P
===⇒

nr
⟨G ′,< ++ [e]⟩

Mixer’s Revisit Procedure

Mixer’s revisit steps, on the other hand, are more elaborate. Con-
cretely, in the case of a write event w, Mixer considers revisiting a
previously added read event that accesses a common location. For this,
it enumerates all valid keep set options, i.e., sets of writes K accessing
a location of w that satisfy the following two conditions.

First, the kept writes K must be <pos-before w.

TieBreak(K,w)
△
= ∀w ∈ K.w <pos w

Second, the set K ′ = K ∪ {w} of the kept writes together with the
new write w must be a cb-independent set.

Independent(G,K ′)
△
= ∀w1,w2 ∈ K ′. ⟨w1,w2⟩ ̸∈ G.cb

For each such keep set and each previously added read event that
accesses a location of w and is not cb-before the write w, Mixer

considers revisiting the read event, by (maximally) removing all events
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that are added after the read and are not cb-before the new write or a
write in K.

If this check succeeds, Mixer considers any placement Pr for the
read event, provided that the writes in K ′ are relevant w.r.t. Pr, i.e., Pr
maps some location of the read to each of them.

Relevant(P,K ′)
△
= K ′ ⊆ rng(P)

Finally, it proceeds as usual by considering the possible co place-
ments Pw of the new write, and explores the resulting graph, if
consistent.

Revisit step

next(G) = w ∈ G.W r ∈ G.R loc(w)∩ loc(r) ̸= ∅
K ⊆ G.W P

△
= dom((G⊎ {w}).cb; [K∪ {w}])∪K r ̸∈ P

TieBreak(K,w) Independent(G,K∪ {w})

[a1, · · · ,an] = sort<(
{
e ∈ G.E \ P r ⩽ e

}
)

G ′′ a1⇝ · · · an⇝ G Relevant(Pr,K∪ {w})

G ′′ w@Pw−−−−→ r@Pr−−−→ G ′ consistentm(G
′)

⟨G,<⟩ w@Pw====⇒
rv r @Pr

⟨G ′,Restrict(<,G ′′.E∪ {r}) ++ [w]⟩

5.4.4 Correctness

Notwithstanding the changes to the generic algorithm presented in §3,
Mixer follows the same correctness arguments. It therefore enjoys the
same properties, apart from the lack of fruitless explorations, which
we discuss in Section 5.4.5.

Specifically, Mixer terminates and is sound, complete, and optimal.

Theorem 5 (Correctness).

1. Mixer terminates.

2. Mixer only explores consistent executions.

3. Mixer explores every complete and consistent execution exactly once.

The termination argument is similar to the one presented in §3.4.1.
In Mixer’s case, Lemma 3 is updated to also include the writes in the
keep set of a revisit as events that cannot be deleted from the graph.
As in the case of TruSt, Mixer eagerly drops inconsistent executions.

The argument for the exploration’s completeness and optimality
follows the one presented in §3.4.4, with slight modifications.

Proposition 7 (Mixer: Prefix Extension). Given two executions G and
G ′ s.t. G ⊏ G ′, an event w ∈ G ′.W \ G.W, and a set of writes K ⊆
G ′.W \G.W s.t. w ̸∈ K, there is a unique execution Gp s.t. G ⊑ Gp ⊑ G ′

and Gp.E \G.E = dom(G ′.cb; [K∪ {w}]) \G.E.
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64 As in TruSt, these
fruitless executions can
only arise in the presence
of RMW instructions.

We assume a function PrefixExtension(G,G ′,w,K) that returns
this unique execution. Mixer’s updated version of Prop. 6 now states
that given an execution G and a read event r that needs to read from
a set of writes K ′, there is a unique write w and keep set K that can
revisit r in order to read from the writes of K ′. We now denote as
PrefixExtension(G,G ′,w,K) the tuple ⟨Gt.rf(e),Pw⟩, where Pw is
the unique placement for the write w.

Proposition 8 (Mixer: Next Prefix). Given two executions Gs and Gt s.t.
Gs ⊏ Gt, and an event e ∈ avail(Gs)∩Gt.E, if there is no step s.t. Gs

e@−−−−→
G ′ ⊑ Gt, then e ∈ R, K ′ △

= Gt.rf(e) ̸⊆ Gs.E, and there is a unique
write w ∈ K ′, set K ⊆ K ′ \ {w}, and placement Pw s.t. TieBreak(K,w),

Independent(G,K∪ {w}), and PrefixExtension(Gs,Gt,w,K) w@Pw−−−−→ e@Gt.rf(e)−−−−−−−→
Gc ⊑ Gt. Additionally, for any execution G ′ ⊐ Gs such that e ∈ G ′.E, we
have Gc ⊑ G ′.

Mixer’s proof of Lemma 4 only differs from TruSt’s in the justifica-
tion for why the final revisit step of GetNext (algorithm 2) is enabled.
Concretely, we need to show that when the chosen write w is added,
the events of K, which need to be kept, are already present in the
graph. This is guaranteed by the restriction on next(·) to agree with
the tie-breaking condition (they both consult <pos).

5.4.5 Depth-Bounded Fruitless Exploration

Mixer can initiate fruitless explorations that are not immediately
blocked, and therefore is not strongly optimal. For MSA programs,
however, we can provide a bound on the length of such explorations.

Concretely, instructions of MSA programs access multiple bytes that
belong to the same word, i.e., a (contiguous) set of bytes of a fixed size
B (typically 8), and any conflicting instructions must access (parts of)
the same word.

Assuming now a memory model that is read-modify-write extensi-
ble (straightforwardly lifting Def. 14 to MSA), we can show that the
length of such fruitless explorations64 is bounded by B.

Theorem 6 (Bounded Waste). Given a read-modify-write extensible mem-
ory model m, any fruitless configuration explored by Mixer under m is
B-fruitless.

Proof sketch. To see this, consider a fruitless configuration that is fol-
lowed by K > B steps. Then, all K steps perform revisits from and to
events of K+ 1 distinct RMW instructions.

Due to the maximality condition, it is easy to see that when an
exclusive write w revisits an exclusive read r and forces r to read a
location l of w, then r is the only event in the resulting execution that
reads l maximally. This also prevents any other RMW instruction
accessing l from being revisited, since it cannot be reading maximally.
Therefore, each of the K steps starts from an RMW that accesses a
location that was not accessed by any other RMW in the previous
steps.
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After B steps, none of the B locations can be revisited, and therefore
there cannot be B+ 1 revisit steps in a row, i.e., there are at most B
steps from the initial fruitless configuration.

Remark 7. Contrary to what one would expect, the above theorem
does not recover TruSt’s strong optimality (Theorem 2) for B = 1, i.e.,
that any fruitless configuration is 0-fruitless.

This is because B = 1 is a special case, allowing us to use the
extensibility property: after one revisit step from the fruitless configu-
ration, the revisited RMW maximally reads the single location that it
accesses, and therefore can be maximally extended, contradicting that
the configuration is fruitless.

5.5 extension for transactions

As we have already discussed, the main issue that renders traditional
DPOR algorithms inappropriate for MSA programs is the lack of
extensibility. However, there is a larger class of programs that suffers
from the same issue: transactional programs.

As with an MSA program, given a transactional program where
a transaction has been partially executed, there is no guarantee that
there exists a consistent way to complete the transaction. All the
examples presented in §5.2 can be trivially translated to the equivalent
transactional variants: each MSA instruction can be replaced with
a transaction accessing the equivalent byte-level locations. For our
observations to still hold, we assume serializability semantics, i.e., the
allowed behaviors are interleavings of transactions.

In fact, Mixer can also be extended to cover transactional programs.
To see this, observe how a transaction’s accesses can be represented
by a set of read accesses, followed by a set of write accesses: due to
the minimal guarantees under a transactional program, a read that is
preceded by a write to the same location must read from this write,
while read and write accesses to different locations inside a transaction
can be reordered.

Therefore, we can handle transactional programs by assuming an
interpretation that maps transactions to two successive placeholder
events: a read and a write. For the fragment of transactional programs
where the read accesses do not depend on each other, this modification
would be sufficient, since the location accessed by a read event does
not depend on the event’s placement.

For arbitrary transactional programs, however, this is not enough:
read events no longer track locations, since they cannot be known in
advance. Instead, we can extend read events with a predicate valid

that accepts a possible placement P : Loc 7→W, and returns whether
interpreting the transaction by reading P(l) for each location l accessed
does indeed access all locations in P. The consistent execution graphs
of a program P now need to additionally satisfy (§2.3.2) that for each
read r ∈ G.R, valid(r)(G.rf(r)) returns true.

Consequently, a more liberal revisiting condition is needed that
considers revisits even if there are (currently) no conflicting read
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accesses to the transaction to be revisited, as demonstrated in the
following example.

Example 5.5.1 Consider the program below where the first thread
comprises two transactions containing one instruction each, while
each of the other two threads performs a single transaction. (We use
square brackets to denote the transactions.)

T1: [z := 1]

[a := x]

T2:
if(z == 0)

if(y == 0)

x := 1

 T3: [y := 1]

In order to reach the right-to-left execution F , Mixer would need to
reach the execution T that has only the first thread, and consistently
extend it with the transaction of the second thread, before executing
the third thread’s transaction and revisiting the second thread.

T
init

W(z, 1)

R(x)

F
init

W(z, 1)

R(x)

R(z)

R(y)

W(y, 1)

Observe, however, that while it is consistent to maximally extend
the second thread to read 1 from z, the access to y does not appear in
this case, and therefore the conflict with the third thread is not present.
On the other hand, extending the second thread to read 0 from y is
not consistent, since the write to x cannot be added: the first thread’s
read of x would need to read from it.

To overcome this, Mixer would need to conservatively revisit any
transaction that might have read from the locations that the current
transaction is writing to, and drop the post-revisit execution if no
conflict actually occurred, i.e., no relevant (§5.4.3) placement is valid
for the revisited transactional read.

While the modifications discussed in this section do not impact
our main correctness results (Theorem 5), the bound on wasteful
explorations presented in §5.4.5 no longer holds: one cannot assume
a bounded set of locations accessed by transactions.

Instead, the depth of the fruitless exploration can be bounded by
the number of threads, if we assume a maximum number of threads
T for the program to be verified. To see this, observe that after all T
threads include a transaction (write) that has revisited (and therefore
it is the last transaction in the thread), any other revisit is blocked
since it would delete such a write.

5.6 implementation

5.6.1 Tool

Our implementation of Mixer is built on top of GenMC and required
significant changes, mainly to the data structures used to capture the
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65 “Repairing sequential
consistency in C/C++11”

[Lah+17]

execution’s rf and co components. Read events no longer have a single
rf edge, but instead track a set of edges to write events, annotated
with the location accessed.

To minimize intrusive changes to the implementation, coherence
co is stored as a set of per-word cow coherence lists. However, each
such cow list no longer represents a total order, since some same-
word writes access disjoint sets of bytes. Instead, this list is just a
linearization of a partial order of (conflicting) writes to the same word.

A downside of this treatment is that one needs to calculate the
possible ways a new write can be inserted in coherence by exploring
permutations of these orderings: only exploring possible placements
of the new write is not enough. To see why, consider a coherence list
with two disjoint write accesses, and a new write that conflicts with
both of them. We need to consider all three placements of the new
write, as well as permuting the two old writes, and adding the new
write in the middle (since it transitively induces an ordering between
the disjoint writes).

5.6.2 RAMSA

While our algorithm is parametric in the choice of memory model,
our implementation currently only supports RAMSA, a simple lifting
of the relaxed and acquire/release fragment of the repaired C/C++11

(RC11) memory model 65 to MSA accesses.

Definition 16. An execution G is consistent under RAMSA if

1. G.porf is acyclic,

2. G.hb;G.eco is irreflexive,

3. G.eco is irreflexive, and

4. G.rmw ∩ (G.rb;G.co) = ∅,

where hb is the usual happens-before relation of RC11.

Note that, due to how we defined rf , co, and rb in the relational
expressions of § 5.4.1, the definition only slightly differs from that
of the plain RA model. Specifically, we additionally require that the
eco = (rf ∪ co ∪ rb)+ be acyclic, since it no longer follows from the
definition (co is no longer transitive).

Remark 8. Note that the atomicity constraint should technically only
enforce that

G.rmw ∩
⋃

l∈Loc

G.rbl;G.col = ∅

However, due to the required acyclicity of eco—and therefore, of
co—this is equivalent to our definition.

Finally, it is easy to see that the above definition of RAMSA satisfies
the conditions of §5.4.2, and therefore Mixer is applicable.
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Figure 5.2: Performance comparison TruStMSA/Mixer (left) and Mixer over-
head over TruSt (right)

66 “GenMC: A model
checker for weak memory
models” [KV21]

5.7 evaluation

We now evaluate Mixer’s performance on a set of synthetic and non-
synthetic benchmarks. Our evaluation aims to establish the following
points:

§5.7.1 Mixer is exponentially faster than approaches that do not di-
rectly tackle mixed-size accesses

§5.7.2 Mixer only incurs a moderate overhead on non-mixed-size-
access benchmarks

§5.7.3 Mixer can handle realistic code with mixed-size accesses em-
ployed in production

To accomplish this, we perform the following case studies. First,
we compare Mixer with TruStMSA, a naive DPOR that treats mixed-
size accesses as byte sequences and achieves correctness by enforcing
atomicity at the end of each execution. Then, we measure the overhead
of Mixer over TruSt (implemented in the GenMC tool66) on GenMC’s
standard test suite. Finally, we run Mixer on code with mixed-size
accesses extracted from the Linux kernel.

experimental setup We conducted all experiments on a Dell
PowerEdge R6525 system running a custom Debian-based distribution
with 2 AMD EPYC 7702 CPUs (256 cores @ 2.80 GHz) and 2 TB of
RAM. We set the timeout limit to 30 minutes (denoted by �). All
times are in seconds.

5.7.1 TruStMSA vs Mixer

We compare Mixer and TruStMSA on a set of synthetic benchmarks.
Although these benchmarks are small, they suffice to demonstrate that
naive approaches do not scale since even a few mixed-size accesses
(e.g., 3-7) are enough to make TruStMSA explore a huge number of
redundant executions.
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The results can be seen on the left in Fig. 5.2. (For TruStMSA,
the number of executions reported is the total number of executions
considered, before filtering out the ones that are inconsistent.) Clearly,
naive approaches are impractical and do not scale even for very simple
benchmarks. Mixer, on the other hand, only considers a very small
number of executions as it is able to check full consistency at each
step, thereby ruling out many infeasible behaviors.

5.7.2 Mixer’s Overhead

We compare Mixer and GenMC on a set of benchmarks that do not
have mixed-size accesses to evaluate the overhead that Mixer imposes
on the implementation of GenMC. We removed from our tests the
small benchmarks where both tools terminate immediately (less than
0.1s).

The results can be seen on the right in Fig. 5.2. Mixer imposes only
a moderate overhead (on average, it takes a bit less than twice the
execution time). In the worst case, the overhead is around 7 times the
execution time, but this is because the current Mixer implementation
does not support an optimization related to the handling of locks.

A more methodical implementation can, in principle, almost fully
negate the overhead imposed by the MSA implementation. The only
inherent exception is the restriction imposed on the scheduler (§5.3.2)
to follow a left-to-right scheduling. This precludes a common heuristic
strategy to always prioritize write instructions, since it reduces the
number of revisits (and therefore reinterpretation of the program)
performed. However, we expect that non-MSA programs can be easily
detected (either manually or with a conservative static pass), disabling
the MSA flag of our tool, which would revert to the default heuristics
of GenMC.

5.7.3 Realistic Benchmarks

We run Mixer on lockref 67, a data structure extracted from the Linux
kernel. As we have already discussed in §5.1, lockref uses a union to
pack a number of fields in a single word. The union is accessed either
as a whole (effectively atomically exchanging all the fields with new
values) or in parts (by accessing the specified field).

We use a simple client that is parametric in the number of threads
(denoted as lockref(N)). The first thread acquires and releases the lock,
while the other threads try to increase the reference count. Mixer

manages to verify a client of only four threads before the timeout,
due to the large number of behaviors this data structure can produce.
Observe that, even with three threads, there are more than 100 different
possible executions, and adding one more thread quickly blows up
this number.
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Table 5.1: Realistic benchmarks

Executions Time

lockref(2) 5 0.03
lockref(3) 142 0.04
lockref(4) 27 192 3.52
lockref(5) � �

68 “Dynamic Partial Order
Reduction for Checking
Correctness against
Transaction Isolation
Levels” [BER23]

69 “Mixed-size
concurrency: ARM,
POWER, C/C++11, and
SC” [Flu+17]
70 “Modelling the ARMv8
architecture, operationally:
Concurrency and ISA”
[Flu+16]; “Understanding
POWER multiprocessors”
[Sar+11]
71 “Armed Cats: Formal
Concurrency Modelling at
Arm” [Alg+21]

5.8 related work

The work of Bouajjani et al.68 explored the application of DPOR to
transactional programs. They defined a class of DPOR algorithms and
showed that there is no such strongly optimal algorithm for memory
models like Serializability (SER) and Snapshot Isolation (SI), which do
not satisfy a form of transactional extensibility. Instead, they provide
a strongly optimal DPOR algorithm for the weaker memory models
that satisfy their criterion. For the case of SER and SI, they suggest
verifying under a weaker memory model and only performing the
SER (or SI) consistency check when a complete execution is explored.

Regarding the semantics of mixed-size accesses, Flur et al.69 first
investigated their behavior under the ARMv8 and POWER hardware
architectures and extended their previous operational models of these
architectures 70 to support MSAs. They also extended the declarative
C/C++11 model to support non-atomic MSAs and established the
correctness of compilation mappings to POWER.

More recently, Alglave et al.71 provide a formal declarative memory
model for the ARM architecture that supports MSAs, as well as a
proposal for an MSA extension of the x86-TSO declarative model.
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6
S TAT E - S PA C E B O U N D I N G

6.1 introduction

Bounding techniques address the state-space explosion problem in
SMC by sacrificing complete state-space coverage. Instead, they define
a subset of the state space, which they exhaustively explore.

Preemption bounding (PB, a.k.a. context bounding) 72 is based
on the idea that concurrency bugs in practice can be exposed with
few preemptions 73. Leveraging this insight, PB only explores the
interleavings that arise with at most k preemptions (for some fixed k),
thereby guaranteeing partial coverage of the state space.

Since DPOR and preemption bounding are orthogonal in terms of
state-space reduction, a combination of the two techniques is highly
desirable. However, soundly combining the two is non-trivial: simply
modifying a DPOR algorithm to discard any explored executions that
exceed the desired bound k can miss executions with ⩽ k preemp-
tions. To restore completeness, Coons et al.74 developed a bounded
partial order reduction algorithm (BPOR), which weakens DPOR by
adding extra backtrack points. However, this approach negates the
optimality properties of the underlying DPOR algorithm, leading to
the (redundant) exploration of equivalent interleavings.

In our first work, we propose a different approach: we adapt TruSt

to support preemption-bounded search while preserving (DPOR) op-
timality.

We first observe (§ 6.3.1) that the preemption-bound definition used
in BPOR is overly pessimistic for incomplete executions (i.e., execu-
tions where at least one thread is enabled): an incomplete execution
can often be extended to a complete one with a smaller preemption
bound. Updating the definition to be more optimistic, however, does
not fully resolve the issue (§ 6.3.2): an intermediate execution that
exceeds the bound might still be needed in order to reveal a conflicting
instruction that leads to the exploration of the desired execution.

Our solution (§6.4) is to allow the exploration of executions exceed-
ing the bound, as long as they only exceed it by a small amount,
which we refer to as slack. For programs with N ⩾ 2 threads, we
show that a slack value of N− 2 suffices to maintain completeness
(up to the provided bound). Unlike BPOR, our approach is optimal
in the sense that it does not explore equivalent executions more than
once. Although it may explore executions with a larger bound than

81
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the desired one, we argue that these executions are useful, because
they can still reveal bugs.

However, both approaches so far are suboptimal in a different way:
BPOR weakens the benefit of DPOR, leading to the (redundant) explo-
ration of equivalent interleavings; whereas our preemption bounding
approach weakens the benefit of PB and often requires the explo-
ration of executions with more preemptions than the desired bound.
Moreover, both approaches suffer from the NP-hardness of checking
whether a given execution is equivalent to some execution with at
most M preemptions.

In our second work, we provide an optimal combination of DPOR
and bounding by changing the bounded quantity instead. Rather than
bounding the number of preemptive context switches, we assume
the presence of a round-robin scheduler under a fixed ordering of
the threads (e.g., in increasing thread-identifier order) and bound the
number of rounds such a scheduler can take (§6.5). This change has
two immediate consequences: (i) checking whether an execution is
below the desired bound can be decided in linear time, and (ii) TruSt is
monotone in the number of scheduling rounds. Therefore, by stopping
the exploration of any execution prefix that exceeds the desired bound,
we immediately obtain a sound, complete, and optimal bounded
partial order reduction algorithm (§6.6). In addition, this approach
extends seamlessly to weak memory models for bounding metrics
that are similar to the number of scheduling rounds or that constrain
only the non-SC part of executions (see §6.7).

We have implemented both our approaches in GenMC 75 (§6.8) and
we show that for small bounds (and despite the slack, in the case
of preemption bounding), bounded search can perform significantly
faster than full search. Moreover, we experimentally confirm the
literature observation that few preemptions suffice to expose most
concurrency bugs, and we further observe that the same holds for the
number of round-robin scheduling rounds.

We therefore argue that our combination of state-space bounding
and DPOR is useful as a practical testing approach, which also pro-
vides certain coverage guarantees.

6.2 preemption-bounded dpor

Preemption bounding (PB) prunes the state space by discarding execu-
tions that contain more preemptions than a given constant bound k. A
preemption occurs at index i of a sequence of events τ whenever (1)
events τi and τi+1 originate from different threads and (2) the thread
of τi remains enabled after τi; in particular, τi is not the last event of
its thread.

Combining DPOR and PB is non-trivial. Specifically, simply pruning
from DPOR’s exploration space any trace with more than k preemp-
tions is incorrect because exploring them might lead to exploring
traces with up to k preemptions.
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We restrict our attention to execution graphs that correspond to
traces, i.e., we assume sequential consistency (SC). SC defines the sc-
order of an execution graph G as G.sc △

= (G.po∪G.rf ∪G.co∪G.rb)+

and requires that G.sc be irreflexive. An SC-consistent execution graph
G corresponds to traces(G), the set of linearizations of G.E respecting
G.sc.

The number of preemptions of an execution graph is the minimum
number of preemptions among its traces.

preemptions(G)
△
= min

{
preemptions(τ) τ ∈ traces(G)

}
The following example now shows why a naive combination of

TruSt and preemption bounding can lead to missing an execution.

Example 6.2.1 Assuming a left-to-right scheduler, consider a run of
TruSt on the program rr+ww below with k = 0.

T1: a := x (rx)

b := y (ry)

T2: y := 1 (w1)

y := 2 (w2)
(rr+ww)

After executing the first thread, TruSt will consider revisiting (ry)

from (w1). The resulting execution I will be immediately discarded,
since the corresponding trace includes one preemption (from T2 to
T1). However, the execution graph 2 where (ry) reads from (w2) will
also not be explored, since it would be obtained through a revisit step
from I , even though the corresponding trace has no preemptions.

I
init

R(x)

R(y)

W(y, 1)
revisit
⇝

2
init

R(x)

R(y)

W(y, 1)

W(y, 2)

This issue appears in trace-based DPOR algorithms like BPOR. Such
algorithms consider some instructions as conflicting, e.g., when they
access the same location and one of them is a write instruction, and
when they identify two conflicting instructions, they add a backtrack
point so that the trace where the second instruction is executed first is
also explored.

To address the issue, BPOR conservatively adds more backtrack
points accounting for such bound-induced dependencies. Concretely,
when the two instructions of the first thread are executed, BPOR
considers both a trace where (w1) is executed before (ry), as in the
unmodified DPOR algorithm, and a trace where (w1) is executed
before (rx). In the second case, it forces (w2) to be executed immedi-
ately (due to backtracking), eventually leading to the interleaving that
corresponds to the right-to-left execution.

While this solution guarantees that no execution within the bound
is lost, it weakens DPOR: it leads to the exploration of equivalent
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interleavings that would otherwise not be considered. In rr+ww, for
k > 0, BPOR explores interleavings that only differ in the order of (rx)
and (w1).

6.3 optimal preemption-bounded dpor : obstacles

We discuss the two main obstacles that complicate the application of
preemption-bounded search to a DPOR algorithm.

6.3.1 Pessimistic Bound Definition

The first problem concerns the definition of preemptions for incom-
plete executions. Recall from example rr+ww why the naive adap-
tation of DPOR with preemption bound k = 0 (incorrectly) does not
generate the execution reading b = 2. The partial execution I is
discarded because the corresponding trace τI = w1; rx; ry contains at
least one preemption according to the definition of Musuvathi and
Qadeer76. (Both threads are enabled and have executed one instruction
each.)

We argue that this trace should be deemed to have no preemptions
because of monotonicity. Trace τI can be extended to a complete trace
that does not have any preemptions.

We therefore modify the definition of preemptions on traces as
follows. A preemption occurs at index i of an event sequence τ

whenever (1) events τi and τi+1 originate from different threads and
(2) the thread of τi remains enabled after τi, and has further events
in the trace τi+1τi+2 ... τ|τ|. According to our new definition, τI has
zero preemptions, because when switching to another thread, the first
thread has no further events in the trace.

Our new definition satisfies monotonicity and coincides with the
original on complete executions. We note, however, that partial exe-
cutions with k preemptions cannot always be extended to a complete
execution with k preemptions. Consider, for example, trace rx;w1;w2

of rr+ww, which has no preemptions. Executing the only remaining
instruction leads to a trace which has one preemption. A DPOR algo-
rithm that employs our definition of preemptions might thus reach
states that are bound-blocked; the currently explored execution respects
the bound but there is no complete execution reachable from this state
that respects the bound. In our experience (see §6.9), bound-blocked
executions do not seem to have a significant effect on the performance
of our algorithm.

6.3.2 Need for Slack

Monotonicity alone is not enough to incorporate bounded search
in an algorithm like TruSt without forfeiting completeness: some
executions that respect the bound might still be lost. Intuitively, since
a revisit step involves removing events from the execution, which can
reduce the number of preemptions, it might be the case that, for a
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revisit to be performed, an execution that exceeds the bound needs to
be explored first.

We illustrate this point with the following example.

Example 6.3.1 Consider the program below and a run of TruSt that
follows a left-to-right scheduling.

T1: a := x;
b := z;

T2: t1 := x;
x := t1 + 1;
t2 := y;
y := t2 + 1;
c := y;
if (c = 1)

z := 1;

T3: t3 := x;
x := t3 + 1;
t4 := y;
y := t4 + 1;

To reach the complete execution that results from executing the
threads from right to left, TruSt needs to pass through the execution
A depicted below before reaching this complete execution.

A
init

R(x)

R(z)

R(x)

W(x, 2)

R(y)

W(y, 2)

R(y)

W(z, 1)

R(x)

W(x, 1)

R(y)

In the next step, the second write of the third thread will be added.
A backward revisit to the read of T2 will remove the events of the
second thread after the first read of y, and change the read’s incoming
rf edge to the new write event. The desired complete execution will
be reached after the remaining events of the second thread are added
again.

It is easy to see that while the complete execution has zero preemp-
tions, the depicted intermediate execution has at least one preemption
and would thus be discarded.

This example can in fact be generalized by adding more threads
identical to the third one; to reach the complete right-to-left execution
that has zero preemptions, TruSt must visit an execution that has at
least N−2 preemptions, where N is the total number of threads. In §6.4,
we show that this is in fact an upper limit; a complete execution with
k preemptions is always reachable through a sequence of executions
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that never exceed k+N− 2 preemptions. This result directly enables
us to incorporate preemption-bounded search into TruSt by allowing
some slack in the bound.

6.4 buster : recovering completeness via slack

Our bounded DPOR algorithm, Buster, modifies TruSt in the follow-
ing ways. First, given a user-provided value k, Buster eagerly discards
any execution G with more than k+N− 2 preemptions, where N is
the number of (non-empty) threads of G. Concretely, we instantiate
TruSt with a memory model that deems an execution consistent when
it is consistent under SC and preemptions(G) is at most k +N − 2,
where N is the number of non-empty threads in G. Second, next(.)
always returns the event that corresponds to the leftmost available
thread. (This also guarantees that next(.) will always pick the unique
available exclusive write, if any.)

6.4.1 Properties of TruSt

We now present some key properties of the TruSt algorithm that are
used to prove Buster’s correctness (Theorem 7).

Given a sequence S of maximal steps (⇝∗), we say S is non-decreasing
when the sequence of the thread identifiers of the corresponding events
is non-decreasing.

As a convenience, given an execution G and an event e, we write
G.cprefix(e) for the events that are G.porf-before e in G.

G.cprefix(e) △
=

{
e ′ ∈ G.E ⟨e ′, e⟩ ∈ G.porf

}
A key property of TruSt, when restricted to a left-to-right next(·)

scheduler, is that every execution G in the production sequence of
an SC-consistent execution Gf is either a prefix of Gf, or it contains a
read event r that does not read from the “correct” write, but there is
a prefix Ĝ of Gf that can lead to G via a non-decreasing sequence of
maximal steps starting with r and not including events of at least one
thread to the right of r.

Lemma 5. Let S be the production sequence of a complete SC-consistent
execution Gf, and let G be an execution in S such that G ̸⊑ Gf. Then,
there exists an execution Gb ⊑ G before G in S with next(Gb) = r ∈ R

such that Gf|Gf.cprefix(Gf.rf(r)) ̸⊑ G, an execution Ĝ such that Gb ⊑ Ĝ ⊑
Gf|Gb.E∪Gf.cprefix(r), and a non-decreasing sequence of maximal steps from
Ĝ to G that starts with r and does not add any events of t, for some thread
t > tid(r).

Intuitively, TruSt tries to construct Gf by exploring an increasing
sequence of its prefixes. This is not always possible, because when
a read event r is added to Gb, the write event w that it should read
from might not yet be present in Gb. In that case, r is made to read
from another write and is later revisited by w, leading to the execution
G ′

b = Gf|Gb.E∪Gf.cprefix(r), which is a prefix of Gf. It is possible that
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additional backward revisit steps happen between Gb and G ′
b. Due to

the (coherence) maximality condition, however, for every intermediate
execution G in the production sequence between Gb and G ′

b, there
will be an execution Gb ⊑ Ĝ ⊑ G ′

b that can be extended to G by a
sequence of non-decreasing maximal steps. Execution Ĝ is exactly the
part of G that is not deleted or revisited in a later step in S. Hence,
if w is the first write that performed a backward revisit in S after G,
then the events of thread t = tid(w) are already included in Ĝ. Finally,
it can be shown that t is to the right of r. The formal proof of this
lemma can be found in this chapter’s appendix (§6.A).

6.4.2 Correctness of Buster

To see why executions in the production sequence of a complete graph
Gf can have at most preemptions(Gf) +N− 2 preemptions, we start
with a definition. A witness of a graph G is a trace of G that contains
preemptions(G) preemptions.

Next, we observe that preemptions are monotone w.r.t. execution
prefixes. That is, if an execution G requires a certain number of
preemptions to be produced, a larger execution G ′ ⊒ G requires at
least that many preemptions.

Lemma 6. If G,G ′ are SC-consistent and G ⊑ G ′, then preemptions(G) ⩽
preemptions(G ′).

Proof sketch. Take a witness of G ′ and restrict to the events of G,
thereby obtaining a witness of G. The restriction can only remove
preemptions.

Furthermore, we note that the number of preemptions of an execu-
tion is unaffected if we extend its last executed thread with a maximal
step; if a maximal step adds an event to a different thread, the number
is increased by at most one.

Lemma 7. Let G and G ′ be SC-consistent executions and r ∈ G ′.E such
that G→r→∗ G ′. Then, preemptions(G ′) ⩽ preemptions(G) + S, where
S is the number of threads that were extended to obtain G ′ from G.

Proof. Consider a witness w of G and extend it by appending the
missing events in the same order they were added in the sequence of
maximal steps. Notice that, by construction of the maximal step, the
resulting sequence is a trace of G ′. Each time we add an event e to
the trace, such that the last event of the trace was not in the thread
of e, we increase the number of preemptions by one: a thread was
previously considered completed, but was now extended with a new
event. However, this can only happen S times: the maximal steps
keep adding events of the same thread and when another thread is
picked, the first is not extended again (the maximal steps are non-
decreasing). This gives us a trace of G ′ with at most preemptions(G) +

S preemptions, which concludes our proof.

We can now prove that Buster is complete, i.e., it visits every
complete and SC-consistent execution that respects the bound.
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Theorem 7. For any complete and SC-consistent execution Gf with at most
k preemptions, there is a production sequence of Buster that reaches Gf.

Proof. Consider a complete and SC-consistent execution Gf of P with
at most k preemptions. From the completeness of TruSt, we know
that there is a production sequence S that reaches Gf. It thus suffices
to show that every execution G in S has at most k+N− 2 preemptions,
where N is the number of non-empty threads of G.

If G ⊑ Gf, then from Lemma 6 preemptions(G) ⩽ preemptions(Gf) ⩽
k. Otherwise, from Lemma 5, there exists an execution Gb that is be-
fore G in the production sequence of Gf and an execution Ĝ, such that
Gb ⊑ Ĝ ⊑ Gf|Gb.E∪Gf.cprefix(r), next(Gb) = r ∈ R, Gf|Gf.cprefix(Gf.rf(r)) ̸⊑
G, Ĝ →r→∗ G, and no events in G.E \ Ĝ.E are in thread t, for some
thread t to the right of r.

From the last two properties and Lemma 7 we have preemptions(G) ⩽
k + N − 1 since preemptions(Ĝ) ⩽ preemptions(Gf) (Ĝ ⊑ Gf and
Lemma 6) and at most N− 1 threads are extended from Ĝ to G.

To complete the proof, we will prove that preemptions(G) = k+

N − 1 leads to a contradiction. The equality implies that Ĝ had k

preemptions and that N−1 threads were extended in the maximal steps
from Ĝ to G, and all of them increased the number of preemptions by
one. The sequence of maximal steps from Ĝ to G is non-decreasing
and starts with the thread of r. Since there are at most N threads, N−1

are extended, and at least one thread to the right of r is not extended,
r is in the leftmost thread.

Let tr be the leftmost thread, G ′
b

△
= Gf|Gb.E∪Gf.cprefix(r), and w

△
=

Gf.rf(r). From TruSt’s original proof of correctness 77, we can infer
that all events of Gb are in the porf-prefix of the last event of tr. We
have Gf|Gf.cprefix(w) ̸⊑ Gb: the opposite, together with Gb ⊑ Ĝ ⊑ G,
contradicts Gf|Gf.cprefix(w) ̸⊑ G. Since Gb is in the production sequence
of Gf, Gb ⊑ Gf, next(Gb) = r, and Gf|Gf.cprefix(w) ̸⊑ Gb, TruSt will
eventually add the write w

△
= Gf.rf(r) and revisit the read r, reaching

the execution G ′
b ⊑ Gf that contains all events added before r, i.e.,

the events of Gb, the events in the porf-prefix of r, and r. Hence, all
events in G ′

b.E \ {r} are in the porf-prefix of r, which implies that any
witness of G ′

b ends with r.
Since G ′

b ⊑ Gf, any witness t of G ′
b has at most k preemptions. Let

G ′ be the execution G ′
b without r, and let G ′′ be the unique execution

s.t. Ĝ→r G ′′. Removing the last event r from t gives us a trace t ′ of
G ′ with at most k preemptions. If t ′ ends with an event of tr, then
we can restrict t ′ to the events of Ĝ and add r at the end, obtaining a
trace of G ′′ with at most k preemptions. Otherwise, t ′ does not end
with an event of tr, and thus trace t has one more preemption than
t ′, i.e., t ′ has at most k− 1 preemptions. Then, we can again restrict
t ′ to the events of Ĝ and add r at the end, obtaining again a trace of
G ′′ with at most k preemptions. This contradicts our assumption that
preemptions(Ĝ) = k and all N−1 threads that are extended from Ĝ

increase the number of preemptions, since the first thread tr can be
extended without incurring any more preemptions.
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Buster trivially inherits TruSt’s optimality as it only explores a sub-
set of the executions that TruSt does. Note, however, that due to the
slack, Buster can also visit executions with more than k preemptions.

Theorem 8 (Correctness).

1. Buster terminates.

2. Buster explores every complete and consistent execution with up to k

preemptions exactly once.

Proof. Completeness follows directly from Theorem 7. Termination
and optimality follow from TruSt’s corresponding properties and the
fact that Buster explores a subset of TruSt’s executions.

6.5 round-robin scheduler bound

We now define a different bounded quantity that enables an optimal
combination of DPOR and bounded exploration.

Given a program trace τ = e1, e2, ... , ek, we define the (round-robin)
rounds of τ to be the number of times a round-robin scheduler needs
to start again from the first thread to generate the trace τ.

rounds(τ)
△
= |

{
ei tid(ei) > tid(ei+1)

}
|

Similarly, we lift the notion of rounds to SC-consistent execution
graphs, i.e., rounds(G)

△
= min

{
rounds(τ) τ ∈ traces(G)

}
.

Clearly, to compute the rounds of an execution G we do not have to
enumerate the traces of G. Assuming G has N threads, Algorithm 4

computes rounds(G) with a greedy approach: it follows the scheduling
of the round-robin scheduler, adding as many events from the current
thread as possible. Any trace τ ′ has at least as many rounds as the
trace τ that rounds(.) (implicitly) constructs. To see this, observe that
at the first point where τ and τ ′ differ, τ ′ could be extended with
the event e of thread t, but instead switched to the next thread and
possibly incurred an additional round.

We note that rounds(.) is monotone w.r.t. the prefix relation.

Proposition 9. Given two consistent executions G and G ′, if G is a prefix
of G ′, then rounds(G) ⩽ rounds(G ′).

Proof. Consider a trace τ ′ of G ′ with rounds(G ′) rounds. Restricting
it to the events of G yields a trace τ of G.E with at most rounds(G ′)

rounds.

6.5.1 Rounds versus Context Switches

Although the formal definitions of scheduling rounds and context
switches are very similar, the number of scheduling rounds and the
number of context switches of a particular trace can differ widely. The
reason is that one scheduling round in a program with N threads can
contain events from at least one and at most N threads. Consequently,
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Algorithm 4 Greedy algorithm for rounds(G)

1: procedure rounds(G)
2: S← G.E
3: rounds← 0

4: while S ̸= ∅ do
5: rounds← rounds+ 1

6: for i← 1 ...N do

7: while
(
∃e ∈ S. tid(e) = i

∧ ∄e ′ ∈ S. ⟨e ′, e⟩ ∈ G.sc

)
do

8: S← S \ {e}

9: return rounds− 1

78 Prop A.22 (P4)

79 Prop A.22 (P3)

a round-robin execution of a program with N threads and K rounds
can have at most K×N context switches.

Conversely, an arbitrary execution with N threads and C context
switches can be generated by a round-robin scheduler with at most
C− ⌊C/N⌋ rounds. To see this, consider the worst-case scenario where
as many of the context switches as possible incur a new round: at
least ⌊C/N⌋ of them originate from the same thread and therefore at
least ⌊C/N⌋ increase the thread identifier of the current thread, which
does not incur a new round.

6.6 rounder : optimal bounded dpor

As with the preemption-bounded DPOR presented earlier, we define
our algorithm, Rounder, to be an instantiation of TruSt where the
consistent execution graphs are the sequentially consistent ones, re-
stricted to those with at most k rounds, and next(.) always picks an
event from the leftmost available thread.

Under this assumption, we will prove that the steps of TruSt for
the SC model, and under left-to-right scheduling, are monotone w.r.t.
the rounds function, i.e., if G =⇒ G ′, then rounds(G) ⩽ rounds(G ′).

To prove this monotonicity, we need the following corollary that
follows directly from TruSt’s original proof of correctness 78:

Corollary 1. Let G be a consistent execution reached by TruSt under a
left-to-right scheduler, and let a be either the revisited read, if the last step was
a revisit, or the last event added, otherwise. Then, there is no G.porf-maximal
event a ′ such that tid(a ′) > tid(a).

Proposition 10. If G =⇒ G ′ is a step of TruSt under a left-to-right scheduler,

then rounds(G) ⩽ rounds(G ′).

Proof. For non-revisit steps, we immediately have rounds(G) ⩽ rounds(G ′)

from Prop. 9.
The remaining case is the revisit step. Let Ĝ be the execution that

results from G ′ by removing the added write a and the revisited read
r, and let S be the linearization of G.po on the events in G.E \ Ĝ.E in
non-decreasing thread identifier order. Note that r is the first event
in S. From TruSt’s original proof of correctness 79, G can be obtained
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from Ĝ by adding the missing events in the order they appear in S in
a coherence-maximal way. We now consider two cases, depending on
whether there exists a trace τ of Ĝ with rounds(Ĝ) rounds such that
tid(last(τ)) ⩽ tid(r), where last(.) returns the last event of a trace.

If there is such a trace τ, then it is easy to see that τ++ S is a trace
of G and rounds(τ ++ S) = rounds(τ). Thus, we have rounds(G) ⩽
rounds(τ ++ S) = rounds(τ) = rounds(Ĝ). From monotonicity, we
have rounds(Ĝ) ⩽ rounds(G ′), which gives us the desired rounds(G) ⩽
rounds(G ′).

Otherwise, let τ̂ be a trace of Ĝ with rounds(Ĝ) rounds. Again,
τ̂ ++ S is a trace of G, but rounds(τ̂ ++ S) = rounds(τ̂) + 1, because
tid(last(τ̂)) > tid(r). Since rounds(G) ⩽ rounds(τ̂++S) and rounds(τ̂) =

rounds(Ĝ), showing that rounds(Ĝ) ⩽ rounds(G ′) − 1 suffices to prove
that rounds(G) ⩽ rounds(G ′).

Assume the opposite, i.e., rounds(Ĝ) ⩾ rounds(G ′) and let K =

rounds(G ′). From monotonicity, rounds(Ĝ) ⩽ K, and thus rounds(Ĝ) =

K. Let G ′′ be the execution that results from removing r from G ′.
Since Ĝ ⊑ G ′′ ⊑ G ′, from monotonicity, we also have rounds(G ′′) = K.
From TruSt’s original proof of correctness 80, because a revisited r

in G ′, tid(a) > tid(r). From Corollary 1 for G ′, any event e ′ with
tid(e ′) > tid(r) is not G ′.porf-maximal, and therefore the only event
e ′ in G ′′ with tid(e ′) > tid(r) that is G ′′.porf-maximal is the write
a. Any trace τ ′′ with K rounds must end with a, otherwise we can
remove a from τ ′′ and obtain a trace τ̂ ′ of Ĝ with at most K (and
therefore exactly K) rounds such that tid(last(τ̂ ′)) ⩽ tid(r), which
contradicts the hypothesis. Let τ ′ be a trace of G ′ with K rounds.
Removing r from τ ′ results in a trace τ ′′ of G ′′ with at most K (and
therefore exactly K) rounds. Since τ ′′ ends with a, and r must be
after a in τ ′, we have τ ′ = τ++ [a, r], for a trace τ of Ĝ. Therefore,
rounds(τ ′) = rounds(τ) + 1 (tid(a) > tid(r)). This leads to a contra-
diction: rounds(Ĝ) = rounds(τ) = rounds(τ ′) − 1 = rounds(G ′) − 1 =

rounds(Ĝ) − 1.

Theorem 9 (Correctness).

1. Rounder terminates.

2. Rounder explores every complete and consistent execution with up
to k rounds exactly once.

3. Rounder only explores consistent executions with up to k rounds.

Proof. Completeness directly follows from Prop. 10. Termination and
optimality follow from TruSt’s corresponding properties and the
fact that Rounder explores a subset of TruSt’s executions. Finally,
Rounder eagerly drops executions with more than k rounds.

As in TruSt, Rounder can reach fruitless executions (Def. 12), but
it initiates no further explorations from them.

To show this, we first need to establish the following proposition.
We note that SC is read-modify-write-extensible (Def. 14).
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Proposition 11. Let G be an execution reached by Rounder with next(G) =

e ̸∈Wexcl and G
e
⇝ G ′, then G ′ is consistent and has at most k rounds.

Proof. Let a be the event from Corollary 1 such that there is no G.porf-
maximal event e ′ in G with tid(e ′) > tid(a) and τ a trace of G such that
rounds(τ) = rounds(G). It must be that τ ends with an event e ′ such
that tid(e ′) ⩽ tid(a) (the equality holds for e ′ = a): events e ′ with
tid(e ′) > tid(a) cannot be porf-maximal (and thus cannot be at the
end of the trace). From TruSt’s original proof of correctness, tid(e) ⩾
tid(a), and thus tid(e) ⩾ tid(e ′). Since e ̸∈Wexcl, the maximal step of
G with e is consistent and is adding e in a coherence-maximal way.
Therefore, τ++ e is a trace of the execution G ′ and rounds(τ++ e) =

rounds(τ) = rounds(G). This gives us that rounds(G ′) ⩽ rounds(G) ⩽
k.

Theorem 10. Any fruitless configuration reached by Rounder is 0-fruitless.

Proof. Let G be a fruitless execution, and let Ĝ be the execution reached
immediately before G in the exploration, i.e., Ĝ =⇒ G. We need to

show that Ĝ is not fruitless.
From Prop. 11, it must be that next(G) = e ∈Wexcl, otherwise G can

be consistently extended with e ′ and respect the bound. Let r be the
corresponding exclusive read event of e. From TruSt’s original proof
of correctness 81, r was either added or revisited in the previous step
(from Ĝ to G).

If r was added, then the maximal step from Ĝ is consistent and
respects the bound (Prop. 11), and thus Ĝ is not fruitless. Otherwise, r
was just revisited. Let w be the write event that revisited r. Since there
is no other event that reads from w in G (due to the revisit step, by
construction), the unique execution G ′ with G

e
⇝ G ′ is consistent (read-

modify-write extensibility), contradicting the fact that G is fruitless.

6.7 extending rounder for weak memory models

While in the previous sections we have focused on sequentially consis-
tent executions, Rounder can be similarly generalized to weaker mem-
ory models by choosing a bounding function that validates Prop. 10.

Indeed, any bounding function that is (i) monotone w.r.t. the prefix,
and (ii) not affected by the coherence-maximal addition of an event
results in a complete (and optimal, as it is a restriction of TruSt)
algorithm. To see this, observe how any execution graph G explored
by TruSt is either a prefix of the target execution Gf, or the maximal
extension of such a prefix.

One suitable such function is the modification of Algorithm 4 by
changing G.sc to just G.porf . Another is to count the number of simple
sc cycles in an execution graph, or the number of events participating
in such cycles. It is also possible to combine the results of multiple
such functions by any monotone operation (e.g., addition or returning
a tuple).
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6.8 implementation

We have implemented both Buster and Rounder on top of the
GenMC tool 82. We use GenMC’s RC11 model 83, restricted to SC
memory accesses.

The bulk of our modifications to GenMC concerns checking whether
the bound of an execution G exceeds a value k. For the round-robin
bound, we straightforwardly use Algorithm 4.

On the other hand, the preemption bound necessitates a more
elaborate procedure in order to be efficient: deciding whether the
preemption bound of a Mazurkiewicz trace exceeds a value is an
NP-complete problem 84.

We adapt the bound computation of Musuvathi and Qadeer to exe-
cution graphs, but instead of recursively computing preemptions(G)

(and caching computations across calls to amortize the cost), we re-
cursively compute the predicate Φ(G,k) △

= preemptions(G) ⩽ k. The
benefit of this method is that we can avoid calculating preemptions(G)

exactly when its value exceeds the desired bound. Furthermore, there
is no additional state that needs to be stored; Buster remains stateless.

As an optimization, we use as slack the minimum of N−2 and
the number of threads that have no deletable events; an event is not
deletable if it is in the porf-prefix of a write that previously per-
formed a revisit. Intuitively, the events that are added to G to reach Ĝ

(Lemma 5) are the events that will later be deleted to eventually reach
an execution graph that is a prefix of the complete execution graph
Gf.

6.9 evaluation

To evaluate Buster and Rounder, we answer the following questions:

§6.9.1 What bounds suffice to expose concurrency bugs?

§6.9.2 How do our tools compare with GenMC for such bounds?

§6.9.3 What is Buster’s overhead induced by the bound calculation
and the bound-blocked executions?

To that end, we evaluate Buster and Rounder against GenMC on
a diverse set of benchmarks. Unfortunately, we cannot include BPOR
in our comparison because its implementation is not available.

We can draw two major conclusions for both tools from our evalu-
ation. First, most bugs do manifest with few preemptions (⩽ 2), an
observation that has been made in the literature before 85, as well as
few rounds (again ⩽ 2). Second, for small bounds both Buster and
Rounder outperform GenMC and can find bugs faster than GenMC.
In Buster’s case, this holds even though the bound calculation can be
fairly expensive.

experimental setup We conducted all experiments on a Dell
PowerEdge M620 blade system with two Intel Xeon E5-2667 v2 CPUs
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Table 6.1: Buggy benchmarks. An ✗ indicates that an error was found.
k = 0 k = 1 k = 2 GenMC

Benchmark Execs Execs Execs Execs
account-bad 3 ✗ 3 ✗ 3 ✗ 3

bluetooth-driver-bad 1 3 ✗ 7 ✗ 8

circular-buffer-bad 2 13 ✗ 1 ✗ 1

din-phil-sat 0 ✗ 0 ✗ 0 ✗ 0

fsbench-bad 0 ✗ 0 ✗ 0 ✗ 0

lazy01-bad 0 ✗ 0 ✗ 0 ✗ 0

queue-bad 20 56 ✗ 2 ✗ 2

reorder-20-bad � � � 10

stack-bad 11 10 ✗ 10 ✗ 10

token-ring-bad 12 ✗ 12 ✗ 12 ✗ 12

twostage-100-bad � � � �
wronglock-bad 5914 2 ✗ 2 ✗ 2

lazy01-unsafe 0 ✗ 0 ✗ 0 ✗ 0

sigma-unsafe 0 ✗ 0 ✗ 0 ✗ 0

singleton-unsafe 5 ✗ 5 ✗ 5 ✗ 5

stateful01-1-unsafe 0 ✗ 0 ✗ 0 ✗ 0

triangular-2-unsafe 6 66 368 9069

stack-2-unsafe 6 5 ✗ 5 ✗ 5

read-write-lock-2-unsafe 68 53 ✗ 132 ✗ 276

reorder-2 417 6 ✗ 2 ✗ 2

86 “Concurrency testing
using schedule bounding:

an empirical study”
[TDB14]

87 Competition on
Software Verification

(SV-COMP) [SV-19]

(8 cores @ 3.3 GHz) and 256 GB of RAM. We used LLVM 11.0.1 for
GenMC, Buster, and Rounder. We set a timeout limit of 30 minutes.

benchmarks We use three sets of benchmarks:

• the unsafe concurrent benchmarks of the SCT suite 86,

• the unsafe benchmarks of the pthread category of SV-COMP 87

included in GenMC’s test suite, and

• a set of concurrent data structures (CDS) from GenMC’s test
suite with randomly induced bugs.

6.9.1 Bounds and Bug Manifestation

buster To validate that most bugs require few preemptions, we
run Buster and GenMC on all three classes of benchmarks, and
configure Buster to disregard any errors that occur in executions
that exceed the bound and are explored due to the slack. We note
that this configuration may delay bug finding, since Buster may
by chance quickly come across a buggy execution with more than
k preemptions (due to slack) before finding any buggy execution
with up to k preemptions. Nevertheless, we follow it to ensure that
the bugs found arise in executions with up to the desired number
of preemptions, in order to be able to validate the claim that bugs
manifest in executions with few preemptions.

Table 6.1 reports our outcomes on the first two classes of bench-
marks. As can be seen, Buster was able to find most bugs using
a bound of 1. In fact, for most benchmarks, Buster found the bug
before exploring a complete execution, hence the “0 ✗” entries in the
table. The only benchmarks where Buster needs a bound greater than
1 are the following, all synthetic: triangular, which needs a bound of
8, as it was specifically designed to make bug discovery difficult and
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Table 6.2: Buggy CDS benchmarks. An ✗ indicates that the error was found.
k = 0 k = 1 k = 2 GenMC

Benchmark Execs Execs Execs Exec
dglm-queue-bug(6) 48 ✗ 305 ✗ 810 ✗ �
dglm-queue-bug(7) 54 ✗ 404 ✗ 1259 ✗ �
dglm-queue-bug(8) 60 ✗ 517 ✗ 1854 ✗ �
ms-queue-bug(6) 84 ✗ 1366 ✗ 9906 ✗ �
ms-queue-bug(7) 103 ✗ 1936 ✗ � �
ms-queue-bug(8) 124 ✗ 2636 ✗ � �
bstack(7) 2 19 ✗ 83 ✗ �
bstack(8) 2 22 ✗ 111 ✗ �
bstack(9) 2 25 ✗ 143 ✗ �
msq-bug2(5) 2 18 ✗ 154 ✗ 37420

msq-bug2(6) 2 22 ✗ 232 ✗ �
stack-oe-bug(4) 77 1086 375 ✗ 3523

stack-oe-bug(5) 92 1700 663 ✗ 17032

stack-oe-bug(6) 107 2478 1076 ✗ �
stack-oe-bug(7) 122 3435 1638 ✗ �

push model checkers to their limits; and reorder-20 and twostage-100,
which have many threads (20 and 100, respectively). Buster times
out on the latter two benchmarks because the large number of threads
puts a lot of stress on the bound-checking procedure. We note that for
twostage-100, GenMC also fails to terminate within the time limit.

Table 6.2 reports the results for our CDS benchmarks. For these
benchmarks, we have taken CDS implementations from the GenMC
test suite, and induced bugs in them by randomly dropping a syn-
chronization instruction or replacing a CAS instruction with a normal
write or an unconditional exchange instruction, thereby introducing a
possible atomicity violation. We then construct medium-sized clients
(with 2-3 threads and up to 12 operations per thread) of these data
structures that check for their intended semantics (for example, that
a queue has FIFO semantics). In all cases, the induced bugs lead to
violations of the assertions in the client programs, and occasionally
even to memory errors. Buster can find these bugs easily; a bound of
k = 2 suffices to expose them. By contrast, GenMC times out for most
of these benchmarks, as their state space is enormous.

rounder We run Rounder on all three sets of benchmarks.

For the benchmarks consisting of programs from SV-COMP and
SCT, Rounder discovered all bugs with only two rounds, apart from
one benchmark with 100 threads where it timed out before discovering
the bug. Rounder managed to find one more bug than Buster before
timing out because of the significantly reduced overhead of the bound
calculation.

For the set of benchmarks consisting of concurrent data structures
with induced bugs, Rounder discovered again all bugs with two
rounds, except for two benchmarks where it timed out, while Buster

did not. The reason for this is that the number of executions grows
faster as the round-robin bound increases compared to when the
preemption bound increases.
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Table 6.3: Rounder’s speedup compared to GenMC
k = 2 k = 3

Benchmark Speedup Speedup
dglm-queue(6) 9.36 2.17

dglm-queue(7) 22.49 3.88

ms-queue(6) 42.44 4.96

ms-queue(7) 34.09 4.61

bstack2(8) 95.48 9.84

bstack2(9) 243.50 19.37

bstack(5) 37.50 5.11

bstack(6) 104.35 9.89

ms-queue(8) 81.39 8.50

dglm-oe(7) 3.01 1.02

dglm-oe(8) 3.60 1.11

dglm-fifo(7) 1.81 1.10

dglm-fifo(8) 1.88 0.83

ms-oe(6) 23.13 4.26

ms-oe(7) 34.22 5.62

ttas-lock2(7) 7.99 2.12

ttas-lock2(8) 19.20 3.93

ttas-lock3 22.30 3.80

6.9.2 Comparison with Plain DPOR on Safe Benchmarks

Since small bounds are usually sufficient for finding bugs in practice,
we evaluate how Buster and Rounder compare with GenMC for such
small bounds on a collection of safe benchmarks. For this purpose, we
use different variations of the CDS benchmarks (after repairing them
so that no assertion is violated), as well as a few locking benchmarks.

buster Table 6.4 compares the performance of Buster for small
values of k with that of GenMC. As can be seen, GenMC struggles with
these benchmarks, whereas Buster with k = 2 (and often also with
k = 3) terminates fairly quickly. This is because only a small fraction
of the total executions of sizeable benchmarks have few preemptions.
Therefore, restricting the search to only those executions makes Buster

run much faster than GenMC, and guarantees that the program under
consideration does not have any common bugs.

In the last column of table 6.4 we include the maximum value of k
such that Buster terminates faster than GenMC, for the benchmarks
that terminate under GenMC. In most cases Buster is faster than
GenMC even for k > 3. For the dglm-fifo benchmarks Buster is only
faster for k ∈ {0, 1}, because for these benchmarks a small k suffices to
fully explore the state space.

rounder For Rounder, we compared its execution time for bounds
of two and three against GenMC.
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Table 6.4: Buster and GenMC comparison on safe data structure bench-
marks.

k = 0 k = 1 k = 2 k = 3 GenMC Max
Benchmark Execs Execs Execs Execs Execs k
dglm-queue(6) 2 12 62 162 924 7

dglm-queue(7) 2 14 86 266 3432 8

ms-queue(6) 2 18 128 513 18564 8

ms-queue(7) 2 21 177 840 �
bstack2(8) 2 16 114 408 12870 9

bstack2(9) 2 18 146 594 48620 8

bstack(5) 2 20 92 310 4214 8

bstack(6) 2 24 134 549 26040 8

stack-oe(4) 77 1098 6208 23472 �
stack-oe(5) 92 1713 11510 � �
ms-oe(6) 12 84 615 2039 10880 5

ms-oe(7) 14 100 800 2855 20823 5

dglm-oe(7) 5 29 129 238 248 3

dglm-oe(8) 5 31 146 294 306 3

dglm-fifo(7) 26 128 128 128 128 1

dglm-fifo(8) 29 162 162 162 162 1

ttas-lock2(7) 2 14 86 266 3432 7

ttas-lock2(8) 2 16 114 408 12870 8

ttas-lock3(4) 21 195 1041 3525 34650 5

ttas-lock3(5) 26 320 2274 10494 �

Our results are summarized in Table 6.3. We report the execution
time speedup (w.r.t. GenMC) when run with Rounder for bounds of
two and three. In most benchmarks, Rounder is significantly faster
under both bound values. For the dglm-oe and dglm-fifo benchmarks,
little to no speedup is observed because Rounder explores most or all
program executions for these small bounds.

While not depicted in table 6.3, we observed that the execution
time of Rounder grows faster as the bound increases in comparison
to Buster. This happens because scheduling rounds are a coarser-
grained bounding metric than preemptions: one additional round
typically allows many more executions than one additional preemp-
tion.

6.9.3 Buster’s Overhead

Bound Calculation

We now measure the cost of checking that each encountered execution
is below the specified bound. As we discussed in §6.8, checking
whether an execution graph’s preemption bound exceeds a value is an
NP-complete problem, and thus we expect this calculation to threaten
the performance of our tool.
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Table 6.5: Overhead w.r.t. GenMC (left) and blocking in benchmarks (right).

Benchmark b k = b k = b+ 1 k = b+ 2 GenMC
treiber(6,0) 0 10% 6% 4% 30.81

treiber(7,0) 0 23% 12% 5% 529.42

treiber(3,2) 1 6% 5% 5% 2.75

treiber(3,3) 1 7% 6% 5% 31.15

treiber(3,4) 1 13% 8% 6% 332.76

treiber(4,2) 1 9% 7% 5% 47.50

treiber(4,3) 2 10% 7% 5% 777.44

ttas-lock(6) 0 20% 13% 11% 14.52

ttas-lock(7) 0 38% 25% 16% 231.91

# Blocked # Benchmarks
0 72

1 143

2 45

3 3

4 14

5 4

6 1

8 69

>8 6

88 Systems
Programming: Coping

with Parallelism [Tre86]
89 The art of

multiprocessor
programming [HS08]

To carefully account for this cost, we compare Buster against the
baseline GenMC implementation on benchmarks where preemption
bounding does not reduce the number of executions that are explored.
In table 6.5, we report results on simple CDS clients that have only
one operation per thread of the Treiber stack 88 and the TTAS lock
89. The clients are designed so that Buster can explore the full set
of program executions with a small bound k. We suffix the names of
the benchmarks with the number of writer and reader threads for the
Treiber stack and the total number of threads for TTAS.

Column b contains the minimal value of the bound k for which
Buster explores the same number of executions as GenMC does.
Note that since these benchmarks contain several threads, exploration
up to a certain bound (e.g., k = 0) does not mean that only executions
with k preemptions are visited; due to slack, executions with more
preemptions may be visited, and so it is possible for the exploration
to cover the entire state space for a smaller bound than intrinsically
necessary. In the subsequent columns we report the time overhead
(percentage) for bounds k = b, k = b+ 1, and k = b+ 2 w.r.t. GenMC’s
execution time, which is shown in the last column. The maximum
overhead is observed for k = b (the minimal value sufficient to cover
the entire state space). This is expected because k = b places the most
burden on the calculation of whether the number of preemptions in
a given execution is below k. For larger k values, the overhead drops
because it is easier to show that the number of preemptions is below
the bound; one does not have to calculate the number of preemptions
of an execution precisely. Overall, for the Treiber stack benchmark, the
overhead introduced by calculating the bounds is fairly low and does
not exceed 23% of the execution time of GenMC. For the plain runs of
ttas-lock, the maximum overhead is a bit larger, up to 38%. We note,
however, that such overhead only occurs in clients with many threads
(7); smaller clients are not affected as much.

Bound-Blocked Executions

Finally, we measure the overhead caused by bound-blocked executions,
by evaluating how often they arise in practice. Specifically, we ran
Buster on GenMC’s test suite for various preemption-bound values,
as well as on the safe CDS clients used in § 6.9.2, and counted the
number of such bound-blocked executions.
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For GenMC’s test suite, the results are summarized in table 6.5
(right). We have restricted our attention to the runs with at least 10

executions, so that our results are not skewed by benchmarks that have
very few executions. We have also excluded 8 benchmarks from the
test suite that use barriers because they are currently not supported
by our tool. As can be seen, bound-blocked executions are rare: most
runs lead to one bound-blocked execution, and only 6 lead to more
than 8 bound-blocked executions. Bound-blocked executions are on
average no more than 6% of the total number of executions explored.

For the CDS clients, bound-blocked executions are even rarer: out
of the 22 clients, Buster encounters bound-blocked executions in
only 4 of them, for some k. We again exclude runs with very few
executions from the discussion. From the remaining runs, only two
encounter a considerable number of bound-blocked executions that
become negligible as the bound is increased: around 10% for k = 1

and less than 1% for k = 2.

6.10 related work

Qadeer and Rehof90 showed the decidability of context-bounded ver-
ification of concurrent Boolean programs. Musuvathi and Qadeer91

proposed iterative context bounding, a search algorithm that prior-
itizes executions with fewer preemptions. In subsequent work 92,
they combined partial-order reduction with a preemption-bounded
search, and proved that deciding whether the preemption bound
of a Mazurkiewicz trace exceeds a certain value is an NP-complete
problem.

To our knowledge, the only attempt to combine DPOR and pre-
emption bounding is by Coons et al.93, who identify the difficulty of
maintaining completeness of the exploration and resolve it by weak-
ening DPOR.

Atig et al.94 and Abdulla et al.95 have proposed bounds for the TSO
and Power memory models, but being based on preemption bounding,
they are not very suitable for integration with DPOR. In contrast, the
proposed bounds of §6.7, while coarser, can be integrated smoothly
into Rounder.

Finally, while bounding the number of round-robin scheduling
rounds in the context of DPOR is a novel contribution of this work,
the bound itself is not new. It was first used by Lal and Reps96 as
a technical device to show that preemption-bounded verification of
concurrent pushdown automata is decidable, and has since been used
for related decidability results.
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6.a proof of the trust lemma

Lemma 5. Let S be the production sequence of a complete SC-consistent
execution Gf, and let G be an execution in S such that G ̸⊑ Gf. Then,
there exists an execution Gb ⊑ G before G in S with next(Gb) = r ∈ R

such that Gf|Gf.cprefix(Gf.rf(r)) ̸⊑ G, an execution Ĝ such that Gb ⊑ Ĝ ⊑
Gf|Gb.E∪Gf.cprefix(r), and a non-decreasing sequence of maximal steps from
Ĝ to G that starts with r and does not add any events of t, for some thread
t > tid(r).

Proof. Assume G ̸⊑ Gf, and let Gb be the last execution before G in S

that is a prefix of Gf. Then next(Gb) = r ∈ R. To see this, assume that
next(Gb) is not a read event and let G ′ be the execution immediately
after Gb in S. From Prop. 4, no event of Gb can be revisited or
deleted. This implies that G ′ ⊑ Gf, which contradicts that Gb is the
last execution in S before G that is a prefix of Gf. Assume now that
Gf|Gf.cprefix(Gf.rf(r)) ⊑ G. Then r reads from a write w ′ ̸= Gf.rf(r) in G,
and S will never reach Gf because neither r nor Gf.rf(r) can be deleted
in a later step.

Because S ends in Gf, there is an execution after G in S that is a
prefix of Gf. Let G ′

b be the first such execution. From Prop. 4, it must
be that G ′

b = Gf|Gb.E∪Gf.cprefix(r): r is in G ′
b since no event of Gb is

ever revisited, it must read from w = Gf.rf(r), and any event other
than Gb ∪ {r} is not in G ′

b since it was deleted by the revisit of r from
w.

Let Sb be the subsequence of S from Gb to G ′
b. For each execution

Ḡ in Sb, we define P(Ḡ) as the set of events in Ḡ.E \Gb.E that are not
revisited or deleted in a later step in Sb. Similarly, we define as D(Ḡ)

the set of events in Ḡ that are revisited or deleted in a later step until
G ′

b in S. It is easy to see that any event in P(Ḡ) is in the porf-prefix of
w in G ′

b; otherwise, it would be deleted by the last step of Sb, which
revisits r from w.

We will show that any event d ∈ D(G) is maximal in G w.r.t. the set
P(G)∪B, where B is the set of events added before d in G. Assume the

contrary, i.e., d ∈ D(G) is first revisited or deleted in a later t =
w ′
==⇒
rv r ′

step of Sb that results in an execution G ′. Observe that no event of
B is revisited or deleted before t in Sb: a revisit from a write w ′′ to
an event d ′ ∈ D(G) with d ′ ̸= d would either also delete d or imply
that d is in the prefix of w ′′, which would disallow the revisit step t

(Lemma 3). Then the revisit step t cannot have happened: d is not
maximal in G w.r.t. the set P(G)∪B and the algorithm requires that d
is maximal in a suffix of G w.r.t. a set that contains P(G)∪B.

We will show that for any execution Ḡ in Sb and any pair ⟨a,b⟩
of events of D(Ḡ), if a <pos b, then a < b. Assume the contrary and
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let G ′ be the first execution with {a,b} ∈ D(Ḡ), a <pos b, and a > b.
From TruSt’s original proof of correctness97, we have that b is in
the porf?-prefix of a write that revisited, which contradicts that b is
revisited or deleted in a later step (b ∈ D(Ḡ)). Read r is the first event
of D(Ḡ) in addition order because no event added before r is revisited
(Prop. 4). Additionally, there is no event d ′ ∈ D(Ḡ) such that d ′ <pos r,
since this would imply that d ′ < r.

By defining as Ĝ the restriction of G to the set P(G) ∪Gb.E (i.e.,
G.E \D(G)), it only remains to show that there is no event of t in
G \ Ĝ, for some thread t > tid(r). Let t =

a
==⇒
rv d

be the first revisit

step after G in Sb and let G ′′ be the execution immediately before
t. By definition of D(·), we have d ∈ D(G ′′). Under a left-to-right
scheduler, TruSt’s original proof of correctness implies that revisits
only happen from right to left, i.e., tid(a) > tid(d). As we showed
earlier, there is no event d ′ ∈ D(G ′′) such that d ′ < r, and therefore
tid(r) ⩽ tid(d) < tid(a). Finally, no event e of thread tid(a) in G is in
D(G); otherwise e must have been deleted in a later step, but t is the
first revisit step after G and from Lemma 3 we get that no later step
can delete a.



7
L E V E R A G I N G P R O G R A M S Y M M E T R I E S

7.1 introduction

Symmetry reduction (SR) leverages symmetries in the threads of the
program under test (e.g., all threads running the same code) and
avoids considering all the ways in which symmetric threads interleave,
as their order is immaterial. As an example of SR, consider the fais

program where N symmetric threads perform an atomic “fetch-and-
increment” operation on x:

fetch add(x, 1) ... fetch add(x, 1) (fais)

While naive SMC explores N! executions for this program, SR only
explores 1 execution.

A common way to view both SR and DPOR is via the equivalence
partitioning they induce on the program state space. Indeed, SR groups
together executions that can be obtained from one another by changing
the IDs of symmetric threads, while DPOR groups together executions
that can be obtained from one another by changing the order of non-
conflicting instructions.

Observe, however, that even for symmetric programs, SR and DPOR
are not equivalent, and neither approach subsumes the other. This can
be seen with the example below:

i := fetch add(x, 1)
a[i] := i

...
i := fetch add(x, 1)
a[i] := i

(fais+array)

While DPOR explores N! executions for fais+array (due to the con-
flicting fetch adds), SR explores (2N− 1)!! executions (double factorial
of odd numbers). This discrepancy arises because in SMC, after each
thread has executed its fetch add, symmetry “breaks”, as each thread
reads a different value.

Even though SR and DPOR are both effective when applied indi-
vidually, existing SR/DPOR approaches have two major limitations.
First, they are incompatible: indeed, despite years of research on SR
and DPOR, no algorithm manages to successfully combine the two,
so employing one of them precludes the use of the other. Second,
both SR and DPOR fail to leverage internal symmetries, i.e., idempotent
operations of the underlying implementation. One case of internal
symmetry is the quintessential helping pattern, where some opera-
tion observes another ongoing operation of the same type that is

103
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event.

incomplete, and then tries to complete the ongoing operation be-
fore performing its own. SR fails to leverage internal symmetries as
the threads performing the operations do not share the same code,
while DPOR fails to do so because the two operations are considered
conflicting.

In this work, we present Spore (Symmetry and Partial Order Re-
duction Explorer), a novel algorithm that combines SR and DPOR,
and overcomes both limitations above. The resulting algorithm is
sound, complete, and optimal under the combined equivalence par-
titioning, and achieves an exponential reduction in verification time
over the state-of-the-art. Spore is also parametric in the choice of the
underlying (weak) memory model.

7.2 informal overview

We will first demonstrate why the combination of DPOR and sym-
metry reduction is non-trivial, and then show how Spore achieves it
(§7.2.1) and handles internal symmetries (§7.2.2).

7.2.1 Spore: Thread-Level Symmetries

Example 7.2.1 Consider the program w+r+r below, where T2 and T3

share their code.

T1: x := 1 T2: r2 := x T3: r3 := x (w+r+r)

Of its four consistent executions, executions 2 and 3 are symmet-
ric because one can be obtained by permuting the symmetric threads
of the other.

1
init

W(x, 1) R(x) R(x)

2
init

W(x, 1) R(x) R(x)

3
init

W(x, 1) R(x) R(x)

4
init

W(x, 1) R(x) R(x)

Distinguishing Among Symmetric Executions

To avoid exploring both graphs, we pick a representative execution
among them and instrument DPOR to drop non-representative sym-
metric executions.

Spore achieves this using thread IDs: we deem representative the
graph where a symmetric thread only reads values that are at least as
“recent” (in terms of co) as the ones read by its symmetric predecessor.
In the w+r+r example, this means that graph 2 is the representative
one, as in graph 3 the read of T2 reads a value that is co-after the one
read by T398.
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99 eco
△
= (co∪ rf ∪ rb)+

Let us formalize this intuition. We say that two events e, e ′ in an
execution graph G are prefix-matching (and write prefix-matching(e, e ′)),
if they originate from threads with the same code and have matching
po-prefixes, i.e., all events po-before them are either not memory
accesses or reads that pairwise read from the same write. Note that
two writes can be prefix-matching, but any po-later pair of events
cannot be: writes break matching prefixes because they are co-ordered.

Spore picks as representative graphs the ones where the thread
order of prefix-matching events does not contradict the extended
coherence order eco.99 Since eco totally orders all writes and reads to
the same location, apart from reads that read from the same write, this
condition is equivalent to requiring that prefix-matching events are
ordered by eco in the thread order, or that they are reads reading from
the same write. Observe that, due to the definition of prefix-matching
events above, any eco path between two prefix-matching events will
involve co: if they are both writes, eco = co; if they are both reads,
eco = rb; rf .

Given this notion of representative graphs, graph 2 is the represen-
tative one in the w+r+r example above because eco agrees with the
thread order (there is a rb; rf path from T2 to T3), but graph 3 is not.

Problem #1: The Interaction Between Representative and Maximal Execu-
tions

This solution, however, does not work that easily due to the maximality
condition. The problem is that we might avoid exploring certain
graphs (i.e., the non-representative ones) that DPOR might require so
that a given revisit happens. Put differently, maximal extensions can
be non-representative graphs.

Example 7.2.2 To illustrate the problem, consider the following
variation of w+r+r (again, T2 and T3 share their code), and suppose
we are interested in the executions where a = 1.

T1: x := 1

a := y

T2: r2 := x T3: r3 := x T4: y := 1
(w+r+r-rev)

Similarly to w+r+r, graphs 2 and 3 are symmetric, and graph 2 is
the representative one.

We now present a (partial) TruSt exploration of this program, with
the objective of showing that the combination of DPOR and SR is not
guaranteed to be correct. Concretely, we will show that execution
1 will not be generated if DPOR explores the program threads in a

peculiar order.
Suppose DPOR first adds the read of T3 (execution A ), and then

proceeds with the events of T1. When it adds the write W(x, 1) of T1,
it can either revisit the read of T3 (execution C ) or not (execution B ).

Since we are interested in generating execution 1 , let us disregard
the top exploration tree and focus on the bottom one. (No later revisit
can change T3’s read to read 1.)

At the next step, the algorithm will add the read of T2, which
can either read the initial value 0 or the value 1 from T1. DPOR,
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1
init

W(x,1)

R(y)

R(x) R(x)

W(y, 1)

2
init

W(x,1)

R(y)

R(x) R(x)

W(y, 1)

3
init

W(x,1)

R(y)

R(x) R(x)

W(y, 1)

4
init

W(x,1)

R(y)

R(x) R(x)

W(y, 1)

A
init

R(x) B
init

W(x, 1)

R(y)

R(x)

C
init

W(x, 1)

R(y)

R(x) . . .
. . .

however, will only consider the former option (execution E ) as the
latter (execution I ) is not representative (eco contradicts the thread
order).

B
init

W(x, 1)

R(y)

R(x)
I

init

W(x, 1)

R(y)

R(x) R(x)

E
init

W(x, 1)

R(y)

R(x) R(x)

At the final step (execution E ), the algorithm will add the write
W(y, 1) of T4 and consider revisiting the read R(y) of T1. The coherence-
maximal revisit condition will block this revisit, since the read of T2 is
not co-maximal. Hence, TruSt will not generate execution 1 .
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E
init

W(x, 1)

R(y)

R(x) R(x)

1

init

W(x, 1)

R(y)

R(x) R(x) W(y, 1)

✗

As the w+r+r-rev example demonstrated, the problem when com-
bining DPOR and SR is that the resulting algorithm might only allow a
revisit (due to the maximality condition) in an execution that it deems
non-representative (and therefore has not explored).

There are two potential solutions to this problem.
The first is to modify the maximal extension condition to hold

only for representative graphs. Unfortunately, this approach does not
work because of the atomicity condition of read-modify-write (RMW)
operations. In this chapter’s appendix (§7.A) we include an example
where the single consistent extension (due to the atomicity of RMWs)
of an execution graph leads to a non-representative graph.

The second solution is to keep the maximal extension condition intact,
but restrict the exploration order so that representative executions al-
ways form maximal extensions. To see why restricting the exploration
order is a promising solution, let us consider again w+r+r-rev. The
reason why a maximal extension was created in a non-representative
execution was that T3 was added before T2 (i.e., against thread order),
and T2 had co-later options available to it (T1 was added after T3 but
before T2). By fixing the exploration order, we essentially try to “force”
co to agree with the thread order.

Problem #2: Fixing the Exploration Order is Inadequate

Given the above, a natural choice is to maintain a left-to-right schedul-
ing among threads that share their code. Even though this simple
modification mitigates the issue in w+r+r-rev, it does not restore
correctness in general.

Example 7.2.3 To see why, consider the program below where T2 and
T3 share their code.

T1: a := y T2: r2 := x

x := 1

y := 1

T3: r3 := x

x := 1

y := 1

(r+rww+rww)

Assuming that we schedule all threads in a left-to-right manner,
the representative execution 1 below cannot be generated by the
procedure described so far.
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1
init

R(y) R(x)

W(x, 1)

W(y, 1)

R(x)

W(x, 1)

W(y, 1)

Up until the execution P below, the algorithm has had no choice
to consider.

P
init

R(y) R(x)

W(x, 1)

W(y, 1)

When the write W(y, 1) of T2 is added, it can either revisit the read
R(y) of T1 or just add the write. It is easy to see that the former choice
cannot lead to 1 : the write W(y, 1) of T3 will also need to revisit the
read R(y), but this would remove the write W(y, 1) of T2. Since it has
already revisited, the revisit cannot proceed.

After adding the write W(y, 1) of T2 (without revisiting), the algo-
rithm will consider two choices for the addition of the read R(x) of
T3. The case where it reads from W(x, 1) cannot lead to 1 because
the restriction of the graph upon the revisit of R(y) will preserve its
rf edge. Therefore, we are left with the case where it reads the initial
value (graph K below).

K
init

R(y) R(x)

W(x, 1)

W(y, 1)

R(x)
⇝



L
init

R(y) R(x)

W(x, 1)

W(y, 1)

R(x)

W(x, 1)

M
init

R(y) R(x)

W(x, 1)

W(y, 1)

R(x)

W(x, 1)

N
init

R(y) R(x) R(x)

W(x, 1)


When the W(x, 1) of T3 is added to K , there are three options:

L : W(x, 1) is added co-after T2’s W(x, 1). This execution is explored
by DPOR, but cannot lead to the graph 1 because when W(y, 1)
is added by T3, it will be unable to revisit R(y) because the
W(x, 1) of T2 is not maximally added w.r.t. T3’s W(y, 1): it is
co-before T3’s W(x, 1), which is in T3’s porf-prefix .

M : W(x, 1) is co-before T2’s W(x, 1). This execution is dropped
because co contradicts thread order of symmetric events.
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N : W(x, 1) revisits the R(x) of T2. This execution is also dropped
because it is not a representative one (T2 is reading from a co-later
write than the one T3 is reading from).

As the r+rww+rww example above clearly demonstrates, fixing
the scheduling policy is insufficient to guarantee completeness. Es-
sentially, the issue described in § 7.2.1 persists: execution 1 could
not be produced because a maximal extension was dropped (graph
M ) in favor of the representative one (graph L ). In turn, in the

representative execution L , a co-edge from a symmetric thread to the
porf-prefix of the revisiting write precluded the revisit.

This last observation is key to marrying DPOR and SR: since a
revisit fails due to an event of a symmetric thread being added non-
maximally, Spore’s solution is to consider symmetric events part of
the revisiting write’s prefix. In the case of r+rww+rww, when Spore

considers the revisit between the W(y, 1) of T3 and the R(y) of T1, the
prefix of W(y, 1) will include not just the events porf-before it, but
also the porf-prefix of symmetric events (namely, event W(x, 1) of T2).
As such, graph 1 will be generated from L because all the affected
events (namely, T1’s R(y) and T2’s W(y, 1)) are added maximally w.r.t.
the new prefix of W(y, 1).

Problem #3: Handling po∪ rf ∪ co cycles

Changing the notion of a prefix is instrumental in restoring complete-
ness, but comes with a caveat. TruSt can only generate executions that
are acyclic w.r.t. the notion of prefix, i.e., cannot generate executions
where an event is in its own prefix (see §3.1.2).

Whether this precludes some consistent executions depends on the
underlying memory model.

Let us define as cb the causal prefix relation under this new no-
tion of prefix, i.e., the transitive closure of po, rf , and the suggested
“symmetry-before” relation. We can then show that all cb cycles boil
down to po∪ rf ∪ co cycles. (Our full argument is presented in §7.3.3.)

Strong models, such as SC, TSO 100, and SRA 101, forbid (po∪ rf ∪
co)+ cycles, and so it is never possible to have a cb cycle without also
having a porf cycle.

In weaker models, such as RC11
102, however, the answer is yes: it

can be the case that there exists a cb cycle without a porf cycle. Such a
scenario is shown below.

Example 7.2.4 Consider the sp-cyc program, where T2 and T3 share
their code.

T1: x := 2 T2: r2 := x

if (r2 = 2)

y := 1

T3: r3 := x

if (r3 = 2)

y := 1

T4: a := y

x := 1 (sp-cyc)
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In the execution below, W(x, 1) is in its own cb-prefix (W(x, 1) is
read by the R(x) of T2, which is symmetric to the R(x) of T3, which is
in turn in the prefix of W(x, 1)), but not in its own porf-prefix (there
is no porf cycle).

init

W(x, 2) R(x) R(x)

W(y, 1)

R(y)

W(x, 1)

To restore completeness, Spore therefore checks that no consistent
execution graph has a po∪ rf ∪ co cycle. This condition typically holds:
a po∪ rf ∪ co cycle implies that there exist two writes that are not porf-
ordered, and such unordered concurrent writes are rare in realistic
implementations 103. As we show in §7.4, Spore is directly applicable
to realistic libraries of concurrent data structures.

7.2.2 Spore: Internal Symmetries

We now switch gears and present how Spore leverages internal sym-
metries. We first describe how such symmetries appear, before dis-
cussing Spore’s treatment, as well as their interaction with thread-level
symmetries.

Internal Symmetry Examples

Fig. 7.1 shows two examples of internal symmetries: the Doherty-
Groves-Luchangco-Moir (DGLM) queue 104 and Restricted Double-
Compare Single Swap (RDCSS) 105.

The DGLM queue is a lock-free queue comprising two pointers head
and tail. At the end of an enqueue operation, an enqueuer advances
the tail pointer to point to the last element of the queue. If, however, a
concurrent enqueuer or dequeuer detects that the tail pointer is lagging
behind (i.e., tail.next ̸= NULL), it tries to advance tail on behalf of an
incomplete enqueue.

RDCSS is a double CAS operation that takes as an argument a
descriptor d containing two addresses a1,a2 with their expected
values o1,o2 and a new value n2. If both addresses contain their
expected values, then the new value n2 is stored at the second address
a2. To perform the double comparison atomically, RDCSS first tries to
place its descriptor at the a2 address, and then reads a1 to determine
whether to replace it with the new value n2 or restore the old value o2.
In case another thread encounters the descriptor, it tries to complete
the ongoing RDCSS call.

Both algorithms employ the textbook helping pattern 106, where some
operation A observes an ongoing, incomplete operation B and tries to
complete B before performing its own. This helping pattern appears
in widely used concurrent libraries, including libcds 107, folly 108 and
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enqueue(v)
△
=

node := malloc(...)

node.value := v

node.next := NULL

do

t := tail
next := t.next
if (t ̸= tail) continue

if (next ̸= NULL)

CAS(tail, t, next)

continue

while (¬CAS(t.next, next, node))
CAS(tail, t, node)

dequeue()
△
=

do

h := head
n := h.next
if (h ̸= head) continue

if (n = NULL) return None

while (¬CAS(head,h,n))
t := tail
if (h = t)

CAS(tail, t,n)

v := n.value
reclaim(h)

return v

rdcss read(a2)
△
=

r := a2
while (is desc(r))

complete(r)

r := a2
return r

complete(d)
△
=

r := d.a2
n := (r = d.o1) ?

d.n2 : d.o2
CAS(d.a2,d,n)

rdcss(d)
△
=

r := CAS(d.a2,d.o2,d)
while (is desc(r))

complete(r)

r := CAS(d.a2,d.o2,d)

if (r = d.o2) complete(d)

return r

Figure 7.1: DGLM queue (left) and RDCSS (right). Global variables are
underlined; function arguments are passed by reference; CAS

returns whether it succeeded.

ckit 109, as well as in most algorithms described by Herlihy and Shavit.

Observe that in both cases, the highlighted main and helping oper-
ations are idempotent: one of the CASes succeeds and all the others fail
without changing the state. Moreover, their result is the same irrespec-
tive of which operation succeeds, and the program cannot distinguish
which operation succeeded. Indeed: (i) both operations execute exactly
the same code, (ii) their returned value is not checked by the program,
and (iii) swapping which of the operations succeeded preserves con-
sistency and does not mask any error. As we will shortly see, these
three conditions enable Spore to leverage internal symmetries and
drastically reduce the state space. (In contrast, thread-level symmetries
are inapplicable because the main and the helping operations have
different execution prefixes.)

Leveraging Idempotent Operations

Spore leverages idempotent operations by only exploring executions
where the main operation succeeds. To this end, Spore changes the
underlying memory model and treats helping operations as no-ops,
which have no incoming/outgoing rf or co edges. To do that, Spore

requires assistance from the user, who annotates helping operations in
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the program (as in Fig. 7.1), and then Spore automatically treats them
as no-ops and reduces the state space to be searched.

Annotations bring us to a major challenge that needs to be resolved:
ensuring annotation correctness. If users incorrectly annotate a func-
tion as helping, it might mask an existing error in the user program.
As such, Spore uses a dummy event in place of the function to check
whether certain (sufficient) conditions hold. If they do not, Spore

reports an annotation error to the user.

Some minimal preconditions that need to hold for a function fh to
be considered helping w.r.t. a function fm have already been stated:
(i) fh and fm execute the same code, (ii) the returned values of fh and
fm are not checked by the program, and (iii) replacing an execution
where fm fails and fh succeeds with one where fm succeeds and fh is
treated as a no-op preserves consistency and the presence of an error.

Let us now go over these conditions in more detail. The first two
conditions lie at the heart of idempotency, and are what allow Spore

to treat fh as a no-op: no code uses the result of fh, so it is safe to
disregard the helping operation. Had fh and fm been different (or
had their results been used), then annotating one of them as helping
would mask errors in programs, as in the example below.

Example 7.2.5 Consider the helper-cf program, along with one of its
execution graphs.

T1: a := CAS(x, 0, 1)
assert(a = 0)

T2: CAS(x, 0, 1)

(helper-cf)

init

R(x)

Error

Rexcl(x)

Wexcl(x, 1)

fm and fh are functions comprising a single CAS operation, but the
result of fm is used (i.e., fh is incorrectly annotated as helping). If we
treat fh as a dummy event, the execution above (where the failed CAS
generates a single read event and the successful one generates two
events annotated with an excl flag) will not be explored, and the error
will be missed.

Condition (iii) is a bit more intricate. To ensure it, we need to
guarantee that in any execution where fh succeeds, fm has already
observed (in a synchronizing manner) the operations of fh. If reading
from writes in fm can imply less synchronization with the rest of the
program, then it is possible that reading from fh results in an error,
but reading from fm does not (and thus, treating fh as a dummy can
mask errors). We demonstrate this point with the following example.
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Example 7.2.6 Consider the helper-sync program under SC.

T1: a := x

if (a = 1)

assert(y = 1)

T2: y := 1

CAS(x, 0, 1)
T3: CAS(x, 0, 1)

(helper-sync)
If the CAS in T2 succeeds and T1’s read
of x reads from it, then T1 will neces-
sarily read y = 1. If, however, the CAS
in T3 succeeds and T1 reads from it
(as shown in the graph on the right),
T1 can subsequently read y = 0 and
violate its assertion.

init

R(x)

R(y)

Error

W(y, 1)

R(x)

Rexcl(x)

Wexcl(x, 1)

To fix this last issue, Spore imposes four more conditions on the
user annotations:

(1) fm and fh have no other writes apart from a final CAS

(2) fm has a preceding source event whose value it uses as the com-
pare operand

(3) fm is immediately preceded by a write, which is observed in a
synchronizing manner before fh

(4) all writes to the location of fm’s CAS are part of read-modify-write
(RMW) operations

These conditions are formalized in §7.3 where we prove that they are
sufficient to detect erroneously annotated helping patterns. In the
chapter’s appendix (§7.B), we include some examples that further
motivate the above conditions.

The Interaction Between Internal and Thread-Level Symmetries

Before moving on to our formal discussion of Spore, it is worth noting
that idempotent operations facilitate SR. Consider an example with
two symmetric threads performing a helping CAS. Assuming that
the threads are symmetric up until the CASes, treating the CASes as
RMW operations breaks the symmetry, while treating them as dummy
events preserves the symmetry.

7.3 spore : formal description

In this section, we describe the theoretical basis of Spore. In particular,
we explain: (§7.3.1) how we represent annotated functions in execution
graphs; (§7.3.2) which symmetries we are targeting; and (§7.3.3) how
Spore leverages symmetries and why it is correct, i.e., why it explores
exactly one graph per combined equivalence class of DPOR and SR,
and does not mask any errors.

Throughout this section, we assume an underlying memory model
m that satisfies our usual constraints (§3.4) with po as the dependency
order and maximalcoh as the maximality function.
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7.3.1 Execution Graphs

Programming Language

We extend the programming language to include function definitions
and function calls. We assume a set of function names Fname and
the set of annotations Annot

△
= {main, help}. We write fa to denote a

function call f with annotation a.
A function definition has the form

f(r1, ... , rn) { local rn+1, ... , rn+m; cbody }

where f is the function name, r1, ... , rn are the formal parameters,
rn+1, ... , rn+m are the local variables, and cbody is the function body.
We assume that registers used in cbody belong to the function param-
eters or the declared local variables. For simplicity, we only allow
function definitions that satisfy our internal symmetry constraints:
the functions do not return any results, and their bodies comprise a
possibly empty sequence of loads followed by a compare-and-swap
(CAS) on a location, with an expected value that does not depend on
the prior loads, i.e. each cbody is of the following form:

r1 := load(e1); ... ; rk := load(ek); CAS-noret(eloc, eexp, e ′)

where k ⩾ 0, eloc and eexp do not depend on the registers r0, ... , rk, and

CAS-noret(loc, exp, new) { local r;
(
r := loadexcl(loc);
if r = exp then storeexcl(loc, new)

)
}

A program P ∈ Prog comprises a sequence of function definitions

f1(args1) { local ls1; body1 } · · · fk(argsk) { local lsk; bodyk }

and a top-level parallel composition of commands c1∥ ... ∥ck. We
assume that all function calls both in the parallel composition and in
the function definitions themselves are to previously defined functions
(so, in particular, no recursion is allowed) and that the number of
arguments matches the number of formal parameters in the function’s
definition.

Interpretation

An environment Γ now maps registers to values, as well as function
names to their definitions, i.e., Γ ∈ Env

△
= (Reg → Val)× (Fname →

(Reg∗ × Cmd)). The interpretation of the program P is defined as the
interpretation of the parallel composition of commands c1∥ ... ∥ck, as

in §2.3.1, under an initial environment Γ0 =

[
f1 7→ ⟨args1, body1⟩, ... ,
fk 7→ ⟨argsk, bodyk⟩

]
that maps defined functions to their definitions.

We extend the set of labels Lab to include function call labels
Mm(f, as), where m ∈ Annot, and assume a function arg that returns
the label’s arguments as.
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110 In contrast, function
calls annotated with “main”
are properly expanded.

Function calls are interpreted by first generating a marker event
for the function call and then looking up the function definition in
the environment Γ , and interpreting its body in a new environment
mapping only the parameter names to the values vi = Γ(ei) passed as
arguments.

Jfa(e1, ... , en)K(t, i,Γ) △
=

{
⟨(i ′, Γ ,m),E ′⟩ ⟨(i ′, ),E,m⟩ ∈ JcK(t, i + 1, Γ ′)

}
where Γ(f) = ⟨r1, ... , rn, c⟩, Γ ′ = [r1 7→ Γ(e1), ... , rn 7→ Γ(en)],

and E ′ = {⟨t, i,Ma(f, v2, ... , vn)⟩}∪ E

Observe that the call itself keeps the caller’s environment Γ intact,
capturing the fact that any updates by the function body are to local
variables of the callee and do not propagate to the caller.

Annotated Interpretation

We also define an interpretation function J.KAnnot that avoids expanding
function calls annotated with help. This is defined exactly as J.K except
when applied to function calls annotated with “help”,110 in which case
it returns only the function call marker event:

Jfhelp(e1, ... , en)K
Annot

(t, i, Γ) △
= {⟨(i + 1, Γ), {⟨t, i,Mhelp(f, v1, ... , vn)⟩}⟩}

The consistent executions JPKAnnotm under the annotated interpreta-
tion and a memory model m are defined as in Def. 6, but using the
annotated interpretation J.KAnnot instead.

7.3.2 Symmetry Reduction on Execution Graphs

Spore’s goal is to only explore execution graphs of JPKm that (i) are
not equivalent under thread permutations, and (ii) do not include
helping functions whose CAS operation succeeds.

We first define the above class before explaining how Spore explores
it.

thread permutations Given a program P with N threads, a
valid thread permutation π is a bijection {1, ... ,N} 7→ {1, ... ,N} such that
threads π(i) and i share the same code for all 1 ⩽ i ⩽ N. Two
executions G1 and G2 are symmetric, denoted G1 ≈ G2, if there exists
a valid thread permutation π such that π(G1) = G2, where π(G1)

applies the permutation to all the thread IDs in the events of G1.

symmetry-before and representative executions Among
symmetric execution graphs we can pick a (unique) representative by
requiring that the coherence order of symmetric events agrees with
their thread order.

Formally, given an execution graph G, we define G.symb to be the
symmetry-before order that orders prefix-matching events according to
their thread order. Concretely, ⟨e1, e2⟩ ∈ G.symb if the following hold:

(i) idx(e1) = idx(e2) and tid(e1) < tid(e2)
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111 Any added event e has
no symb-successor by
construction, and the

coherence-maximal
placement cannot add any
eco edge that originates

from e.

112 See this chapter’s
appendix (§7.D) for a

concrete definition for the
RC11 memory model.

(ii) e1 and e2 originate from threads running the same code (and
spawned consecutively),

(iii) have no preceding same-thread writes, and

(iv) for every preceding same-thread read r1 of e1, the corresponding
(i.e., having the same index) read r2 in tid(e2) has the same rf

(i.e., G.rf(r1) = G.rf(r2)).

The aforementioned condition on an execution graph G can now be
written as irreflexive(G.symb;G.eco), and the following proposition
justifies our choice of representative.

Proposition 12. Given a program P and an execution graph G ∈ JPKAnnotm ,
there is a unique execution graph G ′ ∈ JPKAnnotm such that G ≈ G ′ and
irreflexive(G ′.symb;G ′.eco).

Proof. To obtain G ′ from G, sort the threads running the same function
by the eco of the respective events (lexicographically, in po order). It is
easy to see that this ordering is well-defined (there are no cycles) and
unique (any possibly eco-unordered threads are in fact equal), and
that the constructed graph G ′ satisfies irreflexive(symb; eco).

Let us now define the memory model SYM that deems non-representative
executions as inconsistent:

consistentSYM(G)
△
= consistentm(G) and irreflexive(symb; eco)

Then, the class of execution graphs that Spore aims to explore is
exactly JPKAnnotSYM .

7.3.3 Spore’s Exploration

Spore’s exploration algorithm is an instantiation of our framework
with the dependency order dep △

= po∪ symb, the memory model SYM,
and the usual coherence maximality function maximalcoh.

It is easy to see that SYM is prefix-closed w.r.t. dep and extensible
under maximal111.

However, there are two issues we need to address:

(i) the above instantiation of TruSt would optimally explore the
class JPKAnnotSpore

△
=

{
G ∈ JPKAnnotSYM irreflexive(G.cb)

}
instead of

JPKAnnotSYM ; and

(ii) the exploration might be incomplete in case the user-provided
annotations are incorrect.

Our solution to the above problems assumes an underlying Erroneousm

predicate on execution graphs (depending on the memory model m112)
that judges whether the execution witnesses an error. This could
detect, e.g., the presence of a data-race or an Error event.

Spore now defines a predicate ErroneousSpore that additionally
detects (i) po∪ rf ∪ co cycles, and (ii) wrongly annotated executions,
and guarantees that if either
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113 An implementation
can eagerly report errors
on incomplete executions,
provided that the
Erroneous predicate is
monotonic w.r.t. the graph
construction order ⊑ and
that the detected execution
can assuredly be extended
to a complete one (i.e.,
when there are no pending
exclusive reads, see §2.4.4).

114 Our appendix includes
the definition for the RC11
memory model §7.D and
the corresponding
annotation error definition.
The definition for SC/RA is
a special case of the RC11
definition.

(i) the sets JPKAnnotSpore
and JPKAnnotSYM differ, or

(ii) there exists an erroneous execution in JPKm without a corre-
sponding erroneous execution in JPKAnnotm ,

then it will explore an erroneous (ErroneousSpore) execution. When
Spore detects a complete113 and erroneous execution, it reports it to
the user.

Internal Symmetries: Annotation Correctness

Our assumptions on the programs (§7.3.1) already ensure that helping
functions do not return any results (cf. conditions (i) and (ii) of §7.2.2),
and are well-formed: they comprise a (possibly empty) sequence of
reads followed by a CAS operation, with a possible data dependency
from the reads to the CAS (no other dependencies are allowed so that
the locations accessed can be deduced from the arguments of fm/fh).

Spore checks that for each fh ∈ G.Mhelp, there exists a (unique) fm ∈
G.Mmain with the same arguments such that (iii) holds, i.e., that their
synchronization is the same. Since the definition of synchronization
differs among memory models, for simplicity, we here provide a
definition that works for SC and RA114. In what follows, we lift loc/exp
to return the location/expected-value of the CAS read following an
fm ∈ G.Mmain.

Our definition uses the notion of a source write s at location loc(fm),
which is observed before fm (i.e., either it is po-before fm or it is read
po-before fm), and writes the value exp(fm). We also require that the
immediate po-predecessor of fm is observed before fh, which ensures
that fh has synchronized with everything in fm’s prefix, and that all
writes to loc(fm) after s are RMWs and do not write the same value
as s. The latter condition ensures that fm and fh cannot both succeed,
and that if fh succeeds, then fm observes its update.

Definition 17 (Annotation correctness). An execution G is correctly an-
notated if for all fh ∈ G.Mhelp, there exist (a) a corresponding fm ∈ G.Mmain

with arg(fm) = arg(fh) and (b) a source write s ∈ G.W with loc(s) = loc(fm)

and val(s) = exp(fm) such that:

• ⟨s, fm⟩ ∈ G.rf?; po (s is observed before fm),

• ⟨fm, fh⟩ ∈ po−1|imm;G.rf ; po (the immediate predecessor of fm is
observed before fh),

• for all w s.t. ⟨s,w⟩ ∈ G.co, w ∈Wexcl and val(w) ̸= val(s) (all
subsequent writes to loc(fm) are RMWs and write different values).

We extend the definition of erroneous executions to include annota-
tion correctness.

Erroneous
Annot
m (G)

△
= Erroneousm(G) or G is incorrectly annotated (Def. 17)

We can now show that if a program P has an erroneous execution
under its standard interpretation JPK (which ignores annotations), then
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it has an erroneous or terminating execution under the annotated in-
terpretation JPKAnnot (which encodes annotated functions with dummy
events).

Theorem 11. Let G ∈ JPKm such that Erroneousm(G). Then, there exists
G ′ ∈ JPKAnnotm such that Erroneous

Annot
m (G ′).

Proof sketch, see §7.D. It suffices to show that there exists a correspond-
ing execution G ′ (where every fh being treated as a (single) dummy
event Mhelp(...)) such that (1) Erroneousm(G

′) holds, or (2) G ′ is in-
correctly annotated (see Def. 17). The lack of an annotation error is
essential in showing that changing G ′ so that fm succeeds instead of
fh does not affect G’s consistency.

The conditions of Def. 17 essentially enforce that in any execution
where fh would succeed, (a) there is an fm, running the same code,
(b) fm fails (there can only be one write that writes the expected
value), (c) fm reads from the CAS of fh, or from a co-later (due to
coherence and the presence of the source event), and therefore there is
a porf-path from the CAS of fh to the CAS of fm (all writes to the CAS
location are part of an RMW, and thus such a co path is also a porf

path), (d) fm is preceded by a write that was observed by the thread of
fh. This guarantees that swapping the events of fm with those of fh,
and replacing the events of fh with a no-op, adds no synchronization
in the execution, and therefore preserves both consistency and the
presence of an error.

If any of the previous conditions fails, we show that there exists
an execution with fh being treated as a no-op that is not correctly
annotated.

Adding to our assumptions that the Erroneousm predicate does not
differentiate between executions that are symmetric, i.e., if G1 ≈ G2,
then Erroneousm(G1) = Erroneousm(G2), the above result trivially
extends for the class of representative executions.

Corollary 2. Let G ∈ JPKm such that Erroneousm(G). Then, there exists
G ′ ∈ JPKAnnotSYM such that Erroneous

Annot
m (G ′).

Thread Symmetries: Cycle Detection

As we have already discussed, Spore will explore the subset JPKAnnotSpore

of the executions in JPKAnnotSYM that have no cb cycles.
The following result allows us to detect whether these two sets are

not the same by providing a condition on the execution graphs that
Spore will, in fact, explore.

Proposition 13. If there is an execution G ∈ JPKAnnotSYM with a G.cb cycle,
then there is an execution G ′ ∈ JPKAnnotSYM such that irreflexive(G ′.cb) and
G ′ has a po∪ rf ∪ co cycle.

Proof sketch, see §7.C. The G.cb cycle boils down to a po∪ rf ∪ co cycle
in G. From G, we appropriately construct another execution graph G ′

that has a similar cycle and irreflexive(G ′.cb).
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We extend the definition of erroneous executions to also include the
presence of po ∪ rf ∪ co cycles, and reach at the final predicate that
Spore uses.

ErroneousSpore(G)
△
= Erroneous

Annot
m (G) or G has a po∪ rf ∪ co cycle

Correctness of Spore

The correctness of the general TruSt framework (§3) directly gives us
the following result.

Proposition 14 (Algorithmic Correctness and Optimality). Spore ter-
minates and explores every execution of JPKAnnotSpore

exactly once.

Combining Corollary 2 and Prop. 13, we obtain the completeness
of the explored class JPKAnnotSpore

w.r.t. the presence of errors.

Theorem 12 (Completeness). If there exists G ∈ JPKm such that Erroneousm(G),
then Spore will explore an execution G ′ s.t. ErroneousSpore(G

′).

Finally, combining Prop. 12 and Prop. 14, we obtain our optimality
result w.r.t. thread symmetries.

Theorem 13 (Optimality). For any two complete executions G and G ′

explored by Spore, G ̸≈ G ′.

7.4 evaluation

We implemented Spore on top of GenMC. Apart from replacing the
consistency checking and error detection mechanisms with the ones
described in § 7.3.1, we also modified the notion of a prefix used in
graph construction to use the dependency order dep = po∪ symb, and
made GenMC’s scheduler respect dep.

7.4.1 Goals

We evaluate Spore on a set of real-world implementations with two
goals: 1. show that Spore scales well enough to verify useful imple-
mentations (and determine its scalability limit), and 2. determine to
what extent its scalability should be attributed to internal vs thread-
-level symmetries.

To attain these goals, we run Spore on a set of representative real-
world clients and benchmarks. The clients evaluate the effectiveness
of the SR algorithm, while the benchmarks evaluate the effectiveness
of Spore’s modeling of internal symmetries. To further study how
internal and thread-level symmetries contribute to Spore’s perfor-
mance, we compare Spore against (a) plain SMC enhanced with SR
(SR), (b) a baseline TruSt implementation (TruSt), (c) Spore without
thread-level symmetries (DPOR+IS), and (d) Spore without internal
symmetries (DPOR+SR). Our evaluation is performed under RC11.

As we show, Spore yields a substantial improvement over the state-
of-the-art as it can gracefully scale to up to 6 threads (often to many
more), and both internal and thread-level symmetries are crucial for
its scalability to more threads.
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115 “Nonblocking
algorithms and

preemption-safe locking on
multiprogrammed shared
memory multiprocessors”

[MS98]
116 “Formal Verification of

a Practical Lock-Free
Queue Algorithm”

[Doh+04]
117 Optimised Lock-Free

FIFO Queue [FOL01]
118 “A Practical

Multi-word
Compare-and-Swap

Operation” [HFP02]
119 Systems

Programming: Coping
with Parallelism [Tre86]

120 The art of
multiprocessor

programming [HS08,
§7.2]

121 “TWA – Ticket Locks
Augmented with a Waiting

Array” [DK19]
122 CDS C++ library

[Khi]
123 Folly: Facebook

Open-source Library
[Fac]

124 Concurrency Kit
[Bah]

experimental setup We conducted all experiments on a Dell
PowerEdge R6525 system running a custom Debian-based distribution
with 2 AMD EPYC 7702 CPUs (256 cores @ 2.80 GHz) and 2 TB of
RAM. We set the timeout limit to 30 minutes (denoted by �). All
times are in seconds.

7.4.2 Benchmarks

To evaluate the effectiveness of thread-level symmetries, we used three
different clients:

• Multiset(N):
⌈
N
2

⌉
(resp.

⌊
N
2

⌋
) threads insert (resp. remove) el-

ements into a data structure; the client checks whether each
removed element was previously inserted.

• LIFO/FIFO(N): two threads check for the LIFO/FIFO property,
while

⌈
N
2

⌉
(resp.

⌊
N
2

⌋
) threads create “noise” in the queue to

increase traffic by inserting (resp. removing) elements.

• Empty(N): N threads insert an element and subsequently remove
an element; the client ensures each removal succeeds.

As can be seen, the clients become progressively more challenging in
the sense that the number of operations per thread increases, which
hinders symmetry reduction.

To demonstrate that Spore is applicable to non-data-structure bench-
marks as well, we used two other clients (Fig. 7.3):

• Mutex(N): N threads perform a lock followed by an unlock
operation.

• RDCSS(N): N threads perform an RDCSS call followed by an
RDCSS/read call, and 2 threads perform a single RDCSS call.

To evaluate the effectiveness of internal symmetries, we used some
representative benchmarks both with and without idempotent opera-
tions:

• msqueue 115, dglmqueue 116, folqueue 117 and rdcss 118 all employ
idempotent operations.

• treiber 119, ttaslock 120 and twalock 121 do not employ idempotent
operations.

These benchmarks exercise different aspects of internal symmetries so
that the individual effects of each symmetry type are more visible.

We also note that we have identified idempotent operations in
various widely used concurrency libraries (e.g., libcds 122, folly 123, ckit
124). Even though Spore’s lack of support for C++ precluded us from
using libcds and folly as benchmarks, we did manage to run certain
benchmarks from ckit, with similar performance gains.
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Figure 7.2: Data structure benchmarks: Number of executions explored (Y-
axis) per input parameter (X-axis)

125 These benchmarks only
differ in their dequeue
method, which is why the
results are very similar.

7.4.3 Results

Our results are summarized in Fig. 7.2.
First, as explained in §7.1, SR alone is inadequate for scalability,

and using a combination of DPOR and SR is crucial: except for a few
benchmarks, SR consistently times out (and we therefore dismiss it
for the rest of this discussion). Second, both thread-level and internal
symmetries are crucial for scaling to more threads: exclusively either
kind of symmetry typically leads to timeouts for some number of
threads.

Let us now examine the benchmarks in more detail, starting with
the multiset client (left column). The main takeaway from this client
is immediately evident: while TruSt typically scales up to 6 threads
before timing out, Spore scales gracefully to 8 threads (and more).
Looking more closely, however, we find a few other interesting aspects
as well.

Starting with msqueue and dglmqueue,125 TruSt times out for 6

threads and above, while Spore can scale up to many more. The
reason for that is simple: the CAS instruction present in the queue’s
idempotent operation breaks symmetry, thereby leading to state-space
explosion. Spore, on the other hand, scales very well: it explores a
single execution when the client is fully symmetric (up to 4 threads),
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Figure 7.3: Non-data-structure benchmarks: Number of executions explored
(Y-axis) per input parameter (X-axis)

and a small number of executions otherwise (modeling the different
ways insertions interfere with deletions). As the number of dequeuers
increases, Spore explores more executions, as there are more ways for
deletions to interfere with insertions.

Moving on to folqueue and treiber, we can make observations similar
to the ones for the previous benchmarks, although the effect is less
pronounced. In the case of folqueue, thread-level symmetries have
a limited effect, as each thread uses a distinct (global) location to
dispose of pointers, which breaks symmetry among threads early:
Spore performs similarly to DPOR+IS, while TruSt performs similarly
to DPOR+SR. Analogously, in treiber, internal symmetries have no
effect, as the code has no idempotent operations: Spore performs just
as well as DPOR+SR, while DPOR+IS performs just as well as TruSt.

Generally, we observe that DPOR+IS performs better than DPOR+SR
in the multiset client when both thread-level and internal symmetries
are present, implying that internal symmetries carry more weight
when it comes to scaling to more threads. This should not come as
a surprise. Idempotent operations might be performed more than
once per thread, while thread-level symmetry will break after the first
non-symmetric operation. As such, since the number of idempotent
operations is greater than the number of threads, internal symmetries
offer a greater reduction.

Next, we move on to the other two clients. Similarly, Spore scales
much better than TruSt (which only manages to terminate within
the time limit for two or three configurations), although it does not
manage to finish within the time limit for all configurations, since
these clients are not completely symmetric (like the multiset one). As
expected, Spore performs better in the LIFO/FIFO client (where it can
better leverage the symmetry in the client), and DPOR+IS performs
better than DPOR+SR whenever there are internal symmetries, for
the same reasons as in the multiset client. (Note that Spore performs
similarly to DPOR+IS for the first configuration of each benchmark in
the LIFO/FIFO client, as SR requires at least two symmetric threads
to have any effect.)

Finally, in Fig. 7.3 we compare all tools on some non-data-structure
benchmarks. The two locking benchmarks do not employ idempotent
operations, and thus Spore coincides with DPOR+SR, which has an
exponentially smaller state space than plain DPOR. In contrast, rdcss
makes heavy use of idempotent operations, and so Spore manages to
scale substantially better than plain DPOR.
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7.5 related work

As far as symmetry reduction is concerned, it has mostly been explored
in the context of stateful model checking 126. In that setting, the main
challenge is to identify when two threads are symmetric, which is
computationally as hard as the graph isomorphism problem. By
contrast, Spore is able to detect when two threads are symmetric on
the fly, though in principle the reductions it achieves are not as strong
as those in stateful model checking.

As far as internal symmetries are concerned, even though a lot of
effort has been devoted to making DPOR algorithms more efficient
and scalable during the past few years (see §8), most work focuses
on improving the core of DPOR and does not take into consideration
the programs under test. SAVer

127 extends DPOR for programs
that have spinloops, while constrained-DPOR 128 takes programmer
annotations into account in order to consider certain atomic operations
non-conflicting.

In a different context, there has been a large body of work on static
verification of concurrent programs, with techniques such as bounded
model checking (BMC) or abstraction-based methods 129. We expect
that—at least for SAT/SMT-based techniques—both thread-level and
internal symmetries could be similarly leveraged to reduce the size of
the resulting SAT formula and speed up the verification.





A P P E N D I X

7.a changing maximal extensions for symmetry reduc-
tion

Modifying the revisiting condition of DPOR fails to restore complete-
ness for Symmetry Reduction. To see why, consider the following
program

T1: z := 1

z := 2
T2: a := y

T3: r := z

if (r ̸= 1)

b := CAS(x, 0, 1)
if (b = 1)

y := 1

T4: r := z

if (r ̸= 1)

b := CAS(x, 0, 1)
if (b = 1)

y := 1

(rmw-extens)
where T3 and T4 are symmetric. The following is a consistent execution
of rmw-extens that satisfies our criterion for breaking symmetries
(irreflexive(symb; eco)).

init

W(z, 1)

W(z, 2)

R(y) R(z) R(z)

R(x)

W(x, 1)

W(y, 1)

We argue that this execution cannot be generated without changing
the set of affected events by a revisit (i.e., by simply restricting the
graph w.r.t. the porf-prefix of the revisitor).

To reach this execution, the write to y of T4 must revisit the read of
T2, and thus the execution before the revisit must have T3 be maximally
extended with respect to the rest of the execution. After the read of z
of T3 reads the maximal value (1), the succeeding RMW operation has
no other consistent option but to read from the write to y of T4 (due to
the atomicity constraint on RMW operations), but this forces the eco

order to contradict the thread order. Therefore, the maximal-extension
definition for this read cannot allow us to obtain the execution in
question.

One possible solution to this problem might be to change the max-
imality condition of the reads that are symb-before some event in
the po-prefix of the revisiting write, but this does not work for two
reasons.

First, when there are multiple such reads (e.g., if the symmetric
threads of rmw-extens also read other variables before and after
reading z, whose values are not used), which one should obey the

125
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non-standard maximality condition? How can we pick the “right”
read?

Second, even if we somehow select the “right” read to change its
maximality condition—or, say, we change the maximality condition
for all reads that have the option of consistently reading from a co-
earlier write—then reading from which write should be deemed the
“maximal” one? Suppose that we add many other writes z := 3 to T1 of
rmw-extens before the z := 2 and both before and after z := 1. How
would we pick the only “right” write event (namely, W(x, 1)) to deem
it the “maximal” one?

7.b helping sufficient conditions

7.b.1 Source Event

We present an example showing the importance of the source event
being observed by the main thread. In the following program, both
CASes can succeed by reading from the x := 1 of T1, which is, however,
not observed before the main CAS.

T1: r := y

x := 1

T2: CASmain(x, 1, 2)
y := 1

T3: CAShelp(x, 1, 2)

(no-source-read)
This creates a problem because T1 cannot read r = 1 when the main
CAS succeeds (due to the porf-cycle); yet T1 can read r = 1 when the
helping CAS succeeds, as shown in the execution graphs below.

init

R(y)

W(x, 1)

Mmain(...)

Rexcl(x)

W(y, 1)

Mhelp(...)

Rexcl(x)

Wexcl(x, 2)

init

R(y)

W(x, 1)

Mmain(...)

Rexcl(x)

Wexcl(x, 1)

W(y, 1)

Mhelp(...)

Consequently, one cannot soundly eliminate the helping CAS in this
case, and so we impose the condition that the source write must be
observed by a thread before performing an operation that might be
helped by other threads.

7.b.2 Linearization Events

We present an example justifying why we need the immediate pre-
decessor of the main function fm to be observed before the helping
function fh.
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T1: r := x

if (r ̸= 0)

assert(false)

CASmain(x, 0, 1)

T2: r := x

if (r = 0)

CAShelp(x, 0, 1) (lin-events)

In the program lin-events, this condition does not hold, and indeed
the depicted execution, which reveals an error, would not be detected
if we treated the helping function as a no-op.

init

R(x) R(x)

Mhelp(...)

Rexcl(x)

W(x, 1)

Our condition would avoid such scenarios by enforcing that, if there
is no annotation error, any behavior in the main function happens in-
dependently (in a porf sense) of the helping function since executions
are porf acyclic.

7.c external symmetries

7.c.1 Completeness: cb and po∪ rf ∪ co Cycles

Lemma 8. Let G be an execution s.t. consistentSYM(G) with a cbSYM cycle.
Then G has a po∪ rf ∪ co cycle.

Proof. Assume the opposite. Let C be the set of G.po ∪G.rf ∪G.co ∪
G.symb cycles. Since there is a G.cbSYM cycle, C is non-empty. Let
c be a cycle of C with the minimal number of G.symb edges. Since
G.po∪G.rf ∪G.co is acyclic, c has at least one G.symb edge e = ⟨x,y⟩.
It must be that e is between read events, otherwise it can be rewritten
as G.co (G.symb ∩G.co−1 = ∅), contradicting that c has the minimal
number of G.symb edges among the cycles of C. Edge e cannot be
the only edge of c since G.symb is irreflexive. Let p be the path of c
excluding the edge e. If p ends with a G.po edge, then there is also a
cycle that uses p to enter the thread of y instead of x, i.e., it has one less
G.symb edge, and thus again contradicts the hypothesis about c. For
the same reason p cannot end with a G.symb edge: G.symb is transitive
and thus the cycle could be rewritten by combining two consecutive
G.symb edges. Therefore, p ends with a G.rf edge. It must be that x
and y read from different writes, otherwise c can be rewritten by using
the G.rf edge that ends in y, avoiding again edge e. Since x and y read
from different writes, ⟨x,y⟩ ∈ G.symb, and G.symb ∩ G.eco−1 = ∅,
we have ⟨x,y⟩ ∈ G.eco, and thus ⟨x,y⟩ ∈ G.rb;G.rf . Therefore, the
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130 “Repairing sequential
consistency in C/C++11”

[Lah+17]

cycle c is p ′;G.rf ; [x];G.rf−1;G.co;G.rf ; [y] which can be rewritten as
p ′;G.co;G.rf . This again contradicts the assumption that c is the
cycle of C with the minimal number of G.symb edges, concluding the
proof.

Proposition 13. If there is an execution G ∈ JPKAnnotSYM with a G.cb cycle,
then there is an execution G ′ ∈ JPKAnnotSYM such that irreflexive(G ′.cb) and
G ′ has a po∪ rf ∪ co cycle.

Proof. From Lemma 8, G has a po∪ rf ∪ co cycle. Let G ′ be a maximal
porf-prefix of G s.t. G ′ has no po∪ rf ∪ co cycle, i.e., extending by any
other event of G introduces such a cycle. Let e be any such event and
let G ′′ be the resulting execution. Observe that e must be a write:
adding any read event cannot introduce such a cycle. From Lemma 8,
G ′ has no cbSYM cycle. Since G ′ and G ′′ only differ by the write e,
G ′′ also has no cbSYM cycle: any such cycle must include a po edge
from an event x to e followed by a symb edge to y, which can also
be rewritten to avoid e (there exists a symb;po edge from x to y). We
can now sort any symmetric threads that are incomparable w.r.t. eco
(lexicographically, in po order, i.e., one is a prefix of the other) in
order of decreasing thread length. This reordering cannot introduce
any cbSYM-cycles (no symb edge is added), and, by construction, for
the resulting execution, symb is backward-closed and respects eco.
Therefore, we can maximally extend it in left-to-right thread order,
and obtain a consistent, cbSYM-acyclic execution whose symb respects
eco and has a po∪ rf ∪ co cycle.

7.d internal symmetries

In this section, we instantiate the memory model m with RC11
130 with

minor modifications, and we define the corresponding annotation
error.

7.d.1 Memory Model

Definition 18 (Consistent Execution). Given an execution G, consistentm(G)

is the conjunction of the following predicates: 1. G.porf is irreflexive,
2. G.hb;G.eco is irreflexive, 3. G.rmw ∩ (G.rb;G.eco) = ∅, and 4. G.psc is
acyclic, where

• sw
△
= [E⊒rel]; ([F];po)?; [W⊒rlx]; (rf ; rmw)∗; rf ; [R⊒rlx]; (po; [F])?; [E⊒acq]

• hb
△
= (po∪ sw)+

• psc
△
= [Esc]; ([F];hb)?; (hb|loc∪ co∪ rb∪po∪po;hb;po); (hb; [F])?; [Esc]∪

[Fsc]; hb; eco; hb; [Fsc]

Definition 19 (Erroneous Execution). Given an execution G, Erroneousm(G)

is the disjunction of the following predicates:

• G contains an explicit error event: G.Error ̸= ∅.
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• G contains a memory access or deallocation event e to an unallocated
memory address, i.e., where G either does not contain a A(loc(e))

event, or where such an event exists but is not G.hb-before e.

• G contains a use-after-free error, i.e., a deallocation event that is not
G.hb-after all accesses to the deallocated location.

• G contains more than one deallocation event to the same location.

• G contains a data race, i.e., two G.hb-unordered accesses to the same
location, at least one of which is a write, and at least one of which is
“non-atomic”.

We lift mod(fm) to return the successful access mode of the CAS
instruction of fm ∈ Mmain.

7.d.2 Annotation Error

Definition 20. An event fh ∈ Mhelp in an execution G is matched, if
there exist (a) a corresponding fm ∈ G.Mmain with arg(fm) = arg(fh) (b) a
source write s ∈ G.W with loc(s) = loc(fm) and val(s) = exp(fm) and
(c) events lw ∈ G.W⊒rel and lr ∈ G.R⊒acq such that:

• ⟨s, fm⟩ ∈ G.rf?; po

• ⟨fm, fh⟩ ∈ po−1|imm; [lw];G.rf ; [lr]; po

• mod(lr) ̸⊏ mod(lw)

Definition 21 (Annotation error). An execution G is correctly annotated
if every fh ∈ G.Mhelp is matched by an fm ∈ G.Mmain with a source write s
such that for all w ∈ rng([s]; co), w ∈Wexcl and val(w) ̸= val(s).

7.d.3 Program Assumptions

For RC11, we require some additional assumptions on the annotated
functions.

Concretely, we additionally assume that, if an annotated function
includes a read instruction, then the successful access mode of the
CAS instruction is ⊒ acqrel, and the failing access mode is ⊒ acq.
Otherwise, i.e., if there are no read instructions in the annotated
function, we require that the failing access mode of the CAS is at least
as strong as the successful access mode of the CAS’s read.

We remind the reader that every annotated function consists of an
optional sequence of reads followed by a CAS instruction. The reads
have no external dependencies, apart from a possible data dependency
on the write of the CAS instruction.

7.d.4 Correctness of Internal Symmetries

The following lemma shows that we can remove the events of a
helping function whose CAS instruction failed, while preserving both
consistency and the presence of an error.



130 leveraging program symmetries

Lemma 9. Let G be a consistent and erroneous execution and fh ∈ Mhelp a
function call whose CAS instruction fails. Then, the execution that results
from removing the events of fh is also consistent and erroneous.

Proof. Since the CAS fails, all removed events are reads. Read events
can only contribute to errors related to the lack of hb synchronization.
Such errors, however, are also checked using the fh event. Consistency
is preserved by removing events.

The following lemma presents the conditions under which we can
replace the implementation of a main function (whose CAS instruction
fails) with the implementation of a helping function whose CAS
instruction succeeds and remove the helping function implementation
events, while preserving consistency and the presence of an error.

Lemma 10. Let G be a consistent and erroneous execution and fh ∈ Mhelp,
such that G contains fh’s implementation events. If fh’s CAS rh succeeds,
fh is matched by fm ∈ Mmain with a source event s, rh reads from s, and
fm is either po-maximal or followed by a failed CAS rm s.t. ⟨rh, rm⟩ ∈
G.rmw; (G.rf ;G.rmw)∗;G.rf , then the execution where fm’s implementation
is replaced by fh’s implementation, and fh’s implementation is removed, is
consistent and erroneous.

Proof. Let wh be the CAS write of fh. Since fh is matched by fm,
there is a linearization write lw po|imm-before fm and a linearization
read lr po-before fh, such that ⟨lw, lr⟩ ∈ G.hb. We reason about the
resulting execution by interpreting the transformation as if we replace
the events of fm with a dummy event, and swap the incoming and
outgoing po edges of fm’s and fh’s events with each other. We write
em to refer to rm and the corresponding CAS write in G ′. The helping
CAS events (rh and the following write) in G become em in G ′.

By construction, the only possible additional edges in the resulting
execution G ′ are po from and to events of G ′.fm (which were previ-
ously events of fh). Any G ′.po edge to an event m of fm (from an event
not in fm) also exists as a po?; [lw];hb; [lr];po; [m] in G. Any G ′.po
edge from an event m of G ′.fm (to an event not in fm, in which case fm
is not po-maximal) also exists as a [m];po?; [rh]; (rf ; rmw)∗; rf ; [rm];po
in G. Therefore, porf acyclicity is preserved. If the annotated functions
contain read instructions, the aforementioned path from m is in hb

(both CASes are at least acqrel), and therefore any additional po edge
in G ′ is a hb;po edge in G. Otherwise, G ′ has additional hb edges that
start with [em]; po (in which case fm is not po-maximal in G). Any hb

edge that does not start with em also exists in G, since a po to em in
G ′ is a po?;hb;po in G and a sw to em in G ′ is a sw; (rf ; rmw)∗; rf ⊆ sw

in G.
Any hb-unordered error, i.e., error due to a lack of hb ordering

between two events, is preserved since only hb edges originating from
em are added in G ′. To see this, consider such an error between
two (different) events a and b of G. If neither of the events is the
helping CAS, then the events remain hb-unordered in G ′ (only hb

edges from em, which is equivalent to the helping CAS in G, are
added). Otherwise, if one of them is the helping CAS, then the error
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remains since events in Mhelp are explicitly checked for hb-unordered
errors. Additionally, the transformation does not remove any write
events, and it therefore preserves possible annotation errors.

To see that G ′.psc is acyclic, we will show that any psc cycle would
also exist in G. First, we consider additional psc edges due to the
added po that ends in em. We have shown that any po; [em] edge in
G ′ is a po?;hb;po; [em] edge in G. The only interesting case is when
the po; [em] edge is po|imm, i.e., starts with lw (in every other case,
replacing po with po;hb;po preserves the psc). In this case, however,
the [Esc]; ([F];hb)?; [lw];po|imm; [em]; ... edge in G ′ is in psc2 in G, using
the [Wsc]; sw; [Rsc] edge from lw to lr. Therefore, no psc edge can be
added due to the po; [em] edge.

Second, we consider which additional psc edges can exist due to
the added po edges that start from em in G ′ (in which case fm is not
po-maximal in G). Observe that the edges in hb|loc that start with po

and cannot be written as po∪po;hb;po are of the form (po;hb?; sw)|loc.
The only additional psc edges are thus in one of the following forms

1. [Esc]; ([F]; hb)?; (po; hb; [em]; po); (hb; [F])?; [Esc]

2. [Esc]; ([F];hb)?; ((po;hb?; sw)|loc∪po∪po;hb;po); [em]; (po;hb?; [F]); [Esc]

3. [Esc]; ([F];hb)?; [em]; ((po;hb?; sw)|loc∪po∪po;hb;po); (hb; [F])?; [Esc]

It is easy to see that in the first two cases, the same edge exists in G:
any [em];po part of the edge is preceded by a po∪ hb∪ sw edge, and
thus the same path exists via the rm event in G.

In the last case, if the psc edge starts with [F];hb; [em], then it
also exists in G for the same reason (there is an hb to rm in G).
Therefore, only psc edges of the form [em]; ((po;hb?; sw)|loc ∪ po ∪
po;hb;po); (hb; [F])?; [Esc], can be added. In any psc cycle in G ′, the
psc; [em] edge ends in sw ∪ po∪ co∪ rb. In every case, the same edge
exists to rm, and therefore the same cycle appears in G (any po edge
from em in G ′ is a po edge from rm in G).

We can now prove the correctness of the internal symmetries, which
states that if there is a consistent and erroneous execution under the
original semantics, then there is a consistent and erroneous execution
under the annotated semantics.

Theorem 11. Let G ∈ JPKm such that Erroneousm(G). Then, there exists
G ′ ∈ JPKAnnotm such that Erroneous

Annot
m (G ′).

Proof. Let G be an erroneous execution of JPKm with the minimal
number of helping function implementation events (such an execution
exists by hypothesis). If G contains no events corresponding to the
implementation of a helping function, then the result follows immedi-
ately (G ∈ JPKAnnotm ). Otherwise, we will show that there exists a (not
necessarily complete) consistent and erroneous execution with at least
one less helping function implementation. We can then maximally ex-
tend this execution (without adding implementation events of helping
functions), and obtain a contradiction from the assumption about G.
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Let fh ∈ G.Mhelp have implementation events. If the CAS of fh
fails, from Lemma 9 we obtain a complete, consistent, and erroneous
execution without fh’s implementation events. Otherwise, the CAS of
fh succeeds. If fh is not matched, we restrict G to the porf?-prefix of
fh. The resulting execution is erroneous and contains fewer helping
function implementation events, concluding this case.

Otherwise, the CAS of fh succeeds and fh is matched by an fm ∈
Mmain. Let sm be the source event of fm and let rh be the read of fh’s
CAS. If rh is reading from wd ̸= sm, then ⟨sm,wd⟩ ∈ G.co due to
coherence (since ⟨sm, fh⟩ ∈ G.hb). Restrict G to the porf-prefix of rh.
The resulting execution does not contain rh (since G is porf-acyclic).
Therefore, we can remove the rest of fh’s implementation events
and obtain an execution with fewer helping function implementation
events that is also erroneous: there is a write wd ∈ rng([sm]; co) that
writes the expected value of fh.

Otherwise, the CAS of fh succeeds, fh is matched by fm ∈ Mmain,
and rh is reading from sm. If fm’s CAS succeeds, the two CAS
events cannot be reading from the same write (due to atomicity).
So, fm must be reading from some write w1 such that ⟨sm,w1⟩ ∈
G.co (due to coherence, since ⟨sm, fm⟩ ∈ G.rf?;po). Let wm be the
CAS write event of fm’s implementation, wh the CAS write event
of fh’s implementation, and let G ′ be the restriction of G to the set
dom(G.porf?; [{wm,wh}]). It is easy to see that in G ′, at least one
of wm,wh is porf-maximal (because G is porf-acyclic), and there
are at least two writes that write the expected value to the CAS
location (the writes w1 and sm that fm’s and fh’s CASes are reading,
respectively). We consider two cases, depending on which one is
porf-maximal. If wh is porf-maximal we remove fh’s implementation
events. If wm is porf-maximal we remove fm’s implementation events
and apply Lemma 10 (fm is po-maximal). In both cases, the resulting
execution G ′′ has fewer helping function implementation events and
is erroneous: w1, sm, fh ∈ G ′′.E.

Otherwise, the CAS of fh succeeds, fh is matched by fm ∈ Mmain, rh
is reading from sm, and fm’s CAS fails. Let rm be the CAS read of fm
and let wh be the CAS write of fh. If ⟨wh, rm⟩ ∈ (G.rf ;G.rmw)+;G.rf ,
we get a consistent and erroneous execution without fh’s implementa-
tion events from Lemma 10. Otherwise, there is a write event co-after
wh and co?; rf-before rm that is not part of an RMW. Let w ′ be
the co-latest such event. We have ⟨w ′, rm⟩ ∈ G.porf , and therefore
⟨fm,w ′⟩ ̸∈ G.porf . If ⟨fh,w ′⟩ ∈ G.porf , we restrict G to the porf?-prefix
of w ′ and fm, in which fm is porf-maximal, and apply Lemma 10.
Otherwise, we restrict to the porf?-prefix of w ′ and fh, in which fh is
porf-maximal. In both cases, the resulting execution has fewer helping
function implementation events and is erroneous (contains fh and w ′),
concluding the final case of our proof.
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8
R E L AT E D W O R K

Bounded verification techniques can be broadly categorized into two
groups: (i) enumerative techniques, which systematically and ex-
haustively enumerate the state space of a program, and (ii) symbolic
techniques, which represent the state space of a program as a SAT (or
SMT) formula and are powered by an appropriate solver.

As a general note, enumerative techniques guarantee termination by
assuming that no non-terminating loop occurs in the executions they
explore. In contrast, symbolic techniques require an a priori bound
in order to unroll the loops before converting the program into a
symbolic formula.

8.1 enumerative techniques

Godefroid131 paved the way for directly model checking arbitrary
software (instead of abstract models), introducing stateless model
checking (SMC). Musuvathi et al.132 scaled SMC to large concurrent
systems by incorporating preemption bounding in the exploration
strategy.

The seminal work of Flanagan and Godefroid133 introduced Dy-
namic Partial Order Reduction (DPOR), significantly reducing the
size of the search space for SMC, and has spawned a large body of
derivative work.

Abdulla et al.134 presented the first optimal DPOR algorithm for
exploring the sequentially consistent behaviors of a program, at the
cost of possibly consuming an exponential amount of memory. Subse-
quent work has extended optimal DPOR to weaker memory models
such as TSO 135 and POWER 136. Both algorithms are optimal in the
sense that they explore all complete and consistent executions exactly
once, but the latter might explore some superfluous incomplete execu-
tions. The works of Abdulla et al.137 and Bui et al.138 presented DPOR
algorithms that operate under the coarser rf equivalence instead of
the usual Mazurkiewicz equivalence (which effectively corresponds to
co-tracking execution graphs, see remark 2).

Norris and Demsky139 first presented a DPOR algorithm that targets
the C/C++11 memory model. Due to the out-of-thin-air issue of
this model, which allows satisfaction cycles 140, their algorithm does
not explore all executions involving such cycles and might explore
infeasible executions.

Kokologiannakis et al.141 presented the first execution-graph-based

135
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DPOR algorithm, targeting the (repaired 142) C/C++11 memory model.
However, in the presence of RMW accesses and SC fences, their al-
gorithm is not optimal. Abdulla et al.143 proposed an optimal DPOR
algorithm, operating under the rf equivalence, for the release-acquire
fragment of the C/C++11 memory model 144. Kokologiannakis et
al.145 developed GenMC, a DPOR algorithm with a similar revisit
procedure that is, however, parametric in the choice of the memory
model—provided it respects some minimal assumptions such as the
lack of certain causal cycles (cycles made of po and rf). The work of
Kokologiannakis and Vafeiadis146 relaxes one of the above assump-
tions, making the algorithm applicable to memory models that allow
such cycles.

Kokologiannakis et al.147 settled the trade-off of DPOR between
optimality and space complexity, by presenting the first optimal DPOR
algorithm with polynomial space requirements. Similar to GenMC,
their algorithm is parametric in the choice of the memory model.
Recently, Abdulla et al.148 presented another optimal DPOR algorithm
with polynomial space requirements. In contrast to TruSt, their
algorithm is based on traces and only supports sequential consistency.

Finally, apart from the Mazurkiewicz and reads-from equivalences,
DPOR has been extended under even coarser notions such as same-
value 149, where two executions are equivalent if the respective read
instructions read the same value, and several others 150.

8.2 symbolic techniques

Bounded Model Checking (BMC) reduces the problem of verification
to the satisfiability of a formula 151. The program, its semantics, and
the presence of a bug are encoded as a SAT (or SMT) formula, and a
SAT (or SMT) solver is queried to find a satisfying assignment. The
lack of such an assignment indicates that there is no counterexam-
ple within the chosen bound; otherwise, the assignment reveals a
counterexample. CBMC 152 is a prominent BMC tool for C and C++
programs.

Alglave et al.153 propose a symbolic modeling of executions as
partial orders instead of interleavings, making BMC applicable to
weak memory models. In their approach, the concurrency semantics
are encoded as a set of integer difference logic (IDL) constraints,
representing the order of memory accesses.

To avoid the large encoding of the IDL constraints, Yin et al.154

propose Scheduling Constraint Based Abstraction Refinement (SCAR),
where the scheduling constraints are initially omitted and only intro-
duced lazily in order to rule out spurious counterexamples. SCAR
initially supported only sequential consistency; Yin et al.155 extended
it to support TSO and PSO.

He et al.156 elaborate on this idea and propose a novel approach
that replaces the IDL constraints with a dedicated theory solver that
can judge whether an assignment represents a sequentially consistent
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execution. Their approach, termed Zord, has also been extended to
support the TSO and PSO memory models 157.

Finally, Gavrilenko et al.158 present dartagnan, a BMC tool that
is parametric in the input memory model. Their approach avoids
generating large encodings by employing a novel relational analysis,
where constraints involving certain memory accesses are dropped.
Subsequent work 159 adopts an approach similar to Zord, delegating
the memory-model consistency check to a theory solver. In contrast to
Zord, these approaches support models whose consistency predicate
involves relational difference and fixed points.
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9
F U T U R E W O R K

The DPOR algorithms presented in this thesis extend TruSt with
support for more programming patterns, as well as with techniques
to reduce the—typically large—number of explored executions. Nev-
ertheless, there remain several interesting directions for future work
on DPOR.

9.1 lifting trust’s assumptions

The assumptions that TruSt imposes on memory models can be an
obstacle to possible applications of DPOR.

message-passing concurrency TruSt has recently been ex-
tended to support message-passing concurrency 160, where each thread
owns a single channel and can either receive messages on its channel,
consuming them, or send messages to the channel of another thread.

While this model satisfies TruSt’s assumptions, an extension where
channels are standalone entities shared between threads does not: the
resulting model is not prefix-closed (§2.4.2).

Example 9.1.1 To see this, consider the following program where the
first thread sends two messages to a first-in, first-out (FIFO) channel
c, while the second and third threads concurrently receive on this
channel.

T1: send(c, 1)
send(c, 2)

T2: receive(c) T3: receive(c)
(ss+r+r)

The execution where T2 receives 2 and T3 receives 1 is consistent, but
the “subexecution” without T3 is not: the second message (2) cannot
be received before the first one (1) is. Therefore, TruSt would fail
to explore this execution with a left-to-right scheduling: T2 would
only consider receiving 1, and T3 would only consider receiving the
remaining message (2).

hardware memory models Similarly, supporting models such
as ARMv8

161 and IMM 162, which do not satisfy TruSt’s assumptions,
remains an open problem. One could attempt to choose a dependency
order weaker than the program order, which these models guarantee
to preserve, but they unfortunately admit cycles made of rf and
dependency edges (see §3.6).
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A possible solution would be to adapt DPOR so that it only respects
the external reads-from edges (rfe = rf \ po) while generating execu-
tion graphs, otherwise allowing a read to read from a write that is not
present (but the value written and read is predetermined). Crucially,
both ARMv8 and IMM forbid cycles made of rfe and dependency
edges.

9.2 handling non-terminating executions

While there are techniques enabling DPOR to support programs with
unbounded loops (some of which we have already considered in
Chapter 4), they are not always sufficient to handle arbitrary non-
terminating programs. It would be interesting to investigate how
DPOR could effectively detect when arbitrary executions reach the
same “state” due to a looping construct and avoid exploring them
infinitely often. In contrast to the trace-based setting, execution graphs
make this especially hard as naively treating the execution graph as
the “state” would deem every loop iteration that contains a memory
access to result in a new state.

9.3 leveraging more program patterns

Concurrent data structures, which are the prime targets of SMC,
typically exhibit far more executions than what their (linearizable)
interfaces suggest.

Our work on internal symmetries (§ 7.2.2) provides a first step
toward dynamically detecting—with some help from the user in the
form of annotations—when certain executions are equivalent to ones
that are “closer” to the linearized ones, and thus can be omitted.
This is done by leveraging the ubiquitous helping pattern, where a
thread detects that another thread’s operation is in progress and helps
complete it before moving on to its own operation.

Similarly, our work163 leverages the confirmation pattern as a way to
reduce the explored executions exhibited by concurrent data structures.
However, the pattern is not fully handled by our treatment: it does
not support, e.g., clients using both enqueue and dequeue operations in
a queue like ms-queue 164 (see remark 5).

Techniques that manage to soundly restrict exploration to executions
close to the linearized ones in data structures such as ms-queue and
treiber-stack 165 would be highly desirable but are yet to be developed.

9.4 exploration under coarser reductions

An alternative route to reduce the number of explored executions is
to use a coarser partition that identifies more executions as equiva-
lent. While TruSt readily supports the reads-from equivalence (see
remark 2), extending it to the coarser same-value equivalence, which
does not distinguish between read operations that read the same value,
is not straightforward.
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To see why, consider a TruSt-like exploration that does track rf

(since it is necessary for the algorithm’s operation), but does not
consider rf options that result in the same value. After a read operation
is added to read a value v from a certain write w, the algorithm should
not consider another write w ′ that writes the same value v, effectively
treating w as the representative one. However, there might exist a
consistent execution where the read reads from w ′, but the equivalent
execution where it reads from w is not consistent. To make matters
worse, the inconsistent execution might have a causal cycle, making it
impossible to obtain irrespective of how weak the consistency model
is (or is made to be).

9.5 probabilistic exploration

In a slightly different direction, probabilistic techniques aim to sample
the state space, guaranteeing that any execution trace can be explored
with a certain minimum probability. Lifting this idea to DPOR’s equiv-
alence classes, i.e., sampling each execution graph with a minimum
probability, would be highly beneficial for programs with state spaces
that are too large to be fully explored. Yuan et al.166 propose a trace-
based sampling technique that provides a minimum probability of
exploring a trace belonging to a certain equivalence class.

Starting instead from a DPOR execution-graph-based algorithm like
TruSt and sampling the leaves of the resulting exploration tree would
be an interesting direction to pursue, as (i) there is a single way to
“hit” a certain equivalence class, and (ii) it could, in principle, handle
memory models whose executions cannot be expressed as traces.

9.6 symbolic exploration

Yet another noteworthy direction for future work is to support some
form of non-determinism in the DPOR exploration via a symbolic
representation.

While bounded non-determinism is not particularly hard to model
in the existing framework 167, general unbounded non-determinism
in the form of symbolic values introduces additional challenges. For
example, a symbolic value can propagate to a memory-access location,
and since DPOR depends on concrete locations (e.g., to decide revis-
its), handling this propagation is far from trivial. Additionally, the
interaction between symbolic values and the maximality check in an
algorithm like TruSt is unlikely to be straightforward.
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