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S U M M A RY

Human-AI teams are increasingly deployed across a range of critical
applications, including medical diagnosis, recruitment, and credit
lending. This widespread adoption is driven by the promise of a
human-AI synergy that leverages the strengths of both AI models and
human decision makers, while mitigating their respective weaknesses.
For instance, such hybrid systems can combine the efficiency and
quality of AI-generated decisions with human experience and domain
knowledge. Moreover, they can mitigate both AI- and human-specific
limitations, for example, statistical biases in AI models and cognitive
biases inherent to human decision-making.

Despite the excitement around deploying human-AI teams, the
AI counterpart is often optimized independently, disregarding the
fact that it needs to operate alongside a human, who has their own
strengths, weaknesses, and error patterns. This oversight has led to
the development of approaches that are mostly heuristic-based and
fail to optimize the human-AI team performance.

In the first part of this thesis, our goal is to close these gaps and
fully unlock the potential in human-AI teams by shifting the focus
from model-centric optimization to team-aware learning. We present
methods that optimize the AI model jointly with a triage policy that
governs the interplay between the human and the AI counterparts.
We show that using these methods, human and AI can complement
each other, outperforming either in isolation.

Integrating AI models into high-stakes decision-making domains,
however, requires caution. It is essential to acknowledge that these
models exhibit statistical biases which can propagate through decision-
making processes and be manifested in the final outcomes, leading to
significant societal consequences. For example, when AI models are
deployed in domains such as loan approvals or university admissions,
their biases can systematically influence who receives opportunities,
thereby altering demographic distributions of loan recipients or the
educated population over time.

The second part of the thesis focuses on such AI biases from a
new perspective and studies the scenarios where AI predictions can
be unfair within demographic groups. Within-group unfairness can
prevent the best candidates from these groups—the candidates who
are more likely to be qualified—from moving forward in the selection
process and having a chance of being selected. To mitigate this type
of unfairness, we present an efficient post-hoc algorithm that can
be applied to any black-box model, ensuring its predictions satisfy
within-group fairness constraints.
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1
I N T R O D U C T I O N

“The hope is that, in not too many years, human brains and
computing machines will be coupled together very tightly, and
that the resulting partnership will think as no human brain has
ever thought and process data in a way not approached by the
information-handling machines we know today.”

– J. C. R. Licklider, 1960
1 1“Man-computer

symbiosis” [Lic08];

For several decades, Artificial Intelligence (AI) has been extensively
involved in handling high-stakes tasks such as medical diagnosis,2 2“Do as AI say:

susceptibility in
deployment of clinical
decision-aids”
[Gau+21];

content moderation,3 recruiting,4 programming,5 criminal justice,6

3“Content moderation,
AI, and the question of
scale” [Gil20];
4“Discretion in hiring”
[HKL18];
5“Github copilot ai
pair programmer: Asset
or liability?”
[Dak+23];

6“Machine bias”
[Ang+22];

credit lending,7 and many more. Given the depth and breadth of AI

7“Explainable machine
learning in credit risk
management”
[Bus+21];

involvement in these high-stakes applications, Andrew Ng’s claim
that “Artificial Intelligence is the new electricity”8 does not sound too far

8Stanford MSx Future
Forum, 2017

from reality.
Despite this excitement around fully delegating such tasks to AI

models, these models also possess important shortcomings. For exam-
ple, they are less accurate than human experts on specific instances,9

9“The algorithmic
automation problem:
Prediction, triage, and
human effort”
[Rag+19b];

exhibit biases,10 have robustness issues in the presence of distribution

10“Fair decisions
despite imperfect
predictions” [Kil+20];

shift,11 and are vulnerable to adversarial attacks12.

11“Measuring
robustness to natural
distribution shifts in
image classification”
[Tao+20];
12“The limitations of
deep learning in
adversarial settings”
[Pap+16];

Such concerns challenge the idea of fully delegating high-stakes
tasks to AI models, and raise interest in a middle ground between full
automation and no automation: a recent paradigm that asks the AI
models and human decision makers to join forces, forming human-
AI teams. These teams have the potential to benefit from both the
efficiency and quality of AI-generated decisions and human experience
and domain knowledge.

While there exist numerous forms of interaction schemes in human-
AI teams, the focus of my thesis is on two main paradigms. In the
first one, the decision-making task is shared between the AI agent and
the human decision maker. In other words, a fraction of the task is
solved by the AI agent, and the remainder is deferred to a human. For
example, in medical diagnosis, a Machine Learning (ML) model that
is trained to predict a severity score, or a severity label, can be utilized
to reduce the workload for the medical doctors by making predictions

1

https://www.gsb.stanford.edu/insights/andrew-ng-why-ai-new-electricity
https://www.gsb.stanford.edu/insights/andrew-ng-why-ai-new-electricity


2 introduction

on a fraction of the cases. The remaining cases are then deferred
to a medical doctor.13 As another example, in content moderation,13Note that in this

setup there is no
interaction between the

human and the AI
model, and each of them

only solves the part of
the task that is assigned

to it without being
informed about the
predictions of their

counterpart. The
assignment is done

using a policy that we
later call a “triage

policy”.

online publishers rely partly on the ML model predictions and partly
on the human reviews to filter toxic comments before they spread
incivility across their platform. I call this setting human-AI collaboration
throughout the thesis. In Section 1.1 I discuss the challenges in this
setting to prepare the stage for the technical results presented in Part i
of my thesis.

In the second paradigm, the AI predictions are used to inform or
assist a human decision maker. The AI model can assist the human
decision maker in numerous ways. For example, by providing ex-
planations,14 by reducing the set of alternatives among which the

14“Metrics for
explainable AI:
Challenges and

prospects” [Hof+18];

human decision maker has to pick,15 or by cutting down the number

15“Improving expert
predictions with

conformal prediction”
[Str+23]; “Towards

Human-AI
Complementarity with

Prediction Sets” [De
+24];

of instances that the human decision maker has to review,16 to name a

16“Improving
Screening Processes via

Calibrated Subset
Selection” [WJG22];

few. The focus in this thesis is mainly on the last mentioned use case,
namely on screening classifiers.

These classifiers are used in various applications including recruit-
ing, healthcare, criminal justice and credit lending. For instance, in
credit lending, due to a large number of applications, banks may
rely on an ML model to decide which credit applications to approve.
The ML model, taking some of the applicants’ predictive features,17

17These could be the
applicant’s income,

payment history, debt
history, or employment

status.

returns a score that the bank uses as a proxy for the creditworthiness
of the applicants. The bank then uses a policy18 to select some of the

18What we call a
“screening policy” later

in the thesis.

applications based on these scores.19

19Note that here the
final decision is taken

by the human end-user,
as opposed to the first

part, where each of the
human or AI takes

decisions for a fraction
of samples.

How well these scores approximate the creditworthiness of appli-
cants, how the bank interprets them, and what policy it uses to take
the final decisions based on these scores, all play a crucial role in the
trustworthiness and fairness of the final decisions. I call this setting
AI-assisted decision-making throughout the thesis. In Section 1.2 I dis-
cuss the challenges and gaps in designing screening classifiers and
present the main technical results in Part ii.

As mentioned above, in the following sections of this chapter, I
provide a high-level overview of these two paradigms and identify
the gaps in each that this thesis tries to fill. Before moving on, note
that the AI counterpart in this thesis is limited to a trained ML model
that provides a predicted label, or a predicted score, in a supervised
learning20 setting. While we believe our ideas can be generalized to

20Supervised Learning

other settings,21 studying those scenarios is beyond the scope of this

21Unsupervised
learning, reinforcement

learning, online
learning, etc.

thesis.

1.1 human-ai collaboration

As mentioned earlier, the main motivation behind designing human-
ML hybrid teams in which human and the ML model collaborate is that,
although each can outperform the other on specific tasks, or instances,
the collaboration has the potential to amplify the respective strengths

https://en.wikipedia.org/wiki/Supervised_learning
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of human and the ML model, resulting in improved joint performance
compared to the individual performances. This is usually referred
to as human-ML complementarity in the literature.22 The potential for 22“A taxonomy of

human and ML
strengths in
decision-making to
investigate human-ML
complementarity”
[Ras+23];

complementarity can stem from various factors. As stated by Rastogi
et al. [Ras+23], it can be due to the fact that each of the human and
the ML model optimizes a different objective,23 they are usually given

23An ML model
minimizes a loss
function or maximizes
a reward function while
a human decision
maker may have
various other risk
factors in mind, for
example maintaining
customers or good
social image.

different feature sets and histories,24 and they have different sets of

24For example, a
medical doctor gets to
interact with a patient
and see their physical
symptoms and learn
about the history in
their family in contrast
to the ML model.

actions available to them25.

25For example, an ML
model may only provide
diagnostics while a
medical doctor can also
provide emotional
support to a patient.

While the potential for complementarity has led to a widespread
adoption of these teams, the ML counterpart is often optimized with-
out explicitly accounting for the fact that it needs to operate alongside
a human, who has their own strengths, weaknesses, and error pat-
terns. This oversight has led to the development of approaches that are
mostly heuristic-based, optimize the ML model independently, and
fail to optimize the human-ML team performance. In this thesis I try
to close these gaps and fully unlock the potential in human-AI teams
by shifting the focus from model-centric optimization to team-aware
learning. This perspective has shaped a more principled approach in
designing human-ML teams.

Team-aware learning poses various challenges: One needs to model
the human error, or the human uncertainty in a way that is comparable
to that of the ML model.26 Furthermore, one needs to design a triage

26One of the
challenges that this
brought into our
real-world experiments
was the need for
large-scale datasets
with multiple human
annotations.

policy27 that optimally distributes the task between the ML model

27A policy that
determines which
samples are predicted
by the ML model and
which are predicted by
the human, defined
formally in Chapter 3

and the human, taking into account their respective error models.
Having selected the part of the task that is assigned to the ML model,
one needs to optimize the ML model exclusively on that part. And
most importantly, one needs to directly optimize for the joint system
performance. In other words, for any triage policy, there exists an
optimal predictive model corresponding to it, which is not necessarily
the model trained under full automation. This is important as the best
ML model is not necessarily the best for teamwork.28

28“Regression under
human assistance”
[De+20b]; “Learning to
Complement Humans”
[WHK20];

My goal in Part i of my thesis is to overcome the above-mentioned
challenges and design hybrid human-ML systems that achieve the
best joint performance.29

29Measured in terms
of predictive accuracy

1.2 ai-assisted decision-making

Screening classifiers are becoming increasingly common as many
selection processes receive hundreds or even thousands of applications.
Decision makers rely on these classifiers to shortlist a tractable set
of promising candidates. These shortlisted candidates then move
forward in the selection process and are evaluated in detail, possibly
multiple times, until one or more qualified candidates are selected.
Algorithmic screening consists of designing both a screening classifier,
which estimates the probability that a candidate is qualified, and a
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screening policy, which shortlists candidates using the candidates’
probability values estimated by the screening classifier.

While benefits and harms posed by automated screening have been
investigated in many high-stakes domains,30 these lines of works have30“Algorithmic

decision making and
the cost of fairness”

[Cor+17]; “Fair
decisions despite

imperfect predictions”
[Kil+20]; “Reliable

Decisions with
Threshold Calibration”

[Sah+21];

predominantly focused on preventing discrimination across groups
of interest, e.g., designing machine learning models whose predictive
performance (e.g., accuracy, false positive rate) is invariant across
groups. In contrast, the focus in my thesis is on preventing unfairness
within groups.

In simple terms, within-group fairness is satisfied when a rough
monotonicity property holds in the predicted scores, conditional on
group membership. That is, for members of the same group, higher
predicted scores should indicate higher chances of being qualified.
When such a simple and intuitive property is violated, it can happen
that qualified members within a demographic group are rejected by
the screening policy, while some members of the same demographic
group who are less likely to be qualified are selected. Hence, this
type of bias may prevent the best candidates from the groups—the
candidates who are more likely to be qualified—from moving forward
in the selection process and having a chance of being selected.

The goal in Part ii of my thesis is to bring attention to this type of
unfairness, to show that it is more than a theoretical construct and
is observed in real-world screening processes, and finally to design
post-hoc algorithms to avoid such types of discrimination.

1.3 thesis structure and contributions

All the work presented in this thesis is a result of collaborative ef-
forts, and none of it would have been possible without my co-authors.
Hence, I use the first-person plural31 when referring to the contribu-31i.e., “we”

tions of this thesis. This thesis is structured in two parts.
Part i focuses on human-AI collaboration as discussed previously

in Section 1.1 of the current chapter. Chapter 3 in this part consists of
three sections:

• Section 3.1 provides a general formulation of the problem of
supervised learning in human-AI teams.

• Section 3.2 is based on our paper “Classification under human
assistance” [De+21] in which we focus on classification tasks
using margin-based predictors. We first show that for convex
margin-based classifiers, the problem of classification under
human assistance is NP-hard. We then derive an alternative
representation of the objective function which enables us to use
efficient algorithms from the submodular function optimization
literature32 to solve the problem with nontrivial approximation32“Submodular

Maximization Beyond
Non-negativity:

Guarantees, Fast
Algorithms, and

Applications”
[Har+19];

guarantees.
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• Section 3.3 is based on our paper “Differentiable learning under
triage” [ODG21] which provides various interesting insights into
the problem of learning in human-AI teams. We identify under
which circumstances the human-AI team performance is superior
to the individual performances and what triaging policies allow
us to fully benefit from this potential. Building on such insights
we present a practical gradient-based algorithm that can be used
to find a sequence of triage policies and predictive models of
increasing performance.

Part ii focuses on AI-assisted decision-making as previously dis-
cussed in Section 1.2 of the current chapter. Chapter 4 in this part is
based on our paper “On the within-group fairness of screening clas-
sifiers” [OTR23]. There, we investigate the potential for within-group
bias and discrimination in screening classifiers, study the hardness of
designing screening classifiers that do not exhibit such biases and pro-
vide an efficient algorithm that minimally modifies a given classifier
so that its predictions are within-group fair. These parts assume some
background knowledge that is provided in Chapter 2.

Throughout the thesis whenever a defined term first appears in a
section, it is connected to the definition through a colored hyperlink,
for example clicking on triage policy takes you to where triage policy
is defined. Citations and figure captions are generally provided in the
margin except for the citations in Section 2.3: Related Work, which
do not fit in the margin and are provided inline. Proofs are generally
provided inline except for particularly lengthy ones which are deferred
to the Appendix to preserve the flow of the main text. A proof sketch
is nevertheless provided in the main text.

1.4 publications

All the papers making up this thesis have passed the peer-review pro-
cess and are published in top-tier ML conferences. They are presented
below in chronological order:

1. AAAI 2021 “Classification under human assistance”
Nastaran Okati*, Abir De*, Ali Zarezade, and Manuel Gomez Ro-
driguez. *Equal contribution [De+21]

2. NeurIPS 2021 “Differentiable learning under triage”
Nastaran Okati, Abir De, and Manuel Gomez Rodriguez. [ODG21]

3. ICML 2023 “On the within-group fairness of screening classi-
fiers”
Nastaran Okati, Stratis Tsirtsis, and Manuel Gomez Rodriguez. [OTR23]
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1.5 open-source contributions

Open-source implementation of the algorithms presented in this thesis,
the data used in our synthetic and real-world evaluations, together
with instructions on how to use the code to reproduce our results are
provided in the following repositories:

• Code and data for Section 3.2: https://github.com
/Human-Centric-Machine-Learning/classification-under-assistance.

• Code and data for Section 3.3: https://github.com
/Human-Centric-Machine-Learning/differentiable-learning-under-
triage.

• Code and data for Chapter 4: https://github.com
/Human-Centric-Machine-Learning/within-group-monotonicity.

https://github.com/Human-Centric-Machine-Learning/classification-under-assistance.git
https://github.com/Human-Centric-Machine-Learning/classification-under-assistance.git
https://github.com/Human-Centric-Machine-Learning/differentiable-learning-under-triage.git
https://github.com/Human-Centric-Machine-Learning/differentiable-learning-under-triage.git
https://github.com/Human-Centric-Machine-Learning/differentiable-learning-under-triage.git
https://github.com/Human-Centric-Machine-Learning/within-group-monotonicity.git
https://github.com/Human-Centric-Machine-Learning/within-group-monotonicity.git


2
B A C K G R O U N D

Familiarity with Submodularity and Calibration is necessary for un-
derstanding Section 3.2 and Chapter 4 respectively.

2.1 submodularity

Let V be a finite set of elements and g : 2V → R be a real-valued set
function where 2V denotes the power set of V. Then, g is a submodular
set function if the marginal gain of adding an element decreases as the
size of the set grows. This property is called the diminishing returns
property. Formally:

g(S∪ {j}) − g(S) ⩾ g(L∪ {j}) − g(L) ∀ S ⊆ L ⊆ V and j ∈ V \ L, (2.1)

or equivalently,∑
j∈L\S

[g(S∪ {j}) − g(S)] ⩾ g(S∪L) − g(S) ∀ S ⊆ L ⊆ V. (2.2)

There is an extensive literature on submodular set function optimiza-
tion with a wide range of applications in summarization,33 influence 33“A class of

submodular functions
for document
summarization”
[LB11];

maximization,34 active learning,35.

34“Maximizing the
spread of influence
through a social
network” [KKT03];

35“Adaptive
submodularity: Theory
and applications in
active learning and
stochastic optimization”
[GK11];

In practice, many set functions may not satisfy strict diminishing
returns property, but the marginal gains can be bounded. This is
known as approximate submodularity. While there exist various
notions for approximate submodularity, we focus on the notion of
weak submodularity which is defined by a natural extension of Eq. 2.2:∑

j∈L\S

[g(S∪ {j}) − g(S)] ⩾ γ[g(S∪L) − g(S)] ∀ S ⊆ L ⊆ V,

where the largest γ ∈ [0, 1] that satisfies the above is the submodularity
ratio. Note that any submodular function is also weak submodular
with submodularity ratio γ = 1. Weak submodularity has also gained
considerable attention with various use cases for example in feature
selection,36 and interpreting deep learning (DL) models.37 Lastly, a set 36“Submodular meets

spectral: Greedy
algorithms for subset
selection, sparse
approximation and
dictionary selection”
[DK11];
37“Streaming weak
submodularity:
Interpreting neural
networks on the fly”
[Ele+17];

function is modular if Eq. 2.1 holds with equality, i.e.,

g(S∪ {j}) − g(S) = g(L∪ {j}) − g(L) ∀ S ⊆ L ⊆ V and j ∈ V \L,

7
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Algorithm 1 Distorted Greedy

Input Ground set V, functions g and c, cardinality n and weak
submodularity parameter γ.
Initialize: S← ∅
for i = 0, . . . ,n− 1 do

ωi ←
(
1− γ

n

)n−(i+1)

% Choose the element with the maximum distorted gain
k∗ ← argmax

k∈V\S

{ωi · [g(S∪ {k}) − g(S)] − c({k})}

% Accept it if it positively contributes to the objective
if ωi · [g(S∪ {k∗}) − g(S)] − c({k∗}) > 0 then

S← S∪ {k∗}
Return S

and it is monotone if

g(S∪ {j}) − g(S) ⩾ 0 ∀ S ⊆ V and j ∈ V.

Submodular optimization The problem of maximizing a non-negative
monotone submodular function subject to a cardinality constraint is
defined as:

maximize g(S) subject to |S| ⩽ n.

A greedy algorithm enjoys approximation guarantees at solving this
problem.38 The greedy algorithm runs for n iterations and at each38“An analysis of

approximations for
maximizing

submodular set
functions—I”

[NWF78];

iteration adds the element with the maximum marginal gain to the
set (breaking ties arbitrarily) and achieves a (1− 1

e) approximation
guarantee. These results can also be generalized to the case where g

is γ-weakly submodular, in which case the greedy algorithm achieves
a (1− e−γ) approximation guarantee.3939“Approximate

submodularity and its
applications: subset

selection, sparse
approximation and

dictionary selection”
[DK18];

There exist algorithms for solving various other forms of (weak)
submodular function optimization problems. The one of interest to us
has the form:

maximize g(S) − c(S) subject to |S| ⩽ n,

where g is monotone, non-negative and γ-weakly submodular and c

is non-negative modular. There is a deterministic greedy algorithm,
Distorted Greedy, that runs in O(n|V|) and returns a set such that
the following approximation guarantee holds:4040“Submodular

Maximization Beyond
Non-negativity:

Guarantees, Fast
Algorithms, and

Applications”
[Har+19];

g(S) − c(S) ⩾ (1− e−γ)g(OPT) − c(OPT).

Instead of maximizing the marginal gain as in the original greedy
algorithm, this algorithm maximizes a distorted gain at each step. See
Algorithm 1 for a pseudocode of this algorithm.

A faster variant of Distorted Greedy is known as Stochastic

Distorted Greedy which runs in O(|V| log 1
ϵ). The difference to Dis-

torted Greedy is that this algorithm optimizes over a random sample
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Algorithm 2 Stochastic Distorted Greedy

Input Ground set V, functions g and c, cardinality n, weak submod-
ularity parameter γ, error ϵ.
Initialize: S← ∅, r← ⌈ |V|

n log 1
ϵ⌉

for i = 0, . . . ,n− 1 do
B← sample r elements uniformly and independently from V.
ωi ←

(
1− γ

n

)n−(i+1)

% Choose the element with the maximum distorted gain from the set B
k∗ ← argmax

k∈B

{ωi · [g(S∪ {k}) − g(S)] − c({k})}

% Accept it if it positively contributes to the objective
if ωi · [g(S∪ {k∗}) − g(S)] − c({k∗}) > 0 then

S← S∪ {k∗}
Return S

of size O(
|V|
n log 1

ϵ) at each iteration. See Algorithm 2 for a pseudocode
of this algorithm. This algorithm enjoys the following approximation
guarantee:

E[g(S) − c(S)] ⩾ (1− e−γ − ϵ)g(OPT) − c(OPT).

Lastly, given that the exact value of γ is mostly unknown and
data dependent, and commonly one can only find a lower bound on
γ, [Har+19] proposes γ-sweep to guess the value of γ. This algorithm
makes a sequence of guesses on the value of γ and runs either of the
above-mentioned algorithms41 with the value of these guesses as the 41Whichever of

Algorithm 1 or
Algorithm 2 is picked,
we have to remain
consistent and evaluate
all guesses using the
same algorithm.

submodularity ratio. Finally, it returns the set that maximizes the
objective in this procedure. This set is guaranteed to be nearly as good
as when the exact value of γ is known. Formally, if the algorithm
makes O(1δ log 1

δ) guesses, then it is guaranteed that:

E[g(S) − c(S)] ⩾ (1− e−γ −O(δ))g(OPT) − c(OPT).

An implementation of γ-sweep is provided in Algorithm 3. Note that
knowing a good lower bound on γ will result in fewer guesses and
hence a better run time.

2.2 calibration

Consider a screening process in which a decision maker relies on
a classifier output to select a set of candidates among the pool of
applicants. Let f : X→ [0, 1] be a score-based classifier mapping the
space of predictive features of applicants X to the space of quality
scores Y. In an ideal world we have that:

f(x) = Pr(Y = 1|X = x),

which means that given any individual, the classifier is able to estimate
their true probability of being qualified (Y = 1).
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Algorithm 3 γ-sweep

Input Ground set V, functions g and c, parameters δ ∈ (0, 1),
lower bound L.
Initialize: S−1 ← ∅, T ← ⌈1δ ln 1

max(δ,L)⌉
for r = 0, . . . , T do

% The guess for γ at this iteration
γr ← (1− δ)r

% Run one of Algorithm 1 or Algorithm 2 using the value of the guess
Sr ← A(V,g, c,n,γr).

Return argmaxS−1,...,ST
g(S) − c(S)

Obtaining individual conditional estimates is far from feasible with-
out strong distributional assumptions,42 and hence, a natural relax-42“Distribution-free

binary classification:
prediction sets,

confidence intervals
and calibration”

[GPR20];

ation asks the classifier to predict the true conditional estimates when
conditioned on the outputs of the classifier itself. This property is known
as calibration,43 formally defined as:

43“The
Well-Calibrated

Bayesian” [Daw82];

Pr(Y = 1 | f(X) = a) = a ∀a ∈ Range(f).

If a classifier is calibrated, then its outputs can be interpreted as true
probabilities on every level set of the classifier. As an example, in the
context of screening, calibration would imply that on average over
the people who receive a score of 0.8 from the classifier, 80% of them
are qualified (and similarly for any other score in Range(f)).44 One44Note how the

individual probability
estimate is replaced by
an average over those

receiving the same
score.

important detail here is that f can only have a finite range. In other
words, f has to provide a countable partition of X. The reason is that
if we make the conditioning set arbitrarily small, we cannot obtain
distribution-free guarantees, as in the individual case discussed above.

Calibration makes the downstream decision-making easier and more
interpretable. For example, if f is calibrated, then the decision maker
can, independently of the model provider, simply use a threshold
rule to select the applicants and this threshold only depends on the
number of applicants that they wish to select.45 Furthermore, they can45“Improving

Screening Processes via
Calibrated Subset

Selection” [WJG22];

reliably estimate the expected number of qualified applicants among
those that they select. Given that the end user and the developer of
the ML model are usually separate, calibration is an easy to interpret
statistical property that gives the end user more control when using
the model.
Post-hoc calibration methods Post-hoc calibration corresponds to
identifying a meaningful partition of X and estimating the conditional
probabilities for those partitions, using a heldout set, called the cal-
ibration set. There exist numerous number of post-hoc calibration
methods: Uniform-mass Binning [ZAD01], Isotonic Regression [ZE02],
Temperature Scaling [Guo+17], Platt Scaling [Pla99].

Here we focus only on binning-based calibration approaches since
those are the ones resulting in a finite range of f. These correspond to
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Isotonic regression and Uniform-mass binning (UMB). Since UMB has
distribution-free finite sample calibration guarantees [GR21], we use
this approach in this thesis.

UMB works as follows: using a calibration set Dcal, the interval
[0, 1] is partitioned into n bins such that each bin receives a (nearly)
equal number of calibration points where the assignment is based
on the interval that each f(xi) falls into. Then, the average of the yi

values inside every bin is set as the bin value. Refer to Algorithm 1

in [GPR20] for a pseudocode of the algorithm.

2.3 related work

2.3.1 Human-AI Collaboration

Human-AI collaboration is known under the terms: learning under
algorithmic triage [Rag+19b; ODG21], learning under human assis-
tance [De+20b; De+21], learning to complement humans [WHK21;
Ban+21], and learning to defer [MS20; Moz+23]. These bodies of work
can be naturally differentiated into two major ones. The first line
of work has developed rather general heuristic algorithms that do
not enjoy theoretical guarantees [Rag+19b; Ban+21; WHK21]. The
second has developed algorithms with theoretical guarantees [De+20b;
MS20]; however, they have focused on more restrictive settings. More
specifically, De et al. [De+20b] focus on ridge regression and reduce
the problem to the maximization of approximately submodular func-
tions, and Mozannar and Sontag [MS20] view the problem from the
perspective of cost sensitive learning and introduce a convex and con-
sistent surrogate loss of the objective function they consider. My thesis
advances the second line of work by providing rigorous theoretical
analysis and efficient algorithms for human-AI teamwork in Part i.

In what comes next, I provide a brief overview of some bodies of
work that are closely related to, but inherently different from, the
above-mentioned literature on human-AI collaboration. These lines of
work include the literature on active learning, learning to reject, and
reinforcement learning with human feedback (RLHF).
Active learning. In active learning,46 the goal is to determine which 46To name a

few: [CP19; CGJ95;
GS07; Has+19;
Hoi+06; SM14;
SR06; WNC05;
Hai+24; Rob+24]

subset of training samples a human expert should label so that a
supervised machine learning model, trained on these samples, ge-
neralizes well across the entire feature space during test. There are
various fundamental differences between human-AI collaboration and
active learning. In human-AI collaboration, at deployment time, the
trained model only needs to accurately predict samples which are
close to the samples assigned to the machine during training time.
The remaining samples are assigned to the human decision maker. In
contrast, in active learning, the trained model needs to predict well any
sample during test time and human does not provide any predictions
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at deployment time. Furthermore, in active learning, the human
annotator is regarded as an oracle that provides the ground truth label
(during training) and is free of errors. In human-AI collaboration,
however, human also possesses errors and biases which need to be
properly modeled.
Learning to reject. The literature on learning to reject decisions47 asks47To name a

few: [BW08;
CDM16; El-+10;

GE19; GUE;
Hsu+20; Liu+19;
RTA18; Thu+19;
WE11; Ziy+20]

the ML models to reject to provide predictions in the presence of high
levels of uncertainty. In other words, these models should be aware
of when they are likely to be incorrect. This setup, however, does not
consider that there is a human decision maker, with a human error
model, who takes a decision whenever the models rejects to do so.
Furthermore, this setup is mostly applied at deployment time and the
models are trained to predict the labels of all samples in the training
set, as in full automation. In contrast, in human-AI collaboration the
model is optimized for teamwork at training time.
RLHF. The main motivation behind this line of work is that human
feedback, experience and domain knowledge can be utilized to im-
prove the performance of the ML models. In reinforcement learning
(RL), an agent interacts with an environment and tries to learn a policy
for taking actions that maximize its cumulative reward. RLHF seeks
to bring human preference (feedback) to the reward model [Chr+17].
RLHF has recently become a popular method for different tasks re-
lated to language models ranging from fine-tuning [Zie+19], sum-
marization [Sti+20], and question-answering [Nak+21] to reducing
their potential harm [Bai+22; Gan+22]. Note that in our setup we do
not assume that the ML model can interact with the environment or
receive feedback from the human as we focus on supervised learning
settings.

Note that there exists a body of literature that focuses on developing
RL models that are optimized to operate in a teamwork scenario
together with a human [Str+21; Mer+20] and it should not be confused
with the literature on RLHF. In other words, such works do not
incorporate human preferences into the reward function but rather
try to learn an optimal policy for triage (deferral) together with an
optimal policy for the agent.

2.3.2 Fairness in AI-Assisted Decision-Making

There is an extensive and rapidly growing line of work addressing
bias and discrimination in the machine learning literature.48 This line48 To name a

few: [HPS16;
FSV21; Cho17;

Zaf+17; Ple+17;
YS17; CSV18;
BGW18; SJ18;

Kle18; Héb+18; SJ19;
KGZ19; Beu+19b;
Jun+21; Pro+22]

of work has applications in a variety of important domains, including
health care [Gar97; WM09], criminal justice [DMB16; WBL16; Ang+22;
Fel+16; DF18] and recommender systems [Swe13; DTD15; Beu+19a;
Wan+21]. However, as mentioned earlier, it has predominantly focused
on preventing discrimination across demographic groups of interest,
e.g., designing machine learning models whose predictive performance
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(e.g., accuracy, false positive rate) is invariant across groups. In contrast,
the focus in Part ii of this thesis is on preventing discrimination within
groups.

Within the above machine learning literature, there are a few notable
exceptions [Zeh+17; YGS19; GB21; Zeh+22], which studied similar
notions to within-group fairness in the context of ranking. Among
them, the notion of in-group monotonicity by Zehlike et al. [Zeh+17;
Zeh+22] is perhaps the most similar. However, it comprises only the
top-k ranked candidates in a specific pool of candidates (i.e., in our
work, the shortlisted candidates), rather than every candidate in a
population of interest, and unconditional quality scores, rather than
group conditional quality scores. Our work is also related to the body
of work on calibration and within-group calibration described below:
Calibration. Refer to Section 2.2 for a background on calibration. A
line of work has been devoted to the study of calibration in supervised
learning,49 where, the main focus has been on the design of classifiers 49To name a

few: [ZAD01; ZE02;
Guo+17; KSJ18;
KT20; Kar+21]

with low calibration error using calibration-aware training or post-
hoc re-calibration, or on proposing proper approaches to measure
miscalibration [Mat+23; Guy+25; Arr+22]. There have also been recent
efforts to ensure calibration errors are bias-free [Brö11; FF12; Roe+22].
In this thesis, the goal is not to improve the screening classifier in
terms of calibration error; in contrast, we assume that we are given a
perfectly calibrated classifier. We then argue that even such classifiers,
that are widely trusted in high-stakes decision-making tasks, can
exhibit biases when conditioned on group memberships and then, try
to eliminate such biases using post-hoc algorithms.
Within-group calibration. Within-group calibration [Ple+17; Kle18]
strengthens calibration by asking for well-calibrated probability esti-
mates across pre-defined groups, so that a decision maker need not
use group membership to interpret these estimates. However, in the
context of screening, our results show that within-group calibration
may be an unnecessarily strong requirement which may result in
coarse predictions which reduce accuracy. In this context, it is also
worth mentioning multicalibration [Héb+18] which is a stronger no-
tion than within-group calibration which asks for calibrated estimates
for any identifiable and possibly overlapping groups.
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3
S U P E RV I S E D L E A R N I N G I N H U M A N - A I T E A M S

“Weak human + machine + better process was superior to a
strong computer alone and, more remarkably, superior to a strong
human + machine + inferior process”

- Garry Kasparov, former World Chess Champion 50 50Deep thinking:
where machine
intelligence ends and
human creativity
begins [Kas17];

3.1 problem formulation

Let X ⊆ Rd be the feature domain, Y be the label domain, and assume
features and labels are sampled from a ground truth distribution
P(x,y) = P(x)P(y |x). Moreover, let h(x) be the predicted score,51 or 51In Section 3.2,

where the focus is on
SVMs, we assume
human provides a score,
i.e., h(x) ∈ [−H,H]
using which we model
the human error as
hinge loss.

predicted label,52 provided by a human expert and assume they are

52In Section 3.3 we
assume human provides
a label, i.e.,
h(x) : X → Y since
we want it to be
comparable to the error
of the predictive model
which provides a label
prediction.

sampled from a distribution P(h |x), which models the disagreements
amongst experts.53 Then, in supervised learning in human-AI teams,

53“Direct uncertainty
prediction for medical
second opinions”
[Rag+19a];

one needs to find:

(i) a triage policy π : X → {0, 1}, which determines who predicts
each feature vector—a supervised learning model (π(x) = 0) or a
human expert (π(x) = 1);

(ii) a predictive model m : X → Y, which needs to provide label
predictions for those feature vectors x for which π(x) = 0.

Here, as in standard supervised learning, we look for the triage policy
and the predictive model that result in the most accurate label predic-
tions by minimizing a loss function ℓ(ŷ,y), where y is the ground truth
label and ŷ is the predicted one. More formally, let Π be the set of all
triage policies, then, given a hypothesis class of predictive models M,
our goal is to solve the following joint minimization problem:

minimize
π∈Π,m∈M

L(π,m) subject to Ex[π(x)] ⩽ b (3.1)

where b is the budget,54 a given parameter that limits the level of 54A linear constraint
on the number of
examples outsourced to
humans makes sense
because, in most
practical scenarios,
humans get paid every
time they make a
prediction—if they
make n predictions,
they get paid n times.

triage, i.e., the percentage of samples human experts need to provide
predictions for. Hence, our goal in both Section 3.2 and Section 3.3 is

17
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to solve the optimization problem in Eq. 3.1. In Section 3.2 the class
of predictive models is the class of convex margin-based classifiers,
which is generalized to any differentiable model in Section 3.3.

3.2 margin-based classification in human-ai teams

This section introduces our first steps towards tackling the problem of
designing learning algorithms that are optimized to operate under dif-
ferent automation levels. We focus on convex margin-based classifiers
and first show that the problem is NP-hard. Then, we further show
that, for support vector machines (SVMs), the corresponding objective
function can be expressed as the difference of two functions f = g− c,
where g is monotone, non-negative and γ-weakly submodular, and c

is non-negative and modular. This representation allows us to utilize
a deterministic greedy algorithm (Algorithm 1: Distorted Greedy),
as well as a more efficient randomized variant of the algorithm (Algo-
rithm 2: Stochastic Distorted Greedy), which enjoy approximation
guarantees at solving the problem.5555“Submodular

Maximization Beyond
Non-negativity:

Guarantees, Fast
Algorithms, and

Applications”
[Har+19];

We start by formally introducing margin-based classification under
human assistance. For simplicity, we will consider binary classification,
however, our ideas can be extended to m-ary classification.

In binary classification, one needs to find a mapping function m(x)

between feature vectors x, and class labels y ∈ Y = {−1, 1}. To this end,
one utilizes a training set D = {(xi,yi)}i∈V to construct a mapping
that works well on an unseen test set. For margin-based classifiers,
finding this mapping usually reduces to building a decision boundary
defined by a set of parameters θ that separates feature vectors in the
training set according to their class labels. One typically looks for the
decision boundary that achieves the greatest classification accuracy
in a test set by minimizing a convex loss function ℓ(dθ(x),y) over a
training set, i.e.,

θ∗ = argmin
θ

∑
i∈V

ℓ(dθ(xi),yi),

where dθ(xi) denotes the signed distance from the feature vector x to
the decision boundary. Then, given an unseen feature vector x from the
test set, the classifier predicts m(x) = 1 if dθ∗(xi) ⩾ 0 and m(x) = −1

otherwise.

In binary classification under human assistance,56 for every feature56We use "learning
under human

assistance", "learning
under algorithmic

triage" and "learning
in human-AI teams"

interchangeably.

vector x, we resort to a triage policy to decide which of the classifier or
the human expert make the final prediction. Given the training set D,
the policy simply reduces to choosing the subset of training samples
S ⊆ V that are outsourced to human experts, with |S| ⩽ n.57 We then

57n is the maximum
number of samples that

can be outsourced to
human while not

exceeding the budget,
i.e., n

|V|
⩽ b.

need to build a decision boundary that separates feature vectors in
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the subset of training samples Sc = V\S according to their class labels.
We can hence rewrite the optimization problem in Eq. 3.1 as:

minimize
S,θ

∑
i∈V\S

ℓ(dθ(xi),yi) +
∑
i∈S

ℓ(h(xi),yi)

subject to |S| ⩽ n,
(3.2)

where ℓ(h(x),y) denotes the human error per sample, which we will
define more precisely in the next section. Here, we assume that human
annotations are independent, which allows us to cast the total human
error as the sum of human error per sample over all instances.

First note that, if we are given the optimal set S∗, we can find
the optimal parameter θ∗ = θ∗(V\S∗) in polynomial time since, by
assumption, the loss ℓ(dθ(xi),yi) is convex. However, the following
theorem tells us that, in general, we cannot expect to find both S∗ and
θ∗ in polynomial time:

Theorem 3.2.1 The problem of designing margin-based classifiers under
human assistance defined in Eq. 3.2 is NP-Hard.

Proof We prove that a particular instance of our problem is NP-
hard. Let ℓ(dw(xi),yi) = (1− yw⊤xi)

2 and assume the human error
ℓ(h(xi),yi) = 0 for all i ∈ V, X = [x⊤

1 ;x⊤
2 ; ..;x⊤

|V|
] has full row rank

|V|. Then, we can map our problem to the NP-hard problem of robust
least square regression,58 which is given by: 58“Consistent robust

regression” [Bha+17];

minimize
S,w,|S|>n

∑
i∈S

(ri −w
⊤xi)

2,

where ri ∈ R. More specifically, note that since X has full row
rank then, it has a right inverse. Then, we define w0 = X−1

R (y − r),
where X−1

R is the right inverse of X . Therefore, w⊤
0 xi = x⊤

i w0 =[
XX−1

R

]
i⋆
(y− r) = yi − ri, where Ai⋆ denotes the i’th row of matrix

A. Finally, if we define a new variable w ′ = w−w0, we can rewrite
the optimization problem in Eq. 3.2 as follows:

minimize
w,V\S,|V\S|>|V|−n

(1− yiw
⊤xi)

2

= minimize
w ′,V\S,|V\S|>|V|−n

(1− yiw
′⊤xi − yiw

⊤
0 xi)

2

= minimize
w ′,V\S,|V\S|>|V|−n

(1− yiw
′⊤xi − y2

i + yiri)
2

= minimize
w ′,V\S,|V\S|>|V|−n

(yiri − yiw
′⊤xi)

2

= minimize
w ′,V\S,|V\S|>|V|−n

(ri −w
′⊤xi)

2.

Moreover, given the solution to the above minimization problem, we
would still need to decide whether to outsource an unseen feature
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vector x from the test set to a human expert even if x ̸= xi for
all i ∈ V. To this end, we could train an additional model π̂(x) to
decide which samples to outsource to a human using the labeled set
{(xi, si)}i∈V, where xi are the feature vectors in the training set and
si = 1 if i ∈ S∗ and si = 0 otherwise. Then, as long as this model does
not make mistakes on the training set, one can readily conclude that
the samples assigned to the classifier during training are as if they
were sampled from the feature distribution p(x)π(s = 0 |x) induced
by π. As a direct consequence, if the model π(s |x) is smooth with
respect to x, one can further conclude that the trained margin-based
classifier will work well on the unseen samples it needs to decide upon
at test time, i.e., samples from p(x)π(s = 0 |x).

We are now ready to present our algorithms that solve Eq. 3.2 with
approximation guarantees for SVMs.

3.2.1 Algorithms with Approximation Guarantees for SVMs

We start by showing that, for SVMs, the optimization problem defined
in Eq. 3.1 can be rewritten as a maximization of the difference of two
functions g− c, where g is monotone, non-negative, and γ-weakly
submodular and c is non-negative modular and further find a lower
bound on the submodularity ratio γ.

For (soft margin) SVMs, we can first rewrite the minimization prob-
lem defined in Eq. 3.2 as follows:5959In Appendix 1.4, we

also consider hard
margin linear SVMs,

which are relevant
whenever the data is

linearly separable.

minimize
S,w,b

∑
i∈V\S

[
λ∥w∥2 + [1− yi(w

⊤Φ(xi) + b)]+

]
︸ ︷︷ ︸

ℓ(dw,b(xi),yi)

+
∑
i∈S

[1− yih(xi)]+︸ ︷︷ ︸
ℓ(h(xi),yi)

subject to |S| ⩽ n, (3.3)

where Φ(·) denotes a given feature transformation, h(·) ∈ [−H,H] is
the (normalized) score provided by the human experts, which is only
known for the training samples, and H > 0 is a given constant. In the
above, we measure the human error ℓ(h(x),y) using a hinge loss [1−

y · h(x)]+ because the SVM formulation also uses a hinge loss [1− y ·
(wTx+ b)]+ to measure the machine error. This is necessary in order
to compare human and machine performance meaningfully. However,
our solution is agnostic to this specific choice—it is applicable to any
human error model.

Now, for any given set S, letw∗(V\S) and b∗(V\S) be the parameters
that minimize the objective function above, i.e.,

w∗(V\S),b∗(V\S) = argmin
w,b

∑
i∈V\S

[λ∥w∥2

+ (1− yi(w
⊤Φ(xi) + b))+].
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Figure 3.1: Convex
hulls and reduced
convex hulls. Pan-
els (a) and (b) show
the convex hulls C±

and reduced convex
hulls C±

1/s
of a train-

ing set whose feature
vectors are non sepa-
rable. In both panels,
cyan and orange dots
represent feature vec-
tors xi with yi = 1

and yi = −1, respec-
tively.
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We first define di↵erent components for reinforcement learning with respect to graph modeling. In the
context of reinforcement learning, we define the actions and rewards as follows:
Actions. Actions are defined as,

A = {Gi ⇠ p✓(G|Zi)pprior(Zi)}, (11)

Here Gi is a sampled graph given a latent representation Zi. Note that, we define G as G := (V, E , Y, F).
where (V, E , Y, F) means the set of vertices, edges, edge features and node features.

1

Learning to Generate Graphs with Reinforcement Learning

1 Garbage

C�
1/2

C�
1/2C�
1/2 (1)

C�
1C�
1C�
1 (2)

C�
1/s⇤C�
1/s⇤C�
1/s⇤ (3)

C�
1/V�|C�
1/V�|C�
1/V�| (4)

C�
1/s

C�
1/sC�
1/s (5)

C+
1/2

C+
1/2C+
1/2 (6)

C+
1C+
1C+
1 (7)

C+
1/s⇤C+
1/s⇤C+
1/s⇤ (8)

C+
1/V�|C+
1/V�|C+
1/V�| (9)

C+
1/s

C+
1/sC+
1/s (10)

2 Model

We first define di↵erent components for reinforcement learning with respect to graph modeling. In the
context of reinforcement learning, we define the actions and rewards as follows:
Actions. Actions are defined as,

A = {Gi ⇠ p✓(G|Zi)pprior(Zi)}, (11)

Here Gi is a sampled graph given a latent representation Zi. Note that, we define G as G := (V, E , Y, F).
where (V, E , Y, F) means the set of vertices, edges, edge features and node features.

1

Learning to Generate Graphs with Reinforcement Learning

1 Garbage

C�
1/2

C�
1/2C�
1/2 (1)

C�
1C�
1C�
1 (2)

C�
1/s⇤C�
1/s⇤C�
1/s⇤ (3)

C�
1/V�|C�
1/V�|C�
1/V�| (4)

C�
1/s

C�
1/sC�
1/s (5)

C+
1/2

C+
1/2C+
1/2 (6)

C+
1C+
1C+
1 (7)

C+
1/s⇤C+
1/s⇤C+
1/s⇤ (8)

C+
1/V�|C+
1/V�|C+
1/V�| (9)

C+
1/s

C+
1/sC+
1/s (10)

2 Model

We first define di↵erent components for reinforcement learning with respect to graph modeling. In the
context of reinforcement learning, we define the actions and rewards as follows:
Actions. Actions are defined as,

A = {Gi ⇠ p✓(G|Zi)pprior(Zi)}, (11)

Here Gi is a sampled graph given a latent representation Zi. Note that, we define G as G := (V, E , Y, F).
where (V, E , Y, F) means the set of vertices, edges, edge features and node features.

1

Learning to Generate Graphs with Reinforcement Learning

1 Garbage

C�
1/2

C�
1/2C�
1/2 (1)

C�
1C�
1C�
1 (2)

C�
1/s⇤C�
1/s⇤C�
1/s⇤ (3)

C�
1/V�|C�
1/V�|C�
1/V�| (4)

C�
1/s

C�
1/sC�
1/s (5)

C+
1/2

C+
1/2C+
1/2 (6)

C+
1C+
1C+
1 (7)

C+
1/s⇤C+
1/s⇤C+
1/s⇤ (8)

C+
1/V�|C+
1/V�|C+
1/V�| (9)

C+
1/s

C+
1/sC+
1/s (10)

2 Model

We first define di↵erent components for reinforcement learning with respect to graph modeling. In the
context of reinforcement learning, we define the actions and rewards as follows:
Actions. Actions are defined as,

A = {Gi ⇠ p✓(G|Zi)pprior(Zi)}, (11)

Here Gi is a sampled graph given a latent representation Zi. Note that, we define G as G := (V, E , Y, F).
where (V, E , Y, F) means the set of vertices, edges, edge features and node features.

1

Learning to Generate Graphs with Reinforcement Learning

1 Garbage

C�
1/2

C�
1/2C�
1/2 (1)

C�
1C�
1C�
1 (2)

C�
1/s⇤C�
1/s⇤C�
1/s⇤ (3)

C�
1/V�|C�
1/V�|C�
1/V�| (4)

C�
1/s

C�
1/sC�
1/s (5)

C+
1/2

C+
1/2C+
1/2 (6)

C+
1C+
1C+
1 (7)

C+
1/s⇤C+
1/s⇤C+
1/s⇤ (8)

C+
1/V�|C+
1/V�|C+
1/V�| (9)

C+
1/s

C+
1/sC+
1/s (10)

2 Model

We first define di↵erent components for reinforcement learning with respect to graph modeling. In the
context of reinforcement learning, we define the actions and rewards as follows:
Actions. Actions are defined as,

A = {Gi ⇠ p✓(G|Zi)pprior(Zi)}, (11)

Here Gi is a sampled graph given a latent representation Zi. Note that, we define G as G := (V, E , Y, F).
where (V, E , Y, F) means the set of vertices, edges, edge features and node features.

1

Learning to Generate Graphs with Reinforcement Learning

1 Garbage

C�
1/2

C�
1/2C�
1/2 (1)

C�
1C�
1C�
1 (2)

C�
1/s⇤C�
1/s⇤C�
1/s⇤ (3)

C�
1/V�|C�
1/V�|C�
1/V�| (4)

C�
1/s

C�
1/sC�
1/s (5)

C+
1/2

C+
1/2C+
1/2 (6)

C+
1C+
1C+
1 (7)

C+
1/s⇤C+
1/s⇤C+
1/s⇤ (8)

C+
1/V�|C+
1/V�|C+
1/V�| (9)

C+
1/s

C+
1/sC+
1/s (10)

2 Model

We first define di↵erent components for reinforcement learning with respect to graph modeling. In the
context of reinforcement learning, we define the actions and rewards as follows:
Actions. Actions are defined as,

A = {Gi ⇠ p✓(G|Zi)pprior(Zi)}, (11)

Here Gi is a sampled graph given a latent representation Zi. Note that, we define G as G := (V, E , Y, F).
where (V, E , Y, F) means the set of vertices, edges, edge features and node features.

1

Learning to Generate Graphs with Reinforcement Learning

1 Garbage

C�
1/2

C�
1/2C�
1/2 (1)

C�
1C�
1C�
1 (2)

C�
1/s⇤C�
1/s⇤C�
1/s⇤ (3)

C�
1/|V�|C�
1/|V�|C�
1/|V�| (4)

C�
1/s

C�
1/sC�
1/s (5)

C+
1/2

C+
1/2C+
1/2 (6)

C+
1C+
1C+
1 (7)

C+
1/s⇤C+
1/s⇤C+
1/s⇤ (8)

C+
1/|V+|C+
1/|V+|C+
1/|V+| (9)

C+
1/s

C+
1/sC+
1/s (10)

2 Model

We first define di↵erent components for reinforcement learning with respect to graph modeling. In the
context of reinforcement learning, we define the actions and rewards as follows:
Actions. Actions are defined as,

A = {Gi ⇠ p✓(G|Zi)pprior(Zi)}, (11)

Here Gi is a sampled graph given a latent representation Zi. Note that, we define G as G := (V, E , Y, F).
where (V, E , Y, F) means the set of vertices, edges, edge features and node features.

1

Learning to Generate Graphs with Reinforcement Learning

1 Garbage

C�
1/2

C�
1/2C�
1/2 (1)

C�
1C�
1C�
1 (2)

C�
1/s⇤C�
1/s⇤C�
1/s⇤ (3)

C�
1/|V�|C�
1/|V�|C�
1/|V�| (4)

C�
1/s

C�
1/sC�
1/s (5)

C+
1/2

C+
1/2C+
1/2 (6)

C+
1C+
1C+
1 (7)

C+
1/s⇤C+
1/s⇤C+
1/s⇤ (8)

C+
1/|V+|C+
1/|V+|C+
1/|V+| (9)

C+
1/s

C+
1/sC+
1/s (10)

2 Model

We first define di↵erent components for reinforcement learning with respect to graph modeling. In the
context of reinforcement learning, we define the actions and rewards as follows:
Actions. Actions are defined as,

A = {Gi ⇠ p✓(G|Zi)pprior(Zi)}, (11)

Here Gi is a sampled graph given a latent representation Zi. Note that, we define G as G := (V, E , Y, F).
where (V, E , Y, F) means the set of vertices, edges, edge features and node features.

1

(b) Sequence of C±
1/s

for s ∈N+

Here, note that these parameters can be found in polynomial time
since the first two parameters in the objective function are convex.
Then, we can rewrite the above minimization problem as a set function
maximization problem:

maximize
S

g(S) − c(S), subject to |S| ⩽ n, (3.4)

where

g(S) =

i︷ ︸︸ ︷
λ|V|∥w∗(V)∥2 +

∑
i∈V

[1− yi(w
∗(V)⊤Φ(xi) + b∗(V))]+

− λ|V\S|∥w∗(V\S)∥2 −
∑

i∈V\S

[1− yi(w
∗(V\S)⊤Φ(xi) + b∗(V\S))]+,

and

c(S) =
∑
i∈S

[1− yih(xi)]+. (3.5)

In the above, the first terms in (i) ensure that the function g(S) is non-
negative and the function c(S) is clearly non-negative and modular.60 60To understand

Eq. 3.5 better, see
that (i) does not
depend S and hence,
is just an additive
positive constant.
The remainder terms
are directly from
Eq. 3.2 where the
negation is because
the minimzation
problem is turned to
a maximization one.

Moreover, we have the following proposition, which shows that g(S)
is a monotone function (proven in Appendix 1.1):

Proposition 3.2.2 The set function g(S), defined in Eq. 3.5, is monotone.

If the feature vectors in the training set are not separable according
to their class labels, there exist instances of the problem in which
the function g(S) has submodularity ratio γ = 0. However, we will
now identify a general class of feature distributions for which the
function g(S) has a nonzero submodularity ratio and its value can be
lower bounded. This lower bound will allow a deterministic greedy
algorithm as well as its randomized variant to enjoy approximation
guarantees at solving the problem (see Section 2.1). In the remainder,
we first consider linear SVMs, i.e., Φ(x) = x, and then nonlinear
SVMs.
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Let V+ and V− be the set of training samples with positive and
negative labels, respectively, C+ and C− be their corresponding convex
hulls, i.e.,

C± =

 ∑
i∈V±

µixi

∣∣∣ ∑
i∈V±

µi = 1, µi ⩾ 0

 , (3.6)

and ∆ be the minimum distance between them, i.e.,

∆ = min
x+∈C+,x−∈C−

∥x+ −x−∥.

Then, note that, whenever the feature vectors in the training set are
not separable according to their class labels, the above convex hulls
overlap and thus ∆ = 0. However, under mild technical conditions,
there will always exist subsets of feature vectors within these convex
hulls that do not overlap, as shown in Figure 3.1. To characterize these
subsets, we introduce the notion of reduced convex hulls:6161“Duality and

geometry in SVM
classifiers” [BB00];

C±
1/s

=

 ∑
i∈V±

µixi

∣∣∣ ∑
i∈V±

µi = 1, 0 ⩽ µi ⩽
1

s

 , (3.7)

where s ∈ N+, with s ⩽ min{|V+|, |V−|} and, similarly as before, we
denote the minimum distance between them as

∆1/s = min
x+∈C+

1/s
,x−∈C−

1/s

∥x+ −x−∥.

Now, consider the sequence of reduced convex hulls {(C+
1/s

,C−
1/s

)}Vmin
s=1 ,

where Vmin = min{|V+|, |V−|}, illustrated in Figure 3.1(b), and note
that the corresponding minimum distances, by definition, satisfy that
∆1/s ⩽ ∆1/s ′ for all s ′ > s. Then, we measure to what extent feature
vectors with positive and negative labels overlap using the distance

∆∗ = min
s∈{1,...,Vmin}

{∆1/s | ∆1/s > 0}, (3.8)

where the higher the value of s∗ = argmins {∆1/s | ∆1/s > 0}, the
higher the overlap between feature vectors with positive and negative
labels. Moreover, if there are no elements in the sequence with positive
distance, we set ∆∗ = 0 and s∗ = 0.

Given the above, we are now ready to present and prove one of
our key results, which characterizes the submodularity ratio of the
function g(S) in terms of the amount of overlap between feature
vectors with positive and negative labels, as measured by the distance
∆∗ (proven in Appendix 1.2):

Theorem 3.2.3 Let the following conditions hold:

Φ(x) = x, ρ∗ = Vmin/|V|,σ∗ = s∗/|V|,η =

(
2
√
λ+ max

i∈V
∥xi∥

)
/
√
λ.



3.2 margin-based classification in human-ai teams 23

Then, the submodularity ratio γ of the function g(S) (defined in Eq. 3.5)
satisfies that

γ ⩾ γ∗ =

min

{
[∆∗σ∗]2

4λ
,

1

(η− 2)2

}

η+
η2

2

(
1

2
+

√
1

4
+

4|V|(η− 1)

η2

)
+ (η− 1) |V|

as long as the number of samples outsourced to humans n ⩽ (ρ∗ − σ∗)|V|.

For nonlinear SVMs, rather than characterizing the submodularity
ratio in terms of ∆∗ and s∗, we resort to the spectral properties of the
kernel matrix K = [K(xi,xj)]i,j∈V. In particular, our key result is the
following theorem (proven in Appendix 1.3):

Theorem 3.2.4 Let η =
(
2
√
λ+ maxi∈V

√
K(xi,xi)

)
/
√
λ, Y = diag({y}i∈V),

ρ∗ = Vmin/|V|, and

ζ = minimize
µ⩾0,

∑
i∈V+ µi=1,

∑
i∈V− µi=1

µ⊤Y ⊤KY µ.

If the kernel matrix is full rank, i.e., rank(K) = |V|, then the submodularity
ratio γ of the function g(S) satisfies that

γ ⩾ γ∗ =

min
{
ζσ∗2

4λ
,

1

(η− 2)2

}
η+

η2

2

(
1

2
+

√
1

4
+

4|V|(η− 1)

η2

)
+ (η− 1) |V|

,

as long as n ⩽ (ρ∗ − σ∗)|V| for some σ∗ ∈ (0, ρ∗].

Finally, for the particular case of (soft margin) SVMs without offset,
i.e., b = 0 in Eq. 3.3, we can derive a stronger lower bound, which
does not depend on ∆∗ and s∗, by exploiting their greater stability
properties (proven in Appendix 1.5):

Theorem 3.2.5 If η =
(
2
√
λ+ maxi∈V

√
K(xi,xi)

)
/
√
λ, then for SVMs

without offset, (b = 0 in Eq. 3.3), the submodularity ratio of the function
g(S) is given by

γ ⩾ γ∗ = min
{

1

(η− 2)2
,
1

2

}/[
η+

η2

2

]
.

Proof sketch of the key technical results The proofs of Theorems 3.2.3,
3.2.4 and 3.2.5 consist of two steps. In the first step, we show that
g(S∪ {j})−g(S) ⩾ λ ∥w∗(V\S)∥2 and use the dual formulation of SVM
as well as the properties of the corresponding SVM model to derive
a lower bound of ∥w∗(V\S)∥. In the second step, we use the stability
property of SVM62 to derive the upper bound on g(S ∪ L) − g(S). 62“Stability and

generalization” [BE02];These two steps together lead to the bound on γ∗.
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While the bounds in all the above theorems are tight in terms of the
size of the dataset, there are notable differences between the different
model classes. For SVMs with offsets, Theorems 3.2.3 and 3.2.4 suggest
that the submodularity ratio bound decreases proportionally to 1/|V|

and this is due to their poor stability properties.63 For SVMs without63“Stability of
unstable learning

algorithms” [HSS07];
offsets, Theorem 3.2.5 tells us that the submodularity ratio bound is
independent of |V| and this is due to their greater stability properties.64

64“Stability and
generalization” [BE02];

More specifically, for any L ⊆ V\S, the marginal gain g(S∪L) − g(S)

can be upper bounded by a smaller quantity than in the case of SVMs
with offsets and this results into a stronger lower bound. These results
enable us to use an algorithm with approximation guarantees which
we describe next.
Distorted greedy algorithm As discussed in detail in Section 2.1, the
algorithm65 proceeds iteratively and, at each iteration, it assigns to65“Submodular

Maximization Beyond
Non-negativity:

Guarantees, Fast
Algorithms, and

Applications”
[Har+19];

the humans the sample (xk,yk) that provides the highest marginal
distorted gain among the remaining training samples V \ S. Algo-
rithm 1 summarizes the algorithm, which requires the value of the
submodularity ratio γ as an input. Since we only have data dependant
bounds on γ, in our experiments, we use Algorithm 3 which is a meta
algorithm proposed in [Har+19] to guess the value of γ.

Since we have shown that the objective function in Eq. 3.4 can
be expressed as the difference of two functions g − c, where g is
monotone, non-negative and γ-weakly submodular and c is non-
negative modular, it readily follows from Theorem 3 in [Har+19]
that the distorted greedy algorithm enjoys approximation guarantees.
More specifically, the distorted greedy algorithm is guaranteed to
return a set S such that

g(S) − c(S) ⩾ (1− e−γ)g(OPT) − c(OPT), (3.9)

where OPT is the optimal set and γ ⩾ γ∗ with γ∗ defined in Theo-
rem 3.2.3 (linear SVMs with offset), Theorem 3.2.4 (nonlinear SVMs
with offset), or Theorem 3.2.5 (SVMs without offset).

In addition to the distorted greedy algorithm, which needs to make
O(n|V|) evaluations of the function g(·), [Har+19] has also proposed a
randomized variant of the algorithm, which enjoys an asymptotically
faster run time due to the use of sampling techniques and is also
applicable to our problem. Instead of optimizing over the entire
ground set V at each iteration, it optimizes over a random sample
Bi ⊆ V of size O(

|V|
n log 1

ϵ). Hence, it only needs to make O(|V| log(1ϵ))
evaluations of g(·) and it returns a set S such that

E[g(S) − c(S)] ⩾ (1− e−γ − ϵ)g(OPT) − c(OPT). (3.10)

Please refer to Section 2.1 for a detailed review of this algorithm.
Algorithm 2 provides a pseudocode. In the next sections, we will
demonstrate that, in addition to enjoying the above approximation
guarantees, the distorted greedy algorithm as well as its randomized
variant perform better in practice than several competitive baselines.



3.2 margin-based classification in human-ai teams 25

Figure 3.2: Linear and
non linear support
vector machines with
offset under human
assistance trained
using Algorithm 2.
In each panel,
circles represent the
feature vectors in the
training set, filled
and empty circles are
assigned to humans
and machines,
respectively, the
solid line indicates
w∗⊤(V\S∗)ϕ(x) +
b(V\S∗) = 0, and
the cyan and orange
dashed lines indicate
w∗⊤(V\S∗)ϕ(x) +
b(V\S∗) = 1 and
w∗⊤(V\S∗)ϕ(x) +
b(V\S∗) = −1,
respectively. For
both linear and
nonlinear SVMs,
we used λ = 1,
∆H = 0.2 and, for
nonlinear SVMs, we
used a quadratic
kernel K(xi,xj) =
( 1
2 ⟨xi,xj⟩)2.

S, y = 1 S, y = −1 V\S, y = 1 V\S, y = −1

−10 0 10

−10

0

10

n/|V| = 0.12

−10 0 10

−10

0

10

n/|V| = 0.3

(a) Linear SVM

−10 0 10

−10

0

10

n/|V| = 0.12

−10 0 10

−10

0

10

n/|V| = 0.3

(b) Nonlinear SVM

3.2.2 Experiments on Synthetic Data

In this section, we first look into the solutions provided by the distorted
greedy algorithm (Algorithm 1) and the stochastic distorted greedy
algorithm (Algorithm 2) in a variety of synthetic examples. Then, we
compare the performance of these algorithms with several competitive
baselines. Finally, we investigate the influence that the amount of
human error has on the number of samples outsourced to humans by
the distorted greedy algorithm.
Experimental setup In all our experiments, we generate |V| = 400

samples using a generative process under which the corresponding
SVM under full automation is unable to perform well. For linear
SVMs with offset, we draw the class labels uniformly at random, i.e.,
y ∼ Bernoulli(0.5), and then draw the features from two different
distributions:

p(x|y = −1) = N([0, 0], [6, 1; 1, 6]),

and

p(x|y = 1) = βN([5, 5], [6, 1; 1, 6]) + (1−β)N([−5,−5], [6, 1; 1, 6]),

where β ∼ Bernoulli(0.5). For nonlinear SVMs, we draw the features
from a single distribution p(x) ∼ N([0, 0], [12, 1; 1, 14]) and, for each
sampled feature x, we set y = +1 if ∥x− [1, 1]∥ ⩽ 2 or ∥x+ [1, 1]∥ ⩾ 5

and y = −1, otherwise. Here, we use a quadratic kernel K(xi,xj) =
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(12⟨xi,xj⟩)2. Moreover, we generate the scores provided by human
experts h(x) per label by drawing samples from two uniform dis-
tributions, i.e., h(x) ∼ Unif[−∆H,−∆H + 1] if y = 1 and h(x) ∼

Unif[−1+∆H,∆H] otherwise. The exact choice of ∆H varies across
experiments and is mentioned therein. Finally, in each experiment, we
use 60% of samples for training and 40% of samples for testing, set
λ = 1 and we follow the procedure described in Section 3.2 to train a
multilayer perceptron π̂(·|x) that decides which samples to outsource
to humans at test time.
Baseline methods We compare the performance of the distorted
greedy algorithm and its randomized variant with four competitive
baselines:
— Triage based on algorithmic uncertainty:66 it first trains an SVM66“The algorithmic

automation problem:
Prediction, triage, and

human effort”
[Rag+19b];

for full automation, i.e., S = ∅. Then, at test time, it outsources to
humans the top n testing samples sorted in decreasing order of the
classification uncertainty of this SVM, defined as 1/|w∗(V)ϕ(x) +
b∗(V)|.
— Triage based on predicted error:67 it trains an SVM for full automa-67“The algorithmic

automation problem:
Prediction, triage, and

human effort”
[Rag+19b];

tion, i.e., S = ∅, and two additional supervised models that predict
the human error and the SVM error. Then, at test time, it outsources
to humans the top n testing samples sorted in decreasing order of
the difference between the predicted machine error and the predicted
human error.
— Full automation: it trains a SVM for full automation and, at test
time, the trained SVM predicts all testing samples.
— No automation: humans predict all testing samples.

We evaluate the performance of all the methods in terms of the
misclassification test error P(y ̸= ŷ) and F1 score on positive test
samples. Here, our F1 score is a useful metric in medical diagnosis,
since it measures the ability of a model to detect the specific disease.
Results First, we look into the solutions (S∗,w∗(V\S∗), b∗(V\S∗)) pro-
vided by the distorted greedy algorithm. Figure 3.2 summarizes the re-
sults, which shows that: (i) the distorted greedy algorithm outsources
to humans those samples that are more prone to be misclassified by
the machine, i.e., {(x,y) |y[w∗⊤(V\S∗)ϕ(x) + b(V\S∗)] < 0}; and, (ii)
the higher the samples n outsourced to humans, the lower the number
of training samples inside the margin, i.e., {(x,y) | |w∗⊤(V\S∗)ϕ(x) +
b(V\S∗)| ⩽ 1}, among those samples the SVM needs to decide upon.

Next, we compare the performance of the distorted greedy algo-
rithm and its randomized variant with all the baselines—algorithmic
uncertainty triage, predicted error triage, full automation and no
automation—in terms of the misclassification test error P(y ̸= ŷ) and
F1 score on positive test samples. Figure 3.3 summarizes the results,
which shows that both algorithms consistently outperform all the
baselines by large margins. Finally, we investigate the influence that
the amount of human error has on the number of samples |S| ⩽ n
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Figure 3.3: Perfor-
mance of all meth-
ods on synthetic data
with linear SVM with
offset. For all meth-
ods, we set ∆H =
0.2. If humans pre-
dict all testing sam-
ples (No automation),
we have that P(ŷ ̸=
y) = 0.19 and
F1-score = 0.81.
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Figure 3.4: Number
of samples |S| out-
sourced to humans
by the distorted
greedy algorithm
and its randomized
variant against the
maximum number of
outsourced samples
n for different
amount of human
errors.
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outsourced to humans by the distorted greedy algorithm and its ran-
domized variant. Figure 3.4 summarizes the results for the linear SVM
with offset. We find that, as long as the amount of human error is
small, both algorithms outsource |S| = n samples to humans, how-
ever, for higher levels of human error, the algorithm outsources fewer
samples |S| < n since it is more beneficial for the minimization of the
overall error.

3.2.3 Experiments on Real Data

We experiment with three real-world medical datasets and first show
that, under human assistance, SVMs trained using the distorted greedy
algorithm as well as its randomized variant outperform those trained
for full automation as well as humans operating alone. Then, we
investigate the influence that the amount of human error has on the
performance of the distorted greedy algorithm.

Experimental setup We experiment with three publicly available
datasets,68 each of them from a different application in medical diag- 68“Feedback on a

publicly distributed
database: the Messidor
database” [Dec+14];

“Locating blood vessels
in retinal images by
piecewise threshold
probing of a matched
filter response”
[HKG00];

nosis:

(i) Messidor: It consists of |V| = 400 eye images. Each image is
assigned a score by one single medical expert, on a four-point
scale, which measures the severity of a retinopathy.
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Figure 3.5: Per-
formance of all
methods on three
medical datasets. If
humans predict all
testing samples (No
automation), we have
that P(ŷ ̸= y) =
0.15,0.14,0.20
and F1-score =
0.87,0.78,0.8 for
Messidor, Stare
and Aptos datasets
respectively.
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(ii) Stare: It consists of |V| = 373 retinal images. Each image is
assigned a score by one single medical expert, on a five-point
scale, which measures the severity of a retinal hemorrhage.

(iii) Aptos: It consists of |V| = 705 retinal images. Each image is
given a score by one single clinician, on a five-point scale, which
measures the severity of diabetic retinopathy.

Following previous work, we first generate a 1000 dimensional feature
vector using Resnet69 for each sample in the Stare dataset and a 4096-69“Deep residual

learning for image
recognition” [He+16];

dimensional feature vector using VGG16
70 for each sample in the

70“Very deep
convolutional networks

for large-scale image
recognition” [SZ14];

Messidor and the Aptos datasets. Then, we use the top 50 features,
as identified by PCA,71 as x in our experiments. Moreover, for each

71Principal
Component Analysis

sample, we set y = −1 if its severity score q corresponds to one of the
two lowest grades of the associated disease and y = +1 otherwise.

For each sample, we only have access to the score q given by a single
human expert. Therefore, we sample the scores given by humans
from a categorical distribution h(x) = q̂ ∼ Cat(px,q), where px,q =

Dirichlet(χx,q) are the probabilities of each potential score q̂ for a
sample (x,y) and χx,q is a vector parameter that controls the human
accuracy, and then scale these scores so that h(·) ∈ [−1, 1] and compute
the human error as ℓ(h(x),y) = E [(1− yh(x))+]. For each sample
(x,y), the element of χx,q corresponding to the score q̂ = q given by
the human expert has the highest value.

Finally, for each dataset, we use 60% of samples for training and
40% of samples for testing, set the value of λ using cross validation
under full automation, and followed the procedure described in Sec-
tion 3.2 to train a logistic regression model π̂(s |x) that decides which
samples to outsource to humans at test time. Here, the logistic re-
gression model uses just |w∗(V\S)ϕ(x) + b∗(V\S)| as the only single
feature. Appendix 1.7 contains additional details about the generation
of human scores, the additional model π̂ and the baseline algorithms.

https://en.wikipedia.org/wiki/Principal_component_analysis
https://en.wikipedia.org/wiki/Principal_component_analysis
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Figure 3.6: Perfor-
mance of the stochas-
tic distorted greedy
algorithm against the
maximum number of
outsourced samples
n for different lev-
els of human error
ℓ(h(x),y) on the
Aptos dataset.

E[c(x, y)] = 0.01

E[c(x, y)] = 0.03

E[c(x, y)] = 0.05

E[c(x, y)] = 0.12

E[c(x, y)] = 0.23

0.0 0.04 0.08 0.12 0.16 0.2

n/|V|
0.12

0.14

0.16

P(
y
6=
ŷ
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Result First, we compare the performance of all methods in Figure 3.5.
The results show that the distorted greedy algorithm as well as its
randomized variant: (i) outperform the triage baselines in most of
the automation levels and (ii) benefit from human assistance both in
cases when humans on their own (No automation) are better than
machines on their own (Full automation) and vice versa (Panels (a)
and (b) vs Panel (c)); and, (iii) perform comparably, sometimes one
beating the other and vice versa (refer to Section 3.4. in [Har+19] to
better understand the reasons).

Here, note that we intentionally experimented with different values
of χ•,• across different datasets so that the performance of the no au-
tomation baseline varies. Moreover, since in our datasets, the parame-
ter ρ∗ = min{|V+|, |V−|}/|V| ∈ (0.33, 0.45), then to satisfy the conditions
of Theorem 3.2.3, we only experiment with n/|V| ⩽ 0.2 < ρ∗.

Next, we assess the influence that the human error c(x,y) has on
the performance of the greedy algorithm. Figure 3.6 summarizes the
results for the Aptos dataset, which show that, as long as the human
error is small, the performance of the distorted greedy algorithm im-
proves with respect to the maximum number of samples n. However,
for higher levels of human error, outsourcing samples does not help.

3.2.4 Section Conclusions

In this section, we have shown that, for support vector machines, we
can solve the problem of classification under human assistance using
algorithms with approximation guarantees. Moreover, we have further
shown that, under human assistance, support vector machines trained
to operate under different automation levels can provide superior
empirical performance than those trained for full automation.
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3.3 differentiable learning in human-ai teams

While the previous section shows some success at fulfilling the promise
of human-AI complementarity, in this section we take a step further,
and study the interplay between the predictive accuracy of a predictive
model and its human counterpart under algorithmic triage.

We gain several interesting insight, building upon which, we in-
troduce a practical gradient-based algorithm that is guaranteed to
find a sequence of predictive models and triage policies of increasing
performance.

3.3.1 On the Interplay Between Prediction Accuracy and Triage

We start by unrolling the joint optimization problem in Eq. 3.1 as:

L(π,m) = Ex,y,h [(1− π(x)) ℓ(m(x),y) + π(x) ℓ(h,y)] , (3.11)

where remember that h shows the label predictions by human experts
that are sampled from a distribution P(h |x), which models the dis-
agreements among experts as we described in Section 3.1.72 We first72“Direct uncertainty

prediction for medical
second opinions”

[Rag+19a];

investigate under what conditions we can benefit from algorithmic
triage and then, given any predictive model and a level of triage, we
find the optimal triage policy.

Let m∗
0 be the optimal predictive model under full automation,7373Full automation

corresponds to the case
where the triage policy
assigns all samples to
the predictive model.

i.e.,
m∗

0 = argmin
m∈M

L(π0,m),

where π0(x) = 0 for all x ∈ X.74 Then, the following proposition tells74i.e., the triage policy
assigns all samples to
the predictive model.

us that, if the predictions made by m∗
0 are less accurate than those by

human experts on some instances, the model will always benefit from
algorithmic triage:

Proposition 3.3.1 If there is a subset V ⊂ X of positive measure under P

such that∫
x∈V

Ey|x [ℓ(m
∗
0(x),y)] dP >

∫
x∈V

Ey,h|x [ℓ(h,y)] dP,

then there exists a nontrivial triage policy π ̸= π0 such that L(π,m∗
0) <

L(π0,m∗
0).

7575This directly means
that π0, which is the
policy that assigns all

samples to the
predictive model, is not

the optimal policy.

Proof Let π(x) = I(x ∈ V). Then, we have:

L(π,m∗
0) =

∫
x∈X\V

Ey|x [ℓ(m
∗
0(x),y)] dP+

∫
x∈V

Ey,h|x [ℓ(h,y)] dP

(i)
<

∫
x∈X\V

Ey|x [ℓ(m
∗
0(x),y)] dP+

∫
x∈V

Ey|x [ℓ(m
∗
0(x),y)] dP

=

∫
x∈X

Ey|x [ℓ(m
∗
0(x),y)] dP

(ii)
= L(π0,m∗

0),
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where inequality (i) holds by assumption and equality (ii) holds by
the definition of π0(x).

To find the optimal triage policy, we start by rewriting the optimization
problem in Eq. 3.11 as

L(π,m) = Ex
[
(1− π(x))Ey|x[ℓ(m(x),y)] + π(x)Ey,h|x [ℓ(h,y)]

]
.

Then, it becomes apparent that, for any model m ∈ M, the optimal
triage policy π∗

m = argminπ∈Π L(π,m) is a deterministic threshold
rule in which triage decisions are derived by thresholding the dif-
ference between the model and human loss on a per-instance level.
Formally, we have the following theorem:

Theorem 3.3.2 (Optimal triage policy) Let m ∈ M be any fixed predic-
tive model. Then, the optimal triage policy that minimizes the loss L(π,m)

subject to a constraint Ex[π(x)] ⩽ b on the maximum level of triage is given
by:

π∗
m,b(x) =

{
1 if Ey|x

[
ℓ(m(x),y) − Eh|x [ℓ(h,y)]

]
> tm

0 otherwise,
(3.12)

where

tm = argmin
τ⩾0

Ex
[
τ b+ max

(
Ey|x

[
ℓ(m(x),y) − Eh|x[ℓ(h,y)]

]
− τ, 0

) ]
.

Proof We first provide the proof of the unconstrained case. First, we
note that,

L(π,m) = Ex,h
[
(1− π(x))Ey|x[ℓ(m(x),y)] + π(x)Ey|x[ℓ(h,y)]

]
= Ex

[
(1− π(x))Ey|x[ℓ(m(x),y)] + π(x)Ey,h|x[ℓ(h,y)]

]
= Ex

[
π(x)

[
Ey,h|x[ℓ(h,y)] − Ey|x[ℓ(m(x),y)]

]]
+ Ex,y[ℓ(m(x),y)]

Since the second term in the above equation does not depend on π, we
can find the optimal policy π by solving the following optimization
problem:

minimize
π

Ex

[
π(x)

[
Ey,h|x[ℓ(h,y)] − Ey|x[ℓ(m(x),y)]

]]
subject to 0 ⩽ π(x) ⩽ 1 ∀ x ∈ X.

Note that the above problem is a linear program and it decouples
with respect to x. Therefore, for each x, the optimal solution is clearly
given by:

π∗
m(s = 1 |x) =

{
1 if Ey|x[ℓ(m(x),y) − Eh|x[ℓ(h,y)]] > 0

0 otherwise.
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Next, we provide the proof of the constrained case. Here, we need to
solve the following optimization problem:

minimize
π

Ex

[
π(x)

[
Ey,h|x[ℓ(h,y)] − Ey|x[ℓ(m(x),y)]

]]
subject to Ex[π(x)] ⩽ b,

0 ⩽ π(x) ⩽ 1 ∀ x ∈ X.

To this aim, we consider the dual formulation of the optimization
problem, where we only introduce a Lagrangian multiplier τP,b for
the first constraint, i.e.,

maximize
τP,b⩾0

minimize
π

Ex

[
π(x)

[
Ey,h|x[ℓ(h,y)] − Ey|x[ℓ(m(x),y)]

]]
+ Ex [τP,b (π(x) − b)]

subject to 0 ⩽ π(x) ⩽ 1 ∀ x ∈ X. (3.13)

The inner minimization problem can be solved using the similar
argument for the unconstrained case. Therefore, we have:

π∗
m,b(s = 1 |x) =

{
1 if Ey|x[ℓ(m(x),y) − Eh|x[ℓ(h,y)]] > tP,b,m

0 otherwise

where

tP,b,m = argmax
τP,b⩾0

Ex

[
min

(
Ey|x[Eh|x[ℓ(h,y)]

− ℓ(m(x),y)] + τP,b, 0
)
− τP,b b

]
.

Then,76 if we plug Eq. 3.12 into Eq. 3.1, we can rewrite our minimiza-76We drop the
subscripts P and b and

write tm instead of
tP,b,m whenever it is
clear from the context.

tion problem as:
minimize

m∈M
L(π∗

m,b,m) (3.14)

where

L(π∗
m,b,m) = Ex

[
Ey|x[ℓ(m(x),y)]

− Threstm

(
Ey|x

[
ℓ(m(x),y) − Eh|x[ℓ(h,y)]

]
, 0
) ]

(3.15)

with77 Threst(a, val) =

{
a if a > t

val otherwise.
77Here, note that, in

the unconstrained case,
tm = 0 and

Thres0(a,0) =

max(a,0).

Next, building on the above expression, we prove that the optimal
predictive model under full automation mθ∗

0
is suboptimal under

algorithmic triage as long as the average gradient across the subset of
samples which are assigned to the human under the corresponding
optimal triage policy π∗

mθ∗
0

,b is not zero. Formally, our main result is

the following proposition:
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Proposition 3.3.3 Let mθ∗
0

be the optimal predictive model under full au-
tomation within a hypothesis class of parameterized models M(Θ), π∗

mθ∗
0

,b

the optimal triage policy for mθ∗
0

defined in Eq. 3.12 for a given maximum
level of triage b, and V = {x |π∗

mθ∗
0

,b(x) = 1}. If∫
x∈V

Ey|x

[
∇θℓ(mθ(x),y)|θ=θ∗

0

]
dP ̸= 0, (3.16)

then, it holds that L(π∗
mθ∗

0
,b,mθ∗

0
) > minθ∈Θ L(π∗

mθ,b,mθ).

Proof The optimal predictive model mθ∗
0

under full automation within
a parameterized hypothesis class of predictive models M(Θ) satisfies
that

∇θ L(π0,mθ)|θ=θ∗
0
= Ex,y

[
∇θ ℓ(mθ(x),y)|θ=θ∗

0

]
= 0, (3.17)

and the optimal predictive model mθ∗ under π∗
mθ∗ ,b satisfies that

∇θ L(π∗
mθ,b,mθ)

∣∣
θ=θ∗ = 0. (3.18)

Now we have that

∇θL(π
∗
mθ,b,mθ)

∣∣∣
θ=θ∗

0

= ∇θ L(π0,mθ)|θ=θ∗
0

−∇θ Ex
[
ThrestP,b,m

(
Ey|x

[
ℓ(m(x),y) − Eh|x[ℓ(h,y)]

]
, 0
)]∣∣

θ=θ∗
0

= 0−

∫
x∈V

Ey|x

[
∇θℓ(mθ(x),y)|θ=θ∗

0

]
dP−

∫
x∈X\V

0 dP ̸= 0,

(3.19)

where we have used that

∇xThrestP,b,m(f(x), 0) =

{
∇xf(x) if f(x) > tP,b,m

0 if f(x) < tP,b,m.

Hence, we can immediately conclude that

L(π∗
mθ∗

0
,b,mθ∗

0
) > min

θ∈Θ
L(π∗

mθ,b,mθ).

Finally, we can also identify the circumstances under which any predic-
tive model mθ ′ within a hypothesis class of parameterized predictive
models M(Θ) is suboptimal under algorithmic triage:

Proposition 3.3.4 Let mθ ′ be a predictive model within a hypothesis class of
parameterized models M(Θ), π∗

mθ ′ ,b the optimal triage policy for mθ ′ defined
in Eq. 3.12 for a given maximum level of triage b, and V = {x |π∗

mθ ′ ,b(x) =

0}. If ∫
x∈V

Ey|x [∇θℓ(mθ(x),y)|θ=θ ′ ] dP ̸= 0, (3.20)

then it holds that L(π∗
mθ ′ ,b,mθ ′) > minθ∈Θ L(π∗

mθ,b,mθ).
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Proof Under triage policy π∗
mθ ′ ,b, we have that:

∇θL(π
∗
mθ ′ ,b,mθ)

∣∣∣
θ=θ ′

= ∇θ Ex
[
(1− π∗

mθ ′ ,b(x))Ey|x[ℓ(mθ(x),y)] + π∗
mθ ′ ,b(x)Ey,h|x [ℓ(h,y)]

]∣∣∣
θ=θ ′

= Ex
[
(1− π∗

mθ ′ ,b(x))Ey|x[∇θ ℓ(mθ(x),y)|θ=θ ′ ]
]

=

∫
x∈V

Ey|x [∇θℓ(mθ(x),y)|θ=θ ′ ] dP ̸= 0.

Hence, we can immediately conclude that

L(π∗
mθ ′ ,b,mθ ′) > min

θ∈Θ
L(π∗

mθ,b,mθ).

The above results will lay the foundations for our practical gradient-
based algorithm for differentiable learning under triage in the next
section.

3.3.2 How To Learn Under Triage

In this section, our goal is to find a model mθ∗ within a hypothesis
class of parameterized predictive models M(Θ) that minimizes the
loss L(π∗

mθ,b,mθ) defined in Eq. 3.14.
We now introduce a general purpose gradient-based algorithm that

first approximates mθ∗ given a desirable maximum level of triage,
b, and then, approximates the corresponding optimal triage policy
π∗
mθ∗ ,b.78 To approximate mθ∗ , the main obstacle we face is that the78At test time, given a

predictive model mθ

and an unseen sample
x, we cannot directly

evaluate (or, more
precisely, estimate

using Monte-Carlo) the
value of the optimal

triage policy
π∗
mθ∗ ,b(x), given by

Eq. 3.12, since it
depends on Ey |x[·]

and Eh |x[·].

threshold value tmθ
in the average loss L(π∗

mθ,b,mθ) given by Eq. 3.15

depends on the predictive model mθ which we are trying to learn. To
overcome this challenge, we proceed sequentially, starting from the
triage policy π0, with π0(x) = 0 for all x ∈ X, and build a sequence
of triage policies and predictive models {(π∗

mθt
,b,mθt

)}Tt=0. More
specifically, in each step t, we find the parameters of the predictive
model mθt

via stochastic gradient descent (SGD),79 i.e.,

79“A stochastic
approximation method”

[RM51];

θ
(j)
t = θ

(j−1)
t −α(j−1)∇θ L(π∗

mθt−1
,b,mθ)

∣∣∣
θ=θ

(j−1)
t

= θ
(j−1)
t −α(j−1)∇θEx

[
π∗
mθt−1

,b(x)Ey,h|x [ℓ(h,y)]

+(1− π∗
mθt−1

,b(x))Ey|x[ℓ(mθ(x),y)]
]∣∣∣

θ=θ
(j−1)
t

= θ
(j−1)
t −α(j−1)Ex

[
(1− π∗

mθt−1
,b(x))

×Ey|x[∇θ ℓ(mθ(x),y)|θ=θ
(j−1)
t

]
]
, (3.21)

where α(j) is the learning rate at iteration j. Moreover, the following
proposition shows that, under mild conditions, the performance of the
triage policies and predictive models improves in each step (proven in
Section 2.1):8080All omitted proofs of

this section can be
found in Appendix 2.
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Proposition 3.3.5 Assume that ∇2
θℓ(mθ(x),y)≼ ΛI for all x ∈ X and

y ∈ Y and α(j) < 1/Λ for all j > 0 for some constant Λ > 0. If, in each step
t, we find the parameters of the predictive model mθt

using Eq. 3.21, with
θ
(0)
t = θt−1, then, it holds that L(π∗

mθt
,b,mθt

) < L(π∗
mθt−1

,b,mθt−1
).

In addition, the following theorem shows that, whenever the loss
function ℓ(·) is convex with respect to θ, our algorithm enjoys global
convergence guarantee (proven in Section 2.2):

Theorem 3.3.6 Let ℓ(·) be convex with respect to θ and the output of the
SGD algorithm be θt = argminθ L(π

∗
mθt−1

,b,mθ). Moreover, assume that

ΛminI ≼ ∇2
θ ℓ(mθ(x),y) ≼ ΛmaxI, with Λmin > 0, and ℓ(·) be H-Lipschitz,

i.e., ℓ(mθ(x),y) − ℓ(mθ ′(x),y) ⩽ H · ∥θ− θ ′∥. Then, we have that

lim
t→∞L(π∗

mθt
,b,mθt

) − L(π∗
mθ∗ ,b,mθ∗) ⩽

4H2Λmax

Λ2
min(1− b)2

. (3.22)

In practice, given a set of samples D = {(xi,yi,hi)}, we can use
the following finite sample Monte-Carlo estimator for the gradient
∇θL(π

∗
mθt−1

,b,mθ):

∇θL(π
∗
mθt−1

,b,mθ)

= ∇θ

[
1

|D|

|D|∑
i=1

ℓ(mθ(xi),yi)

− Threstmθt−1
(ℓ(mθ(xi),yi) − ℓ(hi,yi), 0)

]

=
1

|D|

max(⌈(1−b) |D|⌉,p)∑
i=1

∇θℓ(mθ(x[i]),y[i]),

where ·[i] denotes the i-th sample in increasing value of the differ-
ence between the model and the human loss81 ℓ(mθt−1

(x[i]),y[i]) −
81Note that, if the set
of samples contains
several predictions h[i]

by different human
experts for each sample
x[i], we would use all
of them to estimate the
(average) human loss.

ℓ(h[i],y[i]) and p is the number of samples with ℓ(mθt−1
(x[i]),y[i]) −

ℓ(h[i],y[i]) < 0.
In the above, we do not have to explicitly compute the thresh-

old tmθt−1
or the triage policy π∗

mθt−1
,b(xi) for every sample xi

in the set D; we just need to pick the max(⌈(1 − b) |D|⌉,p) sam-
ples with the lowest value of the model loss minus the human loss
ℓ(mθt−1

(x[i]),y[i]) − ℓ(h[i],y[i]) using the predictive model mθt−1
fit-

ted in step t− 1. To understand why, note that, as long as tmθt−1
> 0,

by definition, tmθt−1
needs to satisfy that

d

dτ

[∑
i∈D

[τb+ max(ℓ(mθt−1
(xi),yi) − ℓ(hi,yi) − τ, 0)]

]∣∣∣∣
τ=tmθt−1

= 0,

and this can only happen if ℓ(mθt−1
(xi),yi) − ℓ(hi,yi) − tmθt−1

> 0

for ⌊b |D|⌋ out of |D| samples. Here, we are implicitly estimating the
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optimal triage policies using the observed training labels and human
predictions—we are not approximating them using a parameterized
model—and, due to Proposition 3.3.5, the implementation of the above
procedure with Monte-Carlo estimates is guaranteed to converge to a
local minimum of the empirical loss. Moreover, note that we can think
of the procedure as a particular instance of disciplined parameterized
programming82 where the differentiable convex optimization layer is82“Optnet:

Differentiable
optimization as a layer

in neural networks”
[AK17]; “Differentiable

convex optimization
layers” [Agr+19];

given by the minimization with respect to the triage policy.

While training each of the predictive models mθt
, we can implicitly

compute the optimal triage policy π∗
θt,b as described above, however,

at test time, we cannot do the same since we would need to observe
the label and human prediction of each unseen sample x. To overcome
this, after training the last machine model mθT

, we also fit a model
π̂γ(x) to approximate π∗

mθT
,b(x) using SGD, i.e.,

γ(j) = γ(j−1) −α(j−1) ∇γ

 |D|∑
i=1

ℓ ′(π̂γ(xi),π∗
mθT

,b(xi))

∣∣∣∣∣∣
γ=γ(j−1)

,

(3.23)
where α(j) is the learning rate at iteration j and the choice of loss
ℓ ′(·) depends on the model class chosen for π̂γ. In our experiments,
we have found that, using the above procedure, we can approximate
well the optimal triage policy πmθT

,b. However, we would like to
note that this problem can also be viewed as finding an estimator
for the α-superlevel set Cα(f) = {x ∈ X : f(x) ⩾ α} of the function
f(x) = Ey |x[ℓ(mθT

(x),y) − Eh |x[ℓ(h(x),y)]] with α = tmθT
from

a set of noisy observations. Under this view, it might be possible
to derive estimators with error performance bounds building upon
works on level set estimation,83 which is left as future work. Refer to83“Minimax optimal

level-set estimation”
[WN07];

“Nonparametric Set
Estimation Problems in

Statistical Inference
and Learning” [Sin08];

Algorithm 4 for a pseudocode implementation of the overall gradient-
based algorithm, which returns θT and γ.

Scalability analysis of Algorithm 4 In comparison with vanilla SGD,
our algorithm just needs to additionally call the function Triage before
each iteration. This function first sorts the samples in the correspond-
ing minibatch in decreasing order of the model loss minus the human
loss and then returns the first max(⌈(1− b)|D|⌉,p) samples. Overall,
this adds O(T |D| logB) to the overall complexity of the training proce-
dure with respect to vanilla SGD, where B is the size of the minibatch
used during training, D is the training dataset, and T is the number of
steps. Furthermore, note that the function ApproximateTriagePolicy

is called only once and uses SGD to train the approximate triage pol-
icy of the last predictive model. Therefore, it does not increase the
computational complexity of the overall algorithm.
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Algorithm 4 Differentiable Triage: it returns the weights of a
predictive model mθ and the weights of a triage policy π̂γ.

Require: Set of training samples D, maximum level of triage b, number of
time steps T , number of epochs N, mini batches M, batch size B, learning
rate α.

1: function TrainMachineUnderTriage(T ,D, M, B, b, α)
2: θ(0) ← InitializeTheta()

3: for t = 1, . . . , T do
4: θt ← TrainModel(θt−1,D,M,B,b,α)
5: γ← ApproximateTriagePolicy(θT ,D,N,M,B,b,α)
6: return θT ,γ

7: function Triage(D,b,θ)
8: p← number of instances in D with ℓ(mθ(x),y) − ℓ(h,y) < 0

9: D ′ ← ∅
10: for i = 1, . . . , max((1− b)|D|,p) do
11: D ′ ← D ′∪ {i-th sample from D in increasing value of ℓ(mθ(x),y) − ℓ(h,y)}

12: return D ′

13: function TrainModel(θ ′, D, M, B, b, α)
14: θ(0) ← θ ′

15: for i = 0, . . . ,M− 1 do
16: D(i) ← the i’th mini batch of D
17: D(i) ← Triage(D(i),b, θ(i))
18: ∇ ← 0

19: for (x,y,h) ∈ D(i) do
20: ∇ ← ∇+∇θ ℓ(mθ(x),y)|θ=θ(i)

21: θ(i+1) ← θ(i) −α ∇
B

22: return θ(M)

23: function ApproximateTriagePolicy(θ, D, N, M, B, b, α)
24: γ(M) ← InitializeGamma ()

25: for j = 1, . . . ,N do
26: γ(0) ← γ(M)

27: for i = 0, . . . ,M− 1 do
28: D(i) ← the i’th mini batch of D
29: ∇ ← 0

30: for (x,y,h) ∈ D(i) do
31: ∇ ← ∇+ ∇γℓ

′(π̂γ(x),π∗
mθ,b(x))

∣∣∣
γ=γ(i)

32: γ(i+1) ← γ(i) −α ∇
B

33: return γ(M)

3.3.3 Experiments on Synthetic Data

In this section, our goal is to shed light on the theoretical results from
Section 3.3.1. To this end, we use our gradient-based algorithm in a
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Figure 3.7: Interplay between the per-instance accuracy of predictive models
trained under full automation and experts under different triage policies.
The first row shows the training samples (x,y) along with the predictions
made by the model mθ0

(x) and the triage policy values π(x) and the second
row shows the predictive model loss ℓ(mθ0

(x),y) against the human expert
loss ℓ(h,y) on a per-instance level. Columns correspond to the settings 1 and
2 from left to right. The triage policy π∗

mθ0
,b is optimal for the predictive

model mθ0
. Each point corresponds to one instance and, for each instance,

the color indicates the amount of noise in the predictions by experts, as given
by Eq. 3.24, and the tone indicates the triage policy value. In all figures, we
used ℓ(ŷ,y) = (ŷ− y)2 and the class of predictive models parameterized by
sigmoid functions, i.e., mθ(x) = Sθ(x).

simple regression task in which the optimal predictive model under
full automation is suboptimal under algorithmic triage.
Experimental setup We generate |D| = 72 samples, where we first
draw the features x ∈ R uniformly at random, i.e., x ∼ U[−3, 3], and
then obtain the response variables y using two different sigmoid
functions Sθ(x) = 1

1+exp(−θx) . More specifically, we set y = S1(x)

if x ∈ [−3,−1.5) ∪ [0, 1.5) and y = S5(x) if x ∈ [−1.5, 0) ∪ [1.5, 3].
Moreover, we assume human experts provide noisy predictions of the
response variables, i.e., h(x) = y+ ϵ(x), where ϵ(x) ∼ N(0,σ2

ϵ(x)) with

σ2
ϵ(x) =


8× 10−3 if x ∈ [−3,−1.5)
1× 10−3 if x ∈ [−1.5, 0)
4× 10−3 if x ∈ [0, 1.5)
2× 10−3 if x ∈ [1.5, 3]

(3.24)
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Figure 3.8: Interplay between the per-instance accuracy of predictive models
trained under triage and experts under different triage policies. The first row
shows the training samples (x,y) along with the predictions made by the
models m(x) and the triage policy values π(x) and the second row shows
the predictive model loss ℓ(m(x),y) against the human expert loss ℓ(h,y)
on a per-instance level. Columns correspond to the settings 3 and 4 from
left to right. The triage policy π∗

mθ,b is optimal for the predictive model
mθ. Each point corresponds to one instance and, for each instance, the
color indicates the amount of noise in the predictions by experts, as given
by Eq. 3.24, and the tone indicates the triage policy value. In all figures, we
used ℓ(ŷ,y) = (ŷ− y)2 and the class of predictive models parameterized by
sigmoid functions, i.e., mθ(x) = Sθ(x).

In the above, we are using heteroscedastic noise motivated by multiple
lines of evidence that suggest that human experts performance on
a per instance level spans a wide range.84 Then, we consider the 84“The algorithmic

automation problem:
Prediction, triage, and
human effort”
[Rag+19b];

“Regression under
human assistance”
[De+20a];

hypothesis class of predictive models M(Θ) parameterized by sigmoid
functions, i.e., mθ(x) = Sθ(x), and utilize the sum of squared errors
on the predictions as loss function, i.e., ℓ(ŷ,y) = (ŷ− y)2, to train the
models and triage policies in the following four settings:

1. Predictive model trained under full automation mθ0
without

algorithmic triage, i.e., πmθ0
,b(x) = π0(x) = 0 for all x ∈ X.

2. Predictive model trained under full automation mθ0
with optimal

algorithmic triage π∗
mθ0

,b.
3. Predictive model trained under algorithmic triage mθ, with b = 1,

with suboptimal algorithmic triage π∗
mθ0

,b. Here, we use the
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triage policy that is optimal for the predictive model trained
under full automation.

4. Predictive model trained under algorithmic triage mθ, with b = 1,
with optimal algorithmic triage π∗

mθ,b.

In all the cases, we train the predictive models mθ0
and mθ using our

method with b = 0 and b = 1, respectively. Finally, we investigate the
interplay between the accuracy of the above predictive models and the
human experts and the structure of the triage policies at a per-instance
level.8585All algorithms were

implemented in Python
3.7 and ran on a V100

Nvidia Tesla GPU with
32GB of memory.

Results Figures 3.7 and 3.8 show the training samples (x,y) along
with the predictions made by the predictive models mθ0

and mθ

and the values of the triage policies π0(x), π∗
mθ0

,b and π∗
mθ,b, as well

as the losses achieved by the models and triage policies (1-4) on a
per-instance level. The results provide several interesting insights.

Since the predictive model trained under full automation mθ0
seeks

to generalized well across the entire feature space, the loss it achieves
on a per-instance level is never too high, but neither too low, as shown
in the left column Figure 3.7. As a consequence, this model under
no triage achieves the highest average loss among all alternatives,
L(π0,mθ0

) = 0.0053 (setting 1). This may not come as a surprise
since the mapping between feature and response variables does not lie
within the hypothesis class of predictive models used during training.
However, since the predictions by human experts are more accurate
than those provided by the above model in some regions of the feature
space, we can deploy the model with the optimal triage policy π∗

θ0,b
given by Theorem 3.3.2 and lower the average loss to L(π∗

θ0,b,mθ0
) =

0.0020 (setting 2), as shown in the right column of Figure 3.7 and
suggested by Proposition 3.3.1.

In contrast with the predictive model trained under full automation
mθ0

, the predictive model trained under triage mθ learns to predict
very accurately the instances that lie in the regions of the feature space
colored in green and yellow but it gives up on the regions colored in
red and blue, where its predictions incur a very high loss, as shown in
Figure 3.8. However, these latter instances where the loss would have
been the highest if the predictive model had to predict their response
variables y are those that the optimal triage policy π∗

mθ,b hand in to
human experts to make predictions. As a result, this predictive model
under the optimal triage policy does achieve the lowest average loss
among all alternatives, L(π∗

θ,b,mθ) = 0.0009 (setting 4), as suggested
by Propositions 3.3.3 and 3.3.4.

Finally, our results also show that deploying the predictive model
mθ under a suboptimal triage policy may actually lead to a higher
loss L(π∗

θ0,b,mθ) = 0.0031 (setting 3) than the loss achieved by the
predictive model trained under full automation mθ0

with its optimal
triage policy π∗

θ0,b. This happens because the predictive model mθ is

https://images.nvidia.com/content/technologies/volta/pdf/tesla-volta-v100-datasheet-letter-fnl-web.pdf
https://images.nvidia.com/content/technologies/volta/pdf/tesla-volta-v100-datasheet-letter-fnl-web.pdf
https://images.nvidia.com/content/technologies/volta/pdf/tesla-volta-v100-datasheet-letter-fnl-web.pdf
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Figure 3.9: Average
training losses
achieved by the
predictive models
mθt

and the triage
policies π̂

γ(i) on
the Hatespeech and
Galaxy zoo datasets
during training.
In Panel (a), each
predictive model
mθt

is the output of
TrainModel(·) at
step t and in Panel
(b), each triage policy
π̂
γ(i) is the output

of TrainTriage(·)
at epoch i. Both
functions are defined
in Algorithm 4. Error
bars correspond to
plus and minus one
standard error.
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trained to work well only on the instances x such that π∗
mθ,b(x) = 0

and not necessarily on those with π∗
m0,b(x) = 0.

3.3.4 Experiments on Real Data

In this section, we use our gradient-based algorithm in two binary and
multi-class classification tasks in content moderation and scientific
discovery. We first investigate the interplay between the accuracy
of the predictive models and human experts and the structure of
the optimal triage policies at different steps of the training process.
Then, we compare the performance of our algorithm with several
competitive baselines.
Experimental setup We use two publicly available datasets,86 one 86“Automated Hate

Speech Detection and
the Problem of
Offensive Language”
[Dav+]; “Galaxy Zoo:
the dependence of
morphology and colour
on environment”
[Bam+09];

from an application in content moderation and the other for scientific
discovery. We chose these two particular applications because the
corresponding datasets are among the only publicly available datasets
that we found containing multiple human predictions per instance,
necessary to estimate the human loss at an instance level, and a
relatively large number of instances.
— Hatespeech: It consists of |D| = 24,783 tweets containing lexicons
used in hate speech. Each tweet is labeled by three to five human
experts from Crowdflower as “hate-speech”, “offensive”, or “neither”.
— Galaxy zoo: It consists of |D| = 10,000 galaxy images.87 Each image 87The original Galaxy

zoo dataset consists of
61,577 images,
however, we report
results on a randomly
chosen subset of
10,000 images due to
scalability reasons. We
found similar results in
other random subsets.

is labeled by 30+ human experts as “early type” or “spiral”.
For each tweet in the Hatespeech dataset, we first generate a 100 di-

mensional feature vector using fasttext88 as x, similarly as in [De+20a].

88“Fasttext. zip:
Compressing text
classification models”
[Jou+16];
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Figure 3.10: Pre-
dictive model and
expert losses at a
per-instance level
on a randomly
selected subset of
500 samples of the
Hatespeech (top
row) and Galaxy
zoo (bottom row)
datasets throughout
the execution of
our method during
training. The maxi-
mum level of triage
is set to b = 0.4
for Hatespeech and
b = 1.0 for Galaxy
zoo dataset. Each
point corresponds
to an individual
instance and, for each
instance, the color
pattern indicates the
triage policy value.
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For each image in the Galaxy zoo dataset, we use its corresponding
pixel map as x. Given an instance with feature value x, we esti-
mate P(h |x) =

nx(h)∑
h ′∈Y nx(h ′) , where nx(h) denotes the number of

human experts who predicted label h and we set its true label to
y = argmaxh∈Y P(h |x). Moreover, at test time, for each instance that
the triage policy assigns to humans, we sample h ∼ P(h |x).

In all our experiments, we consider the hypothesis class of proba-
bilistic predictive models M(Θ) parameterized by softmax distribu-
tions, i.e.,

mθ(x) ∼ pθ;x = Multinomial
([

exp
(
ϕy,θ(x)

)]
y∈Y

)
,

where, for the Hatespeech dataset, ϕ•,θ is the convolutional neural
network (CNN),89 and, for the Galaxy zoo dataset, it is the deep89Convolutional

Neural Networks for
Sentence

Classification
[Kim14];

residual network.90 During training, we use a cross entropy loss on the

90Deep Residual
Learning for Image

Recognition [He+15];

observed labels, i.e., ℓ(ŷ,y) = − logP(ŷ = y |x). Here, if an instance is
assigned to the predictive model, we have that

P(ŷ = y |x) =
exp

(
ϕy,θ(x)

)∑
y ′ exp

(
ϕy ′,θ(x)

) ,

and, if an instance is assigned to a human expert, we have that P(ŷ =

y |x) = P(h = y |x). For the function π̂γ(x), we use the class of logis-
tic functions, i.e., π̂γ(x) =

1
1+exp(−ϕγ(x))

, where ϕγ is the same CNN
and deep residual network as in the predictive model, respectively.
Here, we also use the cross entropy loss, i.e., ℓ ′(π̂γ(x),π∗

mθT
,b(x)) =

−π∗
mθT

,b(x) log π̂γ(x) − (1−π∗
mθT

,b(x)) log(1− π̂γ(x)). In each exper-
iment, we used 60% samples for training, 20% for validation and
20% for testing. Refer to Appendix 2.3 for additional details on the
experimental setup.
Details of the baselines In the following list we provide the details of
our algorithm together with the baselines against which we compare
our algorithm.
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— Our method: During training, it runs Algorithm 4. During test, it
lets the humans predict any sample for which π̂γ(x) ⩾ p̂b, where
the threshold p̂b is found using cross validation.

— Confidence-based triage:91 During training, it first estimates the 91“Is the most accurate
ai the best teammate?
optimizing ai for
teamwork” [Ban+21];

probability P(h = y) that humans predict the true label. Then,
it proceeds sequentially and, at each step t, it uses SGD to train
a predictive model mθt

. However, in each iteration of SGD, it
only uses the min(⌊b|D|⌋,nc) training samples with the lowest
value of P(h = y) − maxy ′∈Y P(mθ(x) = y ′) in the correspond-
ing mini batch, where nc is the number of training samples in
the mini batch for which P(h = y) > maxy ′∈Y P(mθ(x) = y ′).
During test, it first sorts all the samples in increasing order of
maxy ′∈Y P(mθ(x) = y ′) and then lets the humans predict the
first min(⌊b|D|⌋,nc) samples,92 where nc is the number of test 92Here, note that the

method assumes that
the humans are
uniformly accurate
across samples, i.e.,
P(h = y |x) =
P(h = y), both
during training and
test.

samples for which P(h = y) > maxy ′∈Y P(mθ(x) = y ′).

— Score-based triage:93 During training, it uses SGD to train a pre-

93“The algorithmic
automation problem:
Prediction, triage, and
human effort”
[Rag+19b];

dictive model mθ using all the training samples. During test, it
first sorts all the samples in increasing order of maxy ′∈Y P(mθ(x) =

y ′) and then lets the humans predict the first ⌊b|D|⌋ samples.
Here, note that the method always lets the humans predict ⌊b|D|⌋
samples because its triage policy does not depend on the human
loss.

— Surrogate-based triage:94 During training, it trains a predictive 94“Consistent
estimators for learning
to defer to an expert”
[MS20];

model mθ, where π(x) = 1 is just an extra label value ydefer,
by minimizing a surrogate of the true loss function defined in
Eq. 3.11. During test, it first sorts all the samples in increasing
order of maxy ′∈Y P(mθ(x) = y ′) − P(mθ(x) = ydefer) and then
lets the human predict the first min(⌊b|D|⌋,nc) samples where
nc is the number of test samples for which P(mθ(x) = ydefer) >

maxy ′∈Y P(mθ(x) = y ′).

— Full automation triage: During training, it uses SGD to both
train a predictive model mθ using all training samples and an
approximate triage policy π̂γ that approximates the optimal triage
policy π∗

mθ,b. During test, it lets the humans predict any sample
for which π̂γ(x) ⩾ p̂b, where the threshold p̂b is found using
cross validation.

Results First, we look at the average loss achieved by the predictive
models mθt

and triage policies π̂γ(i) throughout the execution of our
method during training. Figure 3.9 summarizes the results, which
reveal several insights. For small values of the triage level, the models
mθt

aim to generalize well across a large portion of the feature space.
As a result, they incur a large training loss, as shown in Panel (a). In
contrast, for b ⩾ 0.4, the models mθt

are trained to generalize across
a smaller region of the feature space, which leads to a considerably
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Figure 3.11: Misclas-
sification test error
P(ŷ ̸= y) against
the triage level b on
the Hatespeech and
Galaxy zoo datasets
for our algorithm,
confidence-based
triage [Ban+21],
score-based
triage [Rag+19b],
surrogate-based
triage [MS20] and full
automation triage.
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smaller training loss. However, for such a high triage level, the overall
performance of our method is also contingent on how well π̂γ ap-
proximates the optimal triage policy. Fortunately, Panel (b) shows
that, as epochs increase, the average training loss of π̂γ(j) decreases.
Appendix 2.4 validates further the trained approximate triage policies
π̂γ. Next, we compare the predictive model and the human expert
losses per training instance throughout the execution of our method
during training. Figure 3.10 summarizes the results. At each step
t, we find that the optimal triage policies π∗

mθt
,b hands in to human

experts those instances (in orange) where the loss would have been the
highest if the predictive model had to predict their response variables
y. Moreover, at the beginning of the training process (i.e., low step
values t), since the predictive model mθt

seeks to generalize across
a large portion of the feature space, the model loss remains similar
across the feature space. However, later into the training process (i.e.,
high step values t), the predictive models mθt

focuses on predicting
more accurately the samples that the triage policy hands in to the
model, achieving a lower loss on those samples, and gives up on the
remaining samples, where it achieves a high loss.

Finally, we compare the performance of our method against four
baselines in terms of test misclassification error P(ŷ ̸= y). 95 Figure 3.11

95Among all the
baselines we are aware
of [Rag+19b; De+20a;

De+21; WHK20;
Ban+21; Son20], we

did not compare
with [De+20a; De+21]
because they only allow

linear models and
SVMs and we did not

compare
with [WHK20] because

they did not provide
enough details to
implement their

method.

summarizes the results for different values of the maximum triage
level b. We find that, in each dataset, our algorithm is able to find the
predictive model and the triage policy with the lowest misclassification
across the entire span of b values. In the Hatespeech dataset, they are
those corresponding to b = 0.8 and, in the Galaxy zoo dateset, they
are those corresponding to b = 0.6. One could view these values of
maximum triage levels as the optimal automation levels (within the
level values we experimented with).

3.3.5 Section Conclusions

In this section, we showed our contributions towards a better under-
standing of supervised learning under algorithmic triage. We have first
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identified under which circumstances predictive models may benefit
from algorithmic triage, including those trained for full automation.
Then, given a predictive model and desired level of triage, we have
shown that the optimal triage policy is a deterministic threshold rule
in which triage decisions are derived deterministically from the model
and human per-instance errors. Finally, we have introduced a practical
algorithm to train supervised learning models under triage and have
shown that it outperforms several competitive baselines.
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W I T H I N - G R O U P FA I R N E S S I N A I - A S S I S T E D
D E C I S I O N - M A K I N G

“Algorithms are opinions embedded in code.”

– Cathy O’Neil, data scientist96 96Weapons of math
destruction: How big
data increases
inequality and
threatens democracy
[One17];

4.1 screening , calibration, and within-group discrimi-
nation

Given a candidate with a feature vector x ∈ X ⊆ Rd, we assume the
candidate belongs to one demographic group97 of interest98 z ∈ Z 97Note that our

framework does not
allow overlapping
groups.

98We do not require a
candidate’s group
membership z to be
included or inferable
from their feature
vector x.

and can be qualified99 (y = 1) or unqualified (y = 0) for the selection

99In practice, one
measures qualification
using proxy variables,
which need to be chosen
carefully not to
perpetuate historical
biases [BR18; GJ19].

objective. Next, let f : X → Range(f) ⊆ [0, 1] be a screening classifier
that maps a candidate’s feature vector x ∈ X to a predicted score f(x),
where we usually trust f to satisfy a rough monotonicity property, i.e.,
higher predicted scores indicate higher chances of being qualified.

Then, given a pool of m candidates, a screening policy100 π : [0, 1]m →

100Not to be confused
with triage policy
defined in the previous
chapter in the context
of human-AI
collaboration.

P({0, 1}m) maps the candidates’ quality scores to a probability distri-
bution over shortlisting decisions {si}i∈[m]. Here, each decision si
specifies whether the corresponding candidate is shortlisted (si = 1)
or is not shortlisted (si = 0).

In high-stakes applications, screening classifiers are usually required
to provide calibrated quality scores101 (see Section 2.2 for a background

101“Verification of
forecasts expressed in
terms of probability”
[Bri+50]; “Probabilistic
forecasts, calibration
and sharpness”
[GBR07];

“Distribution-free
binary classification:
prediction sets,
confidence intervals
and calibration”
[GPR20];

on calibration). Calibration is a desirable property in such applications
because, if the classifier f is calibrated, its scores can be fed into
a screening policy that shortlists the smallest set of candidates, in
expectation, with a desired number of qualified candidates, with high
probability.102 We call such a policy the optimal screening policy, which

102“Improving
Screening Processes via
Calibrated Subset
Selection” [WJG22];

is given by a simple threshold rule as follows:

si =


1 if f(xi) > tf,

Bernoulli(θf) if f(xi) = tf,

0 otherwise,

(4.1)

49
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where tf and θf depend on the classifier and the data distribution.
These results lend support to focusing on calibration as the only re-
quirement for screening classifiers. However, we argue that screening
policies given by threshold decision rules using calibrated classifiers
may suffer from an understudied type of discrimination—they may
discriminate against qualified members within demographic groups.
More formally, the following proposition shows that any threshold
decision rule may discriminate against qualified members within de-
mographic groups:

Proposition 4.1.1 Let π be a screening policy given by a threshold decision
rule using a calibrated classifier f with threshold t. Assume there exist
a,b ∈ Range(f), with a < t < b, and z ∈ Z such that P(Y = 1 | f(X) =

a,Z = z) > P(Y = 1 | f(X) = b,Z = z). Then, it holds that

EY∼PY |X,Z,S∼π [Y(1− S) | f(X) = a,Z = z]

> EY∼PY |X,Z,S∼π [YS | f(X) = b,Z = z] .

Proof By definition, the threshold decision rule π outputs S = 0 if
f(X) = a and S = 1 if f(X) = b. As a result, it immediately follows
that:

EY∼PY |X,Z,S∼π [Y(1− S) | f(X) = a,Z = z]

= EY∼PY |X,Z [Y | f(X) = a,Z = z]

> EY∼PY |X,Z [Y | f(X) = b,Z = z]

= EY∼PY |X,Z,S∼π [YS | f(X) = b,Z = z] .

The above result implies that there exist pools of applicants for which
an optimal policy using a calibrated classifier may shortlist a candidate
who is less likely to be qualified than a rejected candidate from the
same group. Importantly, the assumption under which the above
within-group discrimination appears is not just a theoretical construct—
it has been observed empirically in multiple real-world domains,
typically when the group membership Z is a spurious confounding
factor that causes both X and Y.103 The case in which the assumption103“Simpson’s

paradox in real life”
[Wag82]; “Models,

reasoning and inference”
[Pea00];

holds for every group z ∈ Z and any threshold decision rule is known
as Simpson’s paradox.104

104“On Simpson’s
paradox and the

sure-thing principle”
[Bly72];

To avoid the above within-group discrimination, we introduce and
study within-group monotonicity:

Definition 4.1.2 Given a set of groups Z, a classifier f is within-group
monotone if, for any z ∈ Z and a,b ∈ Range(f) such that a < b, Pr(Z =

z | f(X) = a) > 0 and Pr(Z = z | f(X) = b) > 0, it holds that

Pr (Y = 1 | f(X) = a,Z = z) ⩽ Pr (Y = 1 | f(X) = b,Z = z) .
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Figure 4.1: Qual-
ity score values
a = P(Y =
1 | f(X) = a) and
group conditional
quality score values
az = P(Y =
1 | f(X) = a,Z = z)
of a (approximately)
calibrated screening
classifier f with finite
range trained on US
Census survey data
and its within-group
monotone counter-
part fB∗ found by
our post-processing
framework. The
demographic groups
of interest Z are
defined using US
citizen status and the
hatched bars indicate
within-group mono-
tonicity violations.
Note that there exist
no such violations in
fB∗ (second row).
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In simple terms, within-group monotonicity is satisfied when a rough
monotonicity property holds in the predicted scores, conditional on
group membership. That is, for members of the same group, higher
predicted scores should indicate higher chances of being qualified.
When such a simple and intuitive property is violated, it can happen
that qualified members within a demographic group are rejected by
the screening policy, while some members of the same demographic
group who are less likely to be qualified are selected.

In what follows, we will design a post-processing framework that,
given a calibrated classifier, modifies it minimally so that it is within-
group monotone, as shown in Figure 4.1. As a result, any screening
policy given by a threshold decision rule using the modified classifier
will not suffer from within-group discrimination. 105 105Whenever it is

clear from the context,
we do not specify the
set of groups Z with
respect to which a
classifier is
within-group calibrated
or monotone.

4.2 a set partitioning post-processing framework

Let f be a calibrated classifier with Range(f) = {a1, . . . ,an} and
Pr (f(X) = ai) = ρi. Here, note that, as discussed earlier in Sec-
tion 2.2, we focus on calibrated classifiers with finite range, i.e.,
|Range(f)| = n < ∞, since it is impossible to find non-atomic cali-
brated classifiers from data, even asymptotically.106 Predictors can 106“Monotonicity in

Bayesian networks”
[GBF12]; “Is
distribution-free
inference possible for
binary regression?”
[Bar20];

be calibrated with a calibration set using any of the existing calibra-
tion approaches that are based on binning such as isotonic regres-
sion107 or uniform-mass binning.108 Since uniform-mass binning has a

107“Transforming
classifier scores into
accurate multiclass
probability estimates”
[ZE02];
108“Obtaining
calibrated probability
estimates from decision
trees and naive
bayesian classifiers”
[ZAD01];

distribution-free finite sample calibration guarantees,109 we use this

109“Distribution-Free
Calibration Guarantees
for Histogram Binning
without Sample
Splitting” [GR21];

approach in our experiments. Moreover, for ease of exposition, we
assume that f is perfectly calibrated and we have access to true value of
the relevant probabilities ρi, ai, ρz | i and ai,z. However, our method-
ology can be adapted to work with approximately calibrated f and
noisy probability estimates as long as the estimation errors can be
bounded (with high probability). Here, assume that ai < aj for any
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i < j without loss of generality. Further, for every demographic group
of interest z ∈ Z, let

Pr (Y = 1 | f(X) = ai,Z = z) = ai,z,

and,
Pr (Z = z | f(X) = ai) = ρz | i,

and note that, by definition, we have that ai =
∑

z∈Z ρz | iai,z. Then,
our goal is to modify f minimally so that it is within-group monotone.

To this end, we first note that the classifier f induces a partition of
X into n disjoint regions or bins {X1, . . . ,Xn}, where each bin Xi is
characterized by ai and ρi. Building upon this observation, we look
at the problem from the perspective of set partitioning and seek to
merge a small number of these induced bins to achieve within-group
monotonicity.

More formally, let P be the set of all partitions of the bin indices
{1, . . . ,n}. Every B ∈P is a partition of the bin indices into a collection
of nonempty and disjoint equivalence classes {A1, . . . ,A|B|}, which
we call cells. For each x ∈ X, denote the index of the bin it belongs
to as i(x) = {i | f(x) = ai} and represent a cell in B containing index
i(x) by [i(x)]B, where we drop the subscript B whenever it is clear
from the context. Further, we know that the equivalence relation
∼B implies that, for all i(x ′) ∈ [i(x)], we have that i(x) ∼B i(x ′).
Then, we can use the partition110 B to define the modified classifier110We use partition

instead of partition on
the bin indices

whenever it is clear
from the context.

fB : X→ Range(fB) = {aA}A∈B, where

aA =

∑
j∈A ajρj∑
j∈A ρj

and fB(x) = a[i(x)].

Without loss of generality, we keep the cells induced by the partition
B in increasing order with respect to aA, i.e., aAi

⩽ aAj
for any i < j.

Next, note that, by definition, fB is calibrated, i.e.,

Pr (Y = 1 | fB(X) = aA) =

∑
j∈A ajρj∑
j∈A ρj

= aA,

and we have that

Pr (Y = 1 | fB(X) = aA,Z = z) =

∑
j∈A ρjρz | jaj,z∑

j∈A ρjρz | j

:= aA,z.

Moreover, the larger the size of the partition B, the more fine-grained
the predictions of the classifier fB.111 Therefore, we can naturally think111“Probabilistic

forecasts, calibration
and sharpness”

[GBR07];

of reducing the problem to finding a partition B of maximum size112

112Maximizing the
size of the partition |B|

is equivalent to
minimizing the

distance
d(f, fB) = n− |B|.

Thus, fB∗ can be
viewed as the closest

within-group monotone
classifier fB under a

prediction-only access
model [Bła+23].

such that fB is within-group monotone, i.e.,

maximize
B∈P

|B| subject to aAi,z ⩽ aAj,z

∀Ai,Aj ∈ B such that aAi
< aAj

, ∀z ∈ Z.
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However, such a problem formulation presents difficulties both in
terms of tractability and soundness. First, we cannot expect to find
such a partition in polynomial time (proven in Section 3):

Theorem 4.2.1 Given a calibrated classifier f, the problem of finding the
partition B of maximum size such that fB is within-group monotone is
NP-hard.

Proof sketch: To prove the above result in Appendix 3, we first show
that, by finding the partition B of maximum size such that fB is within-
group monotone, we can decide whether there exists a partition B ′ of
size |B ′| = 2 such that fB ′ is within-group monotone. Then, we show
that the latter decision problem is NP-complete by a reduction from a
variation of the partition problem,113 which we refer to as the equal 113“Reducibility

among combinatorial
problems” [Kar72];

average partition problem and prove it is NP-complete.
Second, even if the size of the partition B is large, the shortlists

provided by threshold decision rules using fB may differ greatly from
those using f. The reason is that, in general, we may end up merging
very different bins to ensure monotonicity within groups and, as
a consequence, fB may rank (pairs of) candidates strictly differently.
More specifically, fB may not satisfy the following monotonicity property:

Definition 4.2.2 A classifier f ′ is monotone with respect to f if, for all
f(x1), f(x2) ∈ Range(f) such that f(x1) < f(x2), it holds that f ′(x1) ⩽
f ′(x2).

To guarantee that fB is monotone with respect to f, we need to restrict
our attention to the set of contiguous partitions B ⊆P of {1, . . . ,n},
i.e., for any B ∈ B, if i(x1) < i(x2) < i(x3) and i(x1) ∼B i(x3), then
it also holds that i(x1) ∼B i(x2) and i(x2) ∼B i(x3). More formally,
we have the following result (proven in Section 4):

Proposition 4.2.3 Given a classifier f with Range(f) = {a1, . . . ,an}, fB is
monotone with respect to f iff B is a contiguous partition on {1, . . . ,n}.

Surprisingly, while |B| = 2n−1, we will show in the next section that
it is possible to find the optimal contiguous partition:114 114We drop

"contiguous" whenever
it is clear from the
context.

B∗ = argmax
B∈B

|B|,

such that fB∗ is within-group monotone, in polynomial time using
dynamic programming.

4.3 optimal set partitioning via dynamic programming

Since the structure of our problem resembles isotonic regression, one
may think of using a simple variation of the many times re-discovered
Pool Adjacent Violators (PAV) algorithm115 to find the optimal parti- 115“An empirical

distribution function
for sampling with
incomplete information”
[Aye+55]; “Testing and
estimating ordered
parameters of
probability
distributions” [Eed58];
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Algorithm 5 It returns a partition Bpav such that fBpav is within-group
monotone.

1: Input: {a1,z, . . . ,an,z}z∈Z

2: Initialize: Bpav = {{1} , . . . , {n}}

3: while ∃Ai−1,Ai ∈ Bpav and z ∈ Z such that aAi,z < aAi−1,z do
4: Bpav = Bpav \ {Ai−1,Ai}

5: Bpav = Bpav ∪ {Ai−1 ∪Ai}

6: return Bpav

tion.
However, in what follows, we first show that the PAV algorithm

may not find the optimal partition—it is not even guaranteed to
find a partition satisfying an intuitive type of local optimality. Then,
building on the reasons why the PAV algorithm may not find the
optimal partition, we derive an efficient algorithm based on dynamic
programming that is guaranteed to find the optimal partition.

4.3.1 Pool Adjacent Violators (PAV) Algorithm

In comparison with the original PAV algorithm, the only difference
is that, in our setting, one needs to check for monotonicity violations
across multiple sets of conditional predictors, one per group z ∈
Z, rather than only one set of predictors. However, the main idea
underpinning the PAV algorithm remains the same, i.e., as long as there
are monotonicity violations between two adjacent cells, the algorithm
merges the corresponding cells into one. Algorithm 5 summarizes the
overall procedure, which has complexity O(n2× |Z|) and is guaranteed
to return a partition Bpav such that fBpav is within-group monotone,
as formalized by the following proposition:

Proposition 4.3.1 Algorithm 5 returns a partition Bpav ∈ B such that the
classifier fBpav is within-group monotone.

Proof We prove by contradiction. Assume there exist violations of
within-group monotonicity. We first define the nearest violating triplet,
(l, r, z), as:

(l, r, z) = argmin
{(i,j,z) | i,j∈Range(fB),i<j,z∈Z}

|j− i| such that aAi,z > aAj,z.

If r = l+ 1 then it contradicts with the assumption that no mono-
tonicity violations occur between adjacent cells. If r ̸= l+ 1, there
exists i ∈ Range(fB) such that l ⩽ i ⩽ r and it does not happen
simultaneously that i = l and i = r. Then it should hold that
aAl,z ⩽ aAi,z ⩽ aAr,z since otherwise either of (l, i, z) or (i, r, z) is
the nearest violating triplet. In this case however, aAl,z ⩽ aAr,z which
is a contradiction with it being a violating triplet. As a result, no such
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triplet can exist and fB is within-group monotone.

Unfortunately, while the original PAV algorithm does enjoy global
optimality guarantees for the isotonic regression problem116 under 116In the isotonic

regression
problem [BB72], given
a set of response
variables {yi}i∈[n],
the goal is to find a set
of predictor values
{xi}i∈[n], with
xi ⩽ xi+1 for all
i ∈ [n], such that∑

i ℓ(xi,yi) is
minimized, where
ℓ(xi,yi) is a loss
measuring how well xi

approximates yi.

multiple choices of loss functions,117 this is not true for our problem.

117“Exact algorithms
for isotonic regression
and related” [YX16];

“Optimal solutions to
the isotonic regression
problem” [JMZ19];

There exist many instances for which Algorithm 5 fails to find the op-
timal partition B∗, e.g., refer to Figure 4.5 and Figure 2 in Appendix 6.
In fact, Algorithm 5 does not even enjoy a type of intuitive local
optimality guarantee based on the notion of dominance:118

118“Improving
Screening Processes via
Calibrated Subset
Selection” [WJG22];

Definition 4.3.2 Let f and f ′ be calibrated classifiers. Classifier f dominates
f ′ if, for any x1,x2 ∈ X such that f(x1) = f(x2), it holds that f ′(x1) =

f ′(x2).

More specifically, if fB dominates fB ′ , it can be shown that the ex-
pected size of the shortlists provided by the optimal screening policies
using fB are not larger than those using fB ′ [WJG22, Corollary 4.3]
and it clearly holds that |B| ⩾ |B ′|, as shown by the following example:

Example 4.3.3 Let Range(f) = {a1,a2,a3}, Z = {z1, z2} and ρiρz | i =
1
6

for all i ∈ {1, 2, 3} and z ∈ Z. Further, let a1,z2 = a2,z1 = a3,z2 = α,
a1,z1 = 2α, a2,z2 = 3α and a3,z1 = 4α, where α ∈ [0, 0.25].

In the above example, first note that, by construction, it holds that a1 =
3
2α < a2 = 2α < a3 = 5

2α. Now, since a1,z1 > a2,z1 , Algorithm 5 first
merges these two bins, then, since a{1,2},z2 > a{3},z2 , it merges all the
three bins together and finally it terminates, returning B = {{1, 2, 3}}.
However, since it holds that a1,z1 < a{2,3},z1 and a1,z2 < a{2,3},z2 , it
clearly holds that the partition B ′ = {{1} , {2, 3}} induces a classifier
fB ′ that is within-group monotone and it readily follows that fB ′

dominates fB.
The reason why Algorithm 5 may fail to find the optimal partition

is that, whenever it tries to fix a monotonicity violation between two
adjacent cells Ai−1 and Ai, it does so by merging them. However, in
our problem, the optimal fix may require merging cells Ai and Ai+1.
Building on this insight, we will design an efficient algorithm based
on dynamic programming that provably finds the optimal partition.

4.3.2 An Optimal Dynamic Programming Algorithm

Our starting point is the following observation, which allows us to
break down the problem of finding the optimal partition B∗ into
several subproblems. Let Br be the set of contiguous partitions of
the bin indices {1, . . . , r}, with r ⩽ n, and Bl,r ⊆ Br be the subset
of those partitions such that, for any B = {A1, . . . ,A|B|} ∈ Bl,r, it
holds that A|B| = {l, . . . , r} and fB∪B ′ is within-group monotone on
the region of the feature space defined by ∪i⩽rXi, where B ′ is any
partition of the bin indices {r + 1, . . . ,n}.119 Then, it clearly holds 119Note that it may be

impossible to satisfy
both conditions
simultaneously if, for
example, the Simpon’s
paradox [Sim51] holds,
i.e., for every group
z ∈ Z and every pair
of indices i < j, we
have that ai,z > aj,z.
In those cases, we may
have that Bl,r = ∅ for
all 1 < l ⩽ r.
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Algorithm 6 It returns the optimal partition B∗ such that fB∗ is within-
group monotone.

1: Input: {a1,z, . . . ,an,z}z∈Z

2: Initialize: Bl,r = {} ∀l, r ∈ {2, . . . ,n}, B1,r = {{1, . . . , r}} ∀r ∈
{1, . . . ,n}

3: for l ∈ {2, . . . ,n} do
4: for r ∈ {l, . . . ,n} do
5: Sl,r =

{
k|k < l,a{k,...,l−1},z ⩽ a{l,...,r},z ∀z ∈ Z

}
▷ Refer

to Lemma. 4.3.4
6: if Sl,r = ∅ then
7: Continue ▷ In this case Bl,r = ∅
8: k∗ = argmaxk∈Sl,r

|Bk,l−1|

9: Bl,r = Bk∗,l−1 ∪ {{l, . . . , r}}

10: l∗ = argmaxi∈{1,...,n} |Bi,n|

11: return Bl∗,n

that the optimal partition B∗ ∈ ∪nl=1Bl,n and thus we can break the
problem of finding B∗ into n subproblems, i.e., finding the optimal
partition B∗

l,n = argmaxB∈Bl,n
|B| within each subset Bl,n. From now

on, with a slight abuse of notation, we will write fB instead of fB∪B ′

whenever B ′ refers to any partition of the bin indices not in B and it
is clear from the context.

Next, we realize that we can efficiently find the optimal partition
B∗

l,n in each subset Bl,n recursively using dynamic programming.
The key idea of the recursion is that any partition B ∈ Bl,r needs to
satisfy the following necessary and sufficient conditions (proven in
Section 5):

Lemma 4.3.4 Given any B ∈ Br, it holds that B ∈ Bl,r if and only if
∃k < l such that B \ {{l, . . . , r}} ∈ Bk,l−1 and a{k,...,l−1},z ⩽ a{l,...,r},z
∀z ∈ Z.

Consequently, we can efficiently find all the partitions in the subsets
Bl,r iterating through l using the partitions in the subsets Bk,l−1

with k < l. Finally, by construction, it clearly holds that, if B∗
l,r =

B ′ ∪ {{l, . . . , r}}, with B ′ ∈ Bk,l−1, is the optimal partition in Bl,r then
B ′ = B∗

k,l−1 is the optimal partition in Bk,l−1. As a result, at each
step of the recursion, we only need to store the optimal partition B∗

l,r,
not all partitions in Bl,r.

Algorithm 6 summarizes the overall procedure, which has complex-
ity O(n3 × |Z|) and is guaranteed to find the optimal partition B∗, as
formalized by the following theorem:

Theorem 4.3.5 Algorithm 6 returns B∗ = argmaxB∈B |B| such that fB∗

is within-group monotone.

Proof To prove that Algorithm 6 returns the optimal partition B∗, we
just need to prove that, for each l, r ∈ {1, . . . ,n}, the partition Bl,r the
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Algorithm 7 It returns the optimal partition B∗
cal such that fB∗

cal
is

within-group calibrated.
1: Input: {a1,z, . . . ,an,z}z∈Z

2: Initialize: Bcal,i = {} ∀i ∈ {1, . . . ,n}
3: if a1,z = a1 ∀z ∈ Z then
4: Bcal,1 = {{a1}}

5: for r ∈ {2, . . . ,n} do
6: Sr =

{
i ∈ {2, . . . , r} |a{i,...,r},z = a{i,...,r} ∀z ∈ Z

}
7: k∗ = argmaxk∈Sr

∣∣Bcal,k−1

∣∣
8: if Bcal,k∗−1 ̸= ∅ then
9: Bcal,r = Bcal,k∗−1 ∪ {{k∗, . . . , r}}

10: else if a{1,...,r} = a{1,...,r},z ∀z ∈ Z then
11: Bcal,r = {{1, . . . , r}}

12: return Bcal,n

algorithm finds is optimal, i.e., Bl,r = B∗
l,r. In what follows, we prove

this by induction.
For the base cases, we have that B1,r = {{1, . . . , r}} are clearly opti-

mal since B1,r only contains {{1, . . . , r}} for all r ∈ {1, . . . ,n}. As the
induction hypothesis, assume that, for any l ′ < l and r ′ < r, the
partition Bl ′,r ′ the algorithm finds is optimal. Moreover, let Sl,r ={
k |k < l,a{k,...,l−1},z ⩽ a{l,...,r},z ∀z ∈ Z

}
. Then, for (l, r), we need to

show that Bl,r = Bk∗,l−1 ∪ {{l, . . . , r}}, with k∗ = argmaxk∈Sl,r
|Bk,l−1|,

is optimal.
To this end, we first show that fBl,r is within-group monotone on
∪i⩽rXi, i.e., Bl,r ∈ Bl,r. We have that, by the induction hypoth-
esis, Bk∗,l−1 ∈ Bk∗,l−1 and, by definition, k∗ ∈ Sl,r. Then, it fol-
lows directly from Lemma 4.3.4 that fB ∈ Bl,r. Next, we show that
Bl,r = argmaxB∈Bl,r

|B|. Using again Lemma 4.3.4, we have that, for
any B ∈ Bl,r, it holds that B = B ′ ∪ {{l, . . . , r}}, with B ′ ∈ Bk,l−1,
for some k ∈ Sl,r. As a result, since |B ′ ∪ {{l, . . . , r}}| = |B ′| + 1, it
suffices to find B ′ = argmaxB ′′∈∪k∈Sl,rBk,l−1

|B ′′|. Now, by the induc-

tion hypothesis, we know that, for each Bk,l−1, Bk,l−1 is the optimal
partition. Then, since k∗ = argmaxk∈Sl,r

|Bk,l−1|, we can conclude that
Bl,r is optimal.

4.4 within-group monotonicity vs within-group cali-
bration

Within-group calibration, or calibration within groups, requires that the
probability that a candidate is qualified is independent of their group
membership conditioned on their quality score. More specifically, it is
defined as follows:120 120“On fairness and

calibration” [Ple+17];
“Inherent trade-offs in
algorithmic fairness”
[Kle18];
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Definition 4.4.1 Given a set of groups Z, a classifier f is within-group
calibrated iff, for every z ∈ Z and a ∈ Range(f) such that Pr(Z = z | f(X) =

a) > 0, it holds that Pr(Y = 1 | f(X) = a,Z = z) = a.

As discussed previously, within-group calibration implies within-
group monotonicity. Then, to minimally modify a calibrated classifier
f so that it becomes within-group monotone, one may think of finding
the optimal partition B∗

cal = argmaxB∈B |B| such that fB is within-
group calibrated. In what follows, we will first show that, perhaps
surprisingly, finding B∗

cal is computationally easier121 than finding B∗.121Using a similar
proof technique as in

Theorem 4.2.1, it can be
proven that the problem
of finding the partition
B ∈ P of maximum

size such that fB is
within-group calibrated

is NP-hard. Therefore,
in general, the
computational

complexity is not lower.

However, we will further show that, in many cases, B∗
cal may not exist

and, when it does exist, the size of B∗
cal may be much smaller than the

size of B∗, leading to less fine-grained predictions.
To find the optimal B∗

cal, we proceed recursively. Let Br be the
set of contiguous partitions of the bin indices {1, . . . , r}, with r ⩽ n.
Then, iterating through r, we find the optimal partitions B∗

cal,r =

argmaxB∈Br
|B| such that fB∗

cal,r
is within-group calibrated in ∪i⩽rXi.

In this case, the key idea of the recursion is that any partition B ∈ Br

such that fB is within-group calibrated on ∪i⩽rXi needs to satisfy the
following necessary and sufficient condition:

Lemma 4.4.2 Given any B ∈ Br, it holds that fB is within-calibrated
on ∪i⩽rXi if and only if ∃l < r such that B\ {{l, . . . , r}} ∈ Bl−1 and
fB\{{l,...,r}} is within-group calibrated on ∪i⩽l−1Xi and a{l,...,r},z = a{l,...,r}
∀z ∈ Z.

Proof We first prove the sufficient condition, i.e., we prove that, given
any B ∈ Br, if it holds that fB is within-group calibrated on ∪i⩽rXi

then ∃l < r such that B\ {{l, . . . , r}} ∈ Bl−1 and fB\{{l,...,r}} is within-
group calibrated on ∪i⩽l−1Xi and a{l,...,r},z = a{l,...,r} for all z ∈ Z.
Let B ′ = B \ {{l, . . . , r}}. Since B covers {1, . . . , r}, then it holds that
B ′ covers {1, . . . , l− 1} and hence B ′ ∈ Bl−1. Since B ′ ⊂ B and fB is
within-group calibrated on ∪i⩽rXi, then it holds that fB ′ is within-
group calibrated on ∪i⩽l−1Xi. Finally, since {l, . . . , r} ∈ B, it also
holds that a{l,...,r},z = a{l,...,r}.

Next, we prove the necessary condition, i.e., given any B ∈ Br,
if ∃l < r such that B\ {{l, . . . , r}} ∈ Bl−1 and fB\{{l,...,r}} is within-
group calibrated on ∪i⩽l−1Xi and a{l,...,r},z = a{l,...,r} ∀z ∈ Z then
fB is within-group calibrated on ∪i⩽rXi. We need to show that, for
every A ∈ B, it holds that aA,z = aA. Let B ′ = B \ {{l, . . . , r}}. For
every z ∈ Z, it holds by assumption that aA,z = aA ∀A ∈ B ′ and
a{l,...,r},z = a{l,...,r}. As a result, fB is within-group calibrated on
∪i⩽rXi.

As a consequence, we can efficiently find all partitions B in the subsets
Br such that fB is within-group calibrated iterating through r using
the partitions B ′ in the subsets Bl with l < r such that fB ′ is within-
group calibrated. Finally, by construction, it clearly holds that if the
optimal partition B∗

cal,r = B ′ ∪ {{l, . . . , r}}, with B ′ ∈ Bl−1, is the
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optimal partition in Br then B ′ = B∗
cal,l−1 is the optimal partition in

Bl−1. As a result, at each step of the recursion, we only need to store
the optimal partition B∗

r, not all partitions B ∈ Br such that fB is
within-group calibrated, and reuse it to find all B∗

r ′ with r ′ > r.
Algorithm 7 summarizes the overall procedure, which has complex-

ity O(n2 × |Z|) and is guaranteed to find the optimal partition B∗
cal, if

such a partition exists, as formalized by the following theorem:

Theorem 4.4.3 Algorithm 7 returns B∗
cal = argmaxB∈B |B| such that fB∗

cal

is within-group calibrated if such partition exists or ∅ otherwise.

Proof To prove that Algorithm 7 returns the optimal B∗
cal, if a solution

exists, we just need to prove that, for every r ∈ {1, . . . ,n}, the partition
Bcal,r the algorithm finds is optimal, i.e., Bcal,r = B∗

cal,r. In what
follows, we prove this by induction. For the base case (r = 1), we
have that Bcal,1 = {{a1}} iff, for all z ∈ Z with ρz |1 > 0, it holds
that a1,z = a1. This is clearly optimal since B1 only contains {{a1}}.
Otherwise, it holds that Bcal,1 = ∅.

As the induction hypothesis, assume that, for any r ′ < r , the
partition Bcal,r ′ the algorithm finds is either the optimal partition
or, if there is no solution, an empty partition. Moreover, let Sr ={
i ∈ {2, . . . , r} |a{i,...,r},z = a{i,...,r} ∀z ∈ Z

}
. Then, for r, we distin-

guish between two cases. If Bcal,r ′ is empty for all r ′ < r, we again
distinguish between two cases. If a{1,...,r} ̸= a{1,...,r},z ∀z ∈ Z, it means
that Bcal,r = {{1, . . . , r}} is the only partition in Br that is within-group
calibrated and thus it is optimal. Otherwise, we can conclude that
no partition B ∈ Br is within-group calibrated and thus Bcal,r = ∅.
Now, if Bcal,r ′ is not empty for some r ′ < r, we need to show that
Bcal,r = Bcal,k∗−1 ∪ {{k∗, . . . , r}}, with k∗ = argmaxk∈Sr

|Bcal,k−1|, is
optimal.

To this end, we first show that fBcal,r is within-group calibrated on
∪i⩽rXi. Using the induction hypothesis and the fact that k∗ ⩽ r, we
have that Bcal,k∗−1 is the optimal partition in Bk∗−1. As a result, it
follows from Lemma 4.4.2 that fBcal,r is within-group calibrated on
∪i⩽rXi.

Next, we show that Bcal,r = argmaxB∈Br
|B| among those partitions

B such that fB is within-group calibrated. Using again Lemma 4.4.2,
we have that, for any B such that fB is within-group calibrated, it holds
that B = B ′∪ {{k, . . . , r}}, with B ′ ∈ Bk−1, for some k ∈ Sr. As a result,
since |B| = |B ′|+ 1, it suffices to find B ′ = argmaxB ′′∈∪k∈SrBk−1

|B ′′|
such that fB ′′ is within-group calibrated. Now, by the induction hy-
pothesis, we know that, for each Bk−1, Bk−1 is the optimal partition.
Then, since k∗ = argmaxk∈Sr

∣∣Bcal,k−1

∣∣, we can conclude that Bcal,r is
optimal.

Unfortunately, there are many cases in which B∗
cal does not exist, e.g.,

this will happen if f systematically undervalues the probability that in-
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Figure 4.2: The
probability pd |z that
an individual from
group z may suffer
from within-group
discrimination
against Pr(Z = z)
for n = 15.
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Figure 4.3: Panel (a)
shows the probability
pd that an individ-
ual may suffer from
within-group discrim-
ination and panel (b)
shows the probability
pd |Dpool

that an in-
dividual suffers from
within-group discrim-
ination in a test pool
Dpool of size m, av-
eraged across all test
pools, against n =
|Range(f)|.
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dividuals from a group are qualified, in comparison with individuals
from another group:

Proposition 4.4.4 Let Z = {z, z ′}, ρz | i = ρz ′ | i and ai,z < ai,z ′ for all
i ∈ {1, . . . ,n}. Then, there exists no B ∈ B such that fB is within-group
calibrated.

Proof We prove by contradiction. Assume there exists a B ∈ B such
that fB is within-group calibrated. Then, for every A ∈ B, it must
hold that aA,z = aA,z ′ = aA. Consider an arbitrary cell A ∈ B. We
have that

aA,z =

∑
j∈A ρjρz | jaj,z∑

j∈A ρjρz | j

(i)
=

∑
j∈A ρjρz ′ | jaj,z∑

j∈A ρjρz ′ | j

(ii)
<

∑
j∈A ρjρz ′ | jaj,z ′∑

j∈A ρjρz ′ | j
= aA,z ′

where (i) follows from the fact that ρz | i = ρz ′ | i for all i ∈ Range(f)
and (ii) follows from the fact that, by assumption, ai,z < ai,z ′ for all
i ∈ {1, . . . ,n}. As an immediate consequence, we have that aA,z <

aA < aA,z ′ , contradicting the within-group calibration property.

In the above situation, f may actually be within-group monotone
and thus |B∗| = n. Even if B∗

cal exists, there are examples where
|B∗|− |B∗

cal| = n− 1.
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4.5 experiments using survey data

In this section, we create multiple instances of a simulated screen-
ing process using US Census survey data to first investigate how
frequently within-group discrimination122 occurs and then compare 122Within-group

discrimination
corresponds to the
violations of
within-group
monotonicity

the partitions, as well as induced screening classifiers, provided by
Algorithms 5, 6 and 7.123

123We ran all
experiments on a
machine equipped with
48 Intel(R) Xeon(R)
2.50GHz CPU cores
and 256GB memory.

4.5.1 Experimental setup.

We use a dataset consisting of ∼3.2 million individuals from the US
Census.124 Each individual is represented by sixteen features and one

124“Retiring adult:
New datasets for fair
machine learning”
[Din+21];

label y ∈ {0, 1} indicating whether the individual is employed (y = 1)

or not (y = 0). For our experiments, we think of employment as a
(imperfect) proxy of qualification. The features contain demographic
information such as age, marital status or gender [Din+21, Appendix
B4]. We run four sets of experiments where, in each of them, we use a
different feature (US citizen status, race, gender, or disability record)
to define the demographic groups of interest Z.125 125Appendix 8 shows

similar results for
groups defined based on
gender and disability
record.

For the experiments, we randomly split the dataset into two equally-
sized and disjoint subsets. We use the first subset for training and
calibration and the second subset for testing. More specifically, for
each experiment, we create the training and calibration sets Dtr and
Dcal by picking 100,000 and 50,000 individuals at random (without
replacement) from the first subset. We use Dtr to train a logistic
regression model fLR126 and use Dcal to both (approximately) calibrate 126The classifier fLR

achieves a test accuracy
of ∼74% at predicting
whether an individual
is qualified.

fLR using uniform mass binning (UMB),127 i.e., discretize its outputs

127“Improving
Screening Processes via
Calibrated Subset
Selection” [WJG22];
“Obtaining calibrated
probability estimates
from decision trees and
naive bayesian
classifiers” [ZAD01];

to n calibrated quality scores, and estimate the relevant probabilities
ρi, ai, ρz | i and ai,z needed by Algorithms 5, 6 and 7. The resulting
(approximately) calibrated classifier serves as our screening classifier f.
For testing, we create a set {Di

pool}
100
i=1 of 100 pools, each with m = 100

individuals picked at random from the second subset, and create
(the smallest) shortlists with at least k qualified individuals using
the screening classifiers fBpav , fB∗ and fB∗

cal
induced by the partitions

found by Algorithms 5, 6 and 7, respectively. Here, since we find
that, in most experiments, no within-group calibrated classifier exists,
we allow fB∗

cal
to be within-group ϵ-calibrated128 within Algorithm 7

128Given a set of
groups Z, a classifier f
is within-group
ϵ-calibrated iff, for
every z ∈ Z and
a ∈ Range(f) such
that Pr(Z =
z | f(X) = a) > 0, it
holds that
|Pr(Y |a,z)−a| ⩽
ϵ.

and use binary search to find the smallest ϵ ∈ (0, 1) such that fB∗
cal

exists.129 Throughout the experiments, we estimate the average and the

129Refer to
Appendix 7 for
additional experiments
on within-group
ϵ-calibration.

standard error of the reported quantities by repeating each experiment
100 times.

4.5.2 Results

Within-group discrimination occurs frequently between individuals
from minority groups, especially with fine-grained classifiers. We
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start by estimating the probability pd |z that an individual from a
demographic group of interest z ∈ Z may suffer from within-group
discrimination, i.e.,

pd |z =
1

Pr(Z = z)

∑
i∈{1,...,n}

ρiρz | ivi,

where vi = I
[
∃aj ∈ Range(f) |ai < aj ∧ ai,z > aj,z

]
. Figure 4.2 sum-

marizes the results for a screening classifier f with n = 15 bins. We find
that individuals who belong to minority groups are much more likely
to suffer from within-group discrimination than those who belong
to a majority group. For example, the probability that an individual
who is not a US citizen may suffer from within-group discrimination
is pd |z > 0.3 while it is almost impossible that an individual born in
the US is within-group discriminated. Further, we investigate to what
extent the probability pd =

∑
z∈Z P(Z = z)pd |z that an individual

may suffer from within-group discrimination depends on the number
of bins n of f.

Figure 4.4a shows that the more fine-grained a classifier is, the
higher the probability that an individual may suffer from within-group
discrimination, e.g., for n ⩽ 10, pd < 0.05 while, for n = 40, pd > 0.12
across all sets of groups Z. Since the accuracy of a calibrated classifier
is related to how fine-grained its predictions are,130 the above finding130“Improving

Screening Processes via
Calibrated Subset

Selection” [WJG22];

suggests that high accuracy may have a cost in terms of within-group
discrimination.

Our results so far show that the probability that individuals may
suffer from within-group discrimination is significant. Next, we esti-
mate the probability pd |Dpool

that, in a test pool Dpool of size m, an
individual does suffer from within-group discrimination, i.e.,

pd |Dpool
=

1

m

∑
x∈Dpool

vx,

where vx = I
[
∃x ′ ∈ Dpool |ai(x) < ai(x ′) ∧ ai(x),z > ai(x ′),z

]
. Figure 4.4b

shows that, on average across all test pools, the probability pd |Dpool

follows the same trend as pd, however, it is slightly lower in value
because each of the test pools is not representative of the entire popu-
lation. However, note that, as m→∞, one can readily conclude that
pd |Dpool

→ pd.
Algorithm 6 consistently provides larger partitions, which result
in more fine-grained classifiers and smaller shortlists, than Algo-
rithms 5 and 7. We experiment with several screening classifiers f

with a varying number of bins n and compare the size of the partitions
B provided by each of the algorithms, i.e., the number of bins of the
modified classifiers fB. Figure 4.4 shows that the optimal partition B∗

is always greater in size than the partitions B∗
cal and Bpav. Moreover,

it also shows that, as n increases, the growth in the size of the parti-
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Figure 4.4: Size of the
partitions Bpav, B∗

and B∗
cal returned by

Algorithms 5, 6 and 7,
respectively (higher is
better).
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tions B∗ and Bpav diminishes because the occurrence of within-group
discrimination increases, as shown in Figure 4.3.

Further, we use both the original classifier f and the modified
classifiers fB∗ , fBpav and fB∗

cal
to shortlist the minimum number of

individuals among those in each of the simulated test pools {Bi
pool}

such that, in expectation, there are at least k qualified shortlisted indi-
viduals per pool. To this end, for each test pool and classifier, we sort
the candidates in decreasing order with respect to the corresponding
quality score and, starting from the first, we keep shortlisting individ-
uals in order until the sum of the quality scores reaches k [WJG22,
Appendix, A.3]. Figure 4.6 shows that the shortlists created using
fB∗ are consistently smaller than those created using fBpav and fB∗

cal

for k = 5. Moreover, it also shows that the price to pay for achieving
within-group monotonicity, i.e., the difference in size between the
shortlists created using f and fB∗ , is small. We found qualitatively
similar results for other k values.

We also take a closer look at all the quality score values a = Pr(Y =

1 | f(X) = a) and group conditional score values az = Pr(Y = 1 | f(X) =

a,Z = z) of both the original classifier f and the modified classifiers
fB induced by the partitions B found by each of the algorithms.
Figures 4.5 summarize the results for one experiment with a classifier
f with n = 15, which reveal several interesting findings:

As expected, fB∗ and fBpav are within-group monotone and fB∗ is
more fine-grained than fBpav , i.e., |B∗| ⩾ |Bpav|. However, the minimum
value of ϵ such that fB∗

cal
exists is not always low enough for fB∗

cal
to be

within-group monotone. Moreover, we find that, for f, fB∗ and fBpav ,
the difference among group conditional score values az for a given
quality score values a is often significant. As a result, one should
be cautious about comparing candidates from different groups z and
instead utilize group-dependent decision thresholds131 to implement 131“Improving

Screening Processes via
Calibrated Subset
Selection” [WJG22];

more equitable hiring practices such as the Rooney rule,132 which

132“Tackling
unconscious bias in
hiring practices: The
plight of the Rooney
rule” [Col07];

requires that, when hiring for a given position, at least one (or more)
candidate(s) from each minority group should be interviewed. In this
context, it is also worth noting that, while using fB∗

cal
would mitigate
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Figure 4.5: Qual-
ity score values
a = P(Y =
1 | f(X) = a) and
group conditional
quality score values
az = P(Y =
1 | f(X) = a,Z = z)
of the screening
classifier f and the
modified classifiers
fBpav , fB∗ , and
fB∗

cal
induced by the

partitions found by
Algorithms 5, 6 and 7,
respectively. Groups
are defined based on
citizenship status. In
the first and last rows,
the hatched bars
indicate within-group
monotonicity viola-
tions and, in the last
row, we report the
smallest ϵ value such
that a within-group
ϵ-calibrated classifier
fB∗

cal
exists.
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such differences, our results show that this would reduce dramatically
the granularity of the predictions. We found qualitatively similar
results for different n values. Section 6 shows similar experimental
results when the group membership is defined by race code.

4.6 chapter conclusions

We have shown in this chapter that optimal screening policies using
calibrated classifiers may suffer from an understudied type of within-
group discrimination. Then, we have developed a polynomial time
algorithm based on dynamic programming to minimally modify any
given calibrated classifier so that it satisfies within-group monotonicity,
a natural monotonicity property that prevents the occurrence of within-
group discrimination. Finally, we have shown that within-group
monotonicity can be achieved at a small cost in terms of prediction
granularity and shortlist size.
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Figure 4.6: Size of the
shortlists created us-
ing the original clas-
sifier f and the mod-
ified classifiers fBpav ,
fB∗ , and fB∗

cal
in-

duced by the parti-
tions found by Algo-
rithms 5, 6, and 7, re-
spectively, for k = 5

(lower is better).
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Part III

C O N C L U S I O N





5
D I S C U S S I O N A N D F U T U R E W O R K

This thesis contributed towards a deeper understanding of oppor-
tunities and risks in human-AI teams. The first goal was to design
learning algorithms and triage policies to address the problem of
supervised learning in human-AI teams. The single takeaway I would
like the readers to carry from this part of the thesis is the following:
To fully unlock the potential in human-AI teams, we need to shift focus from
model-centric optimization to team-aware learning.

I support this claim in Part i of this thesis through various theoretical
results and empirical studies. I believe that these studies have played
a significant role in shaping a better understanding and design of
human-AI hybrid systems and have inspired the line of work on
human-AI complementarity.

The second objective of my thesis was to bring attention to the fact
that integrating AI models into high-stakes decision-making processes
has to be done with caution. These consequential decisions can di-
rectly impact individuals—deciding who receives opportunities—and
reshape the distribution of demographic groups in society over time.
Importantly, an AI model that achieves a strong overall predictive
performance may still perform poorly on subgroups, and this is often-
times manifested more severely in minority groups. As a result, we
need to rigorously assess the group-conditional predictions of these
models, and ensure they are fair for different subgroups.

The main focus of the thesis in this regard has been on an understud-
ied type of group fairness, within-group fairness, which, when violated,
adversely affects qualified members of demographic groups. In simple
terms, within-group fairness is satisfied when a rough monotonicity
property holds on the predicted scores, conditional on group member-
ship. That is, for members of the same group, higher predicted scores
should indicate higher chances of being qualified.

Our empirical studies in Part ii in fact show that within-group
discrimination is not solely a theoretical construct, and exists in real-
world screening processes. Furthermore, it occurs more frequently
within minority groups and can prevent the best candidates belonging
to these groups from being selected, perpetuating historical biases.
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70 discussion and future work

5.1 future work

There exist numerous promising avenues for future work on top of
the results of this thesis. Some aspects are discussed below:
Fairness in human-AI collaboration While we mainly focused on
predictive accuracy in human-AI collaboration, an equally interesting
and important aspect is to assess the fairness aspects in the decisions
resulting from this collaboration. Remember that the hope of human-
AI synergy is not only to amplify the respective strengths of human
or AI, but also to mitigate their respective biases and limitations,
for example, the statistical biases in AI models and cognitive biases
inherent to human judgments. While we have mainly explored the
first objective, a compelling avenue for future research is to explore
the extent to which these biases are truly mitigated, or conversely,
propagated in the final decisions.
Human error modeling We have mainly modeled human error us-
ing inter-annotator disagreement. It would be a natural next step
to explore alternative approaches. Importantly, a real-world deploy-
ment of such error modeling relies on datasets with multiple human
annotations per sample, which are scarce in practice. As a result, a
more general and data-efficient modeling of human error remains a
compelling direction for a more practical deployment.

Furthermore, since in practice, the spectrum of human abilities
spans a broad range, it would be worthwhile to develop algorithms
that, over time, adapt to the particular human(s) they are dealing with.

Additionally, we have assumed that the human annotations are
independent, however, there exist scenarios in which annotations
are correlated, e.g., when a single user sequentially reviews a set of
items in a session. It would be interesting to lift the independence
assumption and design algorithms that account for the correlation
between annotations.

Lastly, while our main message in the first part of the thesis is that
the best AI for teamwork is not the one that is optimized in isolation,
a symmetrical expectation can be placed on the human decision-
maker. Humans can also benefit from recognizing that they operate
in a collaborative framework, and understanding the limitations of
their AI counterpart. Studying what sort of strategies humans could
adopt towards a better overall team performance is an open research
direction.
Designing AI models that best aid humans In the first part of the
thesis, we have focused on AI models that can best support humans,
by taking over the part of the task that humans find most challenging.
In many real-world scenarios, human predictions are instead informed
by a predictive model. A natural next step, hence, would be to explore
how predictive models can best guide human decision makers in those
scenarios.133133“Improving expert

predictions with
conformal prediction”

[Str+23]; “Towards
Human-AI

Complementarity with
Prediction Sets” [De

+24];
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Extending within-group fairness to non-specified, possibly over-
lapping groups An intriguing avenue for future work is to design
classifiers that are within-group monotone with respect to any group
that can be identified from the population.134 Such models would 134For example, the

groups that can be
identified within a
specified class of
computations similarly
as in multicalibra-
tion [Héb+18] or
Section 2.3
in [Guy+25]

ensure fair ranking beyond the usual demographic groups, and for
all their intersections and fine-grained combinations, safeguarding a
variety of subpopulations.
Balancing sharpness and within-group fairness In some scenarios, it
might be sufficient to control the probability that an individual may
experience within-group discrimination, rather than fully eliminating
it. Fully eliminating within-group unfairness requires a model to
adopt coarser (less sharp135) predictions, thereby adversely affecting 135“Probabilistic

forecasts, calibration
and sharpness”
[GBR07];

predictive accuracy. An interesting research direction is therefore to
optimize this trade-off between the predictive accuracy and within-
group fairness.
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Part IV

A P P E N D I X





A D D I T I O N A L I N F O R M AT I O N F O R C H A P T E R 3

1 additional information for section 3 .2

1.1 Proof of Proposition 3.2.2

Proposition 3.2.2 The set function g(S), defined in Eq. 3.5, is monotone.

Proof Without loss of generality, assume b = 0. Then, we have:

g(S∪ {j}) − g(S) =
∑

i∈V\S

[λ ∥w∗(V\S)∥2 + (1− yiw
∗(V\S)⊤Φ(xi))+]

−
∑

i∈V\(S∪{j})

[λ ∥w∗(V\(S∪ {j}))∥2 + (1− yiw
∗(V\(S∪ {j})⊤Φ(xi))+]

= λ|V\S| ∥w∗(V\S)∥2 +
∑

i∈V\S

(1− yiw
∗(V\S)⊤Φ(xi))+

− λ(|V\S|− 1) ∥w∗(V\S)∥2 −
∑

V\(S∪{j})

(1− yiw
∗(V\S)⊤Φ(xi))+

+ λ(|V\S|− 1) ∥w∗(V\S)∥2 +
∑

i∈V\(S∪{j})

(1− yiw
∗(V\S)⊤Φ(xi))+

− λ(|V\S|− 1) ∥w∗(V\(S∪ {j}))∥2

−
∑

i∈V\(S∪{j})

(1− yiw
∗(V\(S∪ {j})⊤Φ(xi))+

= λ ∥w∗(V\S)∥2 + [1− yjw
∗(V\S)⊤Φ(xj)]+

+ λ(|V\S|− 1) ∥w∗(V\S)∥2 +
∑

i∈V\(S∪{j})

(1− yiw
∗(V\S)⊤Φ(xi))+

− λ(|V\S|− 1) ∥w∗(V\(S∪ {j}))∥2

−
∑

i∈V\(S∪{j})

(1− yiw
∗(V\(S∪ {j})⊤Φ(xi))+

(i)

⩾ λ ∥w∗(V\S)∥2 + (1− yjw
∗(V\S)⊤Φ(xj))+ ⩾ 0,

where w∗(V\S) = argminw

∑
i∈V\S[λ∥w∥2 + (1− yiw

⊤Φ(xi))+] and
the inequality (i) holds because

min
w

∑
i∈V\(S∪{j})

[λ∥w∥2 + (1− yiw
∗(V\S)⊤Φ(xi))+]

=
∑

i∈V\(S∪{j})

[λ∥w∗(V\(S∪ {j}))∥2 + (1− yiw
∗(V\(S∪ {j}))⊤Φ(xi))+]

⩽
∑

i∈V\(S∪{j})

[λ∥w∗(V\S)∥2 + (1− yiw
∗(V\S)⊤Φ(xi))+].
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1.2 Proof of Theorem 3.2.3

Theorem 3.2.3 Let the following conditions hold:

Φ(x) = x, ρ∗ = Vmin/|V|,σ∗ = s∗/|V|,η =

(
2
√
λ+ max

i∈V
∥xi∥

)
/
√
λ.

Then, the submodularity ratio γ of the function g(S) (defined in Eq. 3.5)
satisfies that

γ ⩾ γ∗ =

min

{
[∆∗σ∗]2

4λ
,

1

(η− 2)2

}

η+
η2

2

(
1

2
+

√
1

4
+

4|V|(η− 1)

η2

)
+ (η− 1) |V|

as long as the number of samples outsourced to humans n ⩽ (ρ∗ − σ∗)|V|.

Proof First, we find a lower bound for g(S∪ {j}) − g(S) for every j /∈ S.
Starting from Eq. 3.4 with Φ(x) = x, we have:

g(S∪ {j}) − g(S) ⩾ λ ∥w∗(V\S)∥2 + (1− yj(w
∗(V\S)⊤xj + b∗(S)))+

⩾ λ ∥w∗(V\S)∥2 .

Then, to bound ∥w∗(V\S)∥2, we resort to Lemma 1.2, which equips
us with the dual formulation of our problem, i.e.,

w∗(V\S) =

∑
i∈V\S αi(V\S)yixi

2λ|V\S|
and

∑
i∈V\S

αi(V\S)yi = 0,

and the following condition:

yi(w
∗(V\S)⊤xi + b∗(V\S)) < 1 =⇒ αi(V\S) = 1,

as well as to the fact that, due to the upper bound on |S|, V\S contains
at least one positive and one negative point since |V\S| = |V|− |S| >

|V|− (|V+|− s∗) = |V−|+ s∗ and |V\S| > |V+|+ s∗. More specifically,
we consider the following two cases:

— Case (a): There is at least one instance i+ ∈ V\S with yi+ = +1

and another instance i− ∈ V\S with yi− = −1 that satisfy:

yi+(w
∗(V\S)⊤xi+ + b∗(V\S)) ⩾ 1

and
yi−(w

∗(V\S)⊤xi− + b∗(V\S)) ⩾ 1,
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respectively. Then, by adding these two inequalities, we have the
following bound:

w∗(V\S)⊤(yi+xi+ + yi−xi−) ⩾ 2

=⇒ ∥w∗(V\S)∥2 ⩾
4

∥xi+ −xi−∥2
⩾

1

maxi∈V ∥xi∥2
.

— Case (b): If case (a) does not happen, then it means that either all
negative samples or all positive samples are misclassified. Without
loss of generality, assume that all negative instances are missclassified.
Then, from the KKT conditions, we have that αi(V\S) = 1 for all
i ∈ (V\S) ∩ V−. Using this observation and the dual formulation of
the problem above, we have:∑

i∈(V\S)∩V+

αi(V\S) =
∑

i∈(V\S)∩V−

αi(V\S) = |(V\S)∩V−|.

Then, using the above equality, we can derive the following bound:

∥w∗(V\S)∥ = 1

2λ|V\S|

∥∥∥∥∥∥
∑

i∈(V\S)∩V+

αi(V\S)xi −
∑

i∈(V\S)∩V−

αi(V\S)xi

∥∥∥∥∥∥
=

1

2λ|V\S|

∥∥∥∥∥
∑

i∈(V\S)∩V+ αi(V\S)xi∑
i∈(V\S)∩V+ αi(V\S)

−

∑
i∈(V\S)∩V− αi(V\S)xi∑
i∈(V\S)∩V− αi(V\S)

∥∥∥∥∥
·

∑
i∈(V\S)∩V−

αi(V\S)

(i)

⩾
1

2λ|V\S|
∆1/|(V\S)∩V−| · |(V\S)∩V−|

(ii)

⩾
1

2λ|V\S|
∆∗ · |(V\S)∩V−|

(iii)
=

∆∗σ∗|V|
2λ|V\S|

⩾
∆∗σ∗

2λ
,

where

• the inequality (i) is due to the fact that∑
i∈(V\S)∩V± αi(V\S)xi∑

i∈V\S∩V± αi(V\S)
∈ C±

1/|(V\S)∩V−|

and, by definition, it holds that ∥a+ − a−∥ > ∆1/|(V\S)∩V−| for
a± ∈ C±

1/|(V\S)∩V−|
;

• the inequality (ii) is due to |(V\S) ∩ V−| ⩾ s∗ (Fact 4) which
results in ∆1/|(V\S)∩V−| ⩾ ∆1/s∗ = ∆∗ (Fact 5); and,

• the equality (iii) is due to |S| < n < (ρ∗ − σ∗)|V| and Fact 5.
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Then, if we combine the bounds from both cases, we have that:

g(S∪ {j}) − g(S) ⩾ λ ∥w∗(V\S)∥2 ⩾ min

{
[∆∗σ∗]2

4λ
,

λ

maxi∈V ∥xi∥2

}
.

Second, we find a lower bound for g(S∪L) − g(S), with L ⊆ V\S.
To this end, we can directly use (I) of Lemma 1.3 and obtain

g(S∪L) − g(S) ⩽

(
2
√
λ+ κ

)
|L|

√
λ

+

(
2
√
λ+ κ

)2
|L|

2λ
·

1

2
+

√
1

4
+

4λ|V|(1+ κ√
λ
)

(2
√
λ+ κ)2|L|2


+ |V|(1+

κ√
λ
)

= η|L|+
η2

2
|L| ·

(
1

2
+

√
1

4
+

4(η− 1)|V|

η2|L|2

)
+ |V|(η− 1),

where the equality follows from the definition of η. Finally, if we
combine both lower bounds, we can bound the submodularity ratio
from below as follows:

∑
j∈L [g(S∪ {j}) − g(S)]

g(S∪L) − g(S)
⩾

|L|min

{
[∆∗σ∗]2

4λ
,

λ

maxi∈V ∥xi∥2

}

η|L|+
η2

2
|L| ·

(
1

2
+

√
1

4
+

4(η− 1)|V|

η2|L|2

)
+ |V|(η− 1)

=

min

{
[∆∗σ∗]2

4λ
,

λ

maxi∈V ∥xi∥2

}

η+
η2

2

(
1

2
+

√
1

4
+

4|V|(η− 1)

η2|L|2

)
+ (η− 1)

|V|

|L|

⩾

min

{
[∆∗σ∗]2

4λ
,

1

(η− 2)2

}

η+
η2

2

(
1

2
+

√
1

4
+

4|V|(η− 1)

η2

)
+ (η− 1) |V|

.

1.3 Proof of Theorem 3.2.4

Theorem 3.2.4 Let η =
(
2
√
λ+ maxi∈V

√
K(xi,xi)

)
/
√
λ, Y = diag({y}i∈V),

ρ∗ = Vmin/|V|, and

ζ = minimize
µ⩾0,

∑
i∈V+ µi=1,

∑
i∈V− µi=1

µ⊤Y ⊤KY µ.
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If the kernel matrix is full rank, i.e., rank(K) = |V|, then the submodularity
ratio γ of the function g(S) satisfies that

γ ⩾ γ∗ =

min
{
ζσ∗2

4λ
,

1

(η− 2)2

}
η+

η2

2

(
1

2
+

√
1

4
+

4|V|(η− 1)

η2

)
+ (η− 1) |V|

,

as long as n ⩽ (ρ∗ − σ∗)|V| for some σ∗ ∈ (0, ρ∗].

Proof First, we find a lower bound for g(S∪ {j}) − g(S) for every j /∈ S.
Starting from Eq. 3.4, we have that:

g(S∪ {j}) − g(S) ⩾ λ ∥w∗(V\S)∥2 + (1− yj(w
∗(V\S)⊤Φ(xj) + b∗(S)))+

⩾ λ ∥w∗(V\S)∥2 .

Then, to bound ∥w∗(V\S)∥2, we resort to Lemma 1.2, which equips
us with the dual formulation of our problem, i.e.,

w∗(V\S)⊤Φ(x) =

∑
i∈V\S αi(V\S)yi K(x,xi)

2λ|V\S|
,∑

i∈V\S

αi(V\S)yi = 0, andαi(V\S) = 0 ∀i ∈ S,

and the KKT conditions, i.e.,

yi(w
∗(V\S)⊤Φ(xi) + b∗(V\S)) < 1 =⇒ αi(V\S) = 1

as well as the fact that, due to the upper bound on |S|, V\S contains
at least one positive and one negative point since |V\S| = |V|− |S| >

|V| − (|V+| − σ∗|V|) = |V−| + σ∗|V| and |V\S| > |V+| + σ∗|V|. More
specifically, we consider the following two cases:

— Case (a): There is at least one instance i+ ∈ V\S with yi+ = +1

and an instance i− ∈ V\S with yi− = −1, which satisfy yi+(w
∗(V\S)⊤Φ(xi+)+

b∗(V\S)) ⩾ 1 and yi−(w
∗(V\S)⊤Φ(xi−) + b∗(V\S)) ⩾ 1, respectively.

Then, by adding these two inequalities, we have the following bound:

w∗(V\S)⊤(yi+Φ(xi+) + yi−Φ(xi−)) ⩾ 2

=⇒ ∥w∗(V\S)∥ ⩾ 1

maxi∈V

√
K(xi,xi)

.

— Case (b): If case (a) does not happen, then it means that either all
negative samples or all positive samples are missclassified. Without
loss of generality, assume that all negative instances are missclassified.
Then, from the KKT conditions, we have that αi(V\S) = 1, for i ∈
(V\S) ∩ V−. Using this observation and the dual formulation of the
problem above, we have that:∑

i∈(V\S)∩V+

αi(V\S) =
∑

i∈(V\S)∩V−

αi(V\S) = |(V\S)∩V−|.
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Then, using the above equality, we can derive the following bound:

∥w∗(V\S)∥2 =
α(V\S)⊤Y ⊤KY α(V\S)

4λ2|V\S|2

=
µ(V\S)⊤Y ⊤KY µ(V\S)

4λ2|V\S|2
·

 ∑
i∈(V\S)∩V−

αi(V\S)

2

⩾
ζ|(V\S)∩V−|2

4λ2|V\S|2

(i)

⩾
ζσ∗2|V|2

4λ2|V\S|2
⩾

ζσ∗2

4λ2
,

where µ(V\S)i =
αi(V\S)∑

i∈(V\S)∩V− αi(V\S)
and the inequality (i) is due

to Fact 4.
Finally, if we combine both lower bounds, proceed similarly as in

the proof of Theorem 3.2.3 in Appendix 1.2, and apply Lemma 1.3, we
obtain the required lower bound on the submodularity ratio γ.

1.4 Hard Margin Linear SVMs

For hard margin linear SVMs, we can rewrite the minimization prob-
lem defined in Eq. 3.1 as follows:

minimize
S,w,b

|V\S| λ∥w∥2 +
∑
i∈S

[1− yih(xi)]+

subject to |S| ⩽ n

yi(w
⊤xi + b) ⩾ 1 ∀i ∈ V\S.

(1)

For any given set S, let w∗(V\S) and b∗(V\S) be the parameters that
minimize the objective function above subject to the constraints. More-
over, note that these parameters can be found in polynomial time since
|V\S|λ∥w∥2 is a convex function and yi(w

⊤xi + b) ⩾ 1 is a convex
constraint. Then, we can rewrite the above minimization problem as a
set function maximization problem:

maximize
S

g(S)︷ ︸︸ ︷
λ
[
|V|∥w∗(V)∥2 − |V\S|∥w∗(V\S)∥2

]
−
∑
i∈S

[1− yih(xi)]+︸ ︷︷ ︸
c(S)

(2)

subject to |S| ⩽ n.

In the above, the constant term |V|∥w∗(V)∥2 ensures that the function
g(S) is non-negative, it readily follows from Proposition 3.2.2 that
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the function g(S) is monotone, and the function c(S) is clearly non-
negative and modular.

Finally, the following proposition provides a lower bound on the
submodularity ratio of g(S):

Proposition 1.1 The set function g(S), defined in Eq. 2, is γ-weakly sub-
modular with γ ⩾ 1/|V|.

Proof From the second part of the proof in Proposition 3.2.2, for j /∈ S

we have:
g(S∪ {j}) − g(S) ⩾ λ∥w∗(V\S)∥2.

Furthermore, for any L ⊆ V such that L∩ S = ∅, we have:

g(S∪L) − g(S) = |V\S| λ∥w∗(V\S)∥2 − (|V\S|− |L|) λ∥w∗(V\(S∪L))∥2

⩽ |V\S| λ∥w∗(V\S)∥2.

From above two equations, and using the definition of weak submod-
ularity we conclude the proof,∑

j∈L [g(S∪ {j}) − g(S)]

g(S∪L) − g(S)
⩾

|L|

|V\S|
⩾

1

|V|
.

1.5 Soft Margin SVMs without Offset

For nonlinear soft margin SVMs without offset, we can rewrite the
minimization problem defined in Eq. 3.1 as follows:

minimize
S,w,b

∑
i∈V\S

[
λ∥w∥2 + (1− yiw

⊤Φ(xi))+

]
︸ ︷︷ ︸

ℓ(dw,b(xi),yi)

+
∑
i∈S

[1− yih(xi)]+︸ ︷︷ ︸
ℓ(h(xi),yi)

subject to |S| ⩽ n.
(3)

For any given set S, let w∗(V\S) be the parameter that minimizes the
objective function above, i.e., w∗(V\S) = argminw

∑
i∈V\S[λ∥w∥2 +

(1− yiw
⊤Φ(xi))+]. Then, we can rewrite the above minimization

problem as a set function maximization problem:

maximize
S

g(S)︷ ︸︸ ︷
a(V) − |V\S| λ∥w∗(V\S)∥2 −

∑
i∈V\S

[1− yiw
∗(V\S)⊤Φ(xi)]+

−
∑
i∈S

[1− yih(xi)]+︸ ︷︷ ︸
c(S)

subject to |S| ⩽ n,
(4)
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where the constant a(V) = |V| λ∥w∗(V)∥2+∑
i∈V[1−yiw

∗(V)⊤Φ(xi)]+
ensures that the function g(S) is non-negative.

It readily follows from Proposition 3.2.2 that the function g(S) is
monotone, and the function c(S) is clearly non-negative and modular.
Moreover, if we define the distance ∆∗ similarly as in Section 3.2.1, we
can characterize the submodularity ratio of the function g(S) in terms
of the amount of overlap between feature vectors with positive and
negative labels, as measured by ∆∗, using the following theorem:

Theorem 3.2.5 If η =
(
2
√
λ+ maxi∈V

√
K(xi,xi)

)
/
√
λ, then for SVMs

without offset, (b = 0 in Eq. 3.3), the submodularity ratio of the function
g(S) is given by

γ ⩾ γ∗ = min
{

1

(η− 2)2
,
1

2

}/[
η+

η2

2

]
.

Proof Starting from Eq. 4, we have the following bound:

g(S∪ {j}) − g(S) ⩾ λ ∥w∗(V\S)∥2 + (1− yjw
∗(V\S)⊤Φ(xj))+

⩾ min
w

λ ∥w∥2 + (1− yjw
⊤Φ(xj))+

⩾ max
α∈[0,1]

α−
α2K(xj,xj)

4λ
(dual maximization problem)

⩾ min
{

λ

maxi∈V K(xi,xi)
,
1

2

}
(Fact 6).

Now, consider a set L such that S∩L = ∅. To bound g(S∪L) − g(S),
we directly use (II) in Lemma 1.3, with κ = maxx

√
K(x,x), which

gives:

g(S∪L) − g(S) ⩽

(
2
√
λ+ κ

)
|L|

√
λ

+

(
2
√
λ+ κ

)2
|L|

2λ
= η|L|+

η2

2
|L|,

where the equality is obtained by plugging in the value of η. Finally,
we have:

∑
j∈L[g(S∪ {j}) − g(S)]

g(S∪L) − g(S)
⩾

|L|min
{

1

(η− 2)2
,
1

2

}
η|L|+

η2

2
|L|

=

min
{

1

(η− 2)2
,
1

2

}
η+

η2

2

.
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1.6 Lemmas and Facts

Lemma 1.2 Given the set S, the dual of the optimization problem:
(i) For the soft margin linear SVM with offset is given by

maximize
α

α⊤1|V| −
1

4λ|V\S|

∑
i,j∈V

αiαjyiyjx
⊤
i xj (5)

subject to 0 ⩽ αi ⩽ 1, i ∈ V

αi = 0, i ∈ S∑
i∈V\S

αiyi = 0. (6)

Moreover, if α∗(V\S) is the optimal solution of the above problem, we have
w∗(V\S) =

∑
i∈V\S αi(V\S)yixi/2λ|V\S|.

(ii) For soft margin linear SVM without offset is the same as above except the
absence of the equality constraint in Eq. 6.
(iii) For soft margin nonlinear SVM with offset is given by

maximize
α

α⊤1|V| −
1

4λ|V\S|

∑
i,j∈V

αiαjyiyjK(xi,xj) (7)

subject to 0 ⩽ αi ⩽ 1, i ∈ V

αi = 0, i ∈ S∑
i∈V\S

αiyi = 0, (8)

where 1V is a |V| dimensional vector with unit entries. Moreover, if α∗(V\S)
is the optimal solution of the above problem, we have w∗(V\S)(x) =∑

i∈V\S αi(V\S)yiK(x,xi)/2λ|V\S|.
(iv) For the soft margin nonlinear SVM without offset, is same as the above
optimization problem except the absence of the equality constraint in Eq. 8.
(v) Finally, the dual variables and the positions of the corresponding training
instances, for i ∈ V\S, relate in the following way:

yi · dw∗(V\S),b∗(V\S)(xi) > 1 =⇒ αi(V\S) = 0 (9)

yi · dw∗(V\S),b∗(V\S)(xi) < 1 =⇒ αi(V\S) = 1 (10)

yi · dw∗(V\S),b∗(V\S)(xi) = 1 =⇒ αi(V\S) ⩽ 1 (11)

Proof (i) The coefficients of different terms in the objective function
are different from traditional objective function. The proof is almost
identical to [CS+00]. However, we provide the proof for completeness.
By introducing slack variables ξj, the optimization problem of soft
linear SVM with offset is equivalent to:

minimize
w,b,ξ

λ|V\S|∥w∥2 +
∑

j∈V\S

ξj

subject to yj(w
⊤xj + b) ⩾ 1− ξj, j ∈ V\S

ξj ⩾ 0, j ∈ V\S.
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Solving the above optimization problem is equivalent to solving its
dual problem. The Lagrange dual function g is the infimum of La-
grangian, so we have:

g(α,β) = min
w,b,ξ

∑
j∈V\S

(
λ∥w∥22 + ξj −αj(yj(w

⊤xj + b) − 1+ ξj) −βjξj

)
,

(12)

where ξ = [ξj]j∈V\S, α = [αj]j∈V and β = [βj]j∈V. To find the above
minimum, we differentiate the Lagrangian w.r.t. the primal variables
to get

∂g

∂w
= 2λ|V\S|w−

∑
j∈V\S

αjyjxj = 0 =⇒ w∗(V\S) =

∑
j∈V\S αjyjxj

2λ|V\S|

(13)
∂g

∂b
= −

∑
j∈V\S

αjyj = 0 =⇒
∑

j∈V\S

αjyj = 0 (14)

∂g

∂ξj
= 0 =⇒ αj +βj = 1 ∀j ∈ V\S. (15)

By putting these optimal values in Eq. 12, we have:

g(α,β) =
∑

j∈V\S

αj −
1

4λ|V\S|

∑
i∈V\S

∑
j∈V\S

αiαjyiyjx
⊤
i xj (16)

where, since βj ⩾ 0, according to Eq. 15 we have αj ⩽ 1. Then, the
dual optimization problem would be

maximize
α

∑
j∈V\S

αj −
1

4λ|V\S|

∑
i∈V\S

∑
j∈V\S

αiαjyiyjx
⊤
i xj (17)

subject to 0 ⩽ αi ⩽ 1, i ∈ V\S∑
i∈V\S

αiyi = 0,

which is equivalent to

maximize
α

α⊤1|V| −
1

4λ|V\S|

∑
i,j∈V

αiαjyiyjK(xi,xj)

subject to 0 ⩽ αi ⩽ 1, i ∈ V

αi = 0, i ∈ S∑
i∈V\S

αiyi = 0.

Moreover, if α∗(V\S) is the solution of the above optimization problem,
then we get the required expression of w∗(V\S) using Eq. 13.

In case of (ii), the proof is similar to (i) except there is no presence
of the differentiation in Eq. 14. The cases (iii) and (iv) follow a similar
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proof technique. Finally, (v) follows from KKT conditions [CS+00].
More in detail, since αi(yidw∗(V\S),b∗(V\S)(xi) − 1+ ξi) = 0 for all
i ∈ V\S, we have:

yidw∗(V\S),b∗(V\S)(xi) > 1 =⇒ αi = 0;

and, since ξiβi = 0∧αi +βi = 1 for all i ∈ V\S, we have:

ξi > 0 =⇒ αi = 1 (18)

which means,

yidw∗(V\S),b∗(V\S)(xi) < 1 =⇒ αi = 1 (19)

Lemma 1.3 (I) For the soft margin nonlinear SVM with offset, if at least
one training sample lies on the hyperplane, i.e., ∃(x,y) ∈ V\S such that
y(w∗(V\S)⊤Φ(x) + b∗(V\S)) = 1, then for any L ⊆ V\S, we have that
g(S∪L) − g(S) is less than(

2
√
λ+ κ

)
|L|

√
λ

+

(
2
√
λ+ κ

)2
|L|

2λ

(
1

2
+

√
1

4
+

4λ|V|bmax

(2
√
λ+ κ)2|L|2

)
+ |V|bmax, (20)

where κ = maxx
√

K(x,x) and bmax = 1+ κ/
√
λ.

(II) Given L ⊆ V\S. Then, for the soft margin nonlinear SVM without
offset, we have:

g(S∪L) − g(S) ⩽

(
2
√
λ+ κ

)
|L|

√
λ

+

(
2
√
λ+ κ

)2
|L|

2λ
, (21)

where κ = maxx
√

K(x,x).

Remark Note that the assumption that one sample lies on the hyper-
plane is not restrictive. In general, there may be several optimal values
of the offset b(V\S). Therefore, even if a solution (w∗(V\S),b∗(V\S))
does not satisfy such criteria (each point is strictly on one of the
sides of the hyperplane), using Lemma 1.4 we can shift b∗(V\S) ←
b∗(V\S) + b ′ to ensure this assumption, while incurring the same
optimal loss.
Proof We only prove (I), the result of (II) is readily given by setting
bmax = 0 in Eq. 20. Our proof leverages the technique from [BE02].
We first define

∆w∗ = w∗(V\(S∪L)) −w∗(V\S),

∆b∗ = b∗(V\(S∪L)) − b∗(V\S),

ℓslack(h,y) = (1− y · h)+.
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Next we define ψ = (w,b) for any w and b and therefore, we can
denote

ψ∗(V\S) = (w∗(V\S),b∗(V\S))

∆ψ∗ = (∆w∗,∆b∗).

Now, we define:

RS(ψ) =
∑

i∈V\S

ℓslack(dw,b(xi),yi) =
∑

i∈V\S

ℓslack(w
⊤Φ(xi) + b,yi).

Since ℓslack is a convex function in ψ, so RS is convex, and for t ∈ [0, 1],
we have:

RS

(
ψ∗(V\S) + t∆ψ∗)− RS

(
ψ∗(V\S)

)
⩽ t

(
RS

(
ψ∗(V\(S∪L))

)
− RS

(
ψ∗(V\S)

))
,

and,

RS

(
ψ∗(V\(S∪L)) − t∆ψ∗)− RS

(
ψ∗(V\(S∪L))

)
⩽ t

(
RS

(
ψ∗(V\S)

)
− RS

(
ψ∗(V\(S∪L))

))
.

Adding the above two equations, we have:

RS

(
ψ∗(V\S) + t∆ψ∗)+ RS

(
ψ∗(V\(S∪L)) − t∆ψ∗)

⩽ RS

(
ψ∗(V\S)

)
+ RS

(
ψ∗(V\(S∪L))

)
. (22)

Moreover since ψ∗(V\S) = (w∗(V\S),b∗(V\S)) is the minimum of
λ|V\S| · ∥w∥2 + RS((w,b)), we have:

λ|V\S| ∥w∗(V\S)∥2 + RS

(
ψ∗(V\S)

)
⩽ λ|V\S| · ∥w∗(V\S) + t∆w∗∥2 + RS

(
ψ∗(V\S) + t∆ψ∗), (23)

and similarly:

λ(|V\S|− |L|) ∥w∗(V\(S∪L))∥2 + RS∪L

(
ψ∗(V\(S∪L))

)
⩽ λ|V\S| · ∥w∗(V\(S∪L)) − t∆w∗∥2 + RS∪L

(
ψ∗(V\(S∪L)) − t∆ψ∗).

(24)

Adding Eqs. 22, 23, 24, we have:

λ(|V\S|− |L|)
(
∥w∗(V\(S∪L))∥2 − ∥w∗(V\(S∪L)) − t∆w∗∥2

)
+ λ|V\S|

(
∥w∗(V\S)∥2 − ∥w∗(V\S) + t∆w∗∥2

)
⩽
(
RS∪L

(
ψ∗(V\(S∪L)) − t∆ψ∗)− RS

(
ψ∗(V\(S∪L)) − t∆ψ∗))

−
(
RS∪L

(
ψ∗(V\(S∪L))

)
− RS

(
ψ∗(V\(S∪L))

))
.
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Therefore,

λ(|V\S|− |L|)

(
∥w∗(V\(S∪L))∥2 − ∥w∗(V\(S∪L)) − t∆w∗∥2

)
+ λ|V\S|

(
∥w∗(V\S)∥2 − ∥w∗(V\S) + t∆w∗∥2

)
⩽

(
RS∪L(ψ

∗(V\(S∪L)) − t∆ψ∗) − RS(ψ
∗(V\(S∪L)) − t∆ψ∗)

)
−

(
RS∪L(ψ

∗(V\(S∪L))) − RS(ψ
∗(V\(S∪L)))

)
=⇒

(
2tλ(|V\S|− |L|)w∗(V\(S∪L))⊤∆w∗ − t2λ(|V\S|− |L|) ∥∆w∗∥2

)
+

(
− 2tλ|V\S|w∗(V\S)⊤∆w∗ − λt2|V\S| · ∥∆w∗∥2

)
⩽ −RL (ψ∗(V\(S∪L)) − t∆ψ∗) + RL (ψ∗(V\(S∪L)))

=
∑
i∈L

(
ℓslack(dψ∗(V\(S∪L))(xi),yi) − ℓslack

(
dψ∗(V\(S∪L))(xi) − t · d∆ψ∗(xi),yi

))
(25)

(i)
=⇒ 2tλ|V\S| · ∥∆w∗∥2 − 2tλ|L| ·w∗(V\(S∪L))⊤∆w∗

− t2λ(2|V\S|− |L|) ∥∆w∗∥2

⩽
∑
i∈L

(
ℓslack(dψ∗(V\(S∪L))(xi),yi) − ℓslack

(
dψ∗(V\(S∪L))(xi) − t · d∆ψ∗(xi),yi

))
⩽ t|L||d∆ψ∗(xi)|

(ii)
=⇒ 2tλ|V\S| · ∥∆w∗∥2 − 2tλ|L| ·w∗(V\(S∪L))⊤∆w∗

− t2λ(2|V\S|− |L|) ∥∆w∗∥2

⩽ t|L|(|∆w∗⊤Φ(xi)|+ 2bmax)

(iii)
=⇒ 2tλ|V\S| · ∥∆w∗∥2 − 2tλ|L| ·w∗(V\(S∪L))⊤∆w∗

− t2λ(2|V\S|− |L|) ∥∆w∗∥2

⩽ t|L|(κ ∥∆w∗∥+ 2bmax)

(iv)
=⇒ 2λ|V\S| · ∥∆w∗∥2 − 2λ|L| ·w∗(V\(S∪L))⊤∆w∗ − tλ(2|V\S|− |L|) ∥∆w∗∥2

⩽ |L|(κ ∥∆w∗∥+ 2bmax)

(v)
=⇒ 2λ|V\S| · ∥∆w∗∥2 − 2

√
λ|L| · ∥∆w∗∥− tλ(2|V\S|− |L|) ∥∆w∗∥2

⩽ |L|(κ ∥∆w∗∥+ 2bmax), (26)

where
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• (i) is due to:

2tλ(|V\S|− |L|)w∗(V\(S∪L))⊤∆w∗ − 2tλ|V\S|w∗(V\S)⊤∆w∗

= 2tλ|V\S| · (w∗(V\(S∪L)) −w∗(V\S))⊤∆w∗

− 2tλ|L| ·w∗(V\(S∪L))⊤∆w∗

= 2tλ|V\S| · ∥∆w∗∥2 − 2tλ|L| ·w∗(V\(S∪L))⊤∆w∗

and,

ℓslack(dψ∗(V\(S∪L))(xi),yi) − ℓslack(dψ∗(V\(S∪L))(xi)

− t · d∆ψ∗(xi),yi) ⩽ t|d∆ψ∗(xi)|

∣∣∣∣∂ℓslack(y,p)
∂p

∣∣∣∣
max

(27)

with supp

∣∣∣∂ℓslack(y,p)
∂p

∣∣∣ = 1 for hinge loss;

• (ii) is due to that |d∆ψ∗(x)| = |∆w∗⊤Φ(x)+∆b∗| ⩽ |∆w∗⊤Φ(x)|+

2bmax, with bmax = 1+ κ
λ (Fact 2);

• (iii) is due to that |∆w∗⊤Φ(x)| ⩽ ∥∆w∗∥
√
K(x,x) ⩽ κ ∥∆w∗∥

by Cauchy-Schwartz inequality;

• (iv) is due to canceling t ⩾ 0 from both sides of the inequality;
and,

• (v) is due to thatw∗(V\(S∪L))⊤∆w∗ ⩽ ∥w∗(V\(S∪L))∥ ∥∆w∗∥
by Cauchy-Schwartz inequality and ∥w∗(V\(S∪L))∥2 ⩽ 1

λ by
Fact 1.

Eq. 26 is valid for all t ∈ [0, 1]. Making t→ 0, we have :

2λ|V\S| · ∥∆w∗∥2 − (2
√
λ|L|+ κ|L|) ∥∆w∗∥ ⩽ 2bmax

=⇒ ∥∆w∗∥

⩽
1

2λ|V\S|

(2
√
λ+ κ)|L|

2
+

√
(2
√
λ+ κ)2|L|2

4
+ 4λ|V\S|bmax

 . (28)



1 additional information for section 3 .2 105

We slightly modify here the first part in the proof of Proposition 3.2.2
to note that

g(S∪L) − g(S)

=
∑

i∈V\S

[λ ∥w∗(V\S)∥2 + ℓslack(dψ∗(V\S)(xi),yi)]

−
∑

i∈V\(S∪L)

[λ ∥w∗(V\(S∪L))∥2 + ℓslack(dψ∗(V\(S∪L))(xi),yi)]

= λ|V\S| ∥w∗(V\S)∥2 +
∑

i∈V\S

ℓslack(dψ∗(V\S)(xi),yi)

− λ(|V\S|− |L|) ∥w∗(V\S)∥2 −
∑

i∈V\(S∪L)

ℓslack(dψ∗(V\S)(xi),yi)

+ λ(|V\S|− |L|) ∥w∗(V\S)∥2 +
∑

i∈V\(S∪L)

ℓslack(dψ∗(V\S)(xi),yi)

− λ(|V\S|− |L|) ∥w∗(V\(S∪L))∥2 −
∑

i∈V\(S∪L)

ℓslack(dψ∗(V\(S∪L))(xi),yi)

= λ|L| · ∥w∗(V\S)∥2 +
∑
j∈L

ℓslack(dψ∗(V\S)(xj),yj)

+ λ(|V\S|− |L|) ∥w∗(V\S)∥2 +
∑

i∈V\(S∪L)

ℓslack(dψ∗(V\S)(xi),yi)

− λ(|V\S|− |L|) ∥w∗(V\(S∪L))∥2 −
∑

i∈V\(S∪L)

ℓslack(dψ∗(V\(S∪L))(xi),yi).

(29)

Now we bound the first part of Eq. 29

λ|L| · ∥w∗(V\S)∥2 +
∑
j∈L

ℓslack(dψ∗(V\S)(xj),yj)

(i)

⩽ |L|+ |L|(1+ κ ∥w∗(V\S)∥+ bmax)

(ii)

⩽ |L|+ |L|

(
1+ κ

1√
λ
+ bmax

)
= |L|

(
2+ κ

1√
λ
+ bmax

)
, (30)

where

• inequality (i) is due to ∥w∗(V\S)∥2 ⩽ 1
λ and ℓslack(dψ∗(V\S)(xj),yj) ⩽

1+ |w∗(V\S)⊤Φ(xj)|+ bmax ⩽ 1+ κ ∥w∗(V\S)∥+ bmax

• inequality (ii) is due to ∥w∗(V\S)∥2 ⩽ 1
λ .
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Next, we bound the second part of Eq. 29 in the following.

(λ(|V\S|− |L|) ∥w∗(V\S)∥2 +
∑

i∈V\(S∪L)

ℓslack(dψ∗(V\S)(xi),yi))

− (λ(|V\S|− |L|) ∥w∗(V\(S∪L))∥2

+
∑

i∈V\(S∪L)

ℓslack(dψ∗(V\(S∪L))(xi),yi))

⩽ λ(|V\S|− |L|)(w∗(V\(S∪L)) +w∗(V\S))⊤(w∗(V\(S∪L)) −w∗(V\S))

+
∑

i∈V\(S∪L)

(
ℓslack(dψ∗(V\S)(xi),yi)) − ℓslack(dψ∗(V\(S∪L))(xi),yi)

)
(i)

⩽ λ(|V\S|− |L|) ∥∆w∗∥ ∥w∗(V\(S∪L)) +w∗(V\S)∥

+
∑

i∈V\(S∪L)

supp

∣∣∣∣∂ℓslack(p,y)
∂p

∣∣∣∣ · |d∆ψ∗(xi)|

(ii)

⩽ 2
√
λ(|V\S|− |L|) ∥∆w∗∥+ (|V\S|− |L|) · (κ ∥∆w∗∥+ bmax)

= (|V\S|− |L|)(2
√
λ+ κ) ∥∆w∗∥+ (|V\S|− |L|)bmax, (31)

where,

• inequality (i) is because:

(w∗(V\(S∪L)) +w∗(V\S))⊤(w∗(V\(S∪L)) −w∗(V\S))

⩽ ∥∆w∗∥ ∥w∗(V\(S∪L)) +w∗(V\S)∥ ,

by Cauchy-Schwartz inequality and,

(ℓslack(dψ∗(V\S)(xi),yi)) − ℓslack(dψ∗(V\(S∪L))(xi),yi))

⩽ supp

∣∣∣∣∂ℓslack(p,y)
∂p

∣∣∣∣ · |d∆ψ∗(xi)|,

by Lipschitz criterion;

• inequality (ii) is due to the fact that ∥w∗(V\(S∪L)) +w∗(V\S)∥ ⩽
∥w∗(V\(S∪L))∥+ ∥w∗(V\S)∥ ⩽ 2√

λ
from Fact 1, the fact that

supp

∣∣∣∂ℓslack(p,y)
∂p

∣∣∣ = 1 and |d∆ψ∗(x)| ⩽ |∆w∗⊤Φ(x)| + bmax ⩽

κ ∥∆w∗∥+ bmax from triangle inequality and Cauchy Schwartz
inequality, respectively.
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By adding Eqs. 30 and 31 and then replacing ∥∆w∗∥ with its value
provided by Eq. 28 we have that g(S∪L) − g(S) is smaller than(
2+ κ

1√
λ

)
|L|

+
(|V\S|− |L|)

2λ|V\S|
· (2
√
λ+ κ) ·

(2
√
λ+ κ)|L|

2
+

√
(2
√
λ+ κ)2|L|2

4
+ 4λ|V\S|bmax


+ |V\S|bmax

⩽

(
2
√
λ+ κ

)
|L|

√
λ

+
(2
√
λ+ κ)2|L|

2λ
·

1

2
+

√√√√1

4
+

4λ|V\S|bmax(
2
√
λ+ κ

)2
|L|2


+ |V\S|bmax

⩽

(
2
√
λ+ κ

)
|L|

√
λ

+

(
2
√
λ+ κ

)2
|L|

2λ
·
(
1

2
+

√
1

4
+

4λ|V|bmax

(2
√
λ+ κ)2|L|2

)
+ |V|bmax

Lemma 1.4 For soft margin SVMs with offset, if no training instance lies
on the hyperplane, i.e., ∄(x,y) so that y(w∗(V\S)⊤Φ(x) + b∗(V\S)) = 1,
then one can compute a shift value b ′ so that (w∗(V\S),b∗(V\S) + b ′)
is also an optimal solution and it ensures that at least one instance (x,y)
satisfies y(w∗(V\S)⊤Φ(x) + b∗(V\S) + b ′) = 1.

Proof Since there is no training instance that satisfies y(w∗(V\S)⊤Φ(x)+

b∗(V\S)) = 1, then for each instance either y(w∗(V\S)⊤Φ(x)+b∗(V\S)) >
1 or y(w∗(V\S)⊤Φ(x) + b∗(V\S)) < 1. First, we assume there exists
at least one (xi,yi), such that yi(w

∗(V\S)⊤Φ(xi) + b∗(V\S)) > 1. Let
us define,

ξ = min
i∈V\S

{∣∣∣1− yi(w
∗(V\S)⊤Φ(xi) + b∗(V\S))

∣∣∣}
i∗ ∈ argmin

i∈V\S

{∣∣∣1− yi(w
∗(V\S)⊤Φ(xi) + b∗(V\S))

∣∣∣} .

If we shift b∗(V\S)→ b∗(V\S) − yi∗ξ, then we have:

1− yi(w
∗(V\S)⊤Φ(xi) + b∗(V\S)) < 0

=⇒ 1− yi(w
∗(V\S)⊤Φ(xi) + b∗(V\S) − yi∗ξ) ⩽ 0. (32)

1− yi(w
∗(V\S)⊤Φ(xi) + b∗(V\S)) > 0

=⇒ 1− yi(w
∗(V\S)⊤Φ(xi) + b∗(V\S) − yi∗ξ) ⩾ 0. (33)

Now, we define

M✓ := {i ∈ V\S | 1− yi(w
∗(V\S)⊤Φ(xi) + b∗(V\S)) < 0} (34)

M✗ := {i ∈ V\S | 1− yi(w
∗(V\S)⊤Φ(xi) + b∗(V\S)) > 0} (35)
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Hence, we have:∑
i∈V\S

[1− yi(w
∗(V\S)⊤Φ(xi) + b∗(V\S) − yi∗ξ)]+

=
∑

i∈M✓

[1− yi(w
∗(V\S)⊤Φ(xi) + b∗(V\S) − yi∗ξ)]+

+
∑
i∈M✗

[1− yi(w
∗(V\S)⊤Φ(xi) + b∗(V\S) − yi∗ξ)]+

(i)
=

∑
i∈M✗

(1− yi(w
∗(V\S)⊤Φ(xi) + b∗(V\S) − yi∗ξ))

=
∑
i∈M✗

(1− yi(w
∗(V\S)⊤Φ(xi) + b∗(V\S)) − [yi∗ξ] ·

( ∑
i∈M✗

yi

)
(ii)
=

∑
i∈M✗

(1− yi(w
∗(V\S)⊤Φ(xi) + b∗(V\S)), (36)

where (i) is due to Eqs. 32 and 33. To show (ii), we know from
Lemma 1.2 that

∑
i∈V\S αi(V\S)yi = 0; αi(V\S) = 0 for i ∈ M✓

; and αi(V\S) = 1 for i ∈ M✗. Since there is no (x,y) such that
y(w∗(V\S)⊤Φ(x) + b∗(V\S)) = 1, then we have

∑
i∈V\S✗

αiyi =∑
i∈V\S✗

yi = 0.
From Eq. 36 we can see that the loss function remains unchanged,

therefore (w∗(V\S),b∗(V\S) + b ′) is also an optimal solution, where
b ′ = −yi∗ξ. Moreover, we have:

1− yi∗(w
∗(V\S)⊤Φ(xi∗) + b∗(V\S) − yi∗ξ)

= 1− yi∗(w
∗(V\S)Φ(xi∗) + b∗(V\S)) − ξ = 0,

which completes the proof.

Claim 1 For kernel SVMs without offset, we have ∀ S ⊆ V : ∥w∗(V\S)∥2 ⩽
1/λ .

Proof We have

λ|V\S| ∥w∗(V\S)∥2

⩽ λ|V\S| ∥w∗(V\S)∥2 +
∑

i∈V\S

m(ψ(xi),yi) ⩽ λ|V\S| · 0+
∑

i∈V\S

m(0,yi)

= |V\S|,

which proves the required result.

Claim 2 For a nonlinear soft margin SVM with offsets, if there exists at least
one training instance, which satisfies y(w∗(V\S)⊤Φ(x) + b∗(V\S)) = 1,
then we have |b∗(V\S)| ⩽ 1+ κ/

√
λ, where κ = maxx

√
K(x,x) ⩾ 0
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Proof Since y(w∗(V\S)⊤Φ(x) + b∗(V\S)) = 1, then b∗(V\S) = y −

w∗(V\S)⊤Φ(x), and we have:

|b∗(V\S)| = |y−w∗(V\S)⊤Φ(x)|

⩽ 1+ |w∗(V\S)⊤Φ(x)|

⩽ 1+ ∥f∥H

√
K(x,x) (Fact 3)

⩽ 1+ κ/
√
λ (Fact 1). (37)

Claim 3 (Cauchy-Schwartz Inequality) |f(x)| ⩽ ∥f∥
√
K(x,x).

Claim 4 If |S| < n < min{|V+|, |V−|}− s∗ for some s∗ ∈+, then |(V\S) ∩
V±| > s∗.

Proof We have:

|(V\S)∩V−| = |V−\S|

= |V−|− |S∩V−|

⩾ |V−|− |S|

⩾ |V−|− min{|V+|, |V−|}+ s∗ > s∗. (38)

Claim 5 Given C±
1/s

, ∆1/s are defined according to Eqs. 3.7 and 3.8, then
∆1/s1 ⩾ ∆1/s2 if s1 > s2.

Proof Since 1/s1 < 1/s2, then C±
1/s1

⊆ C±
1/s2

. Therefore, any two
points in C+

1/s1
and C−

1/s1
, also are in C+

1/s2
and C−

1/s2
, respectively. As

a result, the minimum distance between two points in C+
1/s2

and C−
1/s2

would be smaller.

Claim 6 If g(α) = α− pα2, then maxα∈[0,1] g(α) ⩾ min
{

1

4p
,
1

2

}
.

Proof Assume α∗ indicates the global maximum. Now,

dg(α)

dα

∣∣∣∣
α=α∗

= 0 if and only if α∗ < 1,

and otherwise, α∗ = 1. Hence, if 1/2p < 1, then maxα∈[0,1] g(α) =

1/4p. Otherwise, we have maxα∈[0,1] g(α) = 1− p ⩾ 1/2.
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1.7 Additional Details for Experiments on Real Data

Dirichlet parameters χ•,• Given an instance (x,y) with grade q, the
values of χx,q depend only on q, which vary across different datasets.
More specifically, we set χx,q for our datasets as follows:

• Messidor. It contains scores on a four-point scale. Hence, we
have:

χx,q =


[3, 3, 1, 1] if q = 1

[2, 3, 2, 1] if q = 2

[0.5, 0.5, 5, 4] if q = 3

[0.1, 0.1, 4, 6] if q = 4

(39)

• Stare: It contains scores on five point scale. Hence, we have:

χx,q =



[3, 3, 2, 1, 1] if q = 1

[2, 7, 0.5, 0.5, 0.1] if q = 2

[0.1, 0.1, 4, 3, 2] if q = 3

[1, 2, 3, 3, 1] if q = 4

[0.1, 0.1, 5, 5, 5] if q = 5

(40)

• Aptos: It contains scores on five point scale. Hence, we have:

χx,q =



[4, 2, 1, 1, 1] if q = 1

[4, 1, 1, 0.5, 0.5] if q = 2

[0.1, 0.1, 5, 4, 4] if q = 3

[0.1, 0.1, 4, 5, 4] if q = 4

[0.1, 0.1, 4, 4, 5] if q = 5

(41)

Choice of the additional model π For all three real datasets, we use a
logistic regression model for π, which is given as follows:

π(s |x) =
1

1+ exp [−ωπ · d(w∗(V\S∗)⊤x+ b∗(V\S∗))]
(42)

where ωπ is the trainable parameter.
Implementation of Triage based on predicted errors We first train a
support vector machine for full automation, i.e., S = ∅ as well as two
additional supervised models that predict the human error and the
machine error. Finally, we sort the test samples in decreasing order of
the difference between the predicted machine error and the predicted
human error and outsource top n samples to humans.

Following [Rag+19b],136 we train two multi-layer perceptron models—136“The algorithmic
automation problem:

Prediction, triage, and
human effort”

[Rag+19b];

one (Eh) for predicting human error and another (Em) for predicting
machine error— on {(xi, zi)}i∈V where x• are the feature and z• are
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the binary labels. The binary labels z• are different for Eh and Em

and are computed as follows.

For the human error model Eh, we first sample four expert scores per
each sample (x,y) using the same strategy described in Section 3.2.3,
then split them into two evenly sized sets and, finally aggregate the
grades in each set into single binary labels by averaging and thresh-
olding using the same thresholding strategy described in Section 3.2.3.
We set z = 0 if these binary labels for two sets agree and z = 1 other-
wise. On the other hand, for machine error model Em, we set z = 0,
if, for the sample (x,y), the label predicted by the trained machine
agrees with the label predicted by human and z = 1 otherwise. Each
of Eh and Em consists of one hidden layer with 100 units with ReLU(·)
as the activation function for the hidden layer. Moreover, we use L2
regularization and optimize using stochastic gradient descent.

Computing infrastructure All experiments were implemented in
Python 2.7 and were carried out in 2.2 GHz Intel Core i7 processor
with 8 GB of RAM.

Average run-time of each result The average run-time of each iteration
of the distorted greedy algorithm is 6.91, 1.26 and 10.79 seconds for
Messidor, Stare and Aptos datasets respectively. On the other hand,
the average run-time of each iteration of stochastic distorted greedy
algorithm has decreased to 0.98, 0.3 and 0.97 seconds for Messidor,
Stare and Aptos datasets respectively.

2 additional information for section 3 .3

2.1 Proof of Proposition 3.3.5

Proposition 3.3.5 Assume that ∇2
θℓ(mθ(x),y)≼ ΛI for all x ∈ X and

y ∈ Y and α(j) < 1/Λ for all j > 0 for some constant Λ > 0. If, in each step
t, we find the parameters of the predictive model mθt

using Eq. 3.21, with
θ
(0)
t = θt−1, then, it holds that L(π∗

mθt
,b,mθt

) < L(π∗
mθt−1

,b,mθt−1
).

Proof Since π∗
mθt

,b = argminπ L(π,mθt
), we have that:

L(π∗
mθt

,b,mθt
) ⩽ L(π∗

mθt−1
,b,mθt

) (43)
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Then, if θ
(i)
t is computed from θ

(i−1)
t using Eq. 3.21, then we have

that [BBV04, Eq. 9.17]:

L(π∗
mθt−1

,b,m
θ
(i)
t

) ⩽ L(π∗
mθt−1

,b,m
θ
(i−1)
t

)

+∇θL(π
∗
mθt−1

,b,m
θ
(i−1)
t

)⊤(θ(i)t − θ
(i−1)
t ) +

Λ

2

∥∥∥θ(i−1)
t − θ

(i)
t

∥∥∥2
(a)
= L(π∗

mθt−1
,b,m

θ
(i−1)
t

)

−α(i−1)∇θL(π
∗
mθt−1

,b,m
θ
(i−1)
t

)⊤∇θL(π
∗
mθt−1

,b,m
θ
(i−1)
t

)

+ (α(i−1))2
Λ

2

∥∥∥∇θL(π
∗
mθt−1

,m
θ
(i−1)
t

)
∥∥∥2

=L(π∗
mθt−1

,b,m
θ
(i−1)
t

)

−

(
α(i−1) − (α(i−1))2

Λ

2

)∥∥∥∇θL(π
∗
mθt−1

,b,m
θ
(i−1)
t

)
∥∥∥2

(b)
< L(π∗

mθt−1
,b,m

θ
(i−1)
t

) −
α(i−1)

2

∥∥∥∇θL(π
∗
mθt−1

,b,m
θ
(i−1)
t

)
∥∥∥2

<L(π∗
mθt−1

,b,m
θ
(i−1)
t

), (44)

where equality (a) follows from the fact that

θ
(i)
t − θ

(i−1)
t = −α(i−1)∇θ L(π∗

mθt−1
,b,mθ)

∣∣∣
θ=θ

(i−1)
t

(45)

and inequality (b) follows by assumption, i.e., α(i−1)Λ < 1.
Eq. 44 directly implies that

L(π∗
mθt−1

,b,mθt
) < L(π∗

mθt−1
,b,m

θ
(0)
t

) = L(π∗
mθt−1

,b,mθt−1
),

where the last equality follows by assumption, i.e., θ(0)t = θt−1. This
result, together with Eq. 43, proves the proposition.

2.2 Proof of Theorem 3.3.6

Theorem 3.3.6 Let ℓ(·) be convex with respect to θ and the output of the
SGD algorithm be θt = argminθ L(π

∗
mθt−1

,b,mθ). Moreover, assume that

ΛminI ≼ ∇2
θ ℓ(mθ(x),y) ≼ ΛmaxI, with Λmin > 0, and ℓ(·) be H-Lipschitz,

i.e., ℓ(mθ(x),y) − ℓ(mθ ′(x),y) ⩽ H · ∥θ− θ ′∥. Then, we have that

lim
t→∞L(π∗

mθt
,b,mθt

) − L(π∗
mθ∗ ,b,mθ∗) ⩽

4H2Λmax

Λ2
min(1− b)2

. (3.22)

Proof Let Πb := {π ∈ Π |Ex [π(x)] ⩽ b} and Φt = L(π∗
mθt

,b,mθt
) −

L(π∗
mθ∗ ,b,mθ∗). Then, note that, for all π ∈ Πb, we have that

∇2
θ L(π,mθ) = Ex,y

[
(1− π(x))∇2

θ ℓ(mθ(x),y)
]

=⇒ Λmin(1− b)I ≼ ∇2
θ L(π,mθ) ≼ ΛmaxI (46)
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Moreover, we also have that

Φt+1 = L(π∗
mθt+1

,b,mθt+1
) − L(π∗

mθ∗ ,b,mθ∗)

(i)

⩽ L(π∗
mθ∗ ,b,mθt+1

) − L(π∗
mθ∗ ,b,mθ∗)

(ii)

⩽
Λmax

2
∥θt+1 − θ∗∥2 , (47)

where (i) follows from the fact that argminπ∈Πb
L(π,mθt+1

) = π∗
mθt+1

,b

and (ii) follows from the Taylor series expansion of L(π∗
mθ∗ ,b,mθ)

around θ = θ∗ and Eq. 46, i.e.,

L(π∗
mθ∗ ,b,mθt+1

) ⩽ L(π∗
mθ∗ ,b,mθ∗)

+∇θL(π
∗
mθ∗ ,b,mθ)

⊤∣∣
θ=θ∗︸ ︷︷ ︸

=0

(θt+1 − θ∗)

+
Λmax

2
∥θt+1 − θ∗∥2 .

Next, we have that

L(π∗
mθt

,b,mθt
)
(i)

⩾ L(π∗
mθt

,b,mθt+1
) +

(1− b)Λmin

2
∥θt+1 − θt∥2

(ii)

⩾ L(π∗
mθt+1

,b,mθt+1
) +

(1− b)Λmin

2
∥θt+1 − θt∥2 ,

(48)

where (i) follows from the fact that θt+1 = argminθ L(π
∗
mθt

,mθ), the
Taylor series expansion of L(π∗

mθt
,b,mθ) around θ = θt+1, and Eq. 46,

i.e.,

L(π∗
mθt

,b,mθt
) ⩾ L(π∗

mθt
,b,mθt+1

)

+∇θL(π
∗
mθt

,b,mθ)
⊤∣∣

θ=θt+1︸ ︷︷ ︸
=0

(θt − θt+1)

+
Λmin(1− b)

2
∥θt − θt+1∥2 ,

and (ii) follows from the fact that argminπ∈Πb
L(π,mθt+1

) = π∗
mθt+1

,b.
Then, from Eq. 48, it readily follows that

Φt −Φt+1 ⩾
(1− b)Λmin

2
∥θt+1 − θt∥2 . (49)

Now, combining Eq. 47 and Eq. 49, we have that

Φt+1 ⩽
Λmax

2
∥θt+1 − θ∗∥2 ⩽ Λmax

[
∥θt+1 − θt∥2 + ∥θt − θ∗∥2

]
(i)

⩽
2Λmax

(1− b)Λmin
(Φt −Φt+1) +

4H2Λmax

Λ2
min(1− b)2

. (50)
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where we have used Proposition 2.1 in (i). Finally, from Eq. 50, it
readily follows that

lim
t→∞Φt+1 ⩽

4H2Λmax

Λ2
min(1− b)2

.

This concludes the proof.

Proposition 2.1 Let ℓ(·) be convex with respect to θ and thus the output
of the SGD algorithm θt = argminθ L(π

∗
mθt−1

,mθ). Moreover, assume

that ∇2
θ ℓ(mθ(x),y) ≽ Λmin, with Λmin > 0, and ℓ(·) be H-Lipschitz, i.e.,

ℓ(mθ(x),y) − ℓ(mθ ′(x),y) ⩽ H · ∥θ− θ ′∥. Then, we have ∥θt − θ∗∥ ⩽
2H

Λmin(1−b) .

Proof We have that

Λmin(1− b)

2
∥θt − θ∗∥2

(i)

⩽ L(π∗
mθ∗ ,b,mθt

) − L(π∗
mθ∗ ,b,mθ∗)

⩽ H ∥θt − θ∗∥ , (51)

where (i) follows from the Taylor series expansion of L(π∗
mθ∗ ,b

,mθ)

around θ = θ∗. Then, from Eq. 51, it readily follows

∥θt − θ∗∥ ⩽ 2H

Λmin(1− b)
(52)

2.3 Additional Details About the Experiments on Real Data

In what follows, we provide additional details regarding the exper-
iments on real data. In our experiments, our method and all the
baselines use the hypothesis class of predictive models M(Θ) parame-
terized by softmax distributions, i.e.,

mθ(x) ∼ pθ;x = Multinomial
([

exp
(
ϕy,θ(x)

)]
y∈Y

)
,

where, for the nonlinearities ϕ•,θ, we use the following network archi-
tectures:

— Hatespeech dataset: we use the convolutional neural network
(CNN),137 for text classification, which consists of 3 convolutional137Convolutional

Neural Networks for
Sentence

Classification
[Kim14];

layers with filter sizes {3, 4, 5}, respectively and with 300 neurons
per layer. Moreover, each layer is followed by a ReLU nonlinearity
and a max pooling layer.

— Galaxy Zoo: we use the deep residual network.138 To this end,138Deep Residual
Learning for Image

Recognition [He+15];
we first downsample each RGB channel of each of the images to
size 224× 224 and standardize its values.139 The wide residual

139PyTorch ResNet

https://pytorch.org/hub/pytorch_vision_resnet/


2 additional information for section 3 .3 115

network consists of 50 convolutional layers. The first layer is a
7× 7 convolutional layer followed by a 3× 3 max pooling layer.
The next 48 convolutional layers have filter sizes of 1× 1 or 3× 3

which are followed by an average pooling layer. The last layer
is a fully connected layer. Each convolution layer is followed by
ReLU nonlinearity.

In our method and all the baselines except surrogate-based triage,
we use the cross-entropy loss and implement SGD using Adam opti-
mizer140 with initial learning rate set by cross validation independently 140Adam: A Method

for Stochastic
Optimization [KB17];

for each method and level of triage b. In surrogate-based triage, we
use the loss and optimization method used by the authors in their
public implementation. Moreover, we use early stopping with the
patience parameter ep = 10, i.e., we stop the training process if no
reduction of cross entropy loss is observed on the validation set for
10 consecutive epochs. Finally, to avoid that the cross entropy loss
ℓ(ŷ,y) becomes unbounded whenever an instance is assigned to a
human expert and all human experts predicted the same label for
that instance in our dataset, we do add/subtract an ϵ value to the
estimated values of the conditional probabilities P(h |x).
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2.4 Additional Evaluation of the Approximate Triage Policy

Figure 1 shows the ratio of model and human losses for those test
samples predicted by the model and test samples predicted by the
humans, as dictated by the approximate triage policy π̂γ, for different
values of the maximum level of triage b. We find several interesting
insights. We observe that the approximate triage policy π̂γ lets the
humans predict those samples whose ratio of model and human losses
is higher, as one could have expected.

Moreover, in the Hatespeech dataset, we find that the triage policy
lets humans predict (almost) all the samples whenever b = 1 (b = 0.8),
i.e., the budget constraint in the optimization problem defined by
Eq. 3.1 is active. This suggests that the humans are more accurate than
the predictive model throughout the entire feature space. In contrast,
in the Galaxy zoo dataset, the triage policy does not rely on the human
predictions for all samples for b = 1. This suggests that the humans
are less accurate than the predictive model in some regions of the
feature space.
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Figure 1: Ratio of
model and human
losses for test sam-
ples predicted by the
model and test sam-
ples predicted by the
humans, as dictated
by the approximate
triage policy π̂γ, for
different values of
the maximum level
of triage b. In each
panel, the threshold
p̂b is found using
cross validation.
Boxes indicate 25%
and 75% quantiles
and the horizontal
lines indicate median
values.
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3 proof of theorem 4 .2 .1

Theorem 4.2.1 Given a calibrated classifier f, the problem of finding the
partition B of maximum size such that fB is within-group monotone is
NP-hard.

Proof We call a partition B ∈P valid if fB is within-group monotone.
We first show that, by finding a valid partition B of maximum size,
we can decide whether there exists a valid partition B ′ of size |B ′| = 2.
Assume the valid partition B of maximum size has size |B| = m. Then,
if m ⩾ 2, we can conclude that such a partition exists using Lemma 3.1
and, if m < 2, no such partition exists because B is the valid partition
of maximum size. Now, since we prove in Lemma 3.2 that this decision
problem is NP-complete, we can directly conclude that the problem of
finding the valid partition of maximum size is NP-hard.

Lemma 3.1 Assume the valid partition B of maximum size has size |B| = k.
Then for every k ′ ∈ {1, . . . , k− 1}, there exist a valid partition B ′ such that
|B ′| = k ′.

Proof By Proposition 4.2.3, we have that any contiguous partition
B ′ on {1, . . . , |B|} is monotone with respect to fB. Furthermore, due
to the same proposition, B ′ is also monotone with respect to the
set {aAi,z}i∈{1,...,|B|} for all z ∈ Z. Since B is valid, we have that
{aAi,z}i∈{1,...,|B|} is increasing for all z ∈ Z. As a result, B ′ is a valid
partition. Thus, for any k ′ ∈ {1, . . . , k− 1}, we have that the contiguous
partition B ′ =

{
A1,A2, . . . ,A|B|−k ′−1,∪j∈{0,...,k ′}A|B|−j

}
is valid and

|B ′| = k ′. This concludes the proof.

Lemma 3.2 The problem of deciding whether there exists a valid partition
B such that |B| = 2 is NP-complete.

Proof First it is easy to see that, given a partition B, we can check
whether the partition is valid and has size |B| = 2 in polynomial time.
Therefore, the problem belongs to NP.

Now, to show the problem is NP-complete, we perform a reduction
from a variation of the classical partition problem141, which we refer 141“Reducibility

among combinatorial
problems” [Kar72];

to as the equal average partition problem. The equal average partition
problem seeks to decide whether a set of n positive integers S =

119
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{s1, . . . , sn} can be partitioned into two subsets of equal average. In
Theorem 3.3, we prove that the equal average partition problem is
NP-complete, a result which may be of independent interest.142142Given the

similarity of the equal
average partition

problem to the classical
partition problem, we

would have expected to
find a proof of

NP-completeness
elsewhere. However, we

failed to find such a
proof in previous work.

Without loss of generality, we assume si ∈ [0, 1] for all si ∈ S,143

143We can always
divide every element in

S by the largest
member of S to ensure
elements fall in [0,1].

and si ⩽ sj if i < j. For every si ∈ S, we set ai,z1 = si, ai,z2 = 1− si,
ρi = 1

n , ρz1 | i = α, ρz2 | i = 1− α for α ∈ (0.5, 0.75]. Note that we
will have that ai = αsi + (1−α)(1− si) = (2α− 1)si + (1−α) ∈ [0, 1].
Note first that for any A ∈ B

aA,z1 =

∑
j∈A ρjρz1 | jaj,z1∑

j∈A ρjρz1 | j
=

∑
j∈A

α
naj,z1∑

j∈A
α
n

=

∑
j∈A aj,z1

|A|
(53)

= 1−

∑
j∈A(1− aj,z1)

|A|
= 1− aA,z2 ,

and

aA =

∑
j∈A((2α− 1)aj,z1 + 1−α)

|A|
(54)

= (2α− 1)

∑
j∈A aj,z1

|A|
+ 1−α = (2α− 1)aA,z1 + 1−α.

Note that, whenever we have that aA,z1 ⩽ aA ′,z1 , it will also hold that
aA < aA ′ as 2α− 1 > 0.

Now, assume a valid partition B with |B| = 2 exists and B =

{A1,A2}. Without loss of generality, assume aA1,z1 ⩽ aA2,z1 . Since
B is a valid partition, we should have also that aA1,z2 ⩽ aA2,z2 ,
furthermore,

aA1,z1 ⩽ aA2,z1 ⇒ 1− aA1,z1 ⩾ 1− aA2,z1 ⇒ aA1,z2 ⩾ aA2,z2 (55)

Since it simultaneously holds that aA1,z2 ⩾ aA2,z2 and aA1,z2 ⩽
aA2,z2 , a valid partition B with |B| = 2 exists if and only if aA1,z2 =

aA2,z2 and hence aA1,z1 = aA2,z1 . As aA1,z1 is the average of sj for
j ∈ A1 and aA2,z1 is the average of sj for j ∈ A2 the partition B can
partition S into two subsets of equal average.

We now prove that if no valid partition B with |B| = 2 exists, there
is no way of partitioning S into two subsets of equal average. For
the sake of contradiction, assume S can be partitioned into S1 and S2
with equal averages κ. Define A1 = {i | si ∈ S1} and A2 =

{
j | sj ∈ S2

}
.

Now if we build an instance of our problem based on S as described
before and set B = {A1,A2} (clearly we have that B is a partition of
{1, . . . ,n}) we have that aA1,z1 = aA2,z1 = κ, aA1,z2 = aA2,z2 = 1− κ

(refer to Eq. 53) and aA1
= aA2

= (2α− 1)κ+ (1−α) (refer to Eq. 54).
As a result, we have that B is a valid partition of size 2 which is a
contradiction. This concludes the proof.

Theorem 3.3 Given a set of n positive integers, the problem of deciding
whether it can be partitioned into two non-empty subsets of equal average is
NP-complete.
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Proof First it is easy to see that, given two subsets, we can evaluate in
polynomial time their averages and check whether they are equal or
not. Therefore, the problem belongs to NP.

In the remainder of the proof, we will perform a reduction from
the equal cardinality partition problem, which is known to be NP-
complete, to the equal average partition problem. In the original
problem, we are given a set of n positive integers S, where n is an
even number. The objective is to decide whether there exist two subsets
S1, S2 ⊆ S such that S1 ∪ S2 = S and S1 ∩ S2 = ∅, with |S1| = |S2| and∑

i∈S1
i =

∑
j∈S2

j.
Now, we will transform an arbitrary instance of that problem into

an instance of the equal average partition problem. Let the set of
integers be S ′ = S∪ {nσ,nσ}, where σ =

∑
k∈S k. It is easy to see that

the average of S ′ is equal to (2n+1)σ
n+2 .

We will start by showing that, if we can decide positively about that
instance of the equal average partition problem, we can also decide
positively about the original instance of the equal cardinality partition
problem. Assume there exists a partition of S ′ into two sets S ′

1, S ′
2,

with equal averages. As an intermediate result, we will show that the
two copies of the number nσ cannot belong to the same set S ′

1 or S ′
2.

For the sake of contradiction, and without loss of generality, assume
that both copies belong to S ′

1.

In the case where S ′
1 = {nσ,nσ}, it holds that

∑
i∈S ′

1
i

|S ′
1|

= nσ and∑
i∈S ′

2
j

|S ′
2|

= σ
n , which is a contradiction, since the two quantities cannot

be equal because of n ⩾ 2. In cases where S ′
1 contains at least one more

element, since S ′
2 ̸= ∅, we get that

∑
i∈S ′

1
i

|S ′
1|

= 2nσ+κ
2+l , with 0 < κ < σ

and 1 ⩽ l ⩽ n− 1, and
∑

j∈S ′
2
j

|S ′
2|

= σ−κ
n−l . It follows that

1

n− l
⩽ 1⇒ σ− κ

n− l
⩽ σ− κ⇒

∑
j∈S ′

2
j

|S ′
2|

< σ

(∗)⇒
∑

j∈S ′
2
j

|S ′
2|

<
(2n+ 1)σ

n+ 2
⇒

∑
j∈S ′

2
j

|S ′
2|

<

∑
k∈S ′ k

|S ′|
,

where (∗) holds because n > 1. According to Lemma 3.4, the last
inequality leads to a contradiction. With that, we can conclude that
one copy of nσ belongs to S ′

1 and the other one belongs to S ′
2.

Let S1, S2 be such that S ′
1 = {nσ}∪ S1 and S ′

2 = {nσ}∪ S2. We will
now show that S1 and S2 are a solution to the original instance of
the equal cardinality partition problem, i.e., |S1| = |S2| and

∑
i∈S1

i =∑
j∈S2

j. It is trivial to see that S1, S2 have to be non-empty, otherwise
the averages of S ′

1 and S ′
2 would differ. Since S ′

1, S ′
2 are a partition of

S ′ with equal averages and because of Lemma 3.4, we know that

nσ+
∑

i∈S1
i

1+ |S1|
=

nσ+
∑

j∈S2
j

1+ |S2|
=

(2n+ 1)σ

n+ 2
. (56)
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For the sake of contradiction, assume that either |S1| ̸= |S2| or
∑

i∈S1
i ̸=∑

j∈S2
j. For brevity, we will focus only on the two following cases, as

any other case leads easily to a contradiction:

• |S1| < |S2| and
∑

i∈S1
i <

∑
j∈S2

j: Since S1, S2 are such that
S1 ∪ S2 = S, it holds that∑
j∈S2

j−
∑
i∈S1

i < σ

(∗)⇒ (2n+ 1)σ

n+ 2
(1+ |S2|) −nσ−

(2n+ 1)σ

n+ 2
(1+ |S1|) +nσ < σ

⇒ (2n+ 1)σ

n+ 2
(|S2|− |S1|) < σ⇒ (2n+ 1)(|S2|− |S1|) < (n+ 2)

(∗∗)⇒ 2n+ 1 < n+ 2⇒ n < 1,

where (∗) follows from Equation 56, and (∗∗) holds because
|S2|− |S1| ⩾ 1. The last inequality is clearly a contradiction.

• |S1| > |S2| and
∑

i∈S1
i >

∑
j∈S2

j: The proof is the symmetric
version of the proof in the previous case.

Therefore, we can conclude that S1 and S2 are a solution to the original
problem, i.e., they are a partition of S with equal cardinality and equal
sums.

Lastly, we will show that, if there is no partition of S ′ with equal
averages, there can be no equal cardinality partition of S with equal
sums. For the sake of contradiction, assume there exist S1, S2 with
|S1| = |S2| and

∑
i∈S1

i =
∑

j∈S2
j. Then, let S ′

1 = {nσ} ∪ S1 and
S ′
2 = {nσ}∪ S2. It is easy to see that

∑
i∈S ′

1
i

|S ′
1|

=
nσ+

∑
i∈S1

i

1+ |S1|
=

nσ+
∑

j∈S2
j

1+ |S2|
=

∑
i∈S ′

2
i

|S ′
2|

, (57)

which is a contradiction, since it means that S ′
1 and S ′

2 are a partition
of S ′ with equal averages.

Following the above procedure, we can decide whether the original
instance of the equal-cardinality problem has a solution or not. As a
consequence, the problem of deciding whether a set of positive integers
can be partitioned into two subsets of equal average is NP-complete.

Lemma 3.4 A set of integers S can be partitioned into two non-empty sets

S1, S2 with equal averages
∑

i∈S1
i

|S1|
=

∑
j∈S2

j

|S2|
, iff

∑
i∈S1

i

|S1|
=

∑
k∈S k

|S|
, with

|S1| ⊂ |S|.
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Proof First, assume there is such a partition of S into S1, S2, with
equal averages. It holds that∑

i∈S1
i

|S1|
=

∑
k∈S k−

∑
i∈S1

i

|S|− |S1|
⇒ (|S|− |S1|)

∑
i∈S1

i = |S1|

∑
k∈S

k−
∑
i∈S1

i


⇒ |S|

∑
i∈S1

i = |S1|
∑
k∈S

k⇒
∑

i∈S1
i

|S1|
=

∑
k∈S k

|S|
,

where S1 ⊂ S because S2 ̸= ∅.
Now, assume there exists a set S1 ⊂ S, such that

∑
i∈S1

i

|S1|
=

∑
k∈S k

|S|

and let S2 = S \ S1. It is easy to see that∑
j∈S2

j

|S2|
=

∑
k∈S k−

∑
i∈S1

i

|S|− |S1|
=

∑
k∈S k−

|S1|

|S|

∑
k∈S k

|S|
(
1−

|S1|

|S|

) =

∑
k∈S k

|S|
,

and therefore, the sets S1, S2 consist a partition of S with equal aver-
ages.

4 proof of proposition 4 .2 .3

Proposition 4.2.3 Given a classifier f with Range(f) = {a1, . . . ,an}, fB is
monotone with respect to f iff B is a contiguous partition on {1, . . . ,n}.

Proof We first prove the sufficient condition, i.e., we prove that, if fB
is monotone with respect to f, then B is a contiguous partition on
{1, . . . n}. The proof is by contradiction. Assume B is not a contiguous
partition, i.e., there exists x1,x2,x3 ∈ X such that i(x1) < i(x2) <

i(x3) and i(x1) ∼B i(x3) while i(x1) ̸∼B i(x2). If a[i(x1)] > a[i(x2)],
then fB(x1) > fB(x2), however, since f(x1) < f(x2), this leads to a
contradiction with the monotonicity assumption. On the other hand,
if a[i(x1)] < a[i(x2)], then fB(x3) < fB(x2) since i(x1) ∼B i(x3) and
thus a[i(x3)] < a[i(x2)], however, this leads again to a contradiction
with the monotonicity assumption. This proves that B must be a
contiguous partition.

Next, we prove the necessary condition, i.e., we prove that, if B is a
contiguous partition on {1, . . . n}, then fB is monotone with respect to
f. For any x1,x2 ∈ X such that f(x1) < f(x2), we have that:

fB(x1) = a[i(x1)] =

∑
l∈[i(x1)]

alρl∑
l∈[i(x1)]

ρl

⩽

∑
l∈[i(x2)]

alρl∑
l∈[i(x2)]

ρl
= a[i(x2)] = fB(x2),

where the inequality is due to Lemma 4.1 below and the fact that the
weighted average of a set of numbers is lower and upper bounded by
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the smallest and largest element of the set respectively.

Lemma 4.1 Let f be a classifier with Range(f) = {a1, . . . ,an}, B be a
contiguous partition on {1, . . . ,n} and x1,x2 ∈ X. If i(x1) < i(x2) and
i(x1) ̸∼B i(x2), then, for every k ∈ [i(x1)] and k ′ ∈ [i(x2)], it holds that
k < k ′.

Proof To prove the lemma, we just need to prove that the largest index
in [i(x1)] is smaller than the smallest index in [i(x2)]. The proof is by
contradiction. Let l = max{k |k ∈ [i(x1)]} and s = min{k |k ∈ [i(x2)]}

and assume that l > s. Then, it cannot simultaneously hold that
i(x1) = l and i(x2) = s since we have that i(x1) < i(x2). Assume first
that i(x1) ̸= l, and take x3,x4 ∈ X such that i(x3) = s and i(x4) = l.
If i(x3) < i(x1), then it holds that i(x3) < i(x1) < i(x2), however,
since i(x2) ∼B i(x3) and i(x1) ̸∼B i(x2), this leads to a contradiction
with the assumption that B is contiguous. If i(x3) > i(x1), then it
holds that i(x1) < i(x3) < i(x4), however, since i(x1) ∼B i(x4) while
i(x3) ̸∼B i(x4), this also leads to a contradiction with the assumption
that B is contiguous. If one assumes instead that i(x1) = l, a similar
reasoning using i(x2) and i(x4) leads to a contradiction too. This
completes the proof.

5 proof of lemma 4 .3 .4

Lemma 4.3.4 Given any B ∈ Br, it holds that B ∈ Bl,r if and only if
∃k < l such that B \ {{l, . . . , r}} ∈ Bk,l−1 and a{k,...,l−1},z ⩽ a{l,...,r},z
∀z ∈ Z.

Proof We first prove the sufficient condition, i.e., we prove, for any
B ∈ Bl,r, ∃k < l such that B \ {{l, . . . , r}} ∈ Bk,l−1 and a{k,...,l−1},z ⩽
a{l,...,r},z ∀z ∈ Z. Let B ′ = B \ {{l, . . . , r}}. To this end, we start by
proving by contradiction that ∃k < l such that B ′ ∈ Bk,l−1. Since the
partition B covers {1, . . . , r}, we have that the last cell of B ′ contains bin
l− 1. Assume B ′ ̸∈ ∪l−1

k=1Bk,l−1. Then, there must exist A,A ′ ∈ B ′

and z ∈ Z such that aA < aA ′ and aA,z > aA,z ′ . However, since
B ′ ⊂ B, it also holds that A,A ′ ∈ B and fB cannot be within-group
monotone on ∪i⩽rXi, leading to a contradiction. Therefore, it must
hold that B ′ ∈ ∪l−1

k=1Bk,l−1. Now, to prove that, if B ′ ∈ ∪l−1
k=1Bk,l−1

and B ∈ Bl,r, then it must hold that a{k,...,l−1},z ⩽ a{l,...,r},z ∀z ∈ Z,
we resort to Lemma 5.1.

We next prove the necessary condition, i.e., we prove that, given any
B ∈ Br, if ∃k < l such that B \ {{l, . . . , r}} ∈ Bk,l−1 and a{k,...,l−1},z ⩽
a{l,...,r},z ∀z ∈ Z then B ∈ Bl,r. Let B ′ = B \ {{l, . . . , r}}. Since
B ′ ∈ Bk,l−1, we know that no violations of within-group monotonic-
ity occurs on ∪i⩽l−1Xi. Now, we prove that there are no violations
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of within-group monotonicity between {l, . . . , r} and any A ∈ B ′. By
assumption, we know that there are not violations of within-group
monotonicity between {l, . . . , r} and {k, . . . , l− 1}. Then, we prove by
contradiction that there are not violations between {l, . . . , r} and any
A ∈ B ′ \ {{k, . . . , l− 1}}. For any A ∈ B ′ \ {{k, . . . , l− 1}}, it follows
from Proposition 4.2.3 that aA < a{k,...,l−1} and aA < a{l,...,r}. Now,
assume there exists A ∈ B ′ \ {{k, . . . , l− 1}}, z ∈ Z such that aA,z >

a{l,...,r},z. Since, by assumption, we have that a{k,...,l−1},z ⩽ a{l,...,r},z,
it should hold that a{k,...,l−1},z < aA,z, which contradicts with the
assumption that B ′ ∈ Bk,l−1, leading to a contradiction. This proves
that B ∈ Bl,r.

Lemma 5.1 Let B = B ′ ∪ {{l, . . . , r}} ∈ Bl,r and B ′ ∈ Bk,l−1 with k < l.
Then, it must hold that a{k,...,l−1},z ⩽ a{l,...,r},z ∀z ∈ Z.

Proof Since B ′ ∈ Bk,l−1, we know that {k, . . . , l− 1} ∈ B ′. Moreover,
it follows from Proposition 4.2.3 that fB is monotone with respect to f

and hence, since k < l and k ̸∼B l, we have that a{k,...,l−1} < a{l,...,r}.
Further, since B ∈ Bl,r, we have that, for every A,A ′ ∈ B such that
aA < aA ′ , it holds that aA,z ⩽ aA ′,z for all z ∈ Z. Thus, it also holds
that a{k,...,l−1},z ⩽ a{l,...,r},z for all z ∈ Z.

6 screening classifiers induced by algorithms 5 , 6 and

7 for groups defined by race code

Figure 2 shows the quality score values a = Pr(Y = 1 | f(X) = a) and
group conditional score values az = Pr(Y = 1 | f(X) = a,Z = z) of
both the original classifier f and the modified classifiers fB induced
by the partitions B found by Algorithms 5, 6 and 7, when the group
membership is defined by race code. We restate the insights mentioned
in Section 4.5.2 for completeness.

As expected, fB∗ and fBpav are within-group monotone and fB∗ is
more fine-grained than fBpav , i.e., |B∗| ⩾ |Bpav|. However, the minimum
value of ϵ such that fB∗

cal
exists is not always low enough for fB∗

cal
to be

within-group monotone. Moreover, we find that, for f, fB∗ and fBpav ,
the difference among group conditional score values az for a given
quality score values a is often significant. As a result, one should
be cautious about comparing candidates from different groups z and
instead utilize group-dependent decision thresholds144 to implement 144“Improving

Screening Processes via
Calibrated Subset
Selection” [WJG22];

more equitable hiring practices such as the Rooney rule,145 which

145“Tackling
unconscious bias in
hiring practices: The
plight of the Rooney
rule” [Col07];

requires that, when hiring for a given position, at least one (or more)
candidate(s) from each minority group should be interviewed. In this
context, it is also worth noting that, while using fB∗

cal
would mitigate
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Figure 2: Qual-
ity score values
a = P(Y =
1 | f(X) = a) and
group conditional
quality score values
az = P(Y =
1 | f(X) = a,Z = z)
of the screening
classifier f and the
modified classifiers
fBpav , fB∗ , and
fB∗

cal
induced by the

partitions found by
Algorithms 5, 6 and 7,
respectively. Groups
are defined based
on race code. In the
first and last rows,
the hatched bars
indicate within-group
monotonicity viola-
tions and, in the last
row, we report the
smallest ϵ value such
that a within-group
ϵ-calibrated classifier
fB∗

cal
exists.
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such differences, our results show that this would reduce dramatically
the granularity of the predictions. We found qualitatively similar
results for different n values.

7 additional experiments on within-group

ϵ-calibration

In this section, we investigate how the smallest ϵ such that a within-
group ϵ-calibrated classifier fB∗

cal
exists varies against the number of

bins n of the screening classifier f. Figure 3 shows that, for each set
of groups Z, ϵ remains relatively constant with respect to n, however,
the greater the difference across group conditional quality scores
az = P(Y = 1 | f(X) = a,Z = z), the greater the value of ϵ that is
needed to obtain a within-group ϵ-calibrated classifier, as one may
have perhaps expected.
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Figure 3: Minimum
value of ϵ such
that a within-group
ϵ-calibrated fB∗

cal
exists against the
number of bins n

of the screening
classifier f.
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8 experimental results for other groups Z

Figure 4: Probability
pd |z that an individ-
ual from group z may
suffer from within-
group discrimination
against Pr(Z = z)
for n = 15.
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Figure 5: Quality
of the partitions
Bpav, B∗, and
B∗

cal returned by
Algorithms 5, 6 and
7, respectively, for
screening classifiers
f with an increasing
number of bins n.
Panel (a) shows
the size |B| of the
partitions provided
by each algorithm
(higher is better).
Panel (b) shows the
size of the shortlists
created using the
classifiers fB induced
by each partition B

(lower is better).
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Figure 6: Qual-
ity score values
a = P(Y =
1 | f(X) = a) and
group conditional
quality score values
az = P(Y =
1 | f(X) = a,Z = z)
of the screening
classifier f and the
modified classifiers
fBpav , fB∗ , and
fB∗

cal
induced by

the partitions found
by Algorithms 5, 6

and 7, respectively.
Groups are defined
by gender. In the first
row, the hatched bars
indicate within-group
monotonicity viola-
tions and, in the last
row, we report the
smallest ϵ value such
that a within-group
ϵ-calibrated classifier
fB∗

cal
exists.
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Figure 7: Qual-
ity score values
a = P(Y =
1 | f(X) = a) and
group conditional
quality score values
az = P(Y =
1 | f(X) = a,Z = z)
of the screening
classifier f and the
modified classifiers
fBpav , fB∗ , and
fB∗

cal
induced by

the partitions found
by Algorithms 5, 6

and 7, respectively.
Groups are defined
by disability record.
In the first row, the
hatched bars indicate
within-group mono-
tonicity violations
and, in the last
row, we report the
smallest ϵ value such
that a within-group
ϵ-calibrated classifier
fB∗

cal
exists.
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