
Supporting Knowledge Workers through
Personal Information Assistance with

Context-aware Recommender Systems

Thesis approved by
the Department of Computer Science

University of Kaiserslautern-Landau (RPTU)
for the award of the Doctoral Degree

Doctor of Engineering (Dr.-Ing.)

to

Mahta Bakhshizadeh

Date of Defense: October 2, 2025
Dean: Prof. Dr. Christoph Garth
Reviewer: Prof. Dr. Prof. h.c. Andreas Dengel
Reviewer: Prof. Dr. Ralph Bergmann

DE-386





Acknowledgements

Completing this PhD has been a long journey, and I owe deep gratitude to many people who
supported me throughout.

First and foremost, I would like to express my sincere thanks to my main supervisor, Prof.
Andreas Dengel, for his guidance, support, and for the opportunity to pursue my research
under his supervision. I am also deeply grateful to my internal supervisor, Dr. Heiko Maus,
for his thoughtful insights and encouragement over the years. I would like to extend my
thanks to Prof. Ralph Bergmann for kindly agreeing to be my second advisor and for his
valuable feedback.

My heartfelt appreciation also goes to the senior researchers Dr. Christian Jilek and Dr.
Markus Schröder, whose occasional supervision and support were instrumental during key
phases of my work. I am equally thankful to my wonderful colleagues at DFKI: Rudi and
Emil, my fantastic office-mates, whose presence made daily life so much more enjoyable;
and Michael, Sven, and Desiree, for their collegiality and kindness. A special thanks to
Brigitte Selzer, Prof. Dengel’s secretary, whose warmth and helpfulness brightened even the
most stressful days. She is truly one of the kindest people I have met at DFKI.

Beyond work, I owe my deepest gratitude to Amin, my best companion in life, whose
love, patience, and constant support carried me through every step of this journey. His
unwavering love, patience, and encouragement carried me through the toughest moments
and reminded me that I was never alone on this path. I also want to thank my dear family:
my mother, father, and two brothers. though far away, their love was always present and gave
me strength across the distance.

To my friends, who brought light and color into these challenging years and made life so
much warmer and more joyful: Ariana, Ali, Kaveh, Matin, M. Saeed, Parisa, and Keyhan.
I feel incredibly lucky to have you in my life. A Huge thanks to Farzaneh for helping me
navigate the mental challenges of the PhD and for guiding me toward growth and resilience.
Finally, I want to thank my dog, Hansi, whose cheerful presence reminded me daily to
appreciate life’s simple joys and to stay grounded in gratitude.

To all of you, thank you from the bottom of my heart.





Abstract

This PhD thesis explores how Recommender Systems (RSs) can be leveraged to develop Personal
Knowledge Assistance (PKA), aimed at improving the productivity of Knowledge Workers
(KWers) such as programmers and scientists who primarily handle information rather than
manual labor and spend significant time searching for information at the expense of productivity.

The thesis introduces this novel application of RSs to create a more intelligent and supportive
working environment for KWers and identifies key challenges such as dealing with heterogeneous
information items and capturing dynamic needs. Based on a conducted systematic literature
review, the thesis distinguishes the unique characteristics that set this domain of RSs apart from
others and highlights the potential of the most relevant RS categories to address these challenges.
It explores technological foundations developed over two decades of PKA research that can
support the development of the targeted RSs, and also introduces the concept of Contextual
States (CSs) as multi-dimensional sessions representing relevant contextual information.

This study divides the information space of KWers into three layers (personal, corporate,
and global spaces) and proposes a framework to integrate these layers along with the concept of
CSs into PKA technologies. It then conducts a case study based on the proposed framework
with real-world data from the DFKI’s Smart Data and Knowledge Services (SDS) department.
Using a TF-IDF-based method, 1,987 recommendations were generated across 128 contexts,
with 54% of these recommendations evaluated as relevant and half of them considered helpful.

Recognizing the lack of comprehensive, public datasets for PKA research, the thesis
introduces the Real-Life Knowledge Work in Context (RLKWiC) dataset. RLKWiC provides
extensive contextual information and annotations, including over 61,000 desktop events, 211
personal concepts, 393 DBpedia resources, and personal KGs with over 6,400 nodes and 3,100
inter-relations. It aims to support benchmarking and evaluating PKA services.

The study establishes a benchmark on RLKWiC for context-based Entity Recommendation
(ER), offering full transparency and reproducibility with over a thousand entities labeled with
explicit relevance scores. The baseline recommendation scenario achieved 56% precision
for relevant entities and 25% for representative entities. This performance was subsequently
improved by integrating a semantic-based approach with an Adaptive Relevance Prediction
(ARP) module, which increased the precision for representative entities by 20%. Semantic
methods, particularly those using Laplacian kernel and Euclidean distance metrics, were shown
to effectively maintain context-based relevance. Finally, the thesis explored integrating Large
Language Models (LLMs) into RSs for KWers. By using Mistral 7B and an ARP mechanism, the
LLM-based approach significantly outperformed both the baseline and semantic-based methods
in ER, demonstrating LLMs’ potential for enhancing PKA recommendations.

In conclusion, this research highlights RSs as a promising way to mitigate information
overload in KW scenarios by delivering relevant information to enhance productivity. It includes
a comprehensive literature review, a proposed framework, the creation of RLKWiC, a benchmark
for ER evaluation, and incremental improvements using semantic and LLM-based methods.
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Chapter 1

Introduction

This chapter establishes the foundation for the thesis by introducing Knowledge Work (KW)

and the concept of supporting KWers through Personal Information Assistance (PIA) enabled

by Context-Aware Recommender System (CARS). It begins by outlining the motivation and

problem context, highlighting the signi�cant time KWers spend searching for information

at the expense of productivity. To address this challenge, the chapter presents the core

research goal and presents four key Research Question (RQ)s that shape the direction and

contributions of this thesis.

1.1 Motivation and Problem Statement

KWers are individuals whose primary capital is knowledge [9]. They include professionals

such as programmers, architects, engineers, scientists, lawyers, physicians, pharmacists,

design thinkers, public accountants, and academics [10]. Their work is mainly concerned with

processing and applying information, which distinguishes them from manual laborers [9, 10].

KWers spend much of their time processing and manipulating information in various formats,

including documents, software code, web pages, and email messages. Their tasks are

cognitively intensive and demand focus, concentration, and memory, as well as the ability to

handle large volumes of information [11]. In organizational contexts, KWers are often seen as

human subjects whose cognitive abilities are supported by knowledge management systems,

and they can be regarded as investors of knowledge and energy within the organization [12].

KWer routinely spend a signi�cant portion of their workday searching for information

or recreating existing work. Over a decade ago, IDC estimated that a typical KWer spends

about 2.5 hours per day, roughly 30% of the workday, searching for information [13]. More

recent studies con�rm that this remains a serious issue. For instance, an APQC survey found

that, on average, KWer devote 8.2 hours per week to locating, recreating, or duplicating
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knowledge and expertise [14]. This amounts to approximately one full workday each week

lost to non-productive knowledge seeking.

Further emphasizing the persistence of this issue, a 2023 industry report by Coveo

indicated that employees still spend about 3 hours per workday searching across various

systems for needed information, a slight decrease from an estimated 4 hours in the prior

year [15]. Additionally, M-Files highlighted that employees can spend up to 18 minutes

searching for a single document, underscoring the inef�ciencies in current information

retrieval practices [16].

Collectively, these statistics illustrate a clear and persistent problem: KWer consistently

lose between one-�fth to one-third of their working time to inef�cient information retrieval

and knowledge duplication. This productivity drain not only incurs high opportunity costs

for organizations but also contributes to worker frustration and hampers decision-making

and innovation.

Improving the productivity of KWer necessitates a concerted effort to reduce the time and

effort lost in �nding and re-�nding information. Ideally, routine search and recreation tasks

would be minimized, allowing KWer to focus on higher-value activities such as analysis,

problem-solving, and the creation of new knowledge. One promising strategy to achieve this

is the proactive delivery of relevant information before the KWer initiates a search. This can

be realized through PIA systems that leverage CARSs.

A CARS can automatically sense a KWer's current context (such as their task, application

in use, or inferred information need) and retrieve or suggest pertinent information resources

at the moment of need. By tailoring recommendations to the user's situational context, such

systems act as intelligent digital assistants that surface the right knowledge to the right person

at the right time. This proactive delivery of information can signi�cantly diminish the need

for manual search and duplicate work, directly addressing the productivity losses identi�ed

earlier.

The motivation for this dissertation stems from the substantial opportunity to support

KWer by embedding CARSs into their daily work�ows. If relevant knowledge can be made

available in context and with minimal user effort, the time sink of searching and duplicate

effort can be reduced, leading to measurable gains in productivity and ef�ciency. The problem

statement underpinning this research is thus the need to develop and evaluate methods for

context-aware Personal Knowledge Assistance (PKA) that effectively bridge information

gaps for KWer.

In summary, the persistent issue of time wasted on information retrieval in KW

environments calls for intelligent solutions that streamline knowledge access. This thesis is

driven by that need: it explores how CARSs can proactively support KWer, reducing search
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overhead and improving access to contextually relevant information. By addressing this

problem, the research aims to lay the groundwork for more productive, knowledge-rich work

environments where critical information is readily accessible, thereby setting the stage for

the contributions detailed in the subsequent chapters of this dissertation.

1.2 Research Questions

The research presented in this thesis is guided by four RQs, which structure the investigation

into supporting KWers using CARSs for PIA. Addressing the challenge of KWers spending

signi�cant time searching for information, these questions aim to explore how recommender

technologies can enhance productivity in the KW environment.

The four research questions are:

• RQ1: How can CARSs enhance the way KWers interact with and process

information to improve their productivity?

This question explores the potential for CARSs to make the working environment more

intelligent and supportive of productivity. It involves investigating how these systems

can enhance the working environment of KWers and how existing Recommender

System (RS) approaches can be differentiated based on the type of task and information

space utilized for recommendations. The thesis explores this novel application of RSs

throughout its scope. This research question is primarily addressed in chapter 2,

which provides an overview of relevant RS categories and introduces PKA, and is

foundational to the entire thesis effort.

• RQ2: What are the main challenges in integrating CARSs into the working

environments of KWers, and what additional complexities arise in this novel

application compared to existing domains of RSs?

This question focuses on identifying the obstacles to integrating these systems into

work�ows of KWers. It addresses challenges such as dealing with heterogeneous

information items with complex relationships, capturing dynamic short-term needs

alongside long-term preferences, understanding deep contextual nuances, managing

diverse item types, and handling privacy concerns. These challenges arise from

complexities of user behavior, data diversity, and essential requirements like privacy,

scalability, and explainability. This research question is primarily addressed in

chapter 2, speci�cally in discussing the challenges and limitations of Recommender

Systems for Personal Knowledge Assistance (RS-PKA) in section 2.3.3.
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• RQ3: How to establish a practical common ground for benchmarking and

evaluating such PKA services, given the lack of datasets and benchmarks that

effectively represent real-life challenges in this domain?

This question tackles the critical need for evaluation resources in the �eld of PKA. It

is addressed by collecting a comprehensive, publicly accessible dataset that mirrors

real-world KW, the Real-Life Knowledge Work in Context (RLKWiC) dataset, and by

establishing a benchmark upon this dataset for context-based Entity Recommendation

(ER). The RLKWiC dataset provides a common ground for benchmarking and

evaluating PKA services. This research question is primarily addressed in chapter 4,

which details the collection of RLKWiC in section 4.3, and in chapter 5, which

establishes the benchmark for ER on RLKWiC explained in section 5.2.

• RQ4: How can enabling technologies be integrated with CARSs in a uni�ed

framework to enhance PKA and leverage them to outperform established

benchmarks?

This question concerns the development of practical solutions and their effectiveness.

It is addressed by proposing and evaluating a framework for integrating RSs with PKA

tools, introducing foundational concepts like Contextual State (CS), and demonstrating

methods that outperform the established baseline on the RLKWiC benchmark.

This includes incorporating an Adaptive Relevance Prediction (ARP) module using

semantic-based and Large Language Model (LLM)-based approaches. This research

question is primarily addressed in chapter 3, which presents the proposed framework

and case study, and in chapter 5, which details the methods used to outperform the

baseline benchmark.

These research questions guide the structured exploration of supporting KWers with

CARSs, moving from theoretical foundations and challenges to practical frameworks, data

collection, benchmarking, and advanced recommendation techniques.

1.3 Main Contributions

This thesis makes several signi�cant contributions to advancing CARS for PKA tailored

to the needs of KWers. The work begins with a comprehensive literature review and a

detailed discussion of the research goals and challenges (addressing RQ1 and RQ2). These

contributions were published in the LWDA Workshop 2021, the ACM RecSys 2024 Doctoral

Symposium, and are currently under review for publication in the JASIST journal. The
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literature review establishes the theoretical foundations of the thesis and highlights the key

challenges in integrating CARS into the working environments of KWers, including handling

heterogeneous data, dynamic preferences, complex contextual nuances, and privacy concerns.

Building on this groundwork, the thesis proposes a structured framework for RS-PKA,

introducing the concept of CS and a layered information space (personal, corporate, and

global) to effectively capture the multifaceted contexts of KWers. This framework, addressing

RQ1 and RQ4, was demonstrated through a real-world case study conducted within the

Deutsches Forschungszentrum für Künstliche Intelligenz [German Research Center for

Arti�cial Intelligence] (DFKI)'s Smart Data and Knowledge Services Research Department

at DFKI (SDS) department and presented at the AI@WORK Workshop at INFORMATIK

Festival 2024. The framework illustrates how enabling technologies can be integrated with

CARS to provide proactive, context-aware support for KWers.

To address the lack of evaluation resources, the thesis introduces the Real-Life KW in

Context (RLKWiC) dataset, directly tackling RQ3. This publicly accessible dataset captures

over 61,000 desktop events collected from eight participants across approximately two

months, annotated with personal concepts, DBpedia resources, contextual information, and

personal knowledge graphs. This contribution, establishing a comprehensive dataset for

benchmarking and evaluation in RS-PKA, was presented at ICIM Conference 2024.

In addition, the thesis establishes a benchmark for context-based entity recommendation

(ER) built upon the RLKWiC dataset, contributing to RQ3. This benchmark provides

a practical common ground for evaluating ER systems with full transparency and

reproducibility, including over a thousand entities labeled with explicit relevance scores

and user feedback. This benchmark was published at ACM RecSys 2024.

The thesis further advances the state of the art by proposing two methods that outperform

the established ER baseline (addressing RQ4). First, a semantic-based approach incorporating

an Adaptive Relevance Prediction (ARP) module demonstrated a 20% improvement in

recommending representative entities, presented at the KaRS Workshop at ACM RecSys 2024.

Second, a large language model (LLM)-based approach utilizing Mistral 7B signi�cantly

outperformed both the baseline and the semantic-based method, with results presented at

ICIM Conference 2025. These �ndings highlight the potential of semantic and LLM-based

technologies to enhance CARS for PKA.

Together, these contributions provide a robust theoretical and practical foundation

for context-aware support of KWers. The thesis advances both the understanding and

implementation of proactive, context-aware recommender systems in real-world KW

environments, addressing RQ1 through RQ4 through literature analysis, framework

development, dataset collection, benchmarking, and the design of advanced recommendation
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approaches.Table 1.1 provides an overview of the contributions from this research that have

been published in peer-reviewed venues.

Table 1.1: Summary of the published contributions.

Contribution Addressed
RQ(s)

Published Paper(s) Thesis
Chapter/Section

Literature Review,
Research Goals and
Challenges

RQ1, RQ2 LWDA Workshop 2021 [7] Chapter 2

Doctoral Symposium @ ACM
RecSys 2024 [3]

Chapter 2

Under review for JASIST
Journal [8]

Chapter 2

Framework
Proposal and
Case Study

RQ1, RQ4 AI@WORK Workshop @
INFORMATIK Festival [5]

Chapter 3, Section 3.3
and 3.4

Knowledge Work
Data Collection
(RLKWiC)

RQ3 ICIM Conference 2024 [6] Chapter 4, Section 4.3

ER Benchmark
Establishment

RQ3 ACM RecSys 2024 [2] Chapter 5, Section 5.2

Enhancing ER RQ4 KaRS Workshop @ ACM
RecSys 2024 [4]

Chapter 5, Section 5.4

ICIM Conference 2025 [1] Chapter 5, Section 5.5

1.4 Thesis Structure

This thesis is structured to systematically address the research questions and present the

conducted investigation into supporting KWers through PIA with CARSs. The chapters are

organized as follows:

• Chapter 1 - Introduction : This chapter provides the background and context for the

research, states the motivation and problem, introduces the four key research questions

that guide the thesis, and outlines the overall structure of the document.

• Chapter 2 - Literature Review: This chapter lays the theoretical groundwork by

reviewing relevant literature on RSs, PKA, and their intersection. It introduces the
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novel application of RS-PKA and explores how these systems can enhance the working

environment of KWers, making it more intelligent and supportive of productivity.

This discussion primarily addresses RQ1. The chapter also identi�es and details

the main challenges and complexities in integrating CARSs into environments of

KWers compared to existing domains of RSs, which are primarily addressed in this

chapter. Relevant categories of RSs (sequential, session-based, and Knowledge Graph

(KG)-based) are also introduced here.

• Chapter 3 - Framework Proposal: Building upon the literature review, this

chapter proposes a framework for integrating CARSs with PKA tools. It introduces

foundational concepts such as the division of the user's information space into personal,

corporate, and global layers, and introduces the concept of CSs as multi-dimensional

sessions capturing the user's state. The chapter also presents a case study using

real-world data from the DFKI's SDS department to demonstrate the framework's

application and evaluate a simulated recommendation scenario. The framework

proposal and case study primarily address RQ4. Initial prototypes are also discussed,

including trigger-based recommendations and a feedback collection app.

• Chapter 4 - KW Data Collection: Recognizing the critical need for evaluation

resources, this chapter addresses RQ3. It begins by reviewing existing KW datasets,

highlighting their limitations, particularly the scarcity of publicly available resources

needed for consistent evaluation and benchmarking. It then describes an effort to

leverage and extend the SWELL dataset, a notable existing collection, to support

empirical studies and identi�es the challenges encountered in this process due to data

access limitations. To address the identi�ed gaps and provide a robust resource for the

research community, this chapter details the collection of the RLKWiC dataset, aiming

to provide a common ground for benchmarking and evaluating PIA and PKA services.

• Chapter 5 - PKA via ER: This chapter focuses on ER as a speci�c application

of RS-PKA. It addresses RQ3 by establishing a practical common ground for

benchmarking ER methods using the RLKWiC dataset. Furthermore, it tackles

RQ4 by proposing and evaluating methods that integrate enabling technologies with

CARSs to outperform the established baseline benchmark on RLKWiC. This includes

demonstrating the effectiveness of two approaches (semantic-based and LLM-based)

towards ARP to enhance ER.
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• Chapter 6 - Conclusion: This �nal chapter summarizes the main contributions of the

thesis, discusses the implications of the �ndings, and outlines promising directions for

future research in RS-PKA.

This structure allows the thesis to move from the theoretical foundation and identi�cation

of challenges to the development of practical frameworks, the provision of necessary data

and benchmarks, and the implementation and evaluation of advanced recommendation

techniques.



Chapter 2

Literature Review

This chapter delves into the existing research relevant to the thesis goals. After an

introduction to RSs and PKA, it provides a comprehensive overview of speci�c categories

of RSs well-suited for supporting KWers, particularly sequential, session-based, and

KG-based RSs, discussing their challenges, approaches, and future directions. The chapter

then discusses the unique key characteristics, challenges, and limitations of RS-PKA. It

addresses how these systems can enhance the working environment (RQ1) and identi�es

key challenges towards this research goal (RQ2). Additionally, it introduces enabling tools

and technologies that facilitate the development of such systems. Publications covered

in this chapter include “Supporting Knowledge Workers through Personal Information

Assistance with Context-aware Recommender Systems” [3], “Leveraging Context-aware

Recommender Systems for Improving Personal Knowledge Assistants by Introducing

Contextual States” [7], and “Context-centric Proactive Information Delivery for Knowledge

Work Support: Opportunities, Challenges, and Directions” [8].

2.1 Introduction to Recommender Systems

RSs are software tools and algorithms designed to suggest relevant items to users. They

have a long development history dating back to early systems in the 1990s and have become

foundational to personalization in the digital age [17]. By learning from users' preferences

and behaviors, RSs help address the problem of information overload by �ltering and ranking

content to match user interests [18].

Over the past two decades, RSs have been widely adopted across diverse domains.

E-commerce platforms like Amazon1 employ recommendation algorithms to suggest

1https://www.amazon.com
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products, signi�cantly driving user engagement and sales [19]. In the entertainment industry,

streaming services such as Net�ix2 and Spotify3 leverage RSs to present personalized movie,

TV, and music selections to each user [20]. Social media and content-sharing platforms

likewise rely on recommender techniques to personalize news feeds, playlists, and other

content streams. These examples underscore the broad impact of RSs as a core component

of modern digital services.

Given their practical importance, RSs have also become a central research topic in

computer science and machine learning. A dedicated research community has formed around

RSs, exempli�ed by the annual ACM Conference on Recommender Systems (RecSys)4 and

publications in journals such as ACM Transactions on Recommender Systems (TORS)5.

Over the years, numerous recommendation algorithms (e.g., Collaborative Filtering (CF) and

content-based methods) and evaluation methodologies have been proposed [21], re�ecting

the �eld's maturity.

However, despite the success of RSs in mainstream domains, certain application areas

remain relatively underexplored. One such emerging area is RS-PKA, which has not received

as much attention as the well-established recommender applications in e-commerce and

entertainment. This thesis focuses on RS-PKA, addressing the gap between the well-studied

mainstream RSs applications and the promising yet minor studied domain of PKA.

2.2 Introduction to Personal Knowledge Assistance

PKA is an emerging concept at the intersection of Personal Information Management (PIM)

and intelligent user support systems. It refers to AI-driven systems that serve as personal

digital assistants for KW, helping users organize, manage, and leverage their knowledge

more effectively. The goal is to bridge the gap between traditional knowledge management

(focused on information capture and organization) and proactive assistance that delivers the

right information at the right time to support users in their tasks [22, 23]. Early work in PIM

provided frameworks for individuals to intentionally curate and apply their knowledge [22],

while the Semantic Desktop (SD) paradigm sought to interlink a user's personal information

space according to semantic relationships and context [23]. PKA builds on these foundations

by leveraging advanced AI techniques to provide contextual, situation-aware support to

KWers.

2https://www.net�ix.com
3https://www.spotify.com
4https://recsys.acm.org
5https://dl.acm.org/journal/tors
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Instead of passively storing information, a PKA proactively delivers relevant knowledge

and assistance based on the user's current context. This approach aligns with the paradigm

of Proactive Information Delivery (PID), which aims to identify a user's information needs

and ful�ll them automatically rather than requiring explicit search [24]. By continuously

observing the user's tasks and environment (e.g., the documents being edited, emails, or

calendar events), a personal knowledge assistant can maintain continuity across tasks and

anticipate what information or tools will be needed next. Such intelligent support helps

mitigate information overload and reduces the cognitive burden on the user by of�oading

memory-intensive tasks [25]. In essence, embedding a PKA into the digital work environment

transforms it into an intelligent work environment that adapts to the user's needs, providing

just-in-time information, reminders, and guidance.

Recent research and development efforts underscore the multifaceted nature of PKA. For

example, CARS techniques have been introduced to tailor knowledge suggestions to the

user's situation, making the assistant's support more personalized and timely [7]. As Jilek et

al. (2023) survey in their comprehensive overview, a decade of progress in areas like personal

information modeling, KGs, context modeling, and forgetting strategies is converging toward

“self-organizing” personal knowledge assistants capable of autonomously managing and

updating the user's knowledge space [26]. These advances illustrate how PKA serves as a

bridge between classical knowledge management and modern AI-driven assistance.

2.3 Recommender Systems for Personal Knowledge

Assistance

One of the most effective ways to implement the proactive capabilities of a PKA is through

CARS. The following example illustrates how such a system can assist a KWer in practice.

Let us consider a scenario involving a sample KWer engaged in authoring a research

paper. A smart RS embedded within the work environment is expected to provide helpful

recommendations tailored to the information needs at each stage of the task (Figure 2.1).

During the literature review phase, the system could suggest previously viewed articles that

are most relevant to the current topic. If consultation is needed, contact information of

colleagues could be recommended, ranked according to their experience and background in

the subject area. When the worker reaches the stage of result presentation, the system might

propose suitable visualization tools, such as matplotlib, seaborn, or plotly, based not only on

the current task and context but also on long-term preferences, such as a preference for using

Python. In the submission phase, upcoming conferences that are most aligned with the topic
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Figure 2.1: Sample recommendation scenario.

could be suggested. These examples represent only a few of the many ways in which such

intelligent systems could support KWers in theory. However, to make the development of

these systems feasible in practice, several essential questions must be addressed.

A key distinction between RS-PKA and conventional RSs lies in the scope of user-item

interaction data, both in terms of width and depth. Popular streaming services typically

have millions of active users, which allows them to effectively use collaborative signals

to generate personalized recommendations [27]. The large number of users enables these

systems to �nd meaningful similarities among either items or users based on extensive

user-item interaction data. In contrast, in personal knowledge support scenarios, leveraging

such large-scale interaction data is often impractical due to either a limited number of active

users or privacy constraints on the use of personal information. What compensates for this

limited width of input data (that is, fewer users) in RS-PKA is the depth of data available

per user. To achieve high-quality recommendations, insights must be drawn from detailed

and dynamic user interactions, including �ne-grained activities such as scrolling through

documents, changing �le directories, or switching between browser tabs. These detailed

behavioral cues are essential for providing context-aware recommendations that are closely

tailored to each user's speci�c situation [7].

2.3.1 Recommender Systems Categories with Aligned Properties

This section explores categories of RSs whose key properties align with the speci�c

challenges and data characteristics of RS-PKA. Before discussing how certain principal

problem characteristics are shared with the targeted RSs, it is important to describe some

aspects of the input data used to extract the user's situation in greater detail. One of the
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most essential components of the input data is the sequence of computer interaction events,

which includes every basic event that can be used to infer the user's behavior. This stream

of basic events mainly includes interactions with the keyboard, mouse, applications, and

other personal computer resources, all annotated with timestamps, as seen in the dataset

provided by Sánchez et al. [28]. The sequential nature of this event stream, which is one

of the main sources for capturing the necessary context for providing recommendations,

creates a challenge that closely resembles those found in a speci�c category of RSs referred

to assequential RSs. This category of RSs, reviewed systematically by Wang et al. [29], is

designed to model sequential dependencies in user-item interactions. Such modeling enables

the systems to detect both dynamic and short-term user preferences, unlike traditional RSs

which focus mainly on general and static preferences. This ability is considered highly

important for the RSs explored in this research.

However, the ability to capture short-term preferences is not limited to sequential RSs.

Another relevant category, referred to assession-based RSs, has been discussed in detail by

Wang et al. [30]. These systems operate based on the assumption that not all historical user

interactions hold the same relevance to their current preferences. This allows session-based

RSs to better model dynamic preferences that evolve within a session, leading to more

accurate and context-sensitive recommendations.

In addition to these two categories, which are directly connected to this research due

to the sequential nature of event streams and the importance of modeling session-sensitive

preferences, another signi�cant category worth considering is theKG-based RSs. KGs,

which represent information in the form of semantic graphs, have recently received growing

attention in the RSs �eld as side information sources [31]. Their strong potential in

information retrieval has also been noted [32], and they have been recognized as valuable

for PIM as well [24]. The use of KG in RSs makes it possible to include various types of

items and to represent more complex relationships among them. It should also be noted that

the entities in a KG used by an RSs are not limited to the recommended items but can also

include users and any other types of entities that are connected to either items or users. As

a result, KG is considered a promising approach for representing information in RS-PKA,

especially due to the need to manage heterogeneous resources and complex relationships.

The combination of session-based and sequential RSs has been shown to improve the

modeling of dynamic preferences [33], while the use of KG contributes to making RSs more

suitable for complex real-world situations [34]. Integrating these three areas has the potential

to produce effective hybrid approaches, provided that their individual strengths are used

effectively. For this reason, the key elements (such as challenges, approaches, and future

directions) of the three discussed categories have been brought together into a single diagram
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to offer a clear overview of the related state of the art. As a result, a comprehensive research

tree has been created during this study, as shown in Figure 2.26, based on recent surveys of

sequential, session-based, and KG-based RSs [29–31].

Knowledge Graph-based Recommender Systems

As shown in the diagram, KG-based RSs have mostly made use of public cross-domain

knowledge bases such as YAGO [35], Freebase [36], DBpedia [37], and Wikidata [38] as

side information sources. These have typically been combined with datasets that fall into one

of seven categories: movie, book, music, product, point of interest, news, and social platform.

However, PIM applications that are based on exclusive KG, such as the exclusive KG data

structure used by Forcher et al. [39] in the music domain, appear to be missing from the

survey by Guo et al. [31]. An important observation is the �rst future direction highlighted

by Guo et al. [31], which is the ability to capture dynamic preferences rather than only

modeling static ones. From the perspective of other RSs categories, such as the sequential

and session-based approaches previously discussed, this capability can be supported. From

the knowledge base perspective, particularly in the domain of personal or organizational

knowledge management, the concept of evolving knowledge spaces introduced by Sauermann

et al. [40] can also assist in enabling RSs to provide dynamic recommendations.

Sequential Recommender Systems

In the area of sequential RSs, a variety of approaches have been proposed. These can be

grouped into three main categories: traditional sequence models, latent representation models,

and deep neural networks. These approaches have been developed to address several key

challenges that arise from the characteristics of sequential data. These challenges have

been classi�ed into �ve groups: long sequences, �exible order, noisy data, heterogeneous

relationships, and hierarchical dependencies [29].

Session-based Recommender Systems

The challenges that arise from data characteristics in session-based RSs overlap with those

found in sequential RSs, including those related to sequence length and order. However,

session-based RSs also face additional challenges, such as those related to action types,

user anonymity, and session structure. The approaches developed in this area share many

techniques with sequential RSs, including latent representation models and deep neural

networks such as recurrent neural networks and convolutional neural networks. In addition,

6high-resolution version available online:https://www.dfki.uni-kl.de/~bakhshizadeh/lwda2021/
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Figure 2.2: Recommender Systems with focus on the three most relevant categories.
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more advanced deep neural network models have been used, including graph neural networks,

attention models, generative models, and reinforcement learning [30]. The future research

directions outlined by Wang et al. [30] are worth noting due to their relevance to the goals of

this study. These directions include modeling long-term preferences alongside short-term

ones, incorporating a wider range of contextual factors, using cross-domain information,

analyzing more patterns of user behavior, and developing online or streaming RS [33].

2.3.2 Key Characteristics

Despite the shared nature, there are important characteristics that set RS-PKA apart from

other existing RS domains. Because of these differences, it is considered valuable to study

this particular application of RSs separately. This study concentrates on research papers that

develop systems that include all three of the key characteristics that distinguish RSs in KW

support from the wider RSs context. These characteristics are presented in the following.

Cross-Application User Interaction

Traditional RSs are typically focused on user interactions within a single application, such as

recommending movies on a streaming service or products on an e-commerce website, while

RS-PKA are required to operate across multiple applications [2]. In order to understand what

the user is doing, contextual information is gathered from different applications through the

use of screen monitoring and activity recognition [41].

This ability to function across applications is important because it enables the system

to form a more complete understanding of the user's current task. For instance, a KWer

might be engaged in writing a report. A proactive system could monitor activity in a word

processor, an email client, a web browser, and the �le system to identify the context of the

report [42].

To capture a user's digital activities, a screen monitoring approach can be used to extract

contextual content that spans application boundaries [42]. This involves capturing all user

interactions and everything that is shown on the screen. Through the use of screen recording,

textual context can be collected from any application [41]. Entities are then extracted from

the screen text, and recommendations are provided for information entities such as people,

applications, documents, or topics that are related to the user's current task. By observing

all content displayed on the computer screen, a more comprehensive model of the user

can be created. This method differs from traditional approaches that depend on interaction

logs, which may provide only limited access to semantic information [41]. Digital Activity

Monitoring will be described in greater detail as the �rst enabling technology in section 2.3.5.
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Heterogeneity of Recommendation Items

Traditional RSs are usually focused on a single type of content, such as movies, music, or

articles. In contrast, RS-PKA are concerned with recommending a wide range of items. These

items may include documents, people, applications, websites, and other digital resources that

could assist the user in completing a speci�c task [1].

The diverse nature of these recommended items introduces new challenges related to

ranking, contextual relevance, and user acceptance. For instance, a system may suggest

a document to read, a person to contact, an application to open, or a website to visit. ER

provides more actionable suggestions because the type of the recommended item already

implies what kind of actions can be taken. For example, when a person entity is recommended,

it already points to possible actions such as calling, texting, or emailing [41].

These recommendations can be drawn from several layers of the KWer's information

space, including personal, corporate/shared, and global information space, discussed in 3.3.

Cross-Application Recommendations for Diverse Digital Tasks

Conventional RSs are often designed to support a single-user activity, such as purchasing

a product, reading a news article, or reserving accommodation. In contrast, RS-PKA are

required to address a broad range of digital activities. Users may be involved in writing

reports, programming, conducting research, or managing projects, often as part of the same

work�ow. Because of this, a more �exible and context-aware approach to recommendation is

required, so that the suggested items match the user's current task and objectives [41].

PKA systems are expected to adapt to the wide variety of knowledge actions and the

constantly changing nature of KW since users often switch between tasks and contexts,

and their information needs can change quickly [41, 42]. Based on the knowledge actions

described in the literature, a detailed typology of knowledge actions has been presented by

Reinhardt et al., which includes acquisition, analyze, authoring, co-authoring, dissemination,

expert search, feedback, information organization, information search, learning, monitoring,

networking, and service search [12].

To support multiple activities, a system must be able to understand the user's current

context and anticipate their information needs by observing their digital activities. This

includes recognizing the applications in use, the documents being accessed, and the websites

being visited, while also modeling the user's tasks and goals [41, 43]. In order to deliver

useful recommendations, a RS-PKA must take into account the user's current task, long-term

objectives, and personal preferences, while �ltering out irrelevant information and prioritizing
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Figure 2.3: Challenges of Recommender Systems for Personal Knowledge Assistance.

what is most useful [1]. When relevant information is predicted and presented automatically,

users are able to access what they need without having to issue explicit queries [41, 43].

Based on the constraint of incorporating all three key characteristics, research on RS-PKA

over the past two decades can be narrowed down to 19 papers, as presented in Tables 2.1

and 2.2 below.

2.3.3 Challenges and Limitations

The development of RS-PKA involves tackling numerous challenges and limitations. These

arise from the inherent complexities of user behavior, the diversity of data, and essential

requirements such as privacy, scalability, and explainability.

Overcoming these challenges calls for interdisciplinary collaboration, technical

innovation, and a strong focus on user-centered design to ensure that these systems can

effectively support a wide range of users and tasks. A comprehensive list of challenges

identi�ed in the �eld is presented below, grouped into three categories as illustrated in

Figure 2.3.

Data-Related Challenges

Supporting KW via PKA faces several data-related challenges that impact its effectiveness.

These challenges arise from the complexity of managing different data types, interpreting

unstructured and noisy information, integrating physical and digital contexts, and the lack

of standardized datasets for evaluation. These challenges and their implications for PKA

systems are discussed below.

Heterogeneous Data Types PKA for supporting KW involves managing many different

data types [54]. KW may involve documents, emails, messages, web pages, code, contacts,
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Table 2.1: Overview of Research on Recommender Systems for Personal Knowledge
Assistance (Part 1).

Ref. Af�liation De�ned
Task/Goal

Experiment Design Rec.
Source

Rec. Method Used Tool/Tech Evaluation
Method

Rep./ Gen.
ability

Publication
Year&Venue

Fan
et al.
[44]

The
Pennsyl-
vania
State
University

De�ne PID
for mixed
human/agent
teams using
computational
shared mental
models

Of�ine comparison of
contextual mechanisms
with previous
approaches (CAST
and reactive policies),
Simulation- based, no
human participants

Local
shared
mental
models
generated
of�ine via
IFTs

Use
computational
shared mental
models to
anticipate
teammates' needs
dynamically

Shared mental
models,
decision-theoretic
communication
policies, and
MALLET
language

Team
performance
metrics such
as time to goal
completion

Limited
generalizability
due to
simulation-
based setup

IEEE/WIC
WI-IAT
Conference
2004

Rostanin
et al.
[45]

DFKI Improve
PID in agile
environments
using task
annotations and
concept maps

User study with a
feasibility test over
3 months with 11
participants (students,
researchers, and
consultants)

Local
documents,
user
tasks, and
annotations

Combine tagging,
task annotation,
and lightweight
concept maps for
PID

TaskNavigator,
LeCoOnt for
concept tagging,
and TRMeister
search for
retrieval

User feedback
and relevance
of retrieved
results

Likely
reproducible
in agile KW
setups

KES
Conference
2010

Xia
et al.
[46]

China
University
of
Mining
and
Technology

Deliver
personalized
information
proactively across
multiple terminals
based on user
interests

Experiments with
simulated user
behaviors and
multiterminal setups.
No real-world
participants; terminal
simulations used

Historical
logs
and user
preferences

Use user pro�les
and adaptive
strategies to
push relevant
information

Adaptive
algorithms,
user interest
modeling, and
terminal state
monitoring

User
satisfaction
and system
ef�ciency
metrics

Limited
generalizability
due to
simulation-
based
design

Mathematical
Problems
in
Engineering
Journal
2013

Schmidt
et al.
[47]

SAP
Research
Group
at TU
Darmstadt

PID based on the
most recent work
process to support
resuming work

Of�ine comparison
with LRU, TR, MOU,
LOU on two long-term
real-world datasets of
information work

interaction
history
and CWO
instance
data from
ContAct
monitor

Latent Dirichlet
Allocation
(LDA) for
topic modeling,
semantic
relatedness,
access count, and
access duration

ContAct monitor,
Computer
Work Ontology
(CWO), Topic
Modeling (LDA),
Transparency 2.0

Precision,
recall,
and F1 of
recommended
vs. actually
reused
information
objects

Some
generalizability
to similar
information
work
contexts

Semantic
Models
for
Adaptive
Interactive
Systems
2013

Sappelli
et al.
[48]

TNO
and
Radboud
University

Evaluate methods
for context-aware
document
recommendations
for KWers

Of�ine evaluation
using a pre-existing
public dataset with 25
participants. [49]

User
activity
logs (local
computer
and web
access)

Compare
pre�ltering,
just-in-time
IR, and
context-modeling-based
RSs

Context modeling,
JITIR methods,
and Machine
Learning (ML)

Context
relevance,
document
relevance,
prediction
accuracy, and
diversity

Reproducible
with the
dataset;
generalizability
depends
on task
similarity

ASIST
Journal
2016

Vuong
et al.
[50]

University
of
Helsinki

Proactively
retrieve
information
using user models
built from screen
surveillance data

User study with a
14-day data collection
and proactive retrieval
evaluation with 10
participants (highly
educated professionals)

Screen
captures,
Optical
Character
Recognition
(OCR)-processed
data, and
OS logs

Topic modeling
(Latent Semantic
Analysis
(LSA)) on
screen-captured
data for proactive
retrieval

Screen
surveillance,
OCR (Tesseract),
keyword
extraction
(Alchemy
Application
Programming
Interface (API))

Topic detection
accuracy
and user
satisfaction
metrics (e.g.,
MSS, NDCG)

Reproducible
with
similar data
collection;
generalizability
depends on
user tasks

ACM
SIGIR
Conference
2017

Vuong
et al.
[51]

University
of
Helsinki

Infer user work
tasks from
digital activity
monitoring and
use task models
for proactive
information
retrieval

User study with
14-day continuous
screen monitoring and
diary-based ground
truth collection with
10 participants with
university and industry
backgrounds

Screen
monitoring
data from
participants'
computers
(local �les,
OCR, and
logs)

Build user
models using
unsupervised
topic modeling on
screen-captured
data

Screen capture
logger, OCR
(Tesseract),
keyword
extraction, diary
entries

Task detection
accuracy
and retrieval
effectiveness
(e.g., NDCG)

Reproducible
with similar
setups;
generalizability
depends
on task
similarity

ACM
IMWUT
Journal
2017

Koskela
et al.
[52]

University
of
Helsinki

Capture users'
search intent
from primary
task context
for proactive
information
retrieval

User study comparing
proactive retrieval with
traditional search in an
essay-writing task with
30 users performing
essay-writing tasks

Primary
task context
(text written
by users)

Predict search
intent using a
multi-armed
bandit model
for document
retrieval

Multi-armed
bandit model,
TF-IDF, and
interactive query
expansion

Retrieval
precision,
recall, and user
satisfaction
(e.g., MSS,
NDCG)

Generalizable
to similar
task setups;
Reproducibility
depends on
access to
similar user
tasks

ACM
TiiS
Conference
2018

Vuong
et al.
[43]

University
of
Helsinki

Train user task
models from
naturalistic screen
monitoring data
for proactive
personal
assistance

User study with 14-day
screen monitoring
and diary-based
task labeling with
10 participants
(varied educational
backgrounds)

Screen
captures,
OCR,
and OS
logs from
participants'
computers

Use LSA to detect
tasks and retrieve
task-relevant
documents

Continuous
screen
monitoring,
OCR (Google
Vision), keyword
extraction (IBM
Cloud API)

Task detection
accuracy
(72.27%) and
document
retrieval
precision
metrics

Reproducible
with
similar data
collection;
generalizability
limited to
similar task
types

ACM
UbiComp/
ISWC
Joint
Conference
2018

Jacucci
et al.
[41]

University
of
Helsinki

Recommend
entities (e.g.,
people, apps,
docs) based
on cross-app
digital activity
monitoring

Two-week screen
monitoring followed
by task evaluation in a
controlled study with 10
participants (real-world
digital tasks)

Screen
frames
with textual
OCR
processed
data

Entity-based
proactive
recommendations
with interactive
feedback

Screen
monitoring,
OCR (Tesseract),
Bayesian
learning,
interactive
UI

Task
completion,
relevance, and
usefulness
metrics

Reproducible
with similar
monitoring;
generalizability
to broader
digital
contexts

ACM
TOCHI
2021
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Table 2.2: Overview of Research on Recommender Systems for Personal Knowledge
Assistance (Part 2).

Ref. Af�liation De�ned Task/Goal Experiment Design Rec.
Source

Rec. Method Used
Tool/Tech

Evaluation
Method

Rep./ Gen.
ability

Publication
Year&Venue

Vuong et
al. [53]

University
of
Helsinki

Recommend
cross-application
entities (e.g.,
documents, apps,
contacts) to support
everyday digital
tasks

User study
with two-week
digital activity
monitoring followed
by task-based
evaluations with
13 volunteered
participants

Screen
captures,
OS logs,
and user
tasks

Entity-based
recommendations
using digital
activity contexts
and feedback
loops

Screen
monitoring,
OCR
(Tesseract),
IBM
NLU API,
interactive
feedback loop

User
satisfaction,
task
relevance, and
usefulness of
recommendations

Reproducible in
similar digital
task contexts;
generalizability
limited to
cross-app tasks

ACM
RecSys
Conference
2021

Ahmed
and
Bulathwela
[54]

University
College
London

Explore Wikipedia
concepts for
improving proactive
retrieval in noisy
text environments

Of�ine experiments
using podcast
segment retrieval
as a testbed.
No participants;
experiments
conducted on
public Spotify
podcast dataset

Spotify
Podcast
dataset
with noisy
transcripts
and query
contexts

Wiki�cation to
disambiguate
queries and
enrich retrieval
models with
Wikipedia
concepts

BM25, DPH
ranking
models, and
Wiki�er for
Wikipedia
entity linking

NDCG,
Precision@10,
and statistical
tests on
relevance
metrics

Reproducible
with dataset
and Wiki�er;
generalizability
depends on noisy
text scenarios

PASIR
Workshop
at
ACM
CIKM
Conference
2022

Vuong et
al. [55]

University
of
Helsinki

Provide actionable
ERs (e.g.,
documents,
contacts, apps)
from continuous
screen monitoring
for everyday digital
tasks

User study,
real-world data
collection over 2
weeks followed
by lab evaluation
with 13 participants
(volunteers, diverse
backgrounds)

Screen
frames
captured
every 2
seconds and
local OS
logs

Contextual
modeling using
unsupervised
learning of
screen data,
interactive
feedback
to re�ne
recommendations

Screen
monitoring,
OCR
(Tesseract),
IBM Bluemix
API, Bayesian
modeling

Task
relevance, user
satisfaction,
and
feedback-based
adjustments

Reproducible
with similar
screen
monitoring;
generalizability
depends on task
diversity

ACM
CHI
Conference
2022

Vuong and
Ruotsalo
[56]

University
of
Helsinki

Predict
representations of
users' information
needs using
transformer models
on digital activity
data

14-day digital
activity monitoring
followed by of�ine
evaluation with
20 participants
(varied educational
and professional
backgrounds)

Screen
content, OS
logs, and
interaction
data (local
documents
and web
activity)

Transformers
model digital
activity context
for query
prediction and
search result
improvement

Transformers,
OCR
(Tesseract),
and screen
monitoring
system

Query
prediction
accuracy, query
auto-completion,
and search
result ranking
metrics

Reproducible
with dataset;
generalizability
depends on task
diversity and
monitoring setup

ACM
TOIS
Journal
2024

Youse� et
al. [42]

Aalto
University

Model user states
via digital activity
monitoring to
predict relevant
entities for proactive
recommendations

Field study lasting
14 days with
continuous digital
activity monitoring
with 13 participants
(volunteers with
diverse professional
backgrounds)

Screen-
captured
data
processed
into entities
using OCR
and context
modeling

Combine topic
modeling
(Dirichlet
Hawkes Process)
with BiLSTM
for user state
prediction

OCR
(Tesseract),
BiLSTM, and
self-attention
mechanisms

User state
prediction
accuracy and
ER relevance

Reproducibility
depends on
access to similar
monitoring setup;
generalizability
limited to digital
task contexts

ACM
TiiS
Journal
2024

Bakhshizadeh
et al. [5]

DFKI Propose a
framework for
integrating CARSs
into PIA for KWers

Case study
using simulated
recommendations
on historical data of
four KWers with 4
participants (KW at
DFKI)

Personal
and
corporate
information
spaces
(e.g., �les,
emails,
corporate
KGs)

Use TF-IDF to
rank personal
and corporate
information
items based on
user contexts

Self-organizing
Context
Spaces
(cSpaces) for
personal data,
Group-wide
Corporate
Memory
Ecosystem
(CoMem)
for corporate
KGs

Relevance and
helpfulness
scores from
explicit user
feedback

Limited
generalizability
due to small
sample size;
reproducibility
relies on access to
similar tools and
data

AI@WORK
Workshop
at
INFORMATIK
Festival
2024

Bakhshizadeh
et al. [2]

DFKI Establish a
benchmark for
context-based ER
using real-life
digital activity data

Of�ine evaluation
on the RLKWiC
dataset[6] extended
with explicit user
feedback of original
8 participants

RLKWiC
dataset
(collected
user
contexts,
documents,
tags)

Use DBpedia
Spotlight for
entity extraction
and simulate
recommendations

RLKWiC
dataset,
DBpedia
Spotlight for
entity linking

Precision,
recall,
F1-score,
and entity
relevance
ratings

Reproducible
with RLKWiC
dataset;
generalizability
depends on
dataset quality

ACM
RecSys
Conference
2024

Bakhshizadeh
et al. [4]

DFKI Enhance ERs
for PIA using
semantic-based
ARP with RDF2Vec
embeddings

Of�ine evaluation
on extended
RLKWiC dataset[2]

RLKWiC
dataset,
entities
enriched
with
DBpedia
Spotlight

Use RDF2Vec
embeddings
and semantic
similarity
metrics to re�ne
ERs based on
user feedback

RDF2Vec
embeddings,
RLKWiC
dataset,
DBpedia
Spotlight

Precision,
recall, F1-score
for relevant and
representative
entities

Reproducible
with RLKWiC
dataset;
applicable
to similar
semantic-based
recommendation
scenarios

KaRS
Workshop
at
ACM
RecSys
2024

Bakhshizadeh
et al. [1]

DFKI Use LLM (Mistral
7B) to adaptively
predict relevance for
ERs in PIA

Of�ine evaluation
on extended
RLKWiC dataset[2]

RLKWiC
dataset,
entities
enriched
with
DBpedia
Spotlight

Incorporate
user feedback
using LLMs for
ARP to re�ne
recomms

Mistral
7B model,
RLKWiC
dataset,
DBpedia
Spotlight

Precision,
recall, F1-score
for relevant and
representative
entities

Reproducible
with RLKWiC
dataset;
generalizability
depends on
similar contexts

ICIM
Conference
2025
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and keywords [5, 45]. Unstructured information, such as text from web documents, is

often used to create task context [48]. Integrating multimodal data, such as spoken

conversations along with digital actions, can improve task prediction and help provide

better recommendations [2, 43].

While entity footprinting depends on textual data, using information from images, videos,

and voices can enhance it [41, 53]. ER goes beyond documents and includes applications,

people, and topics [5, 2]. It is important to access task-relevant information across different

applications [55]. Contextual information and text similarity can be useful for resolving

entities [2]. Models often need to work independently since it is dif�cult to generalize

personal information across users due to differences in tasks and entities [42].

Accurately modeling user intent requires managing various data types [52]. Topic

modeling approaches may face problems when used with streaming data that includes limited

entities [42]. The range and amount of information involved make it necessary to have

ef�cient ways of organizing and managing context. This helps reduce information overload

and can improve how teams perform. A system should provide relevant information by

adjusting to the needs of team members, activating or deactivating information as needed [44].

Semantic and Conceptual Modeling To support KW effectively, systems need to

determine which recommendations improve productivity, identify needs, select relevant

sources, and de�ne how to evaluate system performance [5].

A central idea in PKA is using lightweight approaches to model knowledge so that user

needs and contexts can be captured [2]. Concept maps can help with this. They allow

knowledge about tasks and processes to be modeled gradually, which can improve the quality

of recommendations. However, problems like synonymy, homonymy, and polysemy may

occur when using tags. Controlled vocabularies can reduce issues related to synonymy and

spelling errors, while using ontologies can help with homonymy and polysemy. Concept

maps can be adapted with simple formal rules to solve problems that arise with tagging in

PKA. Tools like LeCoOnt can help manage the vocabulary used for tagging tasks. New tags

created by users are stored as unbound concepts that can later be included in task or domain

models [45].

Handling Noisy and Unstructured Data Information retrieval systems can be sensitive

to noisy input, which may lead to poor results. Noisy text can be produced by automatic

systems such as speech recognition or PDF extraction. Even though digital text is widely

available, it can still be noisy. Public knowledge bases like Wikipedia can supply background

knowledge to help systems better understand information and decide what is relevant. This
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can help re�ne queries and organize results into meaningful formats. Concepts from public

knowledge bases can help improve proactive retrieval from noisy text [54].

Some effective ways to handle noisy text involve using simpler and more ef�cient retrieval

models, such as BM25, DPH, and PL2. These models may work better than more advanced

neural models when the data is noisy. Simpler models like BM25 are known to work well,

though they may not perform as well on long documents. More advanced probabilistic

models such as DPH can outperform BM25 with noisy inputs. Other strategies include using

query descriptions to get extra features or submitting these to external search engines to

improve query expansion. Annotating sections with concepts or entities from Wikipedia may

also be helpful [54].

Integration of Physical and Digital Contexts In hybrid work environments, where

physical and digital workspaces overlap, it is still a challenge to connect real-world

interactions like meetings or handwritten notes with digital systems. Full digital activity

tracking can be achieved by capturing everything shown on a computer screen. Adding

mobile devices to this process can give more information, as users may switch devices or

use different ones for different tasks. Mobile devices are more closely tied to real-world

activities and can provide valuable additional information [41].

Other sensors, like those that track location or detect nearby devices, can give useful

context for improving recommendations. Audio and visual sensors allow systems to include

information about real-world entities, opening up new possibilities. New vision-based

systems can detect entities in images, giving insight into the user's surroundings. There are

also systems that recognize entities from sounds or speech, which can give even more context.

These types of data can expand recommendations beyond digital activity and include what

happens in the physical world. To fully support KW, systems should consider tasks done on

mobile devices as well as physical interactions [41].

Scarcity of Publicly Available Datasets and Benchmarks Many experiments in the PKA

�eld are based on proprietary datasets, which are often not fully available. This lack of access

makes it dif�cult to reproduce results or compare different methods in a fair and consistent

way. The absence of a standard framework for evaluation also slows progress in developing

RSs to support KW. Because many datasets are restricted or only partially shared, it is hard

to validate or improve existing approaches [2, 1].
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User-Centric Challenges

User-centric challenges in PKA arise from the complexity of interpreting user behavior,

preferences, and interactions, while also ensuring privacy and fostering trust. These include

the absence of explicit feedback, privacy and ethical concerns, the need for explainable

recommendations, dynamic task contexts, and diverse digital behaviors. These challenges

are discussed in detail below.

Absence of Explicit User Feedback Traditional RSs rely on explicit user interactions

(such as ratings or clicks) to infer preferences. In KW, collecting such feedback is impractical

due to privacy constraints and the limited number of active users. Instead, systems must

analyze implicit signals from tracked user activities across applications to suggest relevant

items, such as documents, contacts, or tools [2].

Implicit cues, such as tab switching, can provide useful context but often fail to

capture users' true intent or perceptions of relevance. This lack of clarity complicates

both recommendation re�nement and system evaluation. Moreover, noise in logged

data (e.g., OCR errors or false entity detection) and limited user control over irrelevant

suggestions can erode trust. To address these issues, some systems assume recent contexts

are relevant, apply lightweight knowledge modeling, and use online learning to extract

insights. Interactive feedback mechanisms are occasionally employed, but user participation

is not guaranteed [1, 41, 2].

Despite these strategies, the absence of explicit feedback remains a key challenge. New

methods are needed to better model preferences and evaluate proactive systems.

Privacy, Ethics, and Data Ownership Delivering context-aware recommendations often

requires monitoring user activity across applications, raising signi�cant privacy and ethical

concerns. Compliance with regulations such as GDPR mandates privacy-by-design, data

minimization, pseudonymization, and explicit user consent [57].

Monitoring at scale can lead to privacy breaches, especially if sensitive information is

captured. There is also the risk of unethical data usage or actions that con�ict with users'

interests [41, 56, 51]. Ethical system design must include anonymization, encrypted storage,

access controls, and policies for timely data deletion. Adherence to ethical guidelines for

human participant data is essential [41, 42].

Empowering users with tools to monitor and control their digital footprints is critical.

Systems should support local processing of data, reducing dependence on cloud services,

and provide privacy settings that let users balance personalization with control. Users should
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be able to inspect or edit their models and receive understandable explanations for system

behavior [41, 56].

Ongoing research explores whether edge-based personalization can address these

concerns while maintaining accuracy. Ultimately, ethical design must balance prediction

quality, privacy, and user autonomy.

Explaining and Justifying Recommendations Another major challenge is explaining and

justifying recommendations in ways users �nd transparent and trustworthy. Without clear

reasoning, users may distrust or reject suggestions, especially when recommendations seem

irrelevant or are generated by opaque models.

Modern RSs often use deep neural networks that behave like “black boxes”, making it

dif�cult to trace speci�c outputs back to their sources. Users' responses to explanations can

vary widely based on their familiarity with AI, making this a subjective design issue [58].

Explainable AI (XAI) aims to open the black box by providing intelligible rationales for

system decisions. Well-crafted explanations improve user trust, satisfaction, and control, and

increase system transparency, scrutability, and effectiveness [58].

Temporal Dynamics of User Tasks and Contexts KW involves frequent context switching,

task changes, and interruptions. Systems must capture these temporal dynamics to model

user states accurately and predict needs in real time [42, 59].

Information needs are highly time-sensitive. Agents must recognize when needs arise

and decay, particularly during sequential processes, at decision points, or in response to

team progress. Traditional systems like CAST use static models (e.g., information-�ow

tables), which fail to account for this variability. Such static systems may provide irrelevant

information or delay timely delivery, degrading team performance under pressure [44].

Intelligent and selective PKA is needed to model the non-linear, evolving nature of user

context and task structure. A clear example of this is illustrated in Figure 2.4, which shows

two participants from the SWELL KW dataset (introduced in section 4.2.1). In a controlled

experiment lasting less than three hours, each participant exhibited over 100 state switches

(including rapid transitions between prede�ned topics and actions) highlighting the highly

dynamic and fragmented nature of real-world KW.

Diverse Digital Behaviors and Personal Perceptions KWs engage with a wide variety

of tools, formats, and platforms, including documents, emails, web pages, and messaging

systems. This diversity makes it dif�cult to model preferences uniformly across users [5, 2].
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Figure 2.4: Frequent task and context switches by two SWELL participants within a 3-hour
session, illustrating over 100 state changes.

Moreover, personal interpretation of information is shaped by goals, experience, and

domain expertise. CF and other traditional techniques often fail to capture such individual

nuances [51, 4, 52].

Contextual understanding requires detailed activity tracking and interpretation of subtle

cues, such as application switching. Accurate prediction of user states depends on capturing

both short- and long-term interests and aligning recommendations with users' evolving

needs [42].

Balancing relevance with minimal disruption is essential. Models should personalize

support without overgeneralization while respecting privacy constraints. Transformer-based

models and entity footprinting techniques offer promising solutions by modeling context

sequences and user-speci�c patterns over time [42, 56].

System and Algorithmic Challenges

System and algorithmic challenges in RS-PKA stem from the need to model user contexts

effectively, handle data scarcity, and ensure scalable, ef�cient recommendations. Key issues

include the cold start problem, cross-application context modeling, balancing lightweight

and heavyweight approaches, and managing scalability and information overload. These are

discussed in detail below.
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Cold Start Problem The cold start problem arises when the system has little to no

knowledge of the user, making it dif�cult to provide meaningful recommendations, rankings,

or �ltering at �rst. Activity-based systems are particularly affected, as they require time to

accumulate suf�cient interaction data before effectively supporting users [60].

One approach to mitigate this is retrospective context mining, which uses available

document data and traces of past interactions to bootstrap PKA systems. This method

leverages static information about the user's prior activities, avoiding a prolonged cold start

phase [60].

Another solution involves semantic services that extract personal data from applications

like email, �le storage, and bookmarks. By analyzing and categorizing this data, systems

can better understand higher-level concepts, such as �le names or email subjects. However,

balancing the extraction of too few or too many terms is crucial as both missing critical

terms and excess irrelevant terms can hinder performance. An interactive concept mining

approach, using prede�ned schemas from PIM tools, can help re�ne this process, improving

recommendation relevance during the cold start phase [61].

Cross-Application Context Modeling Many systems are limited to speci�c applications,

restricting their ability to provide comprehensive context modeling. Conventional user

models often depend on data con�ned to one platform, making it challenging to capture a

user's evolving interests and tasks across diverse environments. KW, however, often requires

information across multiple applications and services.

A more uni�ed contextual framework is needed, which can integrate data from various

sources. Comprehensive digital activity monitoring (such as capturing text displayed on a

screen) can be used to gather information across applications, overcoming the limitations of

systems restricted to speci�c tasks or applications. Entity-centric approaches that capture

meaning from user activity are promising in this regard [53, 41].

EntityBot exempli�es a system designed to overcome these boundaries, continuously

monitoring user activity across applications like email, web browsing, and instant messaging.

By recording content displayed on the screen, it enables context extraction across different

environments. However, active windows that are visible regardless of the task can sometimes

lead to context ambiguity, which may affect model accuracy [53, 41].

Balancing Lightweight and Heavyweight Approaches A key challenge in PKA is

balancing lightweight and heavyweight approaches. Lightweight systems minimize user

effort, but often at the cost of relevance, users in systems like TaskNavigator may receive

useful information but also many irrelevant suggestions. Heavyweight approaches, while
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offering higher precision, require substantial modeling effort, making them harder to

implement.

A promising solution is lightweight incremental modeling, where knowledge and

task-relevant concepts are gradually built using tools like concept maps and task tagging.

This allows for an improvement in the relevance of recommendations without overwhelming

users [45].

Scalability and Information Overload in Resource-Intensive Systems As PKA systems

aim to reduce information overload by delivering only relevant data, they must also address

scalability issues. With increasing amounts of data and users, systems need to process more

computations to generate personalized recommendations, which can strain scalability [62].

Information overload remains a signi�cant concern, as users often struggle to �nd

pertinent information amid an in�ux of data [62, 46]. Effective systems must �lter out

irrelevant information and ensure users receive only what they need. Additionally, techniques

like managed forgetting (via condensation, summarization, and deletion) can help alleviate

this overload, ensuring long-term scalability in PKA systems [63, 26].

2.3.4 Research Directions

Research on RS-PKA can be broadly categorized into four main directions, as detailed below.

Dataset and Benchmark Establishment for Evaluating PKA

Evaluating PKA and KW support systems is complex, involving multiple criteria and a lack

of standardized metrics. As discussed in 2.3.3, one signi�cant challenge is the scarcity of

publicly available datasets and benchmarks. Traditional RS metrics like AUC, Recall, MAP,

MRR, and NDCG often fail to fully capture the nuances of PKA. Consequently, researchers

often customize evaluation criteria for speci�c use cases [2].

One approach to evaluation involves de�ning criteria tailored to KW support, such as

context relevance, document relevance, action prediction, and diversity. Context relevance

assesses whether recommendations align with the user's current task, while document

relevance evaluates the quality of suggested content. Action prediction gauges the likelihood

that users will engage with suggested documents, and diversity measures the range of

recommended items [48].

Subjective relevance judgments, where participants rate the relevance of recommended

entities for a speci�c task, can further re�ne these metrics. Both objective and subjective

measures can help operationalize relevance and assess the in�uence of information in different
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experimental conditions. Explicit feedback from users is especially valuable for accurate

assessments [2].

Key challenges in evaluation include the dynamic nature of context, the potential negative

impact of irrelevant recommendations, and the dif�culty of obtaining real-world data. Of�ine

evaluation methods, often using pre-existing KW datasets, are commonly employed to

simulate context-aware document re-�nding. However, a major issue in this area is the

lack of a standardized framework for benchmarking, which complicates reproducibility and

comparison across studies [48, 2].

One relevant dataset is the SWELL (Smart Reasoning for Well-being at Home and

at Work) KW dataset, which aims to assist KWers in managing stress and improving

well-being. The dataset was collected during an experiment where participants engaged

in typical KW tasks like writing reports, making presentations, reading emails, and

searching for information, with additional stressors like email interruptions and time

pressure [49]. However, the SWELL study faces challenges in reproducibility due to

insuf�cient methodological detail, and its limitations include missing content from browsed

web pages, a narrow focus on prede�ned tasks, and a limited “context” interpretation based

on only eight topics, which does not fully re�ect the dynamic nature of real-world user

contexts.

The RLKWiC dataset provided in this thesis addresses these challenges by providing a

publicly available resource that better represents real-world KW scenarios. It includes explicit

user contexts, documents, semantics, events, and sessions [6]. The RLKWiC dataset has been

further extended in this thesis to simulate an ER scenario, with participants providing explicit

feedback on the relevance of recommended entities. By publishing all recommendations and

subjective evaluations, the RLKWiC dataset ensures greater transparency and reproducibility

for future research [2].

Another promising solution to dataset challenges is synthetic data generation. Given the

limitations of existing datasets and the dif�culty of large-scale data collection, a multi-agent

dataset generator has been proposed. This system simulates collaborative KW, using LLMs

to create realistic documents and structured contextual data. Human evaluations have shown

that 53% of generated documents and 74% of real documents appeared realistic, suggesting

the viability of this approach for benchmarking PKA systems. This method offers a scalable,

privacy-preserving alternative for evaluating and optimizing RS-PKA [64].
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Information Need Prediction via Context Modeling and Task Recognition

Accurately predicting a user's information needs based on their context and digital activities

is crucial for effective PKA. Various studies have explored methods to dynamically model

these needs and predict task-related requirements.

Context-centric approaches, such as Information-Needs Graphs, have been proposed

to manage information needs dynamically by mapping tasks, plans, and decision points to

optimize information delivery, particularly in team environments [44]. Another approach,

digital activity monitoring, captures comprehensive user behavior data, enabling task

detection and recognition through unsupervised models like LSA [51, 43]. Additionally,

advanced techniques like transformer architectures have been employed to predict user

queries and improve search outcomes by re�ning digital activity contexts [56]. Systems

utilizing screen monitoring and OCR further enhance task recognition by analyzing digital

screen data and associating tasks with relevant resources automatically [46, 51].

These advancements address the critical challenge of dynamically and accurately

modeling user needs across diverse task environments.

Proactive Document Retrieval and Information Re-Finding

Proactive document retrieval plays a central role in RS-PKA systems by reducing the

cognitive load of manual search and preemptively delivering task-relevant resources.

Systems like TaskNavigator combine lightweight and semantic modeling techniques, such

as concept maps and task tagging, to improve document retrieval accuracy while mitigating

information overload [45]. Similarly, screen monitoring-based systems enable just-in-time

document recommendations by indexing user activities and analyzing them with techniques

like LSA [51]. By integrating contextual elements from previous interactions, these systems

have been shown to enhance re-�nding and retrieval outcomes, as demonstrated by the

success of CARSs that utilize network-based context modeling [48].

Emerging methodologies extend beyond task-speci�c recommendations to broader

document management across applications, suggesting a promising future for proactive

retrieval in diverse environments.

Knowledge Graph-based Entity Recommendation

ER systems utilize KGs to improve RS-PKA by suggesting actionable entities such as

documents, contacts, or applications. These systems help users navigate complex information

environments more effectively.
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EntityBot is a notable example, leveraging continuous digital activity monitoring and

entity extraction to recommend contextually relevant entities. It employs advanced semantic

modeling techniques, including TF-IDF and embeddings derived from Resource Description

Framework (RDF) graphs (RDF2Vec) [53, 55]. Recent advancements in this �eld integrate

ARP, re�ning recommendations based on user feedback and leveraging semantic similarities

to ensure alignment with the user's context [2, 4]. Furthermore, the integration of LLMs

has signi�cantly enhanced the system's ability to adapt to feedback and contextual changes,

thereby improving the relevance of recommendations [1].

KG-based approaches offer a structured and scalable framework for PKA, enabling

systems to deliver more precise, context-aware recommendations, particularly in

knowledge-intensive environments.

2.3.5 Enabling Tools and Technologies

The development of RS-PKA is facilitated by a variety of tools and technologies that

enable effective context recognition, proactive retrieval, and the generation of relevant

recommendations. These technologies can be categorized based on their primary functions,

and a summary of these categories is provided in Table 2.3.5. This section introduces each

category, emphasizing its role in RS-PKA.

Digital Activity Monitoring Technologies

Collecting digital traces is essential for constructing accurate user models in proactive

information retrieval systems [50]. Digital activity monitoring technologies capture

and process user interactions across applications and devices, enabling a comprehensive

understanding of user behavior and context [56]. These technologies include screen

monitoring, OCR, plug-outs, and NER.

Screen monitoring captures screenshots of active windows, allowing systems to observe

user interactions across application boundaries [41]. OCR is then used to extract text from

these images, making visual content machine-readable. For example, EntityBot employs

OCR to monitor user activities and recommend actionable entities by analyzing content

from instant messaging, email, web browsing, and word processing applications. A linear

model detects task context, and topic modeling techniques such as LSA are applied to the

extracted text. Captured screen frames are processed at regular intervals, converted into

text, and analyzed to generate task models, facilitating real-time task detection and proactive

information retrieval [43].
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Tool/Tech Usage Description Adopted By

Digital Activity Monitoring Technologies

Screen Surveillance Systems Captures screen content for analyzing user behavior across applications[50, 51]

OCR Extracts textual content from screen captures for analyzing user activity
context

[53, 50, 51]

Named Entity Recognition (NER) Identi�es entities such as people, organizations, and locations within
user interactions

[2, 55]

Plug-outs Act as software sensors, enabling activity tracking without modifying
application logic

[5, 2]

ContAct Monitor Employs software sensors to capture user interactions across applications
and the operating system

[47]

Conventional Information Retrieval Techniques

Term Frequency-Inverse Document
Frequency (TF-IDF)

Ranks terms by relevance in retrieval tasks [5, 48]

JITIR with Indri Search Engine Dynamically fetches relevant documents based on task-speci�c queries
using probabilistic models for optimized retrieval

[48]

KGs and Semantic Representation

RDF2Vec Embeddings Generates semantic embeddings from RDF graphs for ERs [4, 55]

DBpedia Spotlight Links textual data to structured knowledge bases, facilitating query
disambiguation

[54, 2]

Wikipedia Concepts Enhances query and document representations for improved retrieval[54]

Personal Information Model (PIMO)s and Contextual Frameworks

PIMO Segments user data into personal, corporate, and global layers to enhance
recommendations

[5, 26]

Personal KGs Represents user contexts and data for task-oriented recommendations[5, 2]

cSpaces Manages personal and corporate information for personalized
recommendations

[5]

Tagging and Concept Mapping Tools

Task Tagging Allows users to manually assign keywords to tasks for improved query
precision

[45]

Concept Maps Provides lightweight semantic modeling to re�ne PID [45]

ML Models for Task and Context Prediction

LSA Detects patterns and relationships in unstructured data for task modeling[51, 43]

LDA Identi�es abstract topics in collections of documents, useful for context
and task prediction by modeling text data

[47, 42]

Transformer Architectures Enhances query prediction and search relevance using broader digital
activity contexts

[56]

BiLSTM Networks with Attention Captures sequential behavior patterns for accurate user state modeling[42]

Table 2.3: Tools and technologies used in Recommender Systems for Personal Knowledge
Assistance.
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Plug-outs are lightweight software components that act as application-level sensors.

They report in-app events to a central infrastructure, such as the Activity Event Bus

Infrastructure (AEBI), without requiring changes to the application logic. Plug-outs also

support uni�ed interaction through a SD interface, enabling users to tag, comment, and

receive recommendations across applications. This centralized model improves usability and

reduces development overhead [65].

The ContAct monitor offers a broader monitoring approach. While plug-outs focus on

application-speci�c events, ContAct employs software sensors to capture interactions at the

operating system level, such as �le system access and mouse and keyboard input across

applications. Importantly, ContAct processes and stores all data locally on the user's machine,

offering a privacy-conscious alternative to cloud-based systems [66].

NER enhances digital activity monitoring by identifying entities such as people,

organizations, and locations in user interactions. Tools like DBpedia Spotlight annotate

text with DBpedia Uniform Resource Identi�er (URI)s, integrating Linked Open Data into

proactive information retrieval [4]. Ontology-based NER extends this by detecting and

linking items such as �les, emails, and websites to KGs [26]. Real-time, in�ection-tolerant

NER techniques further boost accuracy and system responsiveness [67].

By leveraging these monitoring technologies, proactive information retrieval systems can

build rich, context-sensitive user models, signi�cantly enhancing the precision and relevance

of recommendations.

Conventional Information Retrieval Techniques

Conventional information retrieval techniques, such as TF-IDF and just-in-time information

retrieval (JITIR), can support PID.

TF-IDF helps determine the importance of terms within a document relative to a corpus

and can be used to generate queries for proactive information retrieval. A proactive query

can be constructed using keywords that have nonzero values in both the input and the intent

model. Here, the input consists of written user input and explicit feedback, while the intent

model is a weighted term vector derived from the user's interactions in their primary task.

The TF-IDF value of theith word is used to represent thej th document in the database [52].

In JITIR, the user's current context serves directly as a query in a search system, which

then performs the search proactively in the background. A key advantage of JITIR is that it

avoids the need for external context detection mechanisms. Since the context itself is used

as the query, the approach is both simple and effective and eliminates the need for explicit

context categorization. However, JITIR may fail to return recommendations in some cases,

particularly when the generated query is too narrow or ill-formed [48].
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Despite their usefulness, these conventional techniques have limitations. Term-based

methods often overlook semantics, leading to irrelevant results [5]. Statistical keyword

extraction algorithms may discard critical terms by treating them as stop words, and overly

verbose task descriptions can degrade query quality [45].

Knowledge Graphs and Semantic Representation

KGs are structured information systems that represent entities, concepts, and their

interrelations using graph-based models. In RSs, KGs help mitigate data sparsity by

leveraging semantic relationships and auxiliary information. They enhance recommendation

quality and diversity by uncovering hidden patterns and contextual connections.

Integrating KGs into RSs improves accuracy by enabling a richer understanding of

both user preferences and item characteristics, leading to more precise and personalized

suggestions. Additionally, the interpretability of KGs (through visualized relationships

and traceable paths) enhances user trust by making recommendations more transparent.

KG-based approaches are particularly useful for addressing cold-start problems, offering

valuable insights in new domains or when dealing with complex semantic relationships [62].

Semantic representation and reasoning also bene�t RS-PKA, especially in noisy

environments. Wikipedia, for instance, can serve as a semantic reference to re�ne ambiguous

queries and compile structured narratives from broad result sets. Associating documents

or user input with Wikipedia concepts enables disambiguation, semantic enrichment, and

improved understanding of user behavior and intent [54].

Techniques such as RDF2Vec generate semantic embeddings of entities within KGs,

facilitating ER by capturing latent relationships [4]. The use of KGs also underpins PIA

in personal or organizational environments, supporting context-sensitive recommendations

across SDs and knowledge work�ows [26].

Personal Information Models and Contextual Frameworks

PIMOs and contextual frameworks are critical components in the development of PIAs [60].

PIMOs aim to externalize a user's mental model in a structured, machine-interpretable format.

They link related information items (such as documents, emails, and bookmarks) that may be

conceptually connected in the user's mind but stored separately across systems [68].

Context spaces build upon PIMOs by associating information items explicitly with

user-de�ned or automatically inferred contexts. A context is conceptualized as a

“sense-giving environment” centered around a core element, such as an activity or artifact.
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This framework enables systems to exploit contextual metadata to assist users more

effectively.

SDs provide an infrastructure for capturing, organizing, and acting upon a user's PIMO

and contextual information. These systems gather data automatically through activity

monitoring or via direct user input. Context spaces help make the user's implicit mental

organization explicit, leading to improved context awareness and support functionalities such

as managed forgetting, task continuity, and personalized automation [65].

Tagging and Concept Mapping Tools

Systems employing lightweight, incremental modeling techniques (such as concept maps

and concept-based task tagging) can signi�cantly enhance the quality of RS-PKA results in

agile KW environments [45].

Tagging is a lightweight classi�cation method in which keywords are assigned to

electronic resources either manually or automatically. In RS-PKA, task tagging can re�ne

search queries by reducing noise introduced by uncontrolled keywords or overly verbose task

descriptions. Collaborative task management environments often adopt a bag tagging model,

where the frequency of tag usage re�ects term importance within RS-PKA queries and helps

de�ne task semantics. Additionally, tags inherited from parent tasks can reduce user effort

and improve system usability.

To address challenges such as synonymity, homonymity, and polysemy, concept mapping

can be employed. Concept maps serve as a lightweight alternative to ontological modeling

for representing task-relevant knowledge. When combined with controlled vocabularies,

concept maps improve semantic clarity and mitigate ambiguity issues common in tag-based

RS-PKA.

LeCoOnt is a web-based collaborative concept mapping tool that integrates graphical

expressiveness with a simpli�ed data model and vocabulary control to support lightweight

knowledge modeling. TaskNavigator builds on this by using LeCoOnt to enforce vocabulary

control during task tagging, enabling users to introduce new tags as unbound concepts for

later reuse. Controlled vocabularies improve relevance by enabling systems to detect concept

matches within current task contexts. Concept-based tags, along with their alternative labels,

can be used by the RS-PKA engine to generate new and semantically enriched queries.

A case study showed that combining tag-based and concept-based approaches improves

RS-PKA outcomes and helps develop a corporate knowledge base. While user effort in task

tagging enhances relevance, lightweight RS-PKA methods can assist in initializing tagging

systems, creating a synergistic effect [45].
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Machine Learning Models for Task and Context Recognition

ML models enable RS-PKA systems to move beyond static retrieval mechanisms by

proactively predicting user needs and delivering relevant content [52, 51].

Unsupervised learning techniques identify user states from digital interactions, clustering

behavior patterns to infer the task at hand. Topic modeling methods, such as LDA, allow

the system to generate topic representations that correspond to user states, facilitating task

recognition. Sequential data analysis plays a crucial role in modeling user activity over

time. Bidirectional Long Short-Term Memory (BiLSTM) networks are effective in capturing

temporal dependencies, and their performance can be enhanced with attention mechanisms

that selectively focus on salient contextual elements [42].

ML also supports entity extraction from user activity data, linking recognized entities

to real-world objects [41, 55]. Context modeling relies on diverse inputs such as

OCR-extracted text, operating system metadata, and identi�ed entities [55]. To handle

the high dimensionality and noise in this data, dimensionality reduction techniques like

truncated singular value decomposition (SVD) are used to compress and cluster co-occurring

entities in lower-dimensional spaces [42, 55, 43].

LLMs further improve entity relevance prediction by dynamically adapting to user context.

Through few-shot prompting and iterative feedback, LLMs classify entities as relevant or

irrelevant, continuously re�ning recommendation precision and contextual alignment over

time [1].

2.4 Results and Discussion

The results of this literature review provide a holistic understanding of the current state of

research into RS-PKA and the broader �elds of RSs and PKA, highlighting key achievements,

limitations, and promising future directions. In addressing the research questions (RQ1 and

RQ2), this review demonstrates that while signi�cant progress has been made in developing

RSs tailored for supporting KWers, considerable gaps and challenges remain that need to be

overcome for these systems to effectively enhance KW environments.

The integration of RS concepts into PKA emerges as a promising approach, particularly

through the use of CARS frameworks that leverage real-time context and user behavior

to deliver proactive and personalized recommendations. The investigation of sequential,

session-based, and KG-based RSs reveals that each category addresses critical aspects of

RS-PKA development. Sequential models excel at capturing short-term dependencies and

behavioral patterns in user interactions, while session-based approaches enhance relevance

by focusing on dynamic preferences within a session. The KG-based approaches contribute
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by introducing semantic relationships and auxiliary information, enabling richer and more

precise recommendations in complex information spaces. The integration of these three

approaches holds the potential to overcome limitations seen in isolated methodologies, such

as static models' inability to adapt to changing contexts and the limited scope of conventional

recommendation techniques.

Despite these advances, the review highlights several challenges that must be addressed

to realize the full potential of RS-PKA. A major issue is the inherent limitation of interaction

data width in RS-PKA compared to conventional RS domains, as the systems are typically

designed for individual users or small teams rather than mass-market applications. The

richness of per-user data and detailed behavioral traces partly compensates for this constraint.

However, leveraging this data to deliver accurate, timely, and personalized recommendations

presents technical and methodological dif�culties, especially given the heterogeneity and

noisiness of data sources such as screen captures, OCR-extracted text, and multitasking

digital activity streams.

A particularly critical �nding of the review is the importance of cross-application user

interaction modeling, a de�ning characteristic of RS-PKA. Unlike traditional RSs that operate

within bounded application environments, RS-PKA systems must synthesize information

across diverse platforms and work�ows to accurately interpret user context. This necessity

introduces challenges in terms of context disambiguation, data integration, and privacy

protection. The studies reviewed consistently emphasize that the ability to monitor and

interpret user activity at the system level, rather than being con�ned to individual applications,

signi�cantly enhances recommendation quality and user satisfaction. However, this also

ampli�es concerns around privacy, data ownership, and ethical design, particularly given

regulations such as GDPR.

The heterogeneity of recommendation items in RS-PKA also emerged as a key area

of complexity. While traditional RSs focus on single-content domains, RS-PKA systems

must handle a broad spectrum of digital items, including documents, contacts, applications,

and web resources. This diversity requires sophisticated ranking and contextualization

mechanisms to ensure that recommendations are both relevant and actionable. The integration

of KG techniques, particularly through semantic embeddings and entity linking, has shown

promise in addressing these challenges by enhancing the interpretability and contextual

relevance of recommendations.

The review identi�es proactive document retrieval and ER as particularly promising

areas for future exploration. The incorporation of ML and LLM-based models for adaptive

relevance prediction (ARP) demonstrates how these technologies can re�ne recommendation

accuracy through iterative feedback and context adaptation. This approach, combined with
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entity footprinting and digital activity monitoring, offers a pathway towards more robust and

user-aligned RS-PKA systems.

Nevertheless, several limitations are evident across the reviewed studies. These

include the reliance on proprietary or simulated datasets, which hinders reproducibility

and generalizability, and the limited scope of experimental designs, often constrained

by small participant samples and synthetic task scenarios. The lack of comprehensive

public benchmarks and standardized evaluation frameworks further complicates comparative

analysis and system validation. The RLKWiC dataset introduced in this thesis contributes a

valuable resource to address this gap, providing a rich, real-world dataset for future research

and benchmarking.

The dynamic and fragmented nature of KW presents persistent challenges in modeling

temporal dynamics and evolving contexts. While advanced ML architectures, such as

transformers and BiLSTM with attention, have improved context modeling and prediction

capabilities, they also introduce complexity and opacity. The need for explainability and

transparency in recommendations remains a key concern, as users must be able to trust and

understand the rationale behind proactive suggestions. This underscores the importance of

integrating XAI approaches and user-controllable feedback mechanisms into future RS-PKA

systems.

Overall, this literature review synthesizes insights from diverse research streams and

positions RS-PKA as a promising �eld. While key technological and methodological

barriers remain, the convergence of CARS, KGs, digital activity monitoring, and adaptive

modeling offers a promising path towards systems capable of delivering intelligent,

context-aware support for KWers. Addressing challenges related to data heterogeneity,

privacy, explainability, and evaluation will be crucial to realizing the vision of RS-PKA as a

transformative tool in the digital workplace.





Chapter 3

Framework Proposal

This chapter presents a proposed framework for integrating RSs with PKA tools to support

KWers. The framework is founded on tools representing personal (cSpaces) and corporate

(CoMem) information spaces. A central concept introduced is the CS, de�ned as a

multi-dimensional session encapsulating the necessary contextual information to recognize

a KWer's information needs. This chapter explores the capture of contextual information

from various sources and characterizes CS along distinct dimensions. It discusses the

design and development of initial prototype RSs, including trigger-based recommendation

and a feedback collection tool for of�ine evaluation. A case study is conducted using

real-world data from DFKI's SDS department to evaluate the proposed framework. This

case study simulates recommendation scenarios and uses a TF-IDF-based method adapted

to the recommendation task. The results and discussion from this case study are presented,

evaluating recommendation relevance and helpfulness based on explicit user feedback. This

chapter directly addresses RQ4 by proposing and evaluating a uni�ed framework. The

publication covered here is “Towards Context-aware Recommender Systems for Supporting

Knowledge Workers in Personal and Corporate Information Space” [5].

3.1 Introduction to Contextual States

RS typically operate through three main phases: information collection, learning, and

prediction/recommendation [69]. Among these, the information collection phase is critical,

as the subsequent phases rely entirely on the quality and relevance of the collected data. This

dependency makes information collection a fundamental prerequisite for any RS, including

the systems targeted in this study.

In the speci�c case of RS-PKA, the need for rich and multifaceted contextual

understanding becomes even more pronounced. It is not feasible to recommend items
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that precisely match a user's needs (especially in KW) without comprehensively observing

the user's current state from all relevant perspectives. Traditional contextual RSs often

include time and activity as primary contextual dimensions. However, the recommendation

scenarios targeted here fall under the multi-dimensional category as classi�ed by Sassi et

al. [70], due to the complex and layered nature of contextual factors in�uencing PKA.

To address this complexity, the concept of RS is proposed and de�ned in this thesis. A CS

refers to a multi-dimensional session of KWers that encapsulates all contextual information

necessary for recognizing their information needs at a given moment. These insights are

derived from both historical data and real-time inputs gathered from the work environment.

The proposed RSs assumes access to semantically enriched environments, where contextual

information can be captured from three main sources: the event stream, local �les (e.g.,

documents, notes, and slides), and the personal KG.

Based on the investigations conducted in this research, the CS concept is characterized

along seven distinct dimensions:

• Role: The KWer's role shapes their information needs. For instance, a learner may seek

educational resources, while a networker would bene�t from connections to relevant

individuals. Reinhardt et al. [12] propose a typology of ten roles, including controller,

helper, learner, linker, networker, organizer, retriever, sharer, solver, and tracker.

• Action: Different types of user actions require different kinds of information support.

Actions may include acquisition, analysis, authoring, dissemination, information

search, networking, and others, as de�ned by Reinhardt et al. [12].

• Task: Actions are typically embedded within larger tasks such as report writing,

presentation preparation, or email responses. Tasks often evolve dynamically,

in�uenced by varying requirements and goals [24, 71].

• Files and Apps: Files and applications accessed during a session offer valuable

contextual cues. For example, opening a blank PowerPoint �le may signal the start

of a presentation task. Content within these resources may also indicate the topic or

purpose of the session.

• Interaction Behavior: User interaction data (such as mouse movements, clicks, and

dwell time) can be mined to derive behavioral patterns that enhance session-level

recommendations [72].

• Semantics:Understanding session content at a semantic level enables more accurate

state representation. Ontology-based entity recognition techniques, such as those
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introduced by Jilek et al. [67], support real-time semantic enrichment, facilitating the

measurement of semantic similarity between CS [73].

• Topic: Topics can be inferred from tags, �le contents, or user annotations. They may

range from simple static contexts [48] to more sophisticated semantic structures [68],

enabling �ne-grained differentiation between CS instances.

Once the necessary contextual information is captured and structured according to these

dimensions, the RSs proceeds to generate recommendations. A key contribution of this work

is to conceptualize CS as a dynamic, session-level user pro�le, in contrast to the static user

pro�les often used in traditional content-based RS. Candidate items are annotated across all

CS dimensions and ranked based on their similarity to the current CS vector.

This approach may also be extended to CF. Instead of using a traditional user-item

interaction matrix, a CS-item matrix can be constructed. In this setup, the relevance of an

item is determined by comparing the user's current CS with those of others. If the user's CS

is similar to a past state in which others found certain items useful, those items are likely to

be relevant for the current user as well. This framing offers a novel, context-aware adaptation

of CF for knowledge-intensive recommendation scenarios.

3.1.1 Understanding Contexts at the Metadata Level

Although two contexts may be structurally identical, the state of the user within that context

can differ signi�cantly depending on temporal and behavioral factors. For instance, as shown

on the right of Figure 3.1 (created by Christian Jilek), when a user returns to a previously

active context after a long interruption, the system could recommend a recap of the most

recent activities to help the user recall the progress made, reestablish their mental model

of the task, and quickly regain continuity in their work�ow. In contrast, when the context

is accessed during its peak phase of activity, recommendations may focus on productivity

support, such as suggesting templates or related resources within a web search activity.

This distinction highlights the limitation of relying solely on basic information to de�ne a

context. While the context label and structure remain constant, the CS of the user within it can

vary due to subtle changes in behavior, timing, and focus. To address this, the system must

go beyond surface-level metadata and derive more advanced, dynamic features. As shown

in the pyramid on the left of Figure 3.1, these features can be built progressively from the

user-de�ned context elements (e.g., tags, �les, structure), through direct observations of user

activity (e.g., �le access, browsing behavior, used applications), to further derived indicators

(e.g., frequency of included concepts over time). At the highest level, patterns extracted from

these signals (such as evolving term usage) enable a more nuanced understanding of how a
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Figure 3.1: Contexts at the metadata level.

user's interaction with a context changes over time. By interpreting context not as a static

container but as a dynamic, evolving state, the system can provide more accurate, CS-aware

recommendations that better align with the user's cognitive state and informational needs.

3.1.2 Incorporated Contextual State Dimensions

While this thesis conceptually de�nes these seven dimensions of CSs (in section 3.1) and

identi�es them as critical properties towards effective RS-PKA, implementing a system that

fully integrates all these dimensions in practice remains an ambitious goal. Each individual

dimension introduces its own complexities ranging from data acquisition and semantic

interpretation to real-time processing and integration, making the practical implementation

of a fully comprehensive model a signi�cant undertaking. Within the scope and constraints

of this thesis, it was not feasible to address the full spectrum of technical and methodological

challenges involved in such a complete integration.

Nevertheless, it has been tried to incorporate as many dimensions as possible, in alignment

with the available infrastructure and the speci�c requirements of each practice, including data

collection, framework design, and the conduction of case studies. By balancing feasibility

with innovation, this pragmatic approach allows the proposed framework to remain grounded

in practice while meaningfully contributing to the advancement of RS-PKA. In the �rst

prototype RS (section 3.2) and the internal case study (section 3.4) discussed later in this

chapter, the incorporated dimensions include topic, �les, and semantics. The collected

RLKWiC dataset, introduced in the next chapter (section 4), expands this coverage by

including nearly all CS dimensions to some extent, with the exception of role and task. The
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experiments presented in chapter 5 again primarily focus on the dimensions of topic, �les,

and semantics of the RLKWiC dataset.

3.2 First Prototype Recommender Systems

Following the completion of the literature review, an effort was made to design and develop

initial prototypes by leveraging the existing technologies available within the research group.

This process was carried out iteratively, with prototypes being tested and re�ned based

on their application to internally collected datasets. Recommendations were gradually

enhanced, and explicit feedback was sought from team members throughout this phase.

The insights gathered were then used to improve the system in successive iterations. This

cycle of prototyping and re�nement served as the foundation for the development of a more

comprehensive framework, through which RSs can be integrated with PKA tools to support

KW, as will be discussed in the following sections.

Two approaches were explored during this phase. The �rst approach focused on

trigger-based recommendations, where attempts were made to generate online suggestions in

response to speci�c user actions detected during interaction. The second approach involved an

of�ine feedback collection method, in which recommendations were produced based on the

historical activity data of users. In support of this, a feedback collection tool was developed,

featuring a Graphical User Interface (GUI) intended to ease the process of collecting explicit

user input. These approaches are discussed in more detail in the following sections.

3.2.1 Trigger-based Recommendation

An exploratory implementation of trigger-based recommendations was pursued in this

research to investigate the feasibility of generating online suggestions in response to user

interactions. The core idea behind this approach is to capture the user's current CS and use it

to inform recommendations every time a prede�ned trigger action is detected as shown in

Figure 3.2 (created by Markus Schröder). User activities such as opening a �le, modifying

content, or switching contexts serve as trigger points that initiate the recommendation process.

Upon recognizing a trigger, the system extracts the most up-to-date contextual information

by synthesizing data from three key sources introduced in 3.1: the user's personal KG,

which re�ects semantically structured concepts and entities; local resources such as recently

accessed �les and applications; and the event stream, which records temporal interaction

patterns and behavioral cues. Together, these sources represent the user's current CS, which
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Figure 3.2: Trigger-based recommendation based on current Contextual State consisting of
personal Knowledge Graph, native �les, and event stream.

is then used to identify and rank potentially relevant items from the available information

space.

A possible form of trigger-based recommendation is the suggestion to switch contexts,

particularly when the system detects recurrent usage patterns that indicate predictable

work�ows. Figure 3.3 presents a visualization of a sample user's activity across multiple

dimensions of time (weekday, hour of day, and day of month) mapped against different

contexts. This heatmap reveals that certain contexts, such as those related to recurring events

(e.g., weekly meetings), tend to exhibit highly regular temporal patterns. For instance, the

“SDS weekly group meeting” and “SensAI weekly meeting” contexts show concentrated

activity on speci�c weekdays and hours, highlighting their habitual nature.

Recognizing such temporal regularities allows the system to anticipate when a user is

likely to shift to a particular context and proactively recommend a switch. For example,

if the system observes that a user typically engages with a speci�c meeting context every

Tuesday morning, it can prompt the user to prepare for or transition into that context as the

time approaches, even if the user is currently working elsewhere. This feature not only aids

in maintaining work�ow continuity but also supports better time and task management by

aligning system behavior with the user's routine cognitive shifts.

The trigger-based recommendation approach can be introduced through the overview

depicted in the Figure 3.4. In this setup, user interactions within the cSpaces (introduced in

section 3.4.1) environment were monitored to detect speci�c trigger actions such as opening
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