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Summary

From finance and healthcare to criminal justice and transportation, various domains
that involve critical decisions, traditionally made by humans, are increasingly incor-
porating artificial intelligence (AI) systems into their decision making processes.
Modern AI systems excel at processing vast amounts of data and solving com-
plex problems at a speed and scale unimaginable for humans. However, complete
automation of high-stakes decisions is often undesirable due to legal, ethical, and
societal concerns. A promising approach, which has attracted significant attention
in the machine learning literature, lies in human-AI collaboration: decision making
pipelines that leverage the computational strengths of AI systems to enhance the
overall quality of decisions while maintaining a degree of human control. In this
context, I focus on AI-assisted decision making scenarios characterized by complex-
ity and uncertainty, specifically requiring strategic reasoning about others’ actions
and counterfactual reasoning about alternatives to past decisions.

First, I focus on strategic reasoning and introduce methods based on game-
theoretic modeling to support policy design in strategic environments. These meth-
ods enable a decision maker in a resource allocation scenario to design policies,
informed by a predictive model, that maximize their utility while accounting for
strategic responses from individuals who gain knowledge about the policy and aim
to receive a beneficial decision. I provide algorithms for two distinct scenarios with
varying levels of information available to individuals: a fully transparent scenario
where the policy is disclosed and a partially transparent scenario where the decision
maker provides actionable recommendations to individuals rejected by the policy.

Then, I shift focus to counterfactual reasoning and develop methods based on
causal modeling to enhance the counterfactual reasoning capabilities of a human
decision maker in a sequential decision making task. These methods aim to improve
the decision maker’s learning process from past experiences by identifying critical
time steps where different actions could have led to better outcomes. Specifically,
I consider settings where a decision maker observes the state of the environment
over time and takes a series of interdependent actions that result in an observed
outcome. For both discrete and continuous states, I formalize the problem of finding
alternative action sequences, close to the observed one, that would have achieved a
better counterfactual outcome, and I provide efficient algorithmic solutions.

Finally, I investigate how people perceive responsibility in human-AI teams. In
this context, I propose a computational model based on counterfactual simulations
to predict how an external observer attributes responsibility to a human and an AI
agent collaborating towards a common goal. To evaluate the model’s predictions,
I develop a simulation environment that generates stylized instances of sequential
human-AI collaboration and conduct a human-subject study in which participants
make responsibility judgments about the two agents.
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Chapter 1

Introduction

Irene sat at the head of the table. She could sense the anticipation in the room. Today
was the day the community bank would make its new loan approval criteria public|
a bold step based on recommendations from Adam, their AI policy tool. Adam had
analyzed years of data and predicted that the new criteria would create incentives
for applicants to reduce debts and increase savings, leading to a 5% rise in approvals
and a 10% drop in defaults. The team had spent weeks preparing for this moment.
Would applicants embrace the transparency and act in the way Adam predicted?
Irene stood up to address her colleagues. \This is a risky step forward." she said,
her voice steady. \But it's one worth taking|for the bank and for our community."
With that, the new webpage went live, and the criteria were made public. Within
months, approval rates increased, defaults dropped, and the local economy began to
thrive. Irene felt a sense of pride and relief. The decision had paid o�.

...
The hospital's conference room was dimly lit, the sound of ventilators humming
in the background. Ben's eyes were scanning the list of patients, hopelessly trying
to make sense of the situation. Despite his team's best e�orts, a troubling trend
persisted: certain patients weren't responding to the current treatment protocols.
Ben couldn't shake the feeling that there was something they were missing|some
small adjustments that could save lives. Desperate for a breakthrough, he decided to
consult Marie, the hospital's AI assistant, for additional insights. Marie's response
was immediate: \See Cases 17 and 42 from last month, earlier use of steroids may
have prevented deterioration. The hand written notes may contain more details."
Ben pulled up the patients' records. Marie was right|both patients had mentioned
a history of asthma. Ben felt a glimmer of hope as he made a note to administer
early steroids to asthma patients. Maybe, just maybe, this could turn things around.

...
The courtroom was still as the judge repeated the question that had loomed over the
entire trial: \So, who is responsible for the accident?" The case involved a semi-
autonomous car that had went o� the road to avoid hitting a pedestrian, crashing into
a storefront in the process. The car's AI had detected the pedestrian and, calculating
the risks, prompted the human driver to take control, suggesting that swerving was
the best option. Julia, the human behind the wheel, had followed the AI's suggestion
mere milliseconds before the collision. The pedestrian was grateful to Julia for saving
their life, but the store owner was furious at the AI for the destruction of their
property. The jury sat in silence, struggling to answer the question: who deserved
the credit, or the blame, for the life that was saved and the damage that followed?
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1.1 Decisions, humans, and machines

The 21st century has seen rapid improvement in the capabilities of arti�cial intelli-
gence (AI) systems. Technical advances in statistical machine learning along with
a vast availability of computational resources have enabled the development of AI
systems that can perform tasks previously thought to be exclusive to humans. For
example, AI systems can now diagnose diseases [1, 2], drive cars [3, 4], and make
accurate �nancial predictions [5, 6]. Although their performance and their potential
to revolutionize our lives are improving with an unprecedented pace, their use is no
panacea. For example, AI systems run the risk of being overcon�dent in their predic-
tions [7], presenting bias against minorities [8] or performing poorly when deployed in
a di�erent environment than the one in which they were trained [9]. These concerns
have led to growing discussions on the extent to which AI should be used to auto-
mate consequential decisions in critical domains such as healthcare [10], hiring [11]
and criminal justice [12]. Responding to these concerns, legislative initiatives, such
as the General Data Protection Regulation (GDPR) of the European Union, have
established safeguards against decisions that are completely automated [13].

One might wonder why the use of AI systems in decision making has gained
traction despite the associated risks. A seemingly natural response to the concerns
raised above would be to avoid the use of AI systems altogether in high-stakes
situations and, as is common practice in many application domains, rely entirely
on human judgment for critical decisions. Although, at �rst glance, this may seem
like a safer alternative, there is signi�cant evidence suggesting that human decision
making is also far from perfect. For example, issues such as overcon�dence in one's
estimates and implicit bias against people of certain demographics have been well
documented in multiple domains, including the ones mentioned previously, where
decisions made by humans are the norm [14{18].

The nature of human decisions has been a central theme of economic research
for decades. At the core of classical economic theory lies the concept ofhomo eco-
nomicus [19, 20]|the assumption that humans evaluate their choices based on the
(expected) utility each option o�ers and consistently choose the one that maximizes
their utility. However, this assumption has been challenged by a large body of re-
search in psychology and behavioral economics [21{24]. Human decisions have often
been found to deviate from the principles of utility maximization, in
uenced by
various factors, such as emotions [25] and social interactions [26]. Moreover, sub-
stantial empirical evidence indicates that human decisions under uncertainty often
result in utility that di�ers from the normative benchmark|the maximum expected
value|due to cognitive biases in processing probabilities [27].

Recent work in cognitive science o�ers another, more computational, perspective
on why human decision making frequently deviates from optimality. The resource-
rational analysis approach suggests that imperfect decisions arise due to cognitive
processes con�ned by the biological constraints of the human brain [28{30], which
presents a trade-o� between maximizing utility and reducing the cognitive costs
of computation. This perspective aligns closely with ideas in computational com-
plexity [31, 32], where problems of increased complexity are often addressed with
approximation algorithms due to the di�culty of �nding exact solutions given lim-
ited computational resources (i.e., time and memory) [33].

In this context, it is sensible to argue that high-stakes decisions are precisely the
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type of decision where AI systems may be most bene�cial, if not essential. This is
because these decisions are typically characterized by the combination of two factors
that, as discussed earlier, limit human capability: uncertainty and complexity. On
the other hand, modern AI systems can e�ciently leverage vast amounts of data to
make (probabilistic) predictions, often surpassing human experts in accuracy [34,
35]. Furthermore, years of research in mathematical optimization have produced a
rich toolbox of computational methods capable of solving even the most challenging
problems using sophisticated algorithms and modern hardware [36{40].

This state of a�airs presents a clear trade-o� between the computational advan-
tages of integrating AI into decision making processes and the associated risks and
ethical concerns when human oversight is absent. Consequently, there is a growing
interest in the potential of human-AI teams to improve decision making in domains
that are critical, uncertain, and highly complex. The main research objective in
the area of human-AI collaboration is to leverage the computational power of AI
systems in ways that enhance the overall quality of decisions while maintaining a
degree of human control throughout the process.

Before proceeding further, it is essential to clarify the scope of this thesis. AI
systems that collaborate with humans can take various forms and appear in numer-
ous application domains. For example, modern robotic systems increasingly rely
on data-driven learning algorithms rather than traditional control theory, leading
to a form of physical human-AI collaboration [41, 42]. In addition, AI systems
with natural language processing capabilities are widely used to assist humans with
tasks such as language learning [43{45] and collaborative writing [46]. Refraining
from an exhaustive discussion of all forms and application domains, I use the term
\human-AI collaboration" to refer to scenarios where a human is tasked with a de-
cision making problem and the AI serves the role ofdecision support. Moreover,
I use the term \AI" to refer to a technological entity that has the capacity to (i)
makepredictions using machine learning, and (ii) �nd the right decisionsto make or
recommend using optimization algorithms [47{50], while abstracting details related
to its physical form and mode of communication with the human.

Within the machine learning literature, one can identify two main paradigms for
decision support. First, a human decision maker can maintain complete control over
the decision making process, using the AI as atool to inform their decisions [51{
56]. For example, a clinician may use an AI system that predicts a patient's risk of
developing a disease and recommends a treatment plan. In turn, the clinician may
choose to follow the recommendation, modify it, or completely ignore it. Second, a
human can share the decision making process with the AI,deferring some decisions
to it, while making the rest themselves [57{63]. For example, a pilot may set a des-
tination and let an AI system navigate the aircraft based on the weather conditions
and air tra�c but take control when the plane is about to land.

The AI-assisted decision making settings discussed in this thesis broadly align
with these two paradigms. However, these paradigms typically involve reasoning
under uncertainty about future outcomes, as in common machine learning tasks
such as classi�cation and regression. This thesis focuses on decisions and judgments
that are inherently more complex, arising in scenarios that require strategic or coun-
terfactual (i.e., retrospective) reasoning. Such situations demand an understanding
not just of the (distribution of) outcomes but also of the underlying dynamics that
shape them. Next, I discuss these two types of reasoning in greater detail.
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1.2 Strategic and counterfactual reasoning

In many real-world scenarios, human decisions and judgments are based on two
key reasoning processes: strategic (i.e., reasoning about others' actions) and coun-
terfactual (i.e., reasoning about alternatives to past events). This thesis focuses
on (i) how AI can enhance those two types of reasoning to assist human decision
makers, and (ii) how counterfactual reasoning can serve as a computational tool for
understanding (human) responsibility judgments in human-AI collaboration.

Strategic reasoning is involved in the process of making (utility-maximizing) de-
cisions in the presence of others who also seek to maximize their own objectives.
In such settings, the uncertainty about the outcome of the decision making process
arises from a complex interplay between the inherent randomness of the environ-
ment and the actions of others, strategically responding to the decision maker's ac-
tions. For example, consider a government that decides to increase the value added
tax (VAT) on certain goods with the aim of boosting tax revenue. The govern-
ment must anticipate that consumers may respond by reducing their consumption
of those goods, potentially leading to a decrease in tax revenue instead. From a
computational perspective, such strategic interactions are studied in (algorithmic)
game theory [64], where determining optimal strategies has often been found to be
intractable [65, 66]. This complexity casts doubt on the ability of humans, with their
limited cognitive resources, to act optimally in strategic environments, especially in
the presence of a large and diverse population of other humans. Consequently, it
highlights the potential of AI systems to support human decisions in such contexts.

Counterfactual reasoning plays a critical role in retrospectively analyzing past
decisions; it involves evaluating what the outcome of a decision making process
would have been had the decision maker acted di�erently in the past. Research
in psychology suggests that this type of reasoning plays an important role in the
process of generating explanations about events, learning from past experience, and
planning future actions [67{69]. However, reasoning counterfactually is particularly
challenging, as it requires the decision maker to maintain a (mental) model of the
world that captures its causal structure, and perform simulations of alternative sce-
narios to evaluate the impact of di�erent decisions [70]. This complexity is ampli�ed
in sequential decision making tasks, where the decision maker has to mentally undo
multiple combinations of past decisions to identify those that could have led to bet-
ter outcomes. Such challeges highlight the potential of AI systems, grounded in
the theory of causal inference [71], to support humans in evaluating counterfactual
actions and outcomes, providing a valuable learning signal for their future decisions.

Finally, to build trustworthy AI systems that assist humans in decision making,
an essential prerequisite is to understand how people assign responsibility in human-
AI collaboration scenarios. Counterfactual reasoning is a key component of this
process, as responsibility judgments in such contexts often involve counterfactual
questions, such as \What would have happened if the AI had not intervened?" The
connection between counterfactual reasoning and responsibility is well established
in the literature, however, in the context of collaborative decisions and outcomes,
it has focused primarily on how humans hold other humans responsible [72{74].
The increasing development of AI systems that assist and collaborate with humans,
rather than replacing them [57, 60{62, 75{78] presents a need to extend this line of
research to the human-AI collaboration domain [79].
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1.3 Contributions and outline

In the next chapters of the thesis, I make contributions that aim to address (some of)
the challenges discussed in the previous section. In the remainder of this chapter, I
provide an overview of prior related work and a list of the publications that form the
core of the thesis. In Chapter 2, I introduce the technical concepts and frameworks
that are used throughout the rest of the thesis. The subsequent chapters are then
organized as follows:

1. In Chapter 3, I introduce algorithmic methods tosupport policy design in
strategic environments. I consider settings where a decision maker (informed
by a predictive model) has to design a policy that allocates resources to a pop-
ulation of individuals under the assumption that each individual may strate-
gically respond to the policy to receive a bene�cial decision. For example, if
a university discloses the criteria they use for graduate admissions, student
applicants may invest e�ort to improve their applications to be admitted. The
methods I propose compute policies that maximize the expected utility of the
decision maker (i.e., the university) in such strategic settings, while also incen-
tivizing individuals ( i.e., students) to invest in forms of e�ort that help them
self-improve.

2. In Chapter 4, I develop algorithmic methods toenhance the counterfactual
reasoning capabilitiesof a human decision maker in sequential decision mak-
ing tasks. For example, consider a clinician who wants to identify past cases
of patients whose condition may have improved had they followed a di�erent
treatment plan and closely analyze those cases to inform their future treat-
ment decisions. The methods I propose in this chapter address the problem
of searching for action sequences (i.e., sequences of treatments) that, in retro-
spect, would have led a given episode of the decision making process (i.e., a
patient) to a better outcome.

3. In Chapter 5, I explore how humans reason aboutresponsibility in human-AI
teams. Speci�cally, I consider settings where a human and an AI agent work
together towards a common goal, and I propose a computational model that
relies on counterfactual simulations to predict and understand how an external
(human) observer assigns responsibility to each agent for the collaborative
outcome. To this end, I develop a simulation environment generating instances
of human-AI collaboration and use it to conduct a human-subject study to
evaluate the model's performance.

I conclude the thesis with Chapter 6, which contains a general discussion high-
lighting key takeaways and promising directions for future research.

1.4 Related work

This section provides a brief overview of prior work along four directions relevant
to the main chapters of this thesis: (i) strategic machine learning, (ii) explainable
machine learning, (iii) causal and counterfactual reasoning in sequential decision
making, and (iv) responsibility attribution in teams.
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Strategic machine learning. Developing predictive models that remain robust
against adversarial distribution shifts has received signi�cant attention in the ma-
chine learning literature [80]. In this context, the increasing use of predictive models
in high-stakes decision making has inspired a line of work on strategic classi�ca-
tion [81{91]. In strategic classi�cation, individuals subject to the model's predic-
tions can manipulate their features to receive favorable predictions, while maintain-
ing their original label. By taking into consideration the speci�c structure of the
individuals' incentives, one can anticipate the form that the distribution shift takes,
and under certain technical conditions, design predictive models that remain resis-
tant to misclassi�cation errors resulting from such strategic behavior. Research in
this area has also explored additional aspects of strategic classi�cation, including
fairness concerns [92{94] and di�erent assumptions about the level of information
available to individuals and the designer of the predictive model [95, 96].

An adjacent line of work that generalizes strategic classi�cation is that on per-
formative prediction [97{100]. This �eld studies the stable points that arise when
a classi�er is repeatedly retrained under distribution shifts caused by its own pre-
dictions. However, both strategic classi�cation and performative prediction do not
explicitly distinguish between predictions and decisions|an essential distinction in
AI-assisted decision making pipelines|and focus solely on maximizing predictive
accuracy rather than a decision maker's utility, which is the central focus of Chap-
ter 3. Moreover, their technical assumptions di�er signi�cantly from those made in
this chapter, making the technical contributions orthogonal.

A more closely related area is the one that focuses on incentive-aware evaluation
mechanisms [101{103]. These works aim to design scoring rules that incentivize
individuals to invest e�ort in speci�c actions (e.g., grading schemes that incentivize
studying against copying homework assignments). However, in the modeling frame-
works proposed in these works, the decision maker uses neither predictions about
the outcome of each individual nor the feature distribution of a population to design
their decision policy. Therefore, these approaches are less applicable to AI-assisted
decision making contexts involving predictions by a machine learning model.

Explainable machine learning. An important aspect of trustworthy machine
learning is the ability to understand the predictions of a model. Although one
may favor inherently interpretable models, such as linear models or decision trees,
there has been signi�cant interest in developing post-hoc methods for explaining
predictions of complex machine learning models, such as neural networks. One such
approach is generating feature-based explanations [104{106]. Feature-based expla-
nations help individuals understand the importance of each feature in a particular
prediction. Typically, these approaches create an easily explainable local approxi-
mation of the model (e.g., linear) to assign weights to individual features.

While there is no consensus in the literature on what constitutes a good post-
hoc explanation, a second type that is gaining prominence is that of counterfactual
explanations [107{110]. This type of explanation is the focus of Section 3.2 in this
thesis. The goal of counterfactual explanations is to identify minimal changes in
feature values that would be su�cient for a predictive model to change its pre-
diction for a given sample. These explanations have gained traction because they
place no constraints on model complexity, do not require model disclosure, facilitate
actionable recourse, and seem to automate compliance with the law [111].

The technical challenges in the �eld of counterfactual explanations primarily in-

6



volve satisfying several desiderata. For example, Mothilal et al. [110] emphasize
giving options to the explainee by providing sets of explanations that are diverse
in terms of features, Ustun et al. [108] focus on �nding explanations that are based
on actionable feature changes, while Karimi et al. [112] prioritize explanations that
are faithful to the underlying causal structure of the world. In contrast, the work
presented in Section 3.2 focuses on how a decision maker, using predictions from
a predictive model, should provide counterfactual explanations to individuals who
received a negative decision from their decision policy. The goal is to maximize the
decision maker's utility when individuals respond strategically to the explanations
by adapting their features. Since existing work on counterfactual explanations typi-
cally focuses solely on explaining predictions without distinguishing between model
predictions and decisions, they are not suited to AI-assisted decision making sce-
narios discussed in Chapter 3 and Section 3.2, in particular. For a comprehensive
discussion on counterfactual explanations of predictive models, refer to Karimi et al.
[113] and Verma et al. [114].

Causal and counterfactual reasoning in sequential decision making. The
�eld of causal inference has a rich and interdisciplinary history. Economists have
developed and extensively studied the potential outcomes framework [115], creating
a comprehensive toolkit for designing experimental setups and identifying quanti-
ties such as average and conditional treatment e�ects. Computer scientists have
focused on formally expressing causality through graph diagrams and structural
equations [71]. This has led to the development of the structural causal model
(SCM) framework, which, based on a calculus of interventions [116], allows to rea-
son formally about di�erent types of probability distributions, such as observational,
interventional, and counterfactual distributions (see Section 2.3 for further details).
Moreover, it is increasingly being integrated into the development and analysis of
machine learning models (refer to Peters et al. [117] for an overview). The SCM
framework, with a particular emphasis on counterfactual distributions, is central to
Chapter 4.

In the context of sequential decision making, causal modeling has been a central
component of the broad area of causal reinforcement learning [118]. This term refers
to a line of work that aims to design policies for sequential decision making tasks, as
in traditional reinforcement learning [119], but it incorporates additional structural
assumptions about the environment. This approach serves multiple purposes, from
achieving robust performance guarantees across di�erent environments [120{122]
and similar yet distinct decision making tasks [123, 124], to maintaining strong
performance in the presence of unobserved variables [125{129].

In Chapter 4, our main goal is to identify an action sequence for an observed
episode of a sequential decision making process that di�ers minimally from the
original sequence and would have led to a better outcome in retrospect. Therefore,
within the aforementioned line of work, the most closely related work is the one that
focuses on the development of machine learning methods that employ elements of
counterfactual reasoning to improve or retrospectively analyze decisions in sequential
settings [130{132]. These works primarily focus on expressing the decision making
task's environment as a causal model and using that information to evaluate and
e�ciently compute decision policies based on counterfactual realizations of logged
episodes. Moreover, the work in Chapter 4 has ties to prior work that uses counter-
factual reasoning to develop explainable reinforcement learning models [133, 134].
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However, none of the aforementioned works aim to �nd an action sequence, close
to the observed sequence of a particular episode, that is counterfactually optimal to
support the learning process of a human decision maker.

Responsibility attribution in teams. The study of responsibility attribution is
central in both AI and human psychology. Prior work has established strong con-
nections between human perceptions of responsibility and cognitive processes such
as causal and counterfactual reasoning [72, 74, 135{143]. Speci�cally, in team con-
texts, research has focused on identifying conditions under which oneis or shouldbe
held responsible for a collaborative outcome. For example, there has been empirical
evidence in psychology that responsibility judgments about a member in a team
are in
uenced by factors such as pivotality [73, 74] (i.e., the extent to which an
individual's actions were critical for the outcome) and replaceability [143] (i.e., how
easily an individual could have been substituted). Moreover, in AI, prior work has
proposed normative frameworks, based on structural causal models, that provide
de�nitions of when an AI system (or agent, more generally) should be held responsi-
ble, based on whether it was an actual cause of the collaborative outcome [139, 144].

Although this line of work forms the basis for Chapter 5, it does not explic-
itly distinguish between human and AI team members, nor does it focus on the
di�erences in how each agent's responsibility is perceived. That said, the work in
this chapter is closely related to recent work investigating responsibility and related
concepts in the context of AI-assisted decision making. For example, Awad et al.
[145] study a scenario of shared control between a human and an AI in a vehicle,
�nding that the AI agent is consistently blamed less than humans when both make
mistakes. Lima et al. [146] explore a setting of AI-assisted bail decision making and
�nd that people hold human decision makers responsible in the sense of having an
obligation or authority to make a decision, whereas AI is perceived as responsible
in terms of being praised or blamed for speci�c decisions and outcomes. However,
none of these works focus on identifying the cognitive processes that underlie re-
sponsibility judgments for humans and AI agents in collaborative settings, which is
the objective of Chapter 5.

1.5 Publications

The work presented in Chapters 3, 4 and 5 has been peer-reviewed and published
in top-tier venues for machine learning, operations research, and cognitive science.
Details of the publication titles, venues, and co-authors are outlined below:

1. Stratis Tsirtsis, Behzad Tabibian, Moein Khajehnejad, Adish Singla, Bernhard
Sch•olkopf, and Manuel Gomez-Rodriguez. Optimal decision making under
strategic behavior. Published inManagement Science, volume 70, issue 12,
pages 8506{8519, 2024.

2. Stratis Tsirtsis and Manuel Gomez-Rodriguez. Decisions, counterfactual ex-
planations and strategic behavior. Published inAdvances in Neural Informa-
tion Processing Systems, volume 33, pages 16749{16760, 2020.

3. Stratis Tsirtsis, Abir De, and Manuel Gomez-Rodriguez. Counterfactual ex-
planations in sequential decision making under uncertainty. Published inAd-
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vances in Neural Information Processing Systems, volume 34, pages 30127{30139,
2021.

4. Stratis Tsirtsis and Manuel Gomez-Rodriguez. Finding counterfactually op-
timal action sequences in continuous state spaces. Published inAdvances in
Neural Information Processing Systems, volume 36, pages 3220{3247, 2023.

5. Stratis Tsirtsis, Manuel Gomez-Rodriguez, and Tobias Gerstenberg. Towards
a computational model of responsibility judgments in sequential human-AI
collaboration. Published inProceedings of the Annual Meeting of the Cognitive
Science Society, volume 46, pages 1039-1046, 2024.

I can be considered the main contributor for all publications except (1), in which
I share equal contribution with Behzad Tabibian and Moein Khajehnejad. Behzad
and Moein contributed to the development of a preliminary version of the modeling
framework and the theoretical results in Section 3.1, speci�cally concerning Theo-
rem 3.1.1, Algorithm 2, and Proposition 3.1.4. The remaining theoretical analysis,
extensive experimental evaluation of the methods, and general re�nement of the
work through multiple rounds of peer review leading to the journal publication are
my own contributions. However, it is important to note that all of the aforemen-
tioned publications are the result of collaborative e�ort and would not have been
possible without my co-authors. Therefore, in the presentation of Chapters 3 to 5,
I use �rst-person plural pronouns (e.g., \we" instead of \I") to emphasize their
signi�cance.
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Chapter 2

Technical concepts and
frameworks

This chapter provides a concise introduction to the core modeling frameworks on
which the subsequent chapters of the thesis are based. Here, I present the frame-
works at an abstract level, complemented by simple examples where appropriate.
Note that, each of the following chapters can be read independently, as their indi-
vidual formulations and results are self-contained. Hence, the goal of this chapter
is to serve as a \warm-up" rather than \preliminaries", allowing the reader to gain
a basic familiarity with the general technical concepts before directly using them in
the speci�c contexts considered in the subsequent chapters.

I begin by introducing elements of game theory, a framework for modeling strate-
gic interactions between rational agents, which is central to Chapter 3. Then, I
present Markov decision processes (MDPs), a standard formulation for describing an
agent's sequential decisions in an uncertain environment, alongside their extension
to the multi-agent setting. I conclude with the introduction of structural causal
models (SCMs), a framework for expressing causal relationships between random
variables. MDPs and SCMs form the basis for Chapter 4, while the multi-agent
extension of MDPs is used in Chapter 5. Note that, this chapter does not go into
details regarding established theoretical results or speci�c algorithms, deferring more
detailed discussions to the chapters where they are most relevant.

In terms of notation, I adopt standard conventions from the machine learning
literature. Calligraphic letters (e.g., A ) denote sets, while capital letters (e.g., X )
denote random variables. When it is clear from the context, certain capital letters
(e.g., T in the context of MDPs) denote constants of the respective problem. Lower-
case letters represent functions (e.g., � (�)) or speci�c variable values and realizations
(e.g., x). Bold letters denote multi-dimensional variables, such as vectors or matrices
(e.g., x ), and I use regular letters with subscripts to refer to the individual elements
of the respective vector or matrix (e.g., x i;j ). Generally, the marginal probability
of a random variableX taking the value x is written as P(X = x) and conditional
probabilities asP(Y = y j X = x). When the context is clear, marginal probabilities
are written as P(x) and conditional probabilities asP(Y = y j x) or P(y j x). The
notation P(X ) refers to the distribution of the random variableX . In addition, for
any set A , �( A ) denotes the set of all possible distributions overA . Lastly, 1[�]
denotes the indicator function, [n] denotes the set of natural numbers ranging from
1 to n and [n]0 = f 0g [ [n].
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2.1 Games and equilibria

Game theory is an established �eld in economics, mathematics and computer sci-
ence, studying the behavior of rational agents in strategic interactions [147]. It is
important to clarify certain terms to avoid ambiguity. In the context of economics,
the term \agent" refers to an entity (e.g., an individual or an organization) that
makes decisions based on its own preferences and goals, while \rational" typically
describes agents whose decisions maximize some measure of the agents' utility [22].
For example, if a customer visits a store to buy cereal with the sole goal of saving
money, purchasing the box with the lowest price per kilogram is a rational action|
one that is optimal according to their utility. However, if the customer buys the one
with the mascot on the packaging that reminds them of their childhood, that is a
suboptimal (i.e., irrational) decision.

Game theory focuses on strategic interactions, that is, situations where two ratio-
nal agents (also called \players") make decisions in each other's presence, with each
agent's utility in
uenced by the other's decision. The simplest form of interaction
one can study is when both agents are aware of each other's options and utilities,
they are both rational, and they also expect each other to behave rationally [148].
The goal of game theory is to predict the outcome of these interactions in terms of
the actions the agents will take and the individual utilities they will obtain. Next,
I formally introduce two-player games and use them to express a simple example of
a strategic interaction. Although the core ideas can be extended to games involving
more than two players, those are not relevant in the context of this thesis.

The possible outcomes of a two-player game correspond to the combinations of
the two players' actions, represented asA = A 1 � A 2, where A i is a �nite set of
actions available to playeri . Each player's utility, depending on the outcome, is
described by a functionui : A ! R. The decision playeri makes is which strategy
� i to follow, where � i is a probability distribution over A i , and the player samples
an action A i � � i . Such strategies are known as mixed strategies. In the special
case where a player selects an actionA i = a deterministically, � i is a point mass
distribution on a and is referred to as a pure strategy.

An important aspect of a game is the order in which the players take actions.
The most widely studied class of two-player games involves simultaneous actions,
where both players lack information about the exact action that the other will take.
In such games, players commit to strategies� 1; � 2, from which they sample their
actions. Consequently, the expected utility for playeri is given by

EA 1 � � 1 ;A 2 � � 2 [ui (A1; A2)] =
X

a12A 1

X

a22A 2

ui (a1; a2)P(A1 = a1)P(A2 = a2):

Despite its simplicity, this formulation can characterize a wide range of strate-
gic interactions. A classic example we consider here is the \Bach or Stravinsky?"
dilemma. In this scenario, there are two players, Layla and Frank, who both want
to attend a musical concert. Layla has a preference for Bach, while Frank has a
preference for Stravinsky. However, neither wants to attend a concert alone. They
negotiate and each makes a decision about which concert to attend. The utility
functions of the two players can be represented by Table 2.1.

The anticipated behavior in this strategic interaction is that both players will
adopt strategies that form a Nash equilibrium [149]. That is, a combination of

12



strategies such that no player can improve their utility by unilaterally changing
their strategy while keeping the other's strategy �xed. Formally, the strategies� 1

and � 2 form a Nash equilibrium if:

EA 1 � � 1 ;A 2 � � 2 [u1(A1; A2)] � EA 1 � � 0
1 ;A 2 � � 2 [u1(A1; A2)] 8� 0

1 and

EA 1 � � 1 ;A 2 � � 2 [u2(A1; A2)] � EA 1 � � 1 ;A 2 � � 0
2
[u2(A1; A2)] 8� 0

2:

To understand the intuition, consider that, in the context of the \Bach or Stravin-
sky?" example, we restrict the two players' behavior to pure (i.e., non-randomized)
strategies. In that case, there are two Nash equilibria, with pure strategies� 1 and
� 2 assigning point masses to either of two combinations of actions: (Bach, Bach)
or (Stravinsky, Stravinsky). In other words, game theory predicts that if Layla and
Frank are both rational, they will eventually attend the same concert. Otherwise,
any unilateral deviation would result in the player who deviates attending a concert
alone and receiving zero utility, an outcome that is non desirable.

The order in which the players take actions is crucial for the formation of equilib-
ria. For example, consider a slightly di�erent scenario in which Layla �rst selects and
goes to a concert, then invites Frank after she arrives. The only natural outcome is
that they will both attend the Bach concert, Layla's preferred composer. This inter-
action belongs to the class of Stackelberg games [150], where a leader (here, Layla)
acts �rst and a follower (here, Frank) best-responds to the action of the leader.
Formally, the leader commits to a strategy� 1 and the follower's best-response is a
strategy

� 2 = BR(� 1) = argmax
� 2 �( A 2 )

EA 1 � � 1 ;A 2 � � u2(A1; A2);

where �( A 2) is the space of all possible distributions de�ned overA 2. In that con-
text, the strategies of the two players form a Stackelberg equilibrium if the leader's
strategy maximizes their own utility assuming that the follower will best-respond to
it. Formally, the equilibrium strategy � 1 satis�es

� 1 = argmax
� 02 �( A 1 )

EA 1 � � 0;A 2 � BR (� 0)u1(A1; A2):

In a Stackelberg game, it is easy to see that the leader can gain an advantage
by committing to a strategy that induces a favorable best-response from the fol-
lower, enhancing the leader's utility as a result. Games of this type, along with the
computation of their equilibria, are the focus of Chapter 3.

Table 2.1: Utilities in the \Bach or Stravinsky?" game. Rows correspond
to the actions of Layla, and columns correspond to the actions of Frank. Each cell
contains a pair of numbers, indicating the utility of Layla on the left and the utility
of Frank on the right.

Layla n Frank Bach Stravinsky
Bach (2,1) (0,0)

Stravinsky (0,0) (1,2)
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2.2 Models of sequential decision making

Decision making processes in daily life, from driving and navigation to clinical care,
are often sequential in nature. An agent|human or arti�cial|interacts with its
environment over a series of time steps and, at each step, they observe the current
state of the environment, take an action, and receive a reward signal indicating the
quality of their action. Consequently, the environment's state evolves based on the
agent's actions. Markov decision processes (MDPs) are the standard mathematical
framework used to model such decision making tasks [119, 151].

2.2.1 Markov decision processes

Here, we focus on the simplest form of sequential decision making, which is captured
by �nite MDPs. In a �nite MDP, the environment is characterized by a �nite set
of statesS, the agent has access to a �nite set of actionsA , and they have to make
decisions in a �nite sequence of time steps. One of the key characteristics of MDPs
is that they typically describe environments that behave stochastically. Given the
state st 2 S of the environment at time t and an actionat 2 A of the agent, there
is uncertainty about the future evolution of the state of the environment. Formally,
this is captured by a set of conditional transition distributionsP(St+1 j St ; A t ),
where P(s0 j s; a) denotes the probability that the environment transitions from
state s to s0 if the agent takes actiona. Note that, these conditional probabilities
are su�cient to completely characterize the dynamics due to the Markov property,
a fundamental assumption in MDPs. Intuitively, the Markov property states that
the probability of transitioning to a speci�c next state depends only on the current
state and action, not on the history of previous states and actions. Formally, the
following conditional independence holds:

P(St+1 j St ; A t ; St � 1; A t � 1; : : : ; S0; A0) = P(St+1 j St ; A t )

While interacting with such an environment, the agent receives a reward signal
every time they take an action, which is de�ned as a reward functionr : S� A ! R.
A numerical value r (s; a) indicates the quality of the agent's actiona while the
environment is in state s. Given a �nite horizon T 2 N, the agent's behavior is
described by a policy� : S � [T � 1]0 ! �( A ) that, for each state and time step,
yields a distribution over the set of actionsA . In that context, starting from an
initial state s0, the agent's goal is to act according to a policy� � that maximizes
their expected total reward over time, that is,

� � = argmax
�

E

"
T � 1X

t=0

r (St ; A t ) j S0 = s0; �

#

:

Optimal policies in �nite MDPs are easy to compute using dynamic program-
ming [152]. The �rst step is to de�ne a value functionV � : S � [T] ! R such
that V � (s; i) represents the maximum expected total reward achievable given that
the environment is in states and there arei time steps left until reaching the time
horizon T. Formally,

V � (s; i) = max
�

E

"
T � 1X

t= T � i

r (St ; A t ) j ST � i = s; �

#

;
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with the boundary condition that V � (s;0) = 0 for all s 2 S. A key observation here
is that, based on the Markov property, the aforementioned quantity fori > 0 can
be expressed recursively as

V � (s; i) = max
a2A

"

r (s; a) +
X

s02S

P(s0 j s; a)V � (s0; i � 1)

#

:

This is known as the Bellman equation in the reinforcement learning literature
and implies that the problem of computing the functionV � presents an optimal
substructure. Hence, one can compute all its values in a bottom-up manner, working
backwards fromi = 0. This approach, referred to as backward induction or value
iteration, also allows the computation of the optimal policy� � . Each value� � (s; T �
i ) can be determined by selecting the actionsa 2 A that maximize the right-hand
side of the equation above.

Chapter 4 builds extensively on the framework of MDPs. In this chapter, we
de�ne quantities similar to the value function mentioned above. We also develop
algorithmic techniques using dynamic programming and recursive computations, as
previously discussed.

2.2.2 Decentralized partially observable Markov decision pro-
cesses

Standard MDPs focus on a single agent that takes actions based on the state of the
environment. However, in many real-world scenarios, sequential decision making
processes are much more complex. This section introduces decentralized partially
observable MDPs (Dec-POMDPs) [153], which involve two key generalizations: (i)
the state of the environment is not directly observable, and (ii) there are multiple
agents operating independently in the same environment. Similarly to Section 2.1,
the formulation is presented with two agents, but the core ideas can be extended to
a larger number of agents.

Formally, a �nite Dec-POMDP is characterized by a �nite set of statesS, and
each agenti has their own set of actionsA i . The state of the environment at a
time step t + 1 is determined by both its state st 2 S at time t, as well as the
combination of actionsat;1; at;2 2 A 1; A 2 taken by the two agents. The dynamics
of a Dec-POMDP are characterized by a set of conditional probabilitiesP(s0 j s; a)
that express the probability of the environment transitioning to a states0 given that
it is in a state s and the two agents took a joint actiona 2 A = A 1 � A 2. Similarly
to standard MDPs, the Markov property holds.

At each time step, the two agents receive a rewardr (s; a) indicating the quality
of their joint action a. It is important to note that the reward function r : S �
A ! R is shared between the two agents. In other words, maximizing the total
reward each agent receives means that they should act collaboratively. However,
in a Dec-POMDP, neither the state of the environment nor each agent's actions
are observable. Instead, for each agenti , there is a set of possible observations
Oi they can make. Depending on the state of the environmentst and the joint
action at they take, the agents acquire observationsot;1; ot;2, sampled from a given
conditional distribution P(Ot;1; Ot;2 j St ; A t ). Then, each agent maintains a belief
about the state of the environment and acts according to a time-dependent policy
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Figure 2.1: Causal graph representing the relationship between early wake-
up times and work productivity. Green boxes represent endogenous random
variables and pink boxes represent exogenous noise variables. The value of each
endogenous variable is given by a function of the values of its ancestors in the
causal graph. The value of each exogenous noise variable is sampled independently
from a given distribution. An intervention do[B = 1] breaks the dependence of the
variable B from its ancestors (highlighted by dashed lines) and sets its value to 1.
After observing an eventE = 1; B = 0; W = 0, a counterfactual prediction can
be thought of as the result of an interventiondo[B = 1] in a modi�ed SCM where
the noise variables take valuesuE ; uB ; uW from posterior distributions with support
such that 1 = gE (uE ), 0 = gB (1; uB ) and 0 = gW (1; 0; uw).

� i;t : O0 � O 1 � : : : � O t � 1 ! �( A i ) that considers the entire set of observations
they have received until timet.

From a computational perspective, the goal in Dec-POMDPs is typically to �nd
a joint policy � = ( � 1; � 2) that maximizes the expected total reward. The com-
putation of optimal policies for Dec-POMDPs is a much harder problem than in
standard MDPs [154] and goes beyond the scope of this thesis. In Chapter 5, we
use Dec-POMDPs solely as a modeling tool to describe the collaboration between a
human and an AI agent to introduce a model that helps in understanding people's
perception of responsibility of the two agents for a joint outcome in a collaborative
task.

2.3 Structural causal models

Our understanding of the world is deeply rooted in causal relationships, such as
clouds causing rain or �re generating heat. While traditional probability theory can
describe associations between variables through conditional distributions, it does not
capture the semantic meaning of causation. For example, a conditional distribution
P(B j A) does not specify whetherA is a noisy generator (i.e., a cause) ofB or vice
versa|in that case, the distribution could represent a posterior belief about a cause
B given the observed evidenceA. Structural causal models (SCMs) [71, 117] are
a mathematical framework that addresses this limitation by providing a principled
way to represent causal relationships.

The key concepts discussed here can best be illustrated using a simple example
throughout this section. Consider a scenario in which an o�ce worker might wake
up early (E 2 f 0; 1g), possibly have breakfast (B 2 f 0; 1g), and then go to work.
Whether they are productive at work (W 2 f 0; 1g) may be caused by several factors
but, for simplicity, consider only the following: having breakfast to gain energy and
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getting up early to plan the day ahead. An SCMC describing these relationships
can be represented by the directed acyclic graph in Fig. 2.1.

The three variables mentioned above are the endogenous variables of the SCM,
which means that they are measurable variables of interest for the analysis. In the
causal graph, these variables are represented as nodes (illustrated in green), with
edges indicating causal relationships. In this example, the edgeE ! B indicates
that waking up early allows enough time for breakfast, the edgeB ! W indicates
that having breakfast provides energy that boosts worker productivity, and the edge
E ! W indicates that waking up early allows enough time for planning. Moreover,
the graph includes a set of exogenous (noise) random variablesU = ( UE ; UB ; UW )
(illustrated in pink) that introduce stochasticity into the system.

To fully specify the relationships between the random variables in the causal
graph, an SCM includes additional components beyond the structure of the graph:
(i) a set of distributions f PC(UE ); PC(UB ); PC(UW )g for the exogenous variables and
(ii) a set of functions f gE ; gB ; gW g, known as structural equations or mechanisms.
Each of these functionsgI : PA I � UI ! f 0; 1g speci�es how an endogenous variable
I is determined by its endogenous parent variablesPA I in the causal graph and
the corresponding exogenous variableUI |conceptually, these structural equations
resemble assignment statements similar to those found in imperative programming
languages. For example, the causal relationships between the three variablesE, B
and W may be expressed as

E := gE (UE ) = 1 [UE � 0:9]

B := gB (E; UB ) = 1 [E = 1 ^ UB � 0:9]

W := gW (E; B; UW ) = 1 [E = 1 ^ B = 1 ^ UW � 0:9];

where UE ; UB ; UW are mutually independent and follow uniform distributions in
[0; 1]. Then, the equations above suggest that (i) the worker wakes up early with
probability 0:9, (ii) they have breakfast with probability 0:9, provided that they
wake up early, and (iii) they are productive at work with probability 0:9, only if
they have breakfast and wake up early to plan the day ahead. In this example, the
noise variableUB could account for unknown factors such as their appetite and food
availability, while UW could account for unpredictable meetings and emergencies in
the o�ce.

It is easy to see that, within the framework of SCMs, typical conditional dis-
tributions are straightforward to compute. For example, if we are interested in the
probability that the worker is productive (W = 1) given that they had breakfast
(B = 1), this is given by

PC(W = 1 j B = 1) = PC(W = 1 j B = 1; E = 1) PC(E = 1 j B = 1)

+ PC(W = 1 j B = 1; E = 0) PC(E = 0 j B = 1)

= PC(W = 1 j B = 1; E = 1)

=
Z 1

0
1 [uW � 0:9]f (uW )duW

= 0:9;

wheref (uW ) represents the probability density function ofUW .
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A key characteristic of the probability written above is that it corresponds to
an observational distribution, that is, a distribution characterizing a natural prob-
abilistic relationship of the underlying physical system. An additional feature of
SCMs is their ability to represent interventional distributions, that is, distributions
re
ecting what will happen in the system if some external actor performs an inter-
vention. Formally, this is achieved using thedo[�] operator [116], which breaks the
causal dependency of a variableI from its parents PA I in the causal graph, mod-
i�es its original structural equation gI , and replaces it with an assignmentI := i
to a constant valuei .1 For example, consider that we are interested in computing
the probability that the worker is productive (W = 1) given that one day their
employer decides to o�er free breakfast in the o�ce (do[B = 1]). Given the SCM C,
this probability can be written as

PC; do[B =1] (W = 1) = PC(UW � 0:9; E = 1)

=
Z 1

0

Z 1

0
1 [uW � 0:9]1 [uE � 0:9]f (uE )f (uW )duE duW

= 0:81:

It is important to note that the values of the observational conditional probability
PC(W = 1 j B = 1) and the interventional probability PC; do[B =1] (W = 1) di�er in
this example. The key di�erence is that, in the observational setting, conditioning
on the event that the worker had breakfast (B = 1) implies that they woke up early
(E = 1), which allows them to plan their day ahead and increases their chances
of being productive. In contrast, in the interventional setting, the fact that the
employer provides breakfast in the o�ce does not o�er information about whether
the worker woke up early and planned their day, thus making a productive day less
certain overall. In general, observational and interventional distributions may (not)
di�er depending on the structure of the causal graph (refer to Pearl [71] for details).

The expressive power of SCMs is highlighted by their ability to enable reasoning
formally about counterfactuals|retrospective \what if?" scenarios that di�er from
the observed reality. Within an SCM, this type of reasoning is performed in three
main steps. First, given observations of the endogenous variables, we infer the poste-
rior distribution of the exogenous variables that led to these observations, a process
known as abduction. Next, we perform an intervention using thedo[�] operator
corresponding to the counterfactual query of interest. Finally, we use the inferred
distributions and modi�ed equations to compute the counterfactual distributions of
the endogenous variables.

For example, consider a scenario in which the o�ce worker woke up early, did not
have breakfast at home (e.g., because they had ran out of food) and consequently
was not productive at work. Given that information, one can infer that the noise
variables UE ; UB ; UW must have been such that they allowed the observationE =
1; B = 0; W = 0, leading to posterior probability distributions

PC(UE j E = 1) = Uniform[0 ; 0:9];

PC(UB j E = 1; B = 0) = Uniform[0 :9; 1]; and

PC(UW j E = 1; B = 0; W = 0) = Uniform[0 ; 1];

1This is known as a hard intervention. In general, thedo operator also allows for soft interven-
tions that assign a distribution over values instead of a single value.
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and let f 0
E , f 0

B , f 0
W be their probability density functions.

A counterfactual quantity of interest could be the probability that the worker
would have been productive this particular day, had their employer provided free
breakfast in the o�ce ( do[B = 1]). To answer the counterfactual question, one can
simply consider an alternative SCMC0 that is identical to C except for the fact
that the distributions of the noise variables are characterized by the aforementioned
probability density functions f 0

E , f 0
B , f 0

W , rather than the ones in C. Then, the
counterfactual probability mentioned above can be formally expressed as

PCjE =1 ;B =0 ;W =0 ; do[B =1] (W = 1)

= PC0 ; do[B =1] (W = 1)

= PC0
(UW � 0:9; E = 1)

=
Z 1

0

Z 1

0
1 [uW � 0:9]1 [uE � 0:9]f 0

E (uE )f 0
W (uW )duE duW

= 0:9:

This result has an intuitive interpretation. Since the worker managed to wake
up early, they had enough time to plan their day. Therefore, if the employer had
provided breakfast in the o�ce, the productivity of the worker would have depended
solely on the exogenous factorsUW . The fact that, in reality, the worker did not
have breakfast and was not productive does not o�er any posterior information
about these exogenous factors for that particular day. Therefore, the counterfac-
tual probability that the worker would have been productive is simply equal to the
probability PC(UW � 0:9) = PC0

(UW � 0:9) = 0:9.
Counterfactual distributions in SCMs are at the center of Chapter 4. In this

chapter, we will build upon the technical tools presented here and in Section 2.2 to
work with a causal formulation of sequential decision making and reason about the
counterfactual e�ects of action sequences di�erent from those observed in reality.
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Chapter 3

Supporting policy design in
strategic environments

Decisions across a wide variety of domains, from banking and hiring to insurances,
are increasingly informed by data-driven predictive models. In all these domains,
the decision maker aims to employ a decision policy that maximizes their utility
while the predictive model aims to provide an accurate prediction of the outcome
of the process from a set of observable features. For example, in loan decisions, a
bank may decide whether or not to o�er a loan to an applicant on the basis of a
predictive model's estimate of the probability that the individual would repay the
loan. The bank's policy in such a setting could be a simple threshold rule, such as
granting the loan if the estimated probability exceeds 80%.

Due to the consequential nature of these decisions, there is an increasing pressure
on decision makers to be transparent about the decision policies, the predictive
models, and the features they use. However, even with access to a highly accurate
predictive model, transparency can introduce signi�cant complexities in the decision
making process. This is because revealing the decision policy to the individuals who
are subject to it inducesstrategic behavior, as it shows them how they could alter
their features to receive a favorable decision. This creates a non-trivial feedback loop
between the policy and the feature distribution on which the decision maker's utility
depends. Therefore, to maximize their utility in that setting, the decision maker may
have to consider policies beyond simple threshold rules and analyze the individuals'
anticipated responses. This task can be time-consuming or even intractable for a
human decision maker, as it involves reasoning about a large number of candidate
policies and individuals with diverse characteristics and potential responses.

In this chapter, we address this problem by introducing algorithmic methods that
combine predictions from a machine learning model with natural assumptions about
how individuals respond to a given policy to compute policies that maximize the
decision maker's utility under transparency and strategic behavior. The resulting
policies are based on a discrete and relatively small set of feature values, making
them easier for a human decision maker to evaluate before implementation. It is
important to note that transparency can manifest in various forms. In the following
sections, we focus on two approaches towards transparency that have attracted
signi�cant interest in the machine learning literature.

In Section 3.1, we look into a setting in which the decision maker publicly shares
their entire policy. For example, in loan decisions, this can involve a bank publishing
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a set of criteria (e.g., annual income greater than$70;000 and credit card debt
less than$10;000) that they deem necessary to grant a loan. This setting, which
we refer to as thecomplete transparencyscenario, is closely related to strategic
classi�cation [84, 85, 93, 155]. This line of work develops classi�ers that can maintain
their accuracy when data points keep their original label �xed but strategically
modify their features to achieve a favorable classi�cation.

In Section 3.2, we focus on an alternative approach to achieve transparency that
we call the partial transparency scenario; the decision maker opts not to reveal
their entire policy but instead provides counterfactual explanations to individuals.
In the context of explainable machine learning, a counterfactual explanation for
a negatively classi�ed data point is another positively classi�ed data point that
di�ers minimally in terms of feature values [107, 110, 114]. Similarly, throughout
the chapter, we use the term \counterfactual explanation" to describe a personalized
recommendation given by the decision maker to an individual. This recommendation
speci�es which features need to be changed, and by how much, for an individual
to receive a positive decision. In the lending example, the bank could advise an
applicant to increase their income by$10;000 and/or repay half of their credit card
debt, while committing to grant the loan once the applicant performs these changes.1

In the following sections, we introduce game-theoretic modeling frameworks for
the aforementioned scenarios, formalize the relevant optimization problems, analyze
their complexity, introduce algorithms to solve them, and evaluate these algorithms
using synthetic and real data. The code used for all experiments in Chapter 3 is
available at https://github.com/Networks-Learning/strategic-decisions.

3.1 Decision making under complete transparency

As discussed previously, by being transparent about the decision policy they
use, the decision maker creates incentives for individuals to invest e�ort strategi-
cally to receive a bene�cial decision. Depending on the policy and the features
used by the decision maker, individuals may direct their e�ort towards genuine self-
improvement|a win-win situation for both parties|or may attempt to super�cially
change their feature values to \game" the decision maker's policy [156]. The lat-
ter, more skeptical, view has been the key motivation in previous work on strategic
classi�cation, which has focused on protecting predictive models against misclassi�-
cation errors resulting from malicious strategic behavior. Here, instead of focusing
on predictive accuracy, we assume that the decision maker knows the probabilistic
relationship between features and individual outcomes, and we introduce algorithms
to compute decision policies that maximize the utility of the decision maker in a
strategic setting.

1In the machine learning literature, counterfactual explanations are used to address two distinct
questions that are often mistakenly perceived as synonymous: (i) Why was a data point negatively
classi�ed? and (ii) What feasible feature changes can lead to a positive classi�cation? The former
question is retrospective, focusing on model interpretability [107], while the latter is prospective,
focusing on providing algorithmic recourse [108, 113]. Here, we use the term with its latter inter-
pretation. Therefore, counterfactual explanations, as presented in this chapter, although related,
present di�erences with the concept of counterfactual reasoning discussed in Chapters 4, 5, which
has a retrospective nature.
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Once we focus on the utility achieved by a decision policy, it is overly pessimistic
to always view an individual's strategic e�ort as some form of gaming, and thus
undesirable|several studies in economics note that an individual's e�ort in changing
their features may sometimes lead to self-improvement [157{159]. For example, in
hiring decisions, if a law �rm uses the number of internships to decide whether to
o�er a job to an applicant, the applicant may feel compelled to do more internships
during their studies to increase their chances of getting hired, and this will improve
their job performance. In such cases, the decision maker (i.e., the law �rm) may like
to use a machine learning model to estimate an individual's probability of success
(i.e., high job performance) based on their features and �nd a decision policy that
incentivizes individuals to invest in e�orts that increase the decision maker's utility
(i.e., overall workforce performance).

Incentivizing individuals to invest additional e�ort to increase the utility of the
decision maker may initially appear as an undesirable immediate cost for individu-
als. However, the resulting self-improvement could potentially prevent events with
a larger cost in the long term (e.g., preventing an employee from being �red due to
poor job performance). As a consequence, one can also argue that self-improvement
can increase social welfare in the long term (e.g., leading to a more skilled workforce).
In this context, it is also worth noting that strategy-aware policies that trade-o� im-
mediate costs to individuals and bene�cial long-term e�ects are commonly met in
public policy whenever governments impose higher taxes to incentivize desirable so-
cial behavior. Prominent examples are the taxation of high-emission vehicles [160],
unhealthy food [161, 162] and tobacco products [163]. For instance, in the case of
high-emission vehicles, the legislator may want to design a taxation system that
maximizes their utility|a function of total emissions, state revenue, and the cit-
izens' well-being|while consulting a simulation model [164] that accounts for the
stakeholders' strategic responses|for changes in the drivers' buying patterns or the
manufacturers' supply. Importantly, economic problems of this form are relevant
even when individuals cannot resort to any form of gaming, for example, when tax
authorities have introduced proper mechanisms to control tax evasion.

In this context, we cast the problem of utility maximization as a Stackelberg
game [150] in which the decision maker moves �rst by sharing their decision pol-
icy before individuals best-respond and invest e�ort to maximize their chances of
receiving a bene�cial decision. Importantly, we assume that decisions are based on
low-dimensional feature vectors, so that the decision policies are relatively easy for a
human decision maker to review and evaluate before implementing them; as argued
elsewhere, in many real-world scenarios, the data is summarized by just a small
number of summary statistics (e.g., FICO scores) [165, 166]. Then, we characterize
how this strategic investment of e�ort leads to a change in the feature distribution at
a population level. More speci�cally, we derive an analytical expression for the fea-
ture distribution induced by any policy in terms of the original feature distribution
by solving an optimal transport problem [167]. Based on this analytical expression,
we make the following contributions:

1. We show that the problem of �nding the optimal decision policy is NP-hard
by using a novel reduction of the Boolean satis�ability (SAT) problem [168].

2. We show that there are cases in which deterministic policies are suboptimal in
terms of utility, in contrast with the non-strategic setting, where deterministic
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threshold rules are optimal [48, 169].

3. Under a natural monotonicity assumption on the cost individuals pay to
change features [85, 92], we show that one can narrow down the search for
the optimal policy to a particular family of decision policies with a set of de-
sirable properties. Leveraging that observation, we introduce a polynomial
time heuristic search algorithm using dynamic programming to �nd close to
optimal decision policies.

4. Under no assumptions on the cost individuals pay to change features, we
introduce an iterative search algorithm that is guaranteed to converge to locally
optimal decision policies.

Finally, we experiment with synthetic and real credit card data to illustrate our
theoretical �ndings and show that the decision policies found by our algorithms
achieve higher utility than several competitive baselines. Moreover, we also show
that our decision policies maintain their competitive advantage even under imperfect
conditions, such as errors in utility estimates arising from inaccuracies in the predic-
tive model and potential investments of e�ort that do not lead to self-improvement.

3.1.1 Policies, utilities, and bene�ts

Given an individual with a feature vector x 2 f 1; : : : ; ngd there is a (stochastic)
label Y 2 f 0; 1g and a decisionD 2 f 0; 1g, which may also be stochastic, that
controls whether the labelY is realized.2 This setting �ts a variety of real-world
scenarios, where continuous features are often discretized into (percentile) ranges.
As an example, in a loan decision, the decision speci�es whether the individual
receives a loan (D = 1) or their application is rejected (D = 0); the label indicates
whether an individual repays the loan (Y = 1) or defaults (Y = 0) upon receiving it;
and the feature vector (x ) may include an individual's salary percentile, education,
or credit history. Moreover, we denote the number of feature values usingm = nd,
assuming that the number of featuresd is small, as discussed earlier.

Individuals' features follow a distribution P(X ) and, for each individual with
features x , their decision D is sampled from a decision policy� (D j x ) and their
label Y is sampled fromP(Y j x ). Throughout the section, for brevity, we will write
� (x ) = � (D = 1 j x ), and we will say that the decision policy satis�esoutcome
monotonicity if the higher an individual's outcome (i.e., their likelihood of Y = 1),
the higher their chances of receiving a positive decision, that is,

P(Y = 1 j x i ) < P (Y = 1 j x j ) , � (x i ) < � (x j ): (3.1)

Moreover, we adopt a Stackelberg game-theoretic formulation [150] in which the
decision maker moves �rst by publishing their decision policy� before individuals
best-respond. As it will become clearer in the next section, individual best-responses
lead to a change in the feature distribution at a population level|we will say that
the new feature distribution P(X ; � ) is induced by the policy� . Then, we measure

2We assume features are discrete and, without loss of generality, each feature takesn discrete
values. In the real dataset we used in the evaluation of our algorithms in Section 3.1.6, discretiz-
ing continuous features causes a negligible di�erence in terms of predictive accuracy. Refer to
footnote 12 for more details.
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the (immediate) utility a decision maker obtains using a policy� as the average
overall pro�t they obtain [48, 169, 170], that is,

u(�; 
 ) = EX � P (X ;� ); Y � P (Y j X ); D � � (D j X ) [Y � D � 
 � D ]

= EX � P (X ;� ); D � � (D j X ) [P(Y = 1 j X ) � D � 
 � D ]; (3.2)

where
 2 (0; 1) is a given constant re
ecting economic considerations of the decision
maker. For example, in a loan scenario, the termP(Y = 1 j X ) � D is proportional
to the expected number of individuals who receive and repay a loan, the term
 � D
is proportional to the number of individuals who receive a loan, and
 measures the
cost of o�ering a loan in units of repaid loans. Alternatively, one can think of
 as a
lower bound on the probability P(Y = 1 j X ) above which the loan provider would
consider it rational to o�er a loan. Here, note that 
 is bounded by the collateral
against the loan, which caps the maximum potential cost to the loan provider.
Finally, we de�ne the (immediate) individual bene�t an individual with features x
obtains from a policy� as

b(x ) = ED � � (D j x ) [f (D)]; (3.3)

where the functionf (�) is problem dependent. Here, for ease of exposition, we will
assume thatf (D) = D and thus b(x ) = ED � � (D j x ) [D ] = � (x ), however, our results
can be extended to any functionf (�) that is monotonically increasing inD.

Remarks on strategic classi�cation. Due to Goodhart's law, if the true causal
e�ect between the observed featuresX and the outcome variableY is partially
described by unobserved features, thenX can lose predictive power forY after
individuals best-respond, that is,P(Y j X ) may change [97]. This has been a key
insight by previous work on strategic classi�cation [85, 92, 93], which aims to develop
accurate predictive modelsP� (Y j X ) in a strategic setting. Even if there is no
unmeasured confounding, a predictive modelP� (Y j X ) trained using empirical risk
minimization, that is, � � = argmin � EX � P (X ); Y � P (Y j X ) [`(X ; Y; � )], where `(�) is a
given loss function, may decrease its accuracy after best-response. This is because,
once individuals best-respond to a decision policy� , � � may be suboptimal with
respect to the feature distribution induced by the policy, that is,

EX ;Y � P (X ;� );P (Y j X ) [`(X ; Y; � � )] � min
�

EX ;Y � P (X ;� );P (Y j X ) [`(X ; Y; � )]:

In this context, Miller et al. [156] have argued that, to distinguish between gaming
and improvement, it is necessary to have access to the full underlying causal graph
between the features and the outcome variable. In our theoretical and methodologi-
cal contributions, we assume that there are no unobserved confounders a�ecting the
outcome, that is, P(Y j X ) does not change, andP� (Y j X ) = P(Y j X ). However,
we relax this assumption in our experimental evaluation in Section 3.1.6. In that
context, we consider the development of optimal policies that account for changes
on P(X ), P(Y j X ) and P� (Y j X ) after individuals best-respond a very interesting
direction for future work [171, 172].

3.1.2 Problem formulation

Similarly as in most previous work in strategic classi�cation [82{85, 92], we consider
a Stackelberg game in which the decision maker moves �rst before individuals best-
respond. Moreover, we assume every individual is rational and aims to maximize
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(a) P(Y = 1 j X ) (b) � (X ); � = 1 :1 (c) � (X ); � = 0 :5 (d) � (X ); � = 0 :1

(e) P(X ) (f) P(X ; � ); � = 1 :1 (g) P(X ; � ); � = 0 :5 (h) P(X ; � ); � = 0 :1

Figure 3.1: Optimal decision policies and induced feature distributions.
Panels (a) and (e) visualizeP(Y = 1 j X ) and P(X ), respectively. Panels (b, c, d)
show di�erent cases of an optimal decision policy� , while panels (f, g, h) show the
respective induced feature distributionP(X ; � ). Here, the cost of adapting from
a feature valuex i to x j is set to their Manhattan distance, that is, c(x i ; x j ) =
� [jx i 0 � x j 0j + jx i 1 � x j 1j], where � is a scaling parameter. In all panels, each cell
corresponds to a di�erent feature valuex i and darker colors correspond to higher
values. As the cost of changing features for individuals decreases (i.e., � decreases),
the optimal decision policy only provides positive decisions for a fewx values with
high P(Y = 1 j x ), encouraging individuals to move to those values.

their individual bene�t. However, in contrast with previous work, we assume the
decision maker shares their decision policy rather than the predictive model. Then,
our goal is to �nd the (optimal) policy that maximizes utility, as de�ned in Eq. 3.2,
that is,

� � = argmax
�

u(�; 
 ); (3.4)

under the assumption that each individual best-responds. For each individual, their
best-response is to change from their initial set of featuresx i to a set of features

x j = argmax
k2 [m]

f b(x k) � c(x i ; x k)g ; (3.5)

where c(x i ; x k) is the cost3 they pay for changing fromx i to x k . Throughout the
section, we will assume that (i) it holds thatc(x i ; x j ) > 0 for all i 6= j such that
P(Y = 1 j x j ) � P(Y = 1 j x i ) and (ii) if there are ties in Eq. 3.5, the individual
chooses to move to the set of featuresx j with the highest P(Y = 1 j x j ). Moreover,
we will say that the cost satis�esoutcome monotonicity [92, 93], if improving an

3The cost c(x i ; x k ) for each pair of feature values can be non symmetric and, in practice, may
be given by a parameterized function. We assume these costs are known to the decision maker,
similarly to previous work in the strategic machine learning literature [85, 92, 93, 95, 96, 103, 156].
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individual's outcome requires increasing amount of e�ort, that is,

P(Y = 1 j x i ) < P (Y = 1 j x j ) < P (Y = 1 j x k) ,

[c(x i ; x j ) < c(x i ; x k)] ^ [c(x j ; x k) < c(x i ; x k)] ; (3.6)

and worsening an individual's outcome requires no e�ort, that is,P(Y = 1 j x i ) >
P(Y = 1 j x j ) , c(x i ; x j ) = 0.

At a population level, this best-response results into a transportation of mass
between the original distribution and the induced distribution, that is, fromP(X )
to P(X ; � ), as exempli�ed by Fig. 3.1. In particular, we can readily derive an
analytical expression for the induced feature distribution in terms of the original
feature distribution:

P(x j ; � ) =
X

i 2 [m]

P(x i )1

"

x j = argmax
k2 [m]

f b(x k) � c(x i ; x k)g

#

: (3.7)

Note that the transportation of mass between the original and the induced feature
distribution has a natural interpretation in terms of optimal transport theory [167].
More speci�cally, the probability values of the induced feature distribution are given
by P(x j ; � ) =

P
i 2 [m] f i;j , where f i;j denotes the 
ow betweenP(x i ) and P(x j j� )

and it is the solution to the following optimal transport problem:

maximize
f f i;j g

X

i;j 2 [m]� [m]

f i;j [b(x j ) � c(x i ; x j )]

subject to f i;j � 0 8i; j and
X

j 2 [m]

f i;j = P(x i ):

Finally, we can combine Eqs. 3.2, 3.4, 3.5 and 3.7, and rewrite our goal as follows:

� � = argmax
�

(
X

i;j 2 [m]� [m]

(P (Y = 1 j x j ) � 
 ) � (x j )

�

 

P(x i )1

"

x j = argmax
k2 [m]

f b(x k) � c(x i ; x k)g

#!)

; (3.8)

where note that, by de�nition, 0 � � (x j ) � 1 for all j , the optimal policy � � may not
be unique and, in practice, the distributionP(X ) and the conditional distribution
P(Y j X ) may be approximated using models trained on historical data (see remarks
on gaming in Section 3.1.1).

Unfortunately, the following Theorem tells us that, in general, we cannot expect
to �nd the optimal policy that maximizes utility in polynomial time using a novel
reduction of the Boolean satis�ability (SAT) problem [168]):4

Theorem 3.1.1. The problem of �nding the optimal decision policy� � that maxi-
mizes utility in a strategic setting is NP-hard.

4All proofs for Section 3.1 can be found in Appendix A.1.
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The above result readily implies that, in contrast with the non strategic set-
ting, where there is no distribution shift, optimal decision policies are not always
deterministic threshold rules [48, 169], that is,

� � (D = 1 j x ) =

(
1 if P(Y = 1 j x ) � 


0 otherwise.
(3.9)

In addition, in a strategic setting, there are many instances in which optimal deci-
sion policies are not deterministic [88], even under outcome monotonic costs. For
example, assumex 2 f 1; 2; 3g with 
 = 0:1,

P(x ) = 0 :11[x = 1] + 0 :41[x = 2] + 0 :51[x = 3] ;

P(Y = 1 j x ) = 1 :01[x = 1] + 0 :71[x = 2] + 0 :41[x = 3] ; and

c(x i ; x j ) =

2

4
0:0 0:0 0:0
0:3 0:0 0:0
1:2 0:3 0:0

3

5 :

In the non-strategic setting, the optimal policy is clearly� � (D = 1 j X = 1) = 1,
� � (D = 1 j X = 2) = 1 and � � (D = 1 j X = 3) = 1. However, in the strategic
setting, a brute force search reveals that the optimal policy is stochastic, and it is
given by � � (D = 1 j X = 1) = 1, � � (D = 1 j X = 2) = 0 :7 and � � (D = 1 j X =
3) = 0, inducing a transportation of mass fromP(X = 3) to P(X = 2; � ) and from
P(X = 2) to P(X = 1; � ). Moreover, note that the optimal policy in the strategic
setting achieves higher utility than its counterpart in the non-strategic setting.

3.1.3 Outcome monotonic costs

In this section, we show that, if the cost individuals pay to change features satis�es
outcome monotonicity, as de�ned in Eq. 3.6, we can narrow down the search for
the optimal policy to a particular family of decision policies with a set of desirable
properties. Here, without loss of generality, we will index the feature values in
decreasing order with respect to their corresponding outcome, that is,i < j )
P(Y = 1 j x i ) � P(Y = 1 j x j ).

Given any instance of the utility maximization problem, as de�ned in Eq. 3.4, it
is easy to show that the optimal policy will always decide positively about the fea-
ture value with the highest outcome5, that is, � � (x 1) = 1, and negatively about the
feature values with outcome lower than
 , that is, P(Y = 1 j x i ) < 
 ) � � (x i ) = 0.
However, if the cost individuals pay to change features satis�es outcome mono-
tonicity, we can further characterize a particular family of decision policies that is
guaranteed to contain a policy that achieves the optimal utility. In particular, we
start by showing that there exists an optimal policy that is outcome monotonic.

Proposition 3.1.1. Let � � be an optimal policy that maximizes utility. If the cost
c(x i ; x j ) is outcome monotonic then there exists an outcome monotonic policy�
such thatu(�; 
 ) = u(� � ; 
 ).

In the above, note that, given an individual with an initial set of features
x i , an outcome monotonic policy always induces a best-responsex j such that

5As long asP(Y = 1 j x 1) > 
 .
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P(Y = 1 j x j ) � P(Y = 1 j x i ). Otherwise, a contradiction would occur since, by
assumption, it would hold that � (x i ) � � (x j ) and � (x j ) � � (x j ) � c(x i ; x j ). Next,
we consider additive costs (i.e., c(x i ; x j ) + c(x j ; x k) = c(x i ; x k)), and afterwards
move on to subadditive costs (i.e., c(x i ; x j ) + c(x j ; x k) � c(x i ; x k)).

Additive costs. If the cost is additive, we �rst show that we can narrow down the
search for the optimal policy to the policies� that satisfy that

� (x i ) = � (x i � 1) _ � (x i ) = max(0 ; � (x i � 1) � c(x i ; x i � 1)) (3.10)

for all i > 1 such that P(Y = 1 j x i ) > 
 . In the remainder, we refer to any policy
with this property as an outcome monotonic binary policy. More formally, we have
the following theorem.

Theorem 3.1.2. Let � � be an optimal policy that maximizes utility. If the cost
c(x i ; x j ) is additive and outcome monotonic then there exists an outcome monotonic
binary policy � such thatu(�; 
 ) = u(� � ; 
 ).

Moreover, we can further characterize the best-responses of individuals under
outcome monotonic binary policies and additive costs.

Proposition 3.1.2. Let � be an outcome monotonic binary policy,c(x i ; x j ) be an
additive and outcome monotonic cost,x i be an individual's initial set of features, and
de�ne j = max f k : k � i ^ (� (x k) = 1 _ � (x k) = � (x k� 1))g. If P(Y = 1 j x i ) > 
 ,
the individual's best-response isx j and, if P(Y = 1 j x i ) � 
 , the individual's best-
response isx j if � (x j ) � c(x i ; x j ) and x i otherwise.

This proposition readily implies that P(x i ; � ) = 0 for all x i such that � (x i ) 6=
� (x i � 1) with � (x i ) > 0. Therefore, it lets us think of the feature valuesx i with
� (x i ) = � (x i � 1) as blocking states and those with� (x i ) 6= � (x i � 1) as non-blocking
states. Moreover, the above results facilitate the development of a highly e�ective
heuristic search algorithm based on dynamic programming to �nd close to optimal
(outcome monotonic binary) policies in polynomial time.

Algorithm 1 summarizes the dynamic programming algorithm and Fig. 3.2 helps
visualize the entire procedure. The main idea is to recursively create a set of decision
subpoliciesf � i;j (x k)g wherei; j = 1; : : : ; m with j < i , k = j; : : : ; m , which we later
use to build the entire decision policy� . At a high level, a subpolicy� i;j is de�ned
for all feature valuesx k \on the right" of x j , and it has the form of a \staircase"
(i.e., no blocking feature values) betweenx j and x i (refer to Figs. 3.2(b, c, d) for
visualized examples of subpolicies). Depending on the structure of the costs and
feature and label distributions, the algorithm may need to perform several rounds
and, in each round, create a new set of decision subpolicies, which are used to set
only some values of the decision policy.

In each round, we proceed in decreasing order ofi and j (lines 5{6) until the
feature value indexs, which is computed in the previous round (line 26) and marks
that the computation of policy values for indexes 1; : : : ; s � 1 is �nalized. For each
subpolicy � i;j : (i) we �x � i;j (x j ) = � 2;1(x s), � i;j (x k) = � (x k� 1) � c(x k ; x k� 1) for
all j < k < i and � i;j (x k) = 0 for all k such that P(Y = 1 j x k) � 
 (line 4);
(ii) we decide whether toblock or not to block the feature valuex i , that is, set
� i;j (x i ) to either � i;j (x i � 1) or � i;j (x i � 1) � c(x i ; x i � 1), based on previously computed
subpolicies within the round (line 12); and, (iii) after we decide whether to block the
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Algorithm 1: DynamicProgramming : It searches for the decision pol-
icy that maximizes utility under additive and outcome monotonic costs.

input : number of feature valuesm, constant 
 , distributions P(X ) and
P(Y j X ), and cost function c(�; �)

output : policy � and associated utility u(�; 
 )
1 f � i;j g  initialize subpolicies ()
2 s  1 // Initialize the round's starting index
3 repeat
4 r; f � i;j g; F  compute base subpolicies (c; P(X ); P(Y j X ); � 2;1(x s))
5 for i  r � 1 to s + 1 do
6 for j  i � 1 to s do
7 if c(x i � 1; x j ) > � 2;1(x s) then
8 continue // Skip this subpolicy as invalid

9 �  c(x i � 1; x j )
10 G  (P(Y = 1 j x j ) � 
 )

P
k : j � k<i P(x k ) // Utility gained by

the population with indices j; : : : ; i � 1
11 � 0; F 0; v0  lower (� i +1 ;i ; F (i + 1 ; i ); � )
12 if F (i + 1 ; j ) � F 0+ G and c(x i ; x j ) � � 2;1(x s) then
13 � i;j (x i )  � i;j (x i � 1) � c(x i ; x i � 1) // Set x i as a

non-blocking feature value
14 F (i; j )  F (i + 1 ; j )
15 for l  i + 1 to m do
16 � i;j (x l )  � i +1 ;j (x l ) // Set subpolicy values based on

the previously computed subpolicy

17 V(i; j )  V (i + 1 ; j )

18 else
19 � i;j (x i )  � i;j (x i � 1) // Set x i as a blocking feature value
20 F (i; j )  F 0+ G
21 for l  i + 1 to m do
22 � i;j (x l )  � 0(x l ) // Set subpolicy values based on the

lowered subpolicy

23 V(i; j )  v0

24 for l  s to V (s + 1 ; s) do
25 � (x l )  � s+1 ;s(x l ) // Set policy values that will not be

revisited

26 s  V (s + 1 ; s) // Set next round's starting index
27 until V (s + 1 ; s) = m
28 return �; u (�; 
 )

feature valuex i or not, we set the remaining policy values (with indexesi +1; : : : ; m)
by appendingthe best of these previously computed subpolicies in terms of overall
utility (lines 16 and 22). Here, note that there is a set of base subpolicies, those with
i = r where r = maxf k : P(Y = 1 j x k) > 
 g and 1� c(x i � 1; x j ) � 0, which can
be computed directly, without recursion (line 4). Intuitively, these correspond to a
\staircase" form (see Fig. 3.2(b)), where we only need to decide whether to block
or not the \rightmost" feature value, depending on which option gives the greatest
utility. Moreover, if we decide to blockx i in a subpolicy � i;j , we need to lower the
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(a) Optimal policy
� � (x )

(b) Subpolicy
� 5;3(x )

(c) Subpolicy
� 4;2(x )

(d) Subpolicy
� 2;1(x )

Figure 3.2: Optimal policy and subpolicies after Algorithm 1 performs
its �rst round. Panel (a) shows the optimal policy� � (x ), which contains blocking
states inx 3 and x 5. Panel (b) shows the subpolicy� 5;3(x ), which is a base subpolicy
that can be computed without recursion. Panel (c) shows the subpolicy� 4;2(x ),
which contains a blocking state inx 4 and uses a lowered version of the subpolicy
� 5;4(x ) to set the feature valuex 5. Since� 4;2(x 4) � c(x 5; x 4) < 0, this value is set
equal to � 4;2(x 4). Panel (d) shows the subpolicy� 2;1(x ), which contains a blocking
state in x 3 and uses a lowered version of the subpolicy� 5;3(x ) to set the feature
valuesx 4 and x 5. Since in � 2;1(x ), the feature valuex 5 became negative and was
set as blocking, the algorithm will perform a second round, starting fromx 3, which
is the last blocking state before� = 4.

values of the previously computed subpolicies down (line 11) by� = c(x i � 1; x j )
before appending them so that� i;j (x i ) = � 2;1(x s) � c(x i � 1; x j ) eventually. However,
some of these values may become negative and are thus decided to be blocking states,
i.e., � 0(x k) = � i +1 ;i (x d) � � 8k : r � k > � where� = maxf l : � i +1 ;i (x l ) � � � 0g. If
during this procedure the lowered policy makes some individual change their best-
response, the policy values starting from the last blocking statev0 before� will be
revisited in another round (line 23). Figs. 3.2(c, d) show examples of subpolicies� i;j

where the lowering procedure is performed.

Within the algorithm, the function initialize subpolicies () initializes the
subpoliciesf � i;j g, computebase subpolicies (: : :) computesr = maxf k : P(Y =
1j x k) > 
 g, the base subpolicies and their utilities, andlower (: : :) computes a
policy � 0 with � 0(x k) = � i +1 ;i (x k) � � if that quantity is non-negative and � 0(x k) =
� i +1 ;i (x � ) � � otherwise, its corresponding utilityF 0, and calculates the indexv0 of
the last blocking state before� as described in the previous paragraph.

As mentioned above, the algorithm might need more than one round to termi-
nate. Since each round consists of one dynamic programming execution, an array
of utility values of all subpolicies needs to be computed, having a size ofO(m2),
considering that each state variablei; j takes values from the setf 1; 2; ::; mg. Given
an outcome monotonic binary policy� , according to Proposition 3.1.2, we can easily
characterize the best-response of each individual and it can be easily seen that the
overall utility u(�; 
 ) can be computed with a single pass over the feature values.
Therefore, computing each entry's value in the aforementioned array takesO(m)
time, leading to a total round complexity ofO(m3).

Now, consider the total number of rounds. It can be observed that a second
round is executed i� s 6= m at the end of the �rst one, implying that at least one
feature value was blocked since the value ofV(i; j ) might get altered only when
choosing to block a feature value because of thelower (: : :) operation. Therefore,
we can deduce that during each round ending withs 6= m, at least one feature
value gets blocked, leading to aO(m) bound on the total number of rounds. As a

31



consequence, the overall complexity of the algorithm isO(m4).

Subadditive costs. If the cost is subadditive, we can show that we need to instead
narrow down the search for the optimal policy to the policies� that satisfy

� (x i ) = � (x i � 1) _
_

j

� (x i ) = max(0 ; � (x i � 1) � c(x j ; x i � 1)) (3.11)

for all i > 1 such thatP(Y = 1 j x i ) > 
 and j = i; : : : k with k = maxf j : � (x i � 1) �
c(x j ; x i � 1) > 0g. More formally, we have the following proposition, which can be
easily shown using a similar reasoning as the one used in the proof of Theorem 3.1.2:

Proposition 3.1.3. Let � � be an optimal policy that maximizes utility. If the cost
c(x i ; x j ) is subadditive and outcome monotonic then there exists an outcome mono-
tonic policy � satisfying Eq. 3.11 such thatu(�; 
 ) = u(� � ; 
 ).

Similarly as in the case of additive costs, it is possible to characterize the best-
response of the individuals6 and adapt the above mentioned heuristic search algo-
rithm to �nd close to optimal (outcome monotonic binary) policies with subadditive
costs, however, the resulting algorithm is rather impractical due to its complexity
and therefore we omit the details.

Remarks on computational hardness. We conjecture that, even in the simplest
case of additive and outcome monotonic costs, the problem of �nding an optimal
policy � � remains NP-hard. The reason is that one can view the problem as a
version of the 0-1 knapsack or the traveling salesman with pro�ts [173] problems
where the pro�t of an item (node) is a function of the other items (nodes) present
in the knapsack (path). More speci�cally, one has to make a binary decision about
every feature valuex i , that is, to set it either as blocking or non-blocking. However,
from Eq. 3.8 and Proposition 3.1.2, it follows that the portion of utility gained by
deciding to block a single feature valuex i is a product that depends, not only on
� (x i ) and P(Y = 1 j x i ), but also on the policy values� (x j ) of all feature valuesx j

with j 6= i . Unfortunately, this additional structure makes any reduction from the
above classic NP-complete problems highly non-trivial. We leave this as an open
problem for future work.

3.1.4 General costs

In this section, we �rst show that, under no assumptions on the cost people pay
to change features, the optimal policy might not be outcome monotonic. Then, we
introduce an e�cient iterative algorithm that it is guaranteed to terminate and �nd
locally optimal decision policies.7 Finally, we propose a variation of the algorithm
that can signi�cantly reduce its running time when working with real data.

There may not exist an optimal policy that satis�es outcome monotonic-
ity under general costs. Our starting point is the toy example introduced at
the end of Section 3.1.2. Here, we just modify the cost individuals pay to change
features so that it violates outcome monotonicity of the costs. More speci�cally,

6In this case, each possible decision policy value blocks zero, one or more feature values.
7We refer to a policy � as locally optimal if there exists no � 0 6= � , di�ering in exactly one

feature value x i , such that u(� 0; 
 ) > u (�; 
 ).
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Algorithm 2: Iterative : It approximates the optimal decision policy
that maximizes utility under general costs.

input : number of feature valuesm, constant 
 , distributions P(X ) and
P(Y j X ), and cost function c(�; �)

output : policy � and associated utility u(�; 
 )
1 �  initialize policy ()
2 repeat
3 � old  �
4 for i  1 to m do
5 � (x i )  solve (i; �; c; P (X ); P(Y j X )) // Optimize the value of

� (x i ), keeping � (x j ) for j 6= i fixed

6 until u(�; 
 ) = u(� old; 
 )
7 return �; u (�; 
 )

assumex 2 f 1; 2; 3g with 
 = 0:1,

P(x ) = 0 :11[x = 1] + 0 :41[x = 2] + 0 :51[x = 3] ;

P(Y = 1 j x ) = 1 :01[x = 1] + 0 :71[x = 2] + 0 :41[x = 3] ; and

c(x i ; x j ) =

2

4
0:0 0:2 0:3
0:3 0:0 0:7
1:2 1:1 0:0

3

5

Now, in the strategic setting, it is easy to see that every policy given by� � (D =
1j X = 1) = 1, � � (D = 1 j X = 2) � 0:7 and � � (D = 1 j X = 3) = 1 is optimal
and induces a transportation of mass fromP(X = 2) to P(X = 1; � ). Therefore,
optimal policies are not necessarily outcome monotonic under general costs.

An iterative algorithm for general costs. Next, we introduce an e�cient it-
erative algorithm that is guaranteed to terminate and �nd locally optimal decision
policies. The iterative algorithm is based on the following key insight: �x the deci-
sion policy � (x ) for all feature valuesx = x k exceptx = x i . Then, Eq. 3.8 reduces
to searching overO(m) values for � (x i ).

Exploiting this insight, the iterative algorithm proceeds iteratively and, at each
each iteration, it optimizes the decision policy for each of the feature values while
�xing the decision policy for all other values. Algorithm 2 summarizes the over-
all procedure. Within the algorithm, initialize policy () initializes the decision
policy to � (x ) = 0 for all x , solve (: : :) �nds the best policy � (x i ) for x i given
� (x k) for all x k 6= x i , the cost functionc, and the distributions P(X ) and P(Y j X )
by searching overO(m) critical values, where the best-response of somex k might
change. In practice, we proceed over feature values in decreasing order with respect
to P(Y = 1 j x i ) because we have observed it improves performance. However, our
theoretical results do not depend on such ordering. In the following, we refer to
lines 2-7 of Algorithm 2 as oneiteration and line 5 as onestep.

Theoretical guarantees of the iterative algorithm. We start our theoretical
analysis with the following Proposition, which shows that our algorithm is guaran-
teed to terminate after a �nite number of steps:

Proposition 3.1.4. Algorithm 2 terminates after at mostm1+ 1
�u � 1 steps, where

�u is the greatest common denominator of all elements in the setA = f c(x i ; x j ) �
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c(x i ; x k) : x i ; x j ; x k 2 [m] � [m] � [m]g [ 1.8

Note that, at each step, our iterative algorithm leads to a policy� which is better
or equivalent to the policy computed in the previous step� 0, that is, u(�; 
 ) �
u(� 0; 
 ). This holds becausesolve (: : :) either returns a strictly better policy or
returns the given policy unchanged. Also, following from line 6 of Algorithm 2, the
algorithm terminates only if it performs a full iteration where all of itsm steps fail
to increase the policy's utility, that is, there exists no� 6= � old di�ering in exactly
one feature valuex i such that u(�; 
 ) > u (� old ; 
 ). As a direct consequence, we can
conclude that Algorithm 2converges to locally optimal decision policies.

Moreover, we can characterize the computational complexity of the algorithm as
follows. At each iteration, the algorithm callssolve m times and, within solve ,
there are O(m) candidate values for� (x i ) when � (x k) is �xed for all x k 6= x i ,
and they can all be evaluated inO(m2). Therefore, the iteration complexity of
Algorithm 2 is O(m3).

Speeding up the iterative algorithm in the presence of non-actionable
features. Here, we discuss a highly e�ective strategy to speed up the iterative
algorithm whenever some of the features are non-actionable, which is amenable to
parallelization. As an example, assume there is anAge Group feature which takes
values f < 30; 30 � 60; > 60g. Now, consider two individuals with initial feature
valuesx i ; x j such that x i;AgeGroup = < 30 andx j;AgeGroup = > 60. Since individuals
cannot change their age, it holds thatc(x i ; x j ) = c(x j ; x i ) = 1 . Let G be an
undirected graph where each nodevi represents a feature valuex i and there is an
edgeei;j between two nodesvi and vj i� c(x i ; x j ) � 1_ c(x j ; x i ) � 1. Then, if there
are non-actionable features, it is easy to see that the graphG may be composed
of several independent connected components. Assumevi and vj belong to two
di�erent connected components. Then, whatever value is picked for� (x i ), the best-
response of individuals with initial featuresx j will never be x i since� (x i ) � 1 )
� (x i ) � c(x j ; x i ) � 1 � c(x j ; x i ) < 0 � � (x j ) and therefore x j will always be a
better response. Similarly, the best-response of individuals with initial featuresx i

will never bex j independently of the value of� (x j ). As a consequence, we can �nd
the values of the optimal policy by running the iterative algorithm independently
on each independent component.

3.1.5 Experiments on synthetic data

In this section, we evaluate both our dynamic programming algorithm (Algorithm 1)
and our iterative algorithm (Algorithm 2) on outcome monotonic and general costs.
We �rst compare the utility achieved by the decision policies found by our algo-
rithms and those found by several competitive baselines. Then, we compare their
computational complexity both in terms of running time and number of rounds (or
iterations) to termination. 9

Performance evaluation. We compare the utility achieved by the decision policies
found by our algorithms and those found by several baselines. More speci�cally, we
consider

8The common denominator �u satis�es that a
�u 2 Z 8a 2 A [ f 1g. Such �u exists if and only if a

b
is rational 8a; b2 A.

9All experiments for Section 3.1 ran on a machine equipped with 48 Intel(R) Xeon(R) 3.00GHz
CPU cores and 1.2TB memory.
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(a) Outcome monotonic additive costs (b) General costs

Figure 3.3: Performance evaluation on synthetic data. Panels show the utility
obtained by several decision policies against the number of feature valuesm. Here,
note that the dynamic programming (DP) algorithm (Algorithm 1) only works with
outcome monotonic additive costs and thus only appears in Panel (a). In Panel (a),
we set� = 0:1 and, in Panel (b), we set� = 0:25. In both panels, we repeat each
experiment 100 times, and error bars indicate 95% con�dence intervals.

(i) Non-Strategic: the optimal deterministic threshold rule in a non-strategic set-
ting (see Eq. 3.9),

(ii) Threshold: the optimal deterministic threshold rule in a strategic setting,
found via bruteforce search over all deterministic threshold rules,

(iii) Bruteforce: the optimal (stochastic) decision policy in a strategic setting,
found via brute force search,

(iv) DP: the (stochastic) decision policy found by our dynamic programming al-
gorithm (Algorithm 1), which we can only run for instances with outcome
monotonic additive, and

(v) Iterative: the (stochastic) decision policy found by our iterative algorithm
(Algorithm 2).

Here, we consider unidimensional features withm discrete valuesx 2 [m] and
compute P(x = i ) = pi =

P
j pj , where pi is sampled from a Gaussian distribution

N (� = 0:5; � = 0:1) truncated from below at zero. Then, we sample the values
P(Y = 1 j x ) from a Uniform[0; 1] and set
 = 0:3.

For instances with outcome monotonic additive costs, we initially setc(x i ; x j ) =
0 8x i ; x j : P(Y = 1 j x j ) � P(Y = 1 j x i ). Then, we take m � 1 samples from
U[0; 1=� ] and assign them toc(x m ; x i ) 8i < m such that c(x m ; x i ) > c(x m ; x j ) 8i <
j and � 2 (0; 1]. Finally, we set the remaining valuesc(x i ; x j ), in decreasing order
of i and j such that c(x i ; x j ) = c(x i � 1; x j ) � c(x i � 1; x i ). It is easy to observe that,
proceeding this way, individuals with feature valuesx i can move (on expectation)
to at most �m better states, that is, c(x i ; x j ) � 1 for all x i ; x j such that max(1; i �
�m ) � j < i . For instances with general costs, we sample the cost between feature
valuesc(x i ; x j ) from a Uniform[0; 1] for a fraction � of all pairs and setc(x i ; x j ) = 1
for the remaining pairs.

Fig. 3.3 summarizes the results for both outcome monotonic and general costs. In
both cases, we observe that the optimal decision policy in a non-strategic setting has
an underwhelming performance. For outcome monotonic additive costs, we observe
that the policies found using our dynamic programming algorithm and brute force
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(a) Running time
vs. # feature values

(b) # iterations
vs. # feature values

(c) # rounds
vs. # feature values

Figure 3.4: Running time analysis on synthetic data with outcome mono-
tonic and additive costs. Panel (a) shows the running time of the brute force
search, the threshold policy baseline, our iterative algorithm and our dynamic pro-
gramming algorithm. Panels (b) and (c) show the number of iterations and rounds
required by the iterative and dynamic programming algorithms until termination,
respectively, for di�erent � values. In Panel (a), we set� = 0:1. In all panels, we
repeat each experiment 100 times, and error bars indicate 95% con�dence intervals.

search closely match each other in terms of utility and they consistently outperform
the policies found by the iterative algorithm. For general costs, we �nd that our
iterative algorithm and the threshold policy baseline are the top performers. We
obtain qualitatively similar results under additional values of the parameter� and
alternative cost functions (refer to Appendix C.1).

Running time and number of iterations/rounds. To compare the running
time of all the aforementioned algorithms, we consider the same con�guration as in
the performance evaluation with outcome monotonic and additive costs. Fig. 3.4a
summarizes the results, which show several interesting insights. We �nd that brute
force search quickly becomes computationally intractable. Moreover, we observe
that the dynamic programming algorithm, is signi�cantly faster than the iterative
algorithm, making it the most e�cient of the proposed algorithms. Recall that the
complexity of one round in the dynamic programming algorithm and one iteration
in the iterative algorithm is O(m3). The results show that, although in theory, the
dynamic programming algorithm needsO(m) rounds to terminate, in practice, it
rarely needs more than two rounds. This is in contrast with the iterative algorithm
which might need a larger number of iterations to converge, especially for large values
of m. Overall, the above results let us conclude that, under outcome monotonic
additive costs, the dynamic programming algorithm is a highly e�ective and e�cient
heuristic.

3.1.6 Experiments on real data

In this section, we evaluate our iterative algorithm using real credit card data.
Since in our experiments, the cost individuals pay to change features is not always
monotonic, we only experiment with our iterative algorithm.

Experimental setup. We use the publicly availablecredit dataset [174], which
contains information about a bank's credit card payo�s.10 For each accepted credit
card holder, the respective dataset contains various demographic characteristics and

10We used a preprocessed version of the credit dataset by Ustun et al. [108].
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�nancial status indicators which serve as featuresX and the current credit payo�
status which serves as labelY. Among the features, we distinguish both numerical
and discrete-valued features as well as actionable (e.g., most recent bill amount) and
non-actionable (e.g., age group) features [108]. Refer to Appendix B.1.1 for more
details on the speci�c features we used.

To approximate the conditional distribution P(Y j X ), we �rst cluster the credit
card holders intok groups based on the original numerical features usingk-means
clustering11 and then, for each credit card holder, we replace their initial numerical
features with the respective identi�er of the cluster they belong to, represented
using a one-hot encoding. After this preprocessing step, the discrete feature values
x i consist of all possible value combinations of discrete non-actionable features and
cluster identi�ers. Then, we train four types of classi�ers (multi-layer perceptron,
support vector machine, logistic regression, decision tree) usingscikit-learn [176]
with default parameters. Finally, we choose the pair of classi�er type and number
of clusters k that maximizes accuracy, estimated using 5-fold cross validation, to
approximate the values ofP(Y j X ).12

To set the cost functionc(x i ; x j ) values, we use themaximum percentile shift[108].
More speci�cally, let L be the set of actionable (numerical) features and�L be the set
of non-actionable (discrete-valued) features. Then, for each pair of feature values,
we set the cost functionc(x i ; x j ) to:

c(x i ; x j ) =

(
� � maxl2L jql (x j;l ) � ql (x i;l )j if x i;l = x j;l 8l 2 �L

1 otherwise;
(3.12)

wherex j;l is the value of thel-th feature for the feature valuex j , ql (�) is the CDF
of the numerical featurel 2 L and � � 1 is a scaling factor which controls the
di�culty of changing features. As an exception, we always set the costc(x i ; x j )
between two feature values to1 if ql (x j;l ) < q l (x i;l ) for l 2 f Total overdue counts,
Total months overdueg, not allowing the history of overdue payments to be erased.

Finally, we set the parameter
 to the 50-th percentile of all the individuals'
P(Y = 1 j x ), such that 50% of the population is accepted by the optimal thresh-
old policy in the non strategic setting, and we compare the performance of the
decision policies found by our iterative algorithm (Iterative) with two baselines: (i)
Non-Strategic, the optimal deterministic threshold rule in a non-strategic setting
(Eq. 3.9), and (ii) Threshold, the optimal deterministic threshold rule in a strategic
setting found via bruteforce search over all deterministic threshold rules. Refer to
Appendix B.1.2 for further details on the experimental setup.

Results. We �rst look into the transportation of mass induced by the decision
policy found by our iterative algorithm for di�erent � values in Fig. 3.5. We observe
that, as the cost of changing features increases, there is a higher transportation of
mass towards feature values with the highest outcomesP(Y = 1 j x ). Moreover,

11One could use alternatives approaches to partition a feature space into a discrete set of regions
(e.g., such that a classi�er is calibrated on each region [175]). However, our goal is not to advance
the state of the art in calibration or clustering algorithms and, therefore, we resort to k-means
clustering for simplicity.

12The best pair of classi�er type and number of clustersk achieved an accuracy equal to 80:49%.
We trained the same four types of classi�ers on the raw (non-discretized) features, achieving
a maximum accuracy equal to 80:59%, indicating that, in the given dataset, the discretization
procedure causes negligible losses in terms of predictive accuracy.
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(a) Non-strategic setting (b) Strategic setting, � = 10

(c) Strategic setting, � = 3 :3 (d) Strategic setting, � = 1

Figure 3.5: Transportation of mass in the credit dataset as induced by the
policies found via the iterative algorithm (Algorithm 2). For each individual
in the population, we record their outcomeP(Y = 1 j x ) before the best-response
(Initial P(Y = 1 j x )) and after the best-response (FinalP(Y = 1 j x )). Panel (a)
shows the transportation of mass in the non-strategic setting, while panels (b-d)
show the transportation of mass for several values of� , which controls the di�culty
of changing features. In each panel, the color illustrates the percentage of individuals
with the corresponding initial and �nal P(Y = 1 j x ) values. The overlayed boxes
indicate the percentage of the population that receives a positive decision, that is,
the sum

P
x � (x 0)P(x ), where x 0 is the best-response of the individuals with an

initial feature value x .

whenever individuals can arbitrarily change actionable features (i.e., � = 1), the
best-response of individuals is either feature values with the highest outcomes or
their initial features if their recourse may be limited due to non-actionable features
(e.g., history of overdue payments). Finally, we observe that the decision policies
found by our algorithm consistently lead to a higher number of individuals receiving
a positive decision in comparison to the non-strategic setting, accross all� values.

Next, we compare the utility of the decision policy found by our iterative algo-
rithm and the policies found by the baselines. Here, we do not compare with the
optimal (stochastic) decision policy because brute force search does not scale to the
size of the dataset. Figs. 3.6a and 3.6b summarize the results for several values of
the cost scaling factor� , which show that the decision policy found by the iterative
algorithm outperforms the baselines and, as the cost of changing features becomes
smaller (i.e., � decreases), the utility value increases. Moreover, we observe that the
decision policy given by the iterative algorithm achieves a signi�cant relative gain
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(a) Utility vs. 1 =� (b) Relative utility gain vs. 1 =�

(c) Running time vs. 1=� (d) # components vs. 1=�

Figure 3.6: E�ectiveness and e�ciency of the proposed algorithms. Panel
(a) shows the utility achieved by three types of decision policies in the credit dataset,
against the value of the parameter� , which controls how di�cult it is for the indi-
viduals to change their features. Panel (b) shows the relative gain in utility achieved
by the policy found via our iterative algorithm (� I ) in comparison with the policy
found via the threshold baseline (� T ), against the value of the parameter� . Panel
(c) shows the running time of the threshold baseline algorithm and our iterative
algorithm, with and without the speed-up discussed in Section 3.1.4. Panel (d)
shows the number of connected components in the graphG. In all panels, we repeat
each experiment 100 times, and error bars indicate 95% con�dence intervals. Note
that, whenever we implement the iterative algorithm with the speed-up, we solve
the subproblems corresponding to independent components sequentially, however,
the procedure is amenable to parallelization.

in utility compared to the one given by the threshold baseline, especially when the
individuals' ability to change their features is limited (i.e., the cost scaling factor
� is large). We obtain qualitatively similar results under additional values of the
parameter 
 and one alternative cost function (refer to Appendix C.2).

Further, we compare the running time of the threshold baseline and the iterative
algorithm with and without the speed-up that exploits the presence of non-actionable
features, described in Section 3.1.4. Figs. 3.6c, 3.6d summarize the results. We
observe that, whenever the cost to change features is high, there exist many inde-
pendent connected components and the speed up provides a signi�cant advantage.
In those cases, the iterative algorithm with the speed-up performs faster than the
threshold baseline while the running time of the two algorithms remains comparable,
even when the cost to change features is low.

To conclude, we investigate to what extent the utilities of the decision policies
found by our iterative algorithm and the threshold baseline are a�ected by (i) a
misspeci�cation of the conditional probabilitiesP(Y = 1 j x ) and the cost values
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(a) Utility vs. � under
misspeci�ed P(Y = 1 j x )

(b) Utility vs. � under
misspeci�ed c(x i ; x j )

Figure 3.7: Sensitivity of the proposed algorithms to misspeci�cations.
Panel (a) shows the utility achieved by three types of decision policies in the credit
dataset against the amount of noise in the estimation of the conditional probabilities
P(Y = 1 j x ). Panel (b) shows the utility achieved by the same three types of decision
policies in the credit dataset against the amount of noise in the estimation of the cost
valuesc(x i ; x j ). In both panels, we set� = 3:3 and the horizontal axis shows the
value of the parameter� , which controls the level of noise (or misspeci�cation). We
repeat each experiment 100 times, and error bars indicate 95% con�dence intervals.

c(x i ; x j ), for example, due to imperfect estimations, and (ii) violations of our as-
sumption of no unobserved confounding.

Regarding the misspeci�cation ofP(Y = 1 j x ), let � P and � c be the standard
deviations of the valuesf P(Y = 1 j x l )g for l 2 f 1; : : : ; mgg and f c(x i ; x j )g for i; j 2
[m] � [m] such that c(x i ; x j ) 6= 1 , respectively. To model the case of misspeci�ed
P(Y = 1 j x ) values, for each feature valuex , we provide as input to the two
algorithms a distorted value ~P(Y = 1 j x ) = P(Y = 1 j x ) + � , where � is a random
noise sampled from a Gaussian distribution with mean 0 and standard deviation
� � � P and � 2 (0; 1) controls the level of misspeci�cation. Then, we truncate the
values ~P(Y = 1 j x ) at 0 and 1, to make sure they are valid probabilities. For the
case of misspeci�ed cost values, we follow a similar approach where, we introduce
an additive noise term � to each cost valuec(x i ; x j ), sampled from a Gaussian
distribution with mean 0 and standard deviation � � � c, truncating the distorted
values ~c(x i ; x j ) at 0. Fig. 3.7 summarizes the results for several values of the scaling
factor � . We observe that, in both cases, the utility of the decision policy found
by our iterative algorithm drops as the values of~P(Y = 1 j x ) and ~c(x i ; x j ) become
more distorted. However, unless the level of misspeci�cation is exceptionally high,
our algorithm's decision policy outperforms both the policy given by the threshold
baseline and the optimal policy in the non-strategic setting.

Regarding violations of the assumption of no unobserved confounding, we refrain
from making domain-speci�c causal modeling assumptions, and we focus on a general
model of confounding that allows us to control the balance between gaming and
improvement whenever individuals change their features from a valuex to a value
x 0. More speci�cally, whenever individuals change their features fromx to x 0, we
assume that their labelsY are sampled from aconfoundedconditional distribution
PV (Y j x ! x 0) with

PV (Y = 1 j x ! x 0) = Vx ;x 0 � P(Y = 1 j x 0) + (1 � Vx ;x 0) � P(Y = 1 j x );
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(a) Probability of Y = 1 after
a change fromx to x 0

(b) Utility vs. �

Figure 3.8: Sensitivity of the proposed algorithms to unobserved confound-
ing. Panel (a) shows the probability density function of theconfoundedconditional
probability PV (Y = 1 j x ! x 0) for di�erent levels of unobserved confounding where,
to facilitate visibility, we scale all probability density functions to have the same
maximum value. Panel (b) shows the utility achieved by three types of decision
policies in the credit dataset against the level of unobserved confounding, where we
set � = 3:3 and repeat each experiment 100 times, with error bars indicating 95%
con�dence intervals.

where Vx ;x 0 � Beta(� (� ); � (� )) and � 2 [0; 1] is a parameter controlling the level
of confounding. Fig. 3.8a shows the probability density ofPV (Y = 1 j x ! x 0) for
di�erent � values. As� ! 0, the distribution of PV (Y = 1 j x ! x 0) is more concen-
trated towards P(Y = 1 j x 0) and thus our assumption of no observed confounding
becomes (approximately) valid. As� ! 1, the distribution of PV (Y = 1 j x ! x 0)
is more concentrated towardsP(Y = 1 j x ) and feature changes do not modify an
individual's outcome, matching the setting studied by early work on strategic clas-
si�cation [85, 92, 93]. Refer to Appendix B.1.3 for more details about the speci�c
functional form we used to de�ne� (� ) and � (� ). Fig. 3.8b shows the utility of the
decision policy found by our iterative algorithm and the policies found by the base-
lines for di�erent � values. As one may have expected, we observed that, as the level
of unobserved confounding increases, the utility of the decision policy found by our
iterative algorithm drops. However, unless the observed feature changes correspond
almost always to gaming (i.e.; � � 1), the decision policy given by the iterative
algorithm maintains its competitive advantage in comparison to the policy given by
the threshold baseline and the optimal policy in the non-strategic setting.

3.2 Decision making under partial transparency

Although the model described in the previous section is general enough to apply
to various real-life scenarios, decision makers may be reluctant to reveal their entire
policy to the public due to reasons such as trade secrets [111]. In practice, however,
decision makers who use predictive models to make decisions are not required to
publish their full policies. Instead, they have to provide explanations to individuals
regarding the decisions they receive|for instance, there already exists a legal re-
quirement in the European Union to grant individuals, subject to (semi)-automated
decision making, the right-to-explanation [177, 178]. Consider a bank that denies a
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loan to an applicant based on a predictive model's estimate of the likelihood that
the applicant repays the loan. The bank can meet the requirement for providing
explanations by indicating which features the applicant needs to change and by how
much (e.g., increase their income by$5,000) to improve their �nancial situation and
become eligible for a loan.

In response to increasing calls for transparency in the use of machine learning
models in high-stakes decision making, there has been a surge in work on explainable
machine learning [104{109, 179, 180], with particular emphasis oncounterfactual
explanations [107{109, 180]. Given a negatively classi�ed data point, these expla-
nations explain that individual prediction by identifying an alternative data point
that, although classi�ed positively, di�ers minimally in the feature space from the
negatively classi�ed one. However, these works do not distinguish between decisions
and predictions. Consequently, they cannot be readily used to provide explanations
for decisions taken by a decision maker (informed by a predictive model), which is
ultimately what individuals who are subject to (semi)-automated decision making
typically care about.

Similarly to the previous section, we build upon a recent line of work that explic-
itly distinguishes between predictions and decisions [48{50, 169, 181] and introduce
methods to �nd counterfactual explanations for decisions made by a decision maker
informed by a data-driven predictive model. These explanations serve as actionable
recommendations that help individuals understand what they would have to change
to receive a bene�cial decision, rather than a positive prediction. In this context, we
highlight that individuals may use the information gained through the explanations
they receive to invest e�ort strategically and maximize their chances of receiving a
bene�cial decision, an aspect overlooked in previous work on explainable machine
learning. Then, similarly to the previous section, we use that as an opportunity to
�nd decision policies and counterfactual explanations that maximize the utility of
the decision maker while incentivizing individuals to self-improve.

We extend the model introduced in Section 3.1 and cast the above problem
as a Stackelberg game in which the decision maker moves �rst and shares their
counterfactual explanations before individuals best-respond to these explanations
and invest e�ort to receive a bene�cial decision. Similarly as before, we assume that
the decision maker takes decisions based on low-dimensional feature vectors, so that
the decision policies are relatively easy to evaluate before implementation. Under
this problem formulation, we make the following contributions:

1. We show that, given a prede�ned policy, the problem of �nding the optimal
set of counterfactual explanations is NP-hard by using a novel reduction of
the Set Cover problem [168].

2. We show that the corresponding objective function is monotone and submod-
ular, and, as a direct consequence, it readily follows that a standard greedy
algorithm o�ers approximation guarantees [182].

3. Given a prede�ned set of counterfactual explanations, we show that the opti-
mal policy is deterministic and can be computed in polynomial time. Building
on this result, we can reduce the problem of jointly �nding both the optimal
policy and set of counterfactual explanations to maximizing a non-monotone
submodular function, a problem that can also be solved with approximation
guarantees [183].

42



4. We demonstrate that, by incorporating a matroid constraint into the problem
formulation, we can increase the diversity of the optimal set of counterfac-
tual explanations and incentivize individuals across the whole spectrum of the
population to self-improve.

Experiments using real lending and credit card data illustrate our theoretical
�ndings and show that the counterfactual explanations and decision policies found
by the above algorithms achieve higher utility than several competitive baselines.

3.2.1 A game-theoretic model of counterfactual explana-
tions

Here, we introduce a model that extends the one introduced in Section 3.1 to cap-
ture the ability of a decision maker to provide counterfactual explanations instead
of publishing their entire policy. An individual with a feature vectorx 2 f 1; : : : ; ngd

has a (stochastic) labelY 2 f 0; 1g and a decisionD 2 f 0; 1g controls whether the
corresponding label is realized. For example, in university admissions, the decision
speci�es whether a student is admitted (D = 1) or rejected (D = 0), the label
indicates whether the student completes the program (Y = 1) or drops out (Y = 0)
upon acceptance, and the feature vectorx may include their GRE scores, under-
graduate GPA percentile, or research experience. Going forward, we will denote the
set of feature values asX = f x 1; x 2; : : : ; x mg, wherem = nd and assume that the
number of featuresd is small, as discussed previously.

Each decision is sampled from a decision policyD � � (D j x ), where, for brevity,
we will write � (x ) = � (D = 1 j x ). For each individual, the labelY is sampled from
a conditional probability distribution P(Y j X ) and, without loss of generality, we
index the feature values in decreasing order with respect to their corresponding
outcome, that is, i < j ) P(Y = 1 j x i ) � P(Y = 1 j x j ).

Similarly as in Section 3.1, we adopt a Stackelberg game-theoretic formulation
in which each individual with initial feature value x i receives a counterfactual ex-
planation from the decision maker by means of a feature valuee(x i ) 2 A before
they (best-)respond, whereA � P � is a set of counterfactual explanations and
P� = f x 2 X : � (x ) = 1 g.13 This formulation �ts a variety of real-world ap-
plications. For example, insurance companies often provide online car insurance
simulators that, on the basis of a customer's initial feature valuex i , let the cus-
tomer know whether they are eligible for a particular deal. In case the customer
does not qualify, the simulator could provide a counterfactual explanatione(x i ) un-
der which the individual is guaranteed to be eligible. In the remainder, for each
individual with initial feature value x i , we assume they do not know anything about
the other counterfactual explanationsAne(x i ) other individuals may receive nor the
decision policy� (x ).

Now, let c(x ; e(x i )) be the cost an individual pays for changing fromx i to e(x i )
and b(x ) = ED � � (D j x ) [D ] be the (immediate) bene�t they obtain from a policy � ,
which is equal to the probability that the individual receives a positive decision.
Then, each individual's best-response is to change from their initial feature valuex i

to e(x i ) i� the gained bene�t they would obtain outweighs the cost they would pay

13In practice, individuals with initial feature values x i such that � (x ) = 1 may not receive any
explanation since they are guaranteed to receive a positive decision.
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for changing features, that is,

e(x i ) 2 R (x i ) = f x j 2 X : b(x j ) � c(x i ; x j ) � b(x i )g;

and it is to keep their initial feature valuex i otherwise. Here, we will refer toR(x i )
as the region of adaptation. Then, at a population level, the above best-response
results into a transportation of mass between the original feature distributionP(X )
and a new feature distributionP(X ; �; A ) induced by the policy � and the set of
counterfactual explanationsA . More speci�cally, we can readily derive an analyt-
ical expression for the induced feature distribution in terms of the original feature
distribution, that is, for all x j 2 X ,

P(x j ; �; A ) = P(x j )1 [R(x j ) \ A = ; ] +
X

i 2 [m]

P(x i )1 [(e(x i ) = x j ^ x j 2 R (x i )] :

Similarly as in Section 3.1, we assume that there are no unobserved confounders
(i.e., P(Y j X ) does not change). Moreover, we assume that the decision maker
has access to (an estimation of) the original feature distributionP(X ), and aims
to maximize the (immediate) utility u(�; 
; A ), which is the expected overall pro�t
they obtain, that is,

u(�; 
; A ) = Ex � P (X ;�; A );Y � P (Y j X );D � � (X ) [Y � D � 
 � D ]

= EX � P (X ;�; A ) [� (X )(P(Y = 1 j X ) � 
 )] ;
(3.13)

where
 2 (0; 1) is a given constant re
ecting economic considerations of the decision
maker. For example, in university admissions, the term� (X )P(Y = 1 j X ) is
proportional to the expected number of students who are admitted and complete
the program, the term � (X )
 is proportional to the number of students who are
admitted, and 
 measures the cost of education in units of graduated students. As a
direct consequence, given a feature valuex i and a set of counterfactual explanations
A , we can conclude that, ifR (x i ) \A 6= ; , the decision maker will decide to provide
the counterfactual explanatione(x i ) that provides the largest utility gain under the
assumption that individuals best-respond, that is,

e(x i ) = argmax
x 2A\R (x i )

P(Y = 1 j x ) for all x i 2 X nP � such that R(x i ) \A 6= ; ; (3.14)

and, if R(x i ) \ A = ; , we arbitrarily assume thate(x i ) = argmin x 2A c(x i ; x ).14

Given the above preliminaries, our goal is to help the decision maker to �rst �nd
the optimal set of counterfactual explanationsA for a pre-de�ned policy in Sec-
tion 3.2.2 and then both the optimal policy� and set of counterfactual explanations
A in Section 3.2.3.

Remarks. Given an individual with initial feature value x , one may think that,
by providing the counterfactual explanatione(x ) 2 A \ R (x ) that gives the largest
utility gain, the decision maker is not acting in the individual's best interest but
rather sel�shly. This is because there may exist another counterfactual explana-
tion em (x ) 2 A \ R (x ) with lower cost for the individual, that is, c(x ; em (x )) �
c(x ; e(x )). In our work, we argue that the provided counterfactual explanations help

14Note that, if A \ R (x i ) = ; , the individual's best-response is to keep their initial feature value
x i and thus any choice of counterfactual explanatione(x i ) leads to the same utility.
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the individual to achieve a greater self-improvement and this is likely to result in a
superior long-term well-being. For example, consider a bank issuing credit cards who
wants to maintain credit for trustworthy customers and incentivize the more risky
ones to improve their �nancial status. In this case,e(x ) is the explanation that
maximally improves the �nancial status of the individual, making the repayment
more likely, but requires them to pay a larger (immediate) cost. In contrast,em (x )
is an alternate explanation that requires the individual to pay a smaller (immediate)
cost but, in comparison withe(x ), would result in a higher risk of default. In this
context, note that the individual would be \willing" to pay the cost of following ei-
ther e(x ) or em (x ) since both explanations lie within the region of adaptationR(x ).
Refer to Section 3.2.6 for an anecdotal real-world example ofe(x ) and em (x ).

3.2.2 Finding the optimal counterfactual explanations for a
policy

In this section, our goal is to �nd the optimal set of counterfactual explanationsA �

for a pre-de�ned policy � , that is,

A � = argmax
A�P � : jAj� k

u(�; 
; A ); (3.15)

where the cardinality constraint on the set of counterfactual explanations balances
the decision maker's obligation to be transparent with trade secrets [111]. More
speci�cally, note that, without this constraint, an adversary could reverse-engineer
the entire decision policy� (x ) by impersonating individuals with di�erent feature
values x [184]. As it will become clearer in the experimental evaluation in Sec-
tions 3.2.5 and 3.2.6, our results may persuade decision makers to be transparent
about their decision policies, something they are typically reluctant to be, despite
the increasing legal requirements, since we show that transparency increases the
utility of the policies.

Throughout this section, we assume that the aim of the decision maker who
picks the pre-de�ned policy is to maximize their utility and, therefore,� (x ) = 0
for all x 2 X such that P(Y = 1 j x ) < 
 . Moreover, we assume that the policy
is outcome monotonic (see Eq. 3.1). Outcome monotonicity just implies that the
higher an individual's outcomeP(Y = 1 j x ), the higher their chances of receiving a
positive decision� (x ).15

Unfortunately, using a novel reduction of the Set Cover problem [168], the follow-
ing theorem reveals that we cannot expect to �nd the optimal set of counterfactual
explanations in polynomial time:16

Theorem 3.2.1. The problem of �nding the optimal set of counterfactual explana-
tions that maximizes utility under a cardinality constraint is NP-Hard.

Even though Theorem 3.2.1 is a negative result, we will now show that the
objective function in Eq. 3.15 satis�es a set of desirable properties, speci�cally,
non-negativity, monotonicity and submodularity, which allow a standard greedy
algorithm to enjoy approximation guarantees at solving the problem. To this end,

15If the policy � is deterministic, our results also hold for non outcome monotonic policies.
16All proofs for Section 3.2 can be found in Appendix A.2.
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Algorithm 3: Standard greedy algorithm [182]
input : ground set of counterfactual explanationsP� , parameter k, and utility

function f
output : set of counterfactual explanationsA
A  ?
while jAj � k do

x �  argmaxx 2P � nA f f (A [ f x g) � f (A )g
A  A [ f x � g // Add the feature value x that maximizes the
marginal difference of f

return A

with a slight abuse of notation, we �rst express the objective function as a set
function f (A ) = u(�; 
; A ), which takes values over the ground set of counterfactual
explanationsP� . Then, we have the following proposition:

Proposition 3.2.1. The function f is non-negative, submodular and monotone.
Formally, all three of the following conditions are satis�ed:

1. f (A ) � 0 for all A � P � .

2. For all A ; B � P � : A � B and x 2 P � n B, it holds that f (A [ f x g) � f (A ) �
f (B [ f x g) � f (B).

3. For all A � P � and x 2 P � , it holds that f (A [ f x g) � f (A ).

The above result directly implies that the standard greedy algorithm [182] for
maximizing a non-negative, submodular and monotone function will �nd a solution
A to the problem such that f (A ) � (1 � 1=e)f (A � ), where A � is the optimal set of
counterfactual explanations. The algorithm starts from a solution setA = ; and it
iteratively adds to A the counterfactual explanationx 2 P � n A that provides the
maximum marginal di�erencef (A[f x g)� f (A ). Algorithm 3 provides a pseudocode
implementation of the algorithm.

Finally, note that the greedy algorithm computes the marginal di�erence off for
at most m elements per iteration and, following from the proof of Proposition 3.2.1,
the marginal di�erence f (A [ f x g) � f (A ) can be computed inO(m). Therefore,
it immediately follows that, in our problem, the greedy algorithm has an overall
complexity of O(km2).

3.2.3 Finding the optimal policy and counterfactual expla-
nations

In this section, our goal is to jointly �nd the optimal decision policy and set of
counterfactual explanationsA � , that is,

� � ; A � = argmax
(�; A ):A�P � ^jAj� k

u(�; 
; A ); (3.16)

where, similarly as in the previous section,k is the maximum number of counter-
factual explanations the decision maker is willing to provide to the population to
balance the right to explanation with trade secrets. By jointly optimizing both the
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Non-strategic policy Strategic policy

Figure 3.9: Jointly optimizing the decision policy and the counterfactual
explanations can o�er additional gains. The left panel shows the optimal
(deterministic) decision policy� in the non-strategic setting, as given by Eq. 3.18.
Here, there does not exist a set of counterfactual explanationsA 2 P � that increases
the utility of the policy. This happens because the area of adaption ofx 3 and x 4

does not include any feature value that receives a positive decision. The right panel
shows the decision policy and counterfactual explanations that are (jointly) optimal
in terms of utility, as given by Eq. 3.16. Here, the individuals with feature valuesx 1

and x 2 receivee(x 1) and e(x 2), respectively, as counterfactual explanations. Since
these explanations are within their areas of adaptationR(x 1) and R(x 2), they
change their initial feature values in order to receive a positive decision.

decision policy and the counterfactual explanations, we may obtain an additional
gain in terms of utility in comparison with just optimizing the set of counterfactual
explanations given the optimal decision policy in a non-strategic setting. For a vi-
sual illustration to understand the intuition behind this, refer to Fig. 3.9. Moreover,
as we will show in the experimental evaluation in Section 3.2.6, this additional gain
will be signi�cant.

Similarly as in Section 3.2.2, we cannot expect to �nd the optimal policy and set
of counterfactual explanations in polynomial time. More speci�cally, we have the
following negative result, which easily follows from Proposition 3.2.2 and slightly
extending the proof of Theorem 3.2.1:

Theorem 3.2.2. The problem of jointly �nding both the optimal policy and the set
of counterfactual explanations that maximize utility under a cardinality constraint
is NP-hard.

However, while the problem of �nding both the policy and the set of counterfac-
tual explanations appears signi�cantly more challenging than the problem of �nding
just the set of counterfactual explanations given a pre-de�ned policy (i.e., the prob-
lem given in Eq. 3.15), the following proposition shows that the problem is not
inherently harder. More speci�cally, for each possible set of counterfactual explana-
tions, it shows that the policy that maximizes the utility can be easily computed.

Proposition 3.2.2. Let Y = f x 2 X : P(Y = 1 j x ) � 
 g. Given a set of
counterfactual explanationsA � Y 17, the policy � �

A = argmax� :A�P �
u(�; 
; A ) is

17Note that, since the decision maker is rational, they will never provide an explanation that
contributes negatively to their utility.
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deterministic, can be found in polynomial time, and is given by

� �
A (x ) =

8
>><

>>:

1 if
�

f x 0 2 A : P(Y = 1 j x 0) > P (Y = 1 j x ) ^ c(x ; x 0) � 1g

= ; ^ x 2 Y
�

_ x 2 A

0 otherwise:

(3.17)

Intuitively, the optimal policy assigns � �
A (x ) = 1 if x is required to serve as a

counterfactual explanation (i.e., x 2 A ), or if all counterfactual explanations inA
are not within the region of adaptation ofx or adapting to them would not improve
the individual's outcome. Proposition 3.2.2 implies that, to set all the values of the
optimal decision policy, we only need to performO(km) comparisons. Moreover, it
reveals that, in contrast with the non strategic setting, the optimal policy given a
set of counterfactual explanations is not a deterministic threshold rule with a single
threshold [48, 169], that is,

� (x ) =

(
1 if P(Y = 1 j x ) � 


0 otherwise;
(3.18)

but rather a more conservative deterministic decision policy that does not depend
only on the outcomeP(Y = 1 j x ) and 
 but also on the cost individuals pay to
change features. Moreover, we can build upon the above result to prove that the
problem of �nding the optimal decision policy and set of counterfactual explanations
can be reduced to maximizing a non-monotone submodular function. To this aim,
let � �

A be the optimal policy induced by a given set of counterfactual explanations
A , as in Proposition 3.2.2, and de�ne the set functionh(A) = u(� �

A ; 
; A ) over the
ground setY. Then, we have the following proposition:

Proposition 3.2.3. The function h is non-negative, submodular and non-monotone.

Fortunately, there exist e�cient algorithms with global approximation guaran-
tees for maximizing a non-monotone submodular function under cardinality con-
straints. In our work, we use the randomized polynomial time algorithm by Buch-
binder et al. [183], which can �nd a solutionA such that h(A ) � (1=e)h(A � ), where
A � and � �

A � are the optimal set of counterfactual explanations and decision policy,
respectively (i.e., the solutions to the problem given by Eq. 3.16). The algorithm
is just a randomized variation of the standard greedy algorithm. It starts from a
solution setA = ; and it iteratively adds one counterfactual explanationx 2 YnA .
However, instead of greedily choosing the elementx that provides the maximum
marginal di�erence h(A [ f x g) � h(A ), it sorts all the candidate elements with
respect to their marginal di�erence and picks one at random among the topk.
Algorithm 4 provides a pseudocode implementation of the algorithm.

To enjoy a 1=e approximation guarantee, Algorithm 4 requires that there are
2k < m candidate feature values whose marginal contribution to any set is zero.
In our problem, this can be trivially satis�ed by adding 2k feature valuesx to X
such that P(Y = 1 j x ) = 
 , P(x ) = 0 and c(x ; x j ) = c(x j ; x ) = 2 8x j 2 X . If
the algorithm adds some of those counterfactual explanations to the setA , it is
easy to see that we can ignore them without causing any di�erence in utility or
best-responses.
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Algorithm 4: Randomized algorithm by Buchbinder et al. [183]
input : ground set of counterfactual explanationsY, parameter k, and utility

function h
output : set of counterfactual explanationsA
A  ?
while jAj � k do

B  get top k(Y; A ; h)
x � � B
A  A [ f x � g // Add a feature value x � sampled from the top-k in
terms of marginal increase of h

return A

Finally, note that, following from the proof of Proposition 3.2.3, the marginal
di�erence of h can be computed inO(m). Therefore, since the above randomized
algorithm has a complexity ofO(km), it readily follows that, in our problem, the
algorithm has an overall complexity ofO(km2).

3.2.4 Increasing the diversity of counterfactual explanations

In many cases, decision makers may like to ensure that individuals across the whole
spectrum of the population are incentivized to self-improve. For example, in a loan
scenario, the bank may use the age group as a feature to estimate the probability
that a customer repays the loan, however, it may like to deploy a decision policy
that incentivizes individuals across all age groups in order to improve the �nancial
situation of all. To this aim, the decision maker can increase the diversity of the
optimal set of counterfactual explanations by incorporating a matroid constraint
into the problem formulation, rather than a cardinality constraint.

Formally, consider disjoint setsX1; X2; : : : ;X l such that
S

i X i = X and integers
d1; d2; : : : ; dl such that k =

P
i di . Then, a partition matroid is the collection of sets

f S � 2X : jS \ X i j � di 8i 2 [l ]g. In the loan example, the decision maker could
search for a set of counterfactual explanationsA within a partition matroid where
each one of theX i 's corresponds to the feature values covered by each age group and
di = k=l 8i 2 [l ]. This way, the set of counterfactual explanationsA would include
explanations for every age group.

In this case, the decision maker could rely on a variety of polynomial time algo-
rithms with global guarantees for submodular function maximization under matroid
constraints, for example, the algorithm by Calinescu et al. [185].

3.2.5 Experiments on synthetic data

In this section, we evaluate Algorithms 3 and 4 using synthetic data and show
that the counterfactual explanations and decision policies found by our algorithms
achieve higher utility than several competitive baselines.18

Experimental setup. For simplicity, we consider feature valuesx 2 f 1; : : : ; mg
and P(x = i ) = pi =

P
j pj where pi is sampled from a Gaussian distribution

18All experiments for Section 3.2 ran on a machine equipped with 48 Intel(R) Xeon(R) 3.00GHz
CPU cores and 1.2TB memory.
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N (� = 0:5; � = 0:1) truncated from below at zero. We also sampleP(Y = 1 j x ) �
Uniform[0; 1], c(x i ; x j ) � Uniform[0; 1] for 50% of all pairs andc(x i ; x j ) = 2 for the
rest. Finally, we set
 = 0:3.

In our experiments, we compare the utility of the following decision policies and
counterfactual explanations:
| Black box: decisions are taken by the optimal decision policy in the non-strategic
setting, given by Eq. 3.18, and individuals do not receive any counterfactual expla-
nations.
| Minimum cost: decisions are taken by the optimal decision policy in the non-
strategic setting, given by Eq. 3.18, and individuals receive counterfactual expla-
nations of minimum cost with respect to their initial feature values, similarly as
in previous work [108, 109, 186]. More speci�cally, we cast the problem of �nding
the set of counterfactual explanations as the minimization of the weighted aver-
age cost individuals pay to change their feature values to the closest counterfactual
explanation, that is,

A mc = argmin
A�P � : jAj� k

X

x i 2X nP �

P(x i ) min
x j 2A

c(x i ; x j );

and realize that this problem is a version of the k-median problem, which we can
solve using a greedy heuristic [187].
| Diverse: decisions are taken by the optimal decision policy in the non-strategic
setting, given by Eq. 3.18, and individuals receive a set of diverse counterfactual
explanations of minimum cost with respect to their initial feature values, similarly
as in previous work [180, 188], that is,

A d = argmax
A�P � : jAj� k

X

x i 2X nP �

P(x i )1 [R(x i ) \ A 6= ; ] :

To solve the above problem, we realize it can be reduced to the weighted version
of the maximum coverage problem, which can be solved using a well-known greedy
approximation algorithm [189].
| Algorithm 3: decisions are taken by the optimal decision policy in the non-
strategic setting, given by Eq. 3.18, and individuals receive counterfactual explana-
tions given by Eq. 3.14, whereA is found using Algorithm 3.
| Algorithm 4: decisions are taken by the decision policy given by Eq. 3.17 and
individuals receive counterfactual explanations given by Eq. 3.14, whereA is found
using Algorithm 4.

Results. Figs. 3.10a, 3.10b show the utility achieved by each of the decision poli-
cies and counterfactual explanations for several numbers of feature valuesm and
counterfactual explanationsk. We �nd several interesting insights: (i) the counter-
factual explanations found by Algorithm 4 and the decision policies given by Eq. 3.17
beat all other alternatives by large margins across the whole spectrum, showing that
jointly optimizing the decision policy and the counterfactual explanations o�ers clear
additional gains; (ii) the counterfactual explanations found by Algorithms 3 and 4
provide higher utility gains as the number of feature values increases and thus the
search space of counterfactual explanations becomes larger; (iii) a small number of
counterfactual explanations is enough to provide signi�cant gains in terms of utility
with respect to the optimal decision policy without counterfactual explanations.
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(a) Utility vs.
# of feature values

(b) Utility vs.
# of explanations

(c) Individual cost vs.
# of explanations

Figure 3.10: Results on synthetic data. Panels (a) and (b) show the utility
achieved by six types of decision policies and counterfactual explanations against
the total number of feature valuesm and the number of counterfactual explanations
k, respectively. Panel (c) shows the average cost individuals had to pay to change
from their initial features to the feature value of the counterfactual explanation they
receive under the same �ve types of decision policies and counterfactual explanations.
In Panel (a), we setk = 0:1m and, in Panels (b) and (c), we setm = 200. In all
panels, we repeat each experiment 20 times, and error bars indicate 95% con�dence
intervals.

Fig. 3.10c shows the average cost individuals had to pay to change from their
initial features to the feature value of the counterfactual explanation they receive.
As one may have expected, the results show that, under the counterfactual expla-
nations of minimum cost (Minimum cost and Diverse), the individuals invest less
e�ort to change their initial features and the e�ort drops as the number of counter-
factual explanations increases. In contrast, our methods incentivize the individuals
to achieve the highest self-improvement, particularly when we jointly optimize the
decision policy and the counterfactual explanations.

3.2.6 Experiments on real data

In this section, we evaluate the utility achieved by Algorithms 3 and 4 using real loan
and credit card data, comparing them with the same baselines as before. Moreover,
we experiment with a modi�ed version of Algorithm 3, designed to increase the
diversity of counterfactual explanations, as described in Section 3.2.4.

Experimental setup. We experiment with two publicly available datasets: (i) the
lending dataset [190], which contains information about all accepted loan applica-
tions in LendingClub during the 2007-2018 period and (ii) thecredit dataset [174],
which contains information about a bank's credit card payo�s (i.e., the same dataset
as in Section 3.1.6). For each accepted loan applicant (or credit card holder), we use
various demographic information and �nancial status indicators as featuresX and
the current loan status (or credit payo� status) as labelY. Appendix B.2 contains
more details on the speci�c features we used to experiment with the lending dataset.

The procedures we followed to (i) approximateP(Y j X ), and (ii) determine
the values of the cost functionc(x i ; x j ) based on the maximum percentile shift are
identical to the ones used in Section 3.1.6. Recall that, we distinguish between ac-
tionable and non-actionable features. In the credit dataset, non-actionable features
contain Marital Status, Age Group and Education Level, Total Overdue Counts, To-
tal Months Overdue, while all other features are actionable. In the lending dataset,
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all features are considered actionable. Additionally, a scaling factor� controls the
di�culty of changing features, with greater di�culty for higher � values.

Results. We start by focusing on the credit dataset, and we examine an anecdotal
example that illustrates the intuitive di�erences between the counterfactual expla-
nations em (x ) and e(x ) provided by the minimum cost baseline and Algorithm 3,
respectively. To this end, for �xed� and k, we �rst track down the individuals whose
best-response under both methods is to change their initial features to the provided
counterfactual explanation. Then, for each of these individuals, we compare the
counterfactual explanations provided by each of both methods. Table 3.1 shows the
initial features x together with the counterfactual explanationsem (x ) and e(x ) for
one of the above individuals picked at random. In this example, the individual is
a university student, unmarried and under the age of 25 who is advised to follow
the counterfactual explanations to maintain their credit. Since the marital status,
age group and level of education are all non-actionable features, both counterfactual
explanations maintain the initial values for those features. Under the minimum cost
baseline, the bank would advise the individual to reduce their monthly credit card
bill by � $150 and limit high spending to 2 months per semester so that their risk
of default would decrease from 16% to 13%. However, under Algorithm 3, the bank
would advise to reduce their monthly credit card bill by� $400, limit high spending
to 1 month per semester and increase their monthly credit card payo� slightly, so
that their risk of default would decrease to 11%. Since by construction, bothem (x )
and e(x ) are within the region of adaptation ofx , the individual is guaranteed to
follow the advice in both cases, however, under Algorithm 3, the individual would
be less likely to default and more likely to achieve a superior long-term well being.

Next, we compare the utility achieved by the decision policies and counterfac-
tual explanations found by all algorithms considered in the previous section across
both datasets, for various values of the parameter� , which controls the individuals'

Table 3.1: Examples of counterfactual explanations in the credit dataset.
The columns em (x ) and e(x ) correspond to counterfactual explanations provided
by the minimum cost baseline and Algorithm 3, respectively, to an individual with
initial feature value x . Initially, the individual's outcome is P(Y = 1 j x ) = 0 :84
and, after they best-respond, their outcome isP(Y = 1 j em (x )) = 0 :87 andP(Y =
1j e(x )) = 0 :89, respectively. In both methods, we set� = 2 and k = 160.

Feature x em (x ) e(x )
Married No No No
Age group Under 25 Under 25 Under 25
Education Student Student Student
Maximum Bill Amount Over Last 6 Months $2246 $2084 $1929
Maximum Payment Amount Over Last 6 Months $191 $188 $221
Months With Zero Balance Over Last 6 Months 0 0 0
Months With Low Spending Over Last 6 Months 0 0 0
Months With High Spending Over Last 6 Months 4 2 1
Most Recent Bill Amount $2145 $2003 $1750
Most Recent Payment Amount $123 $124 $100
Total Overdue Counts 0 0 0
Total Months Overdue 0 0 0
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(a) Lending dataset (b) Credit dataset

Figure 3.11:Utility of di�erent policies against � in the lending and credit
datasets. In panel (a), the number of feature values ism = 400 and, in panel (b),
it is m = 3200. In both panels, we setk = 0:05m, we repeat each experiment 20
times, and error bars indicate 95% con�dence intervals.

di�culty in changing features. Fig. 3.11 summarizes the results, which show that
Algorithm 3 and Algorithm 4 consistently outperform all baselines and, as the cost
of adapting to feature values with higher outcome values decreases (smaller� ), the
competitive advantage by jointly optimizing the decision policy and the counterfac-
tual explanations (Algorithm 4) grows signi�cantly. This competitive advantage is
more apparent in the credit dataset because it contains non-actionable features (e.g.,
credit overdue counts) and, under the optimal decision policy in the non-strategic
setting, it is di�cult to incentivize individuals who receive a negative decision to
improve only by optimizing the set of counterfactual explanations they receive.

To understand the di�erences in utility caused by the two proposed algorithms,
we measure the transportation of mass induced by the policies and counterfactual
explanations used in Algorithm 3 and 4 in both datasets, as follows. For each
individual in the population whose best-response is to change their feature value,
we record their outcomeP(Y = 1 j x ) before and after the best-response. Then, we
discretize the outcome values using percentiles. Fig. 3.12 summarizes the results,
which show several interesting insights. In the lending dataset, we observe that
a large portion of individuals do improve their outcome even if we only optimize
the counterfactual explanations (Panel (a)). In contrast, in the credit dataset, we
observe that, if we only optimize the counterfactual explanations (Panel (c)), most
individuals do not improve their outcome. That being said, if we jointly optimize
the decision policy and counterfactual explanations (Panels (b) and (d)), we are able
to incentivize a large portion of individuals to self improve in both datasets.

Further, we focus on the lending dataset and evaluate the sensitivity of our algo-
rithms. First, we measure the in
uence that the number of counterfactual explana-
tions has on the utility achieved by each of the decision policies and counterfactual
explanations. As shown in Fig. 3.13a, our algorithms require only a small number
of counterfactual explanations to provide signi�cant gains in terms of utility with
respect to all baselines. Second, we challenge the assumption that individuals do
not share the counterfactual explanations they receive with other individuals with
di�erent feature values. To this end, we assume that, given the set of counterfac-
tual explanations A found by Algorithm 4, individuals with initial feature value x
receive the counterfactual explanatione(x ) 2 A given by Eq. 3.14 and, with proba-
bility pl , they also receive an additional explanatione0(x ) chosen at random fromA
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(a) Alg. 3, lending (b) Alg. 4, lending

(c) Alg. 3, credit (d) Alg. 4, credit

Figure 3.12: Transportation of mass in the lending and credit datasets.
We compare the transportation of mass induced by the policies and counterfactual
explanations found by Algorithm 3 and 4. For each individual in the population,
whose best-response is to change their feature value, we record their outcomeP(Y =
1j x ) before the best-response (InitialP(Y = 1 j x )) and after the best-response
(Final P(Y = 1 j x )). In each panel, � = 2, and the color is proportional to the
percentage of individuals who move from initialP(Y = 1 j x ) to �nal P(Y = 1 j x ).

and follow the counterfactual explanation that bene�ts them the most. Fig. 3.13b
summarizes the results for several values ofpl and number of counterfactual expla-
nations, which show that the policies and explanations provided by Algorithm 4
present a signi�cant utility advantage even when the leakage probabilitypl is large.

Finally, we focus on the credit dataset and consider a scenario in which a bank
aims not only to continue providing credit to the customers that are more likely
to repay but also provide explanations that incentivize individuals across all age
groups to maintain their credit. To this end, we incorporate a partition matroid con-
straint that ensures the counterfactual explanations are diverse across age groups,
as described in Section 3.2.4, and use a slightly modi�ed version of Algorithm 3
to solve the constrained problem [182], which enjoys a 1=2 approximation guar-
antee. Fig. 3.14 summarizes the results, which show that: (i) optimizing under
a cardinality constraint leads to an unbalanced set of explanations, favoring the
more populated age groups (25 to 59) while completely ignoring the recourse po-
tential of individuals older than 60; (ii) the relative group improvement, de�ned asP

x i 2X z nP�
P(x i )[P(Y = 1 j x i

j ) � P(Y = 1 j x i )]=
P

x i 2X z nP�
P(x i ), where Xz is the

set of feature values corresponding to age groupz and x i
j is the best-response of

individuals with initial feature value x i 2 X z, is more balanced across age groups,
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(a) Utility vs. k (b) Utility vs. k under leakage

Figure 3.13: Sensitivity to the number of counterfactual explanations and
information leakage. Panel (a) shows the utility achieved by �ve types of decision
policies and counterfactual explanations against the number of counterfactual expla-
nations k. Panel (b) shows the utility achieved by Algorithm 4 against the number
of counterfactual explanationsk for several values of the leakage probabilitypl . In
both panels, we use the lending dataset, the number of feature values ism = 400,
we set � = 2, and we repeat each experiment involving randomization 20 times,
where error bars indicate 95% con�dence intervals.

(a) Rejected population
by age

(b) Explanations
by age

(c) Relative improvement
by age

Figure 3.14: Increasing the diversity of the provided counterfactual expla-
nations. Panel (a) shows the population per age group, rejected by the optimal
threshold policy in the non strategic setting. Panel (b) shows a comparison of the
age distribution of counterfactual explanations inA produced by the greedy algo-
rithm under a cardinality and a matroid constraint. Panel (c) shows the relative
improvement of each age group. In all panels, we use the credit dataset and we set
k = 32 and � = 2.

showing that the matroid constraint can be used to generate counterfactual expla-
nations that help the entire spectrum of the population to self-improve.

3.3 Chapter conclusions

In this chapter, we have studied problems of utility maximization in decision making
under strategic behavior. We have introduced game-theoretic models in which a
decision maker, informed by a predictive model, designs a decision policy and shares
information about it with the individuals who are subject to it. Through theoretical
analysis and experiments on real data, we have demonstrated that transparency
has the potential to increase a decision maker's utility if the policy is designed to
incentivize forms of e�ort that lead individuals to self-improvement. We hope that
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our positive results serve as motivation for decision makers to be more transparent
about their decision policies in practice.

We have focused on two speci�c forms of achieving transparency: (i) complete
transparency, where individuals have full access to the decision maker's policy, and
(ii) partial transparency, where individuals only have access to counterfactual ex-
planations. As future work, it would be interesting to explore alternative forms of
transparency. For example, we have assumed that individuals do not share infor-
mation about the policy with each other. Relaxing this assumption and developing
game-theoretic models in which individuals form a social network and share infor-
mation with their peers could lead to additional insights into decision making under
strategic behavior, re
ecting more realistic settings.

Additionally, the models we have introduced assume that there is no unobserved
confounding that might enable individuals to \game" the decision maker's policy.
Selecting the right set of features to make this assumption a reality is a challenging
problem in itself [156]. It would be interesting to investigate the use of causally
aware feature selection methods [191] in strategic settings and develop algorithms
that �nd optimal decision policies under di�erent types of unobserved confounding.

Finally, although we have evaluated our methods through a series of experiments
using real data, an interesting direction for future work involves implementing these
methods within a real-world decision making pipeline. This would include conduct-
ing an empirical analysis of all the steps involved, such as feature selection and the
iterative process of automated policy design and re�nement of the problem parame-
ters (e.g., the cost function) with the aid of a human decision maker. Additionally,
the collection of a dataset on how individuals best-respond to a transparent policy
would be of great value to the strategic machine learning community, which has
remained largely theoretical.
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Chapter 4

Enhancing counterfactual
reasoning in sequential decision
making

Counterfactual reasoning refers to the ability that humans have to mentally simulate
alternative worlds where events from the past play out di�erently than they did in
reality [192]. Counterfactuals|thoughts about \what might have been"|arise in
a variety of decision making scenarios ranging from simple everyday decisions (e.g.,
what would have been the outcome of the game had the chess player made a di�erent
move?) to more critical ones (e.g., would the patient's condition have improved had
the physician administered a di�erent drug?). Research in psychology suggests that
these thoughts are closely related to our understanding of causality [74, 193], while
also playing an important role in the process in which we generate explanations
about events, learn from past experience, and plan future actions [67{69].

In many real-world decision making settings, decisions are sequential|the deci-
sion maker takes a sequence of actions over multiple time steps. However, for each
sequence of actions taken, there is an exponential number of sequences of actions
not taken that would have led the decision making process to a di�erent counter-
factual outcome. Contemplating all possible alternatives can be overwhelming for a
decision maker and, in practice, people tend to focus on a limited number of time
steps and actions depending on their recency [194{196]. As a result, a decision
maker who uses counterfactual reasoning as a learning signal may overlook useful
past situations, potentially hindering their learning process.

For example, consider a clinician re
ecting on the e�cacy of a series of treat-
ment decisions made for a patient. To think about potential improvements to their
treatment policy, they may attempt to identify critical time steps in the patient's
care where di�erent decisions could have improved the patient's health. This task
is intractable for a human, as there are multiple treatments they could have ad-
ministered at various stages of a patient's hospital stay. Counterfactual reasoning
becomes even more challenging if the clinician aims to analyze multiple patients
they have treated over a longer time window.

In this chapter, we address this issue by introducing methods to aid in the ret-
rospective analysis of past decisions in sequential decision making tasks. For each
observed episode|a sequence of observed states (e.g., patient vitals) and taken
actions (e.g., treatments)|our methods �nd action sequences that, under the cir-
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cumstances of that particular episode, could have led to a better counterfactual
outcome. Importantly, we focus on action sequences that are \close" to the one
taken in reality, thereby making them more informative for human decision mak-
ers by highlighting only the most critical time steps and actions in each episode.
Throughout the chapter, we refer to these (constrained) action sequences ascoun-
terfactually optimal.

Recall the clinical example above and consider a clinician analyzing data of a
patient whose vitals have not improved after a certain period of time. A counter-
factually optimal action sequence could highlight to the clinician a small set of time
steps in the treatment process where, had they administered di�erent drug dosages,
the patient's severity would have been lower. Moreover, identifying such action
sequences for a large cohort of patients could pinpoint \interesting cases" for the
clinician to revisit, where manual inspection of these cases and the corresponding
time steps could provide insights to the clinician on possible ways to improve their
treatment policy.

In Section 4.1, we formalize sequential decision making using Markov decision
processes [119] combined with structural causal models [71]. Based on this formula-
tion, we introduce and present a solution for the optimization problem involved in
computing counterfactually optimal action sequences within environments having
discrete states and actions. In Section 4.2, we extend this formulation to environ-
ments with continuous states. We introduce a variation of the original problem,
analyze its computational complexity, and propose an algorithmic solution. Our
theoretical �ndings are supported by experiments using synthetic and real (medi-
cal) data.

4.1 Sequential decisions in discrete state spaces

In this section, our goal is to �nd counterfactually optimal action sequences for
decision making processes in which multiple, dependent actions are taken sequen-
tially over time. To operationalize the notion of \closeness" mentioned earlier, we
focus on sequences of actions that di�er from the observed sequence in at mostk
actions and could have led the process realization to a better outcome. Because
the �nal outcome depends on the entire sequence of actions and there is (typically)
uncertainty in the counterfactual dynamics of the environment, di�erent action se-
quences may be (counterfactually) optimal under di�erent possible realizations of
these dynamics. Consequently, our goal here is not to �nd a single counterfactually
optimal action sequence, but rather a counterfactual policy that leads to action se-
quences that di�er in at most k actions from the observed one for every realization
of the counterfactual transition dynamics.

The standard framework for modeling sequential decision making are Markov
decision processes (MDPs) [119]. As mentioned in Chapter 2, an MDP is de�ned by a
set of environment states (e.g., vital signs of a patient), a set of actions (e.g., dosages
of a drug), and a set of probability distributions that characterize the transitions
between states at each time step, conditioned on the action taken. Moreover, each
pair of state and action is associated with a numerical reward (e.g., satisfaction
inversely proportional to the patient's severity). Typically, the decision maker's
goal is to �nd an action sequence that maximizes their total reward over time.
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Although the transition probabilities of an MDP carry su�cient information to
answer questions about the future, such as identifying the reward that an action
sequence would give in expectation, they do not allow us to answer counterfactual
questions. To infer how a particular episode would have evolved under a di�erent
action sequence than the one taken in reality, one needs to represent the stochastic
state transitions of the environment using a structural causal model (SCM) [71, 197].
This has also been a key aspect of a nascent line of work at the intersection of
counterfactual reasoning and reinforcement learning (RL), which has focused on
evaluating and improving RL policies using o�ine data [130{132].

We start by formally characterizing a sequence of discrete actions and discrete
states using �nite horizon MDPs, and we model the transition probabilities be-
tween a pair of states, given an action, using the Gumbel-Max structural causal
model [131]. This model has been shown to have a desirable counterfactual stability
property and, given a sequence of actions and states, it allows us to reliably estimate
the counterfactual outcome under an alternative sequence of actions. Building upon
this causal representation of MDPs, we make the following contributions:

1. We formally state the problem of �nding counterfactually optimal action se-
quences for an observed episode in the presence of uncertainty in the counter-
factual transition dynamics. Speci�cally, we cast the problem as a constrained
optimization problem over the set of policies that would have resulted in action
sequences that di�er in at mostk actions from the observed sequence.

2. We present a polynomial-time algorithm based on dynamic programming that
�nds the optimal solution to the aforementioned problem.

Finally, we validate our algorithm using both synthetic and real data from
cognitive behavioral therapy and show that counterfactually optimal action se-
quences can provide valuable insights to enhance sequential decision making un-
der uncertainty. The code used for all experiments in Section 4.1 is available at
https://github.com/Networks-Learning/counterfactual-explanations-mdp.

4.1.1 A causal model of sequential decision making

Our starting point is the following stylized setting that resembles a variety of real-
world sequential decision making processes. At each time stept 2 [T � 1]0, where
T is a time horizon, the decision making process is characterized by a statest 2 S,
whereS is a space ofn states, an actionat 2 A , whereA is a space ofm actions,
and a reward r (st ; at ) 2 R. Moreover, given a realization of a decision making
process� = f (st ; at )gT � 1

t=0 , we de�ne the outcome of the decision making process
o(� ) =

P
t r (st ; at ) as the sum of the rewards.

Given the above setting, we characterize the relationship between actions, states
and outcomes using �nite horizon Markov decision processes (MDPs). More speci�-
cally, we consider an MDPM = ( S; A ; P; r; T ), whereS is the state space,A is the
set of actions,P denotes the transition probability P(St+1 = st+1 j St = st ; A t = at ),
r denotes the immediate rewardr (st ; at ), and T is the time horizon. While this
characterization is helpful to make predictions about future states and design action
policies [119], it is not su�cient to make counterfactual predictions. For example,
given a realization of a decision making process� = f (st ; at )gT � 1

t=0 , we cannot know
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Figure 4.1: Causal graph of an SCM C representing a Markov decision
process. Green boxes represent endogenous random variables and pink boxes rep-
resent exogenous noise variables. The value of each endogenous variable is given
by a function of the values of its ancestors in the causal graph. The value of each
exogenous noise variable is sampled independently from a given distribution. An
intervention do[A t = a0] breaks the dependence of the variableA t from its ances-
tors (highlighted by dotted lines) and sets its value toa0. After observing an event
St+1 = st+1 ; St = st ; A t = at , a counterfactual prediction can be thought of as the
result of an intervention do[A t = a0] in a modi�ed SCM where U t takes valuesu t

from a posterior distribution with support such that st+1 = gS(st ; at ; u t ).

what would have happened if, instead of taking actionat at time t, we had taken ac-
tion a0 6= at . To be able to overcome this limitation, we will now augment the above
characterization using a particular class of structural causal model (SCM) [71, 117]
with desirable properties.

Let C be a structural causal model de�ned by the assignments

St+1 := gS(St ; A t ; U t ) and A t := gA (St ; Z t ); (4.1)

where St , A t , St+1 are endogenous categorical variables, andU t and Z t are n-
and m-dimensional independent exogenous (noise) variables, respectively. Here,gS

and gA are two given functions, and we refer to the functiongS as the transition
mechanism. Let PC denote the distributions and probabilities entailed byC. Note
that, we assume there is no unobserved confounding, meaning all noise variablesU t

and Z t are mutually independent. Then, as argued by Buesing et al. [130], we can
always �nd a distribution for the noise variables and a transition mechanismgS,
such that the transition probability of the MDP of interest is given by the following
interventional distribution over the SCM C:

P(St+1 = st+1 j St = st ; A t = at ) = PC ; do[A t = at ](St+1 = st+1 j St = st ); (4.2)

where, recall that, do[A t = at ] denotes a (hard) intervention in which the second
assignment in Eq. 4.1 is replaced by the valueat .

Under this view, given an observed realization of a decision making process� =
f (st ; at )gT � 1

t=0 , we can compute the posterior distributionPC jSt = st ;St +1 = st +1 ;A t = at (U t )
of each noise variableU t and, building on the conditional density function of this
posterior distribution, which we denote asf C jSt = st ;St +1 = st +1 ;A t = at

U t
(u ), we can de�ne

a (non-stationary) counterfactual transition probability

P�;t (St+1 = s0j St = s; At = a)

= PC jSt = st ;St +1 = st +1 ;A t = at ; do[A t = a](St+1 = s0j St = s)
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=
Z

Rn
PC jSt = st ;St +1 = st +1 ;A t = at ; do[A t = a](St+1 = s0j St = s;U t = u)

� f C jSt = st ;St +1 = st +1 ;A t = at ; do[A t = a]
U t

(u )du
(a)
=

Z

Rn
1[s0 = gS(s; a;u )] � f C jSt = st ;St +1 = st +1 ;A t = at

U t
(u )du

= EU t j St = st ;St +1 = st +1 ;A t = at [1[s0 = gS(s; a;U t )]];

(4.3)

where, in (a), we drop thedo[�] becauseU t and A t are independent in the modi�ed
SCM. Importantly, the above counterfactual transition probability allows us to make
counterfactual predictions. For example, given that, at timet the state wasst and,
at time t + 1, the process transitioned to statest+1 after taking action at , it allows
us to specify the probability of transitioning to states0 after taking action a 6= at

if the state had beens at time t. For a visual representation of the causal graph
associated with the SCMC and to better understand the concept of counterfactual
predictions, refer to Fig. 4.1.

However, for state variables taking discrete values, the posterior distribution of
the noise may be non-identi�able without further assumptions, as argued by Oberst
and Sontag [131]. This is because there may be several noise distributions and
transition mechanismsgS which give interventional distributions consistent with
the MDP's transition probabilities but result in di�erent counterfactual transition
distributions. To avoid these non-identi�ability issues, we follow Oberst and Sontag
and restrict our attention to the class of Gumbel-Max SCMs, that is,

St+1 := gS(St ; A t ; U t ) = argmax
s2S

f logP(St+1 = s j St ; A t ) + Ut;s g; (4.4)

where Ut;s � Gumbel(0; 1) and P(St+1 j St ; A t ) is the transition distribution of the
MDP. More speci�cally, this class of SCMs has been shown to satisfy a desirable
counterfactual stability property, which goes intuitively as follows. Assume that, at
time t, the process transitioned from statest to state st+1 after taking action at .
Then, in a counterfactual scenario, it is unlikely that, at timet, the process would
transition from a state s to a state s0 6= st+1 after taking action a if

P(St+1 = s0j St = s; At = a) � P(St+1 = s0j St = st ; A t = at ); and

P(St+1 = st+1 j St = s; At = a) > P (St+1 = st+1 j St = st ; A t = at ):

In words, transitioning to a state other thanst+1 |the factual one|is unlikely unless
choosing an action that decreases the relative chances ofst+1 compared to the other
states. More formally, given� = f (st ; at )gT � 1

t=0 , then for all s; s0 with s0 6= st+1 , the
condition

P(St+1 = st+1 j St = s; At = a)
P(St+1 = st+1 j St = st ; A t = at )

�
P(St+1 = s0j St = s; At = a)

P(St+1 = s0j St = st ; A t = at )

implies that P�;t (St+1 = s0j St = s; At = a) = 0. In practice, in addition to
solving the non-identi�ability issues, the use of Gumbel-Max SCMs allows for an
e�cient procedure to sample from the corresponding noise posterior distribution
PC jSt = st ;St +1 = st +1 ;A t = at (U t ), described elsewhere [131, 198], and given a set ofd sam-
ples from the noise posterior distribution, we can compute an unbiased �nite sample
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Monte-Carlo estimator for the counterfactual transition probability, as de�ned in
Eq. 4.3, as follows:

P�;t (St+1 = s0j St = s; At = a) �
1
d

X

j 2 [d]

1[s0 = gS(s; a;u j )] (4.5)

On the assumption of no unobserved confounding. The assumption that
there are no hidden confounders is a frequent assumption made by work at the
intersection of counterfactual reasoning and reinforcement learning [130{132] and,
more broadly, in the causal inference literature [199{203]. That said, there is growing
interest in developing o�-policy methods for partially observable MPDs (POMDPs)
that are robust to certain types of confounding [125{127], and in learning dynamic
treatment regimes in sequential settings with non-Markovian structure [128, 129].
Moreover, there is a line of work focusing on the identi�cation of counterfactual
quantities in non-sequential confounded environments [204{206]. In that context,
we consider the computation of (approximately) optimal counterfactual action se-
quences under confounding as a very interesting direction for future work.

4.1.2 Problem statement

Inspired by previous work on counterfactual explanations in supervised learning [107,
108], we focus on counterfactual outcomes that could have occurred if the alternative
action sequence was \close" to the observed one. However, since in our setting, there
is uncertainty on the counterfactual dynamics of the environment, we will look for
a non-stationary counterfactual policy� that, under every possible realization of
the counterfactual transition probability de�ned in Eq. 4.3, is guaranteed to provide
the optimal alternative sequence of actions di�ering in at mostk actions from the
observed one.

More speci�cally, let � = f (st ; at )gT � 1
t=0 be an observed realization of a deci-

sion making process characterized by a Markov decision process (MDP)M =
(S; A ; P; r; T ) with a transition probability de�ned via a Gumbel-Max structural
causal model (SCM), as described in Section 4.1.1. Then, to characterize the ef-
fect that any alternative action sequence would have had on the outcome of the
above process realization, we start by building a non-stationary counterfactual MDP
M � = ( S+ ; A ; P+

� ; r + ; T). Here, S+ = S � [T � 1]0 is an enhanced state space such
that each s+ 2 S + corresponds to a pair (s; l) indicating that the original decision
making process would have been at states 2 S had already takenl actions di�er-
ently from the observed sequence. Following this de�nition,r + denotes the reward
function which we de�ne asr + ((s; l); a) = r (s; a) for any (s; l) 2 S + and a 2 A , that
is, the counterfactual rewards remain independent of the number of modi�cations
in the action sequence. Lastly, letP� be the counterfactual transition probability,
as de�ned by Eq. 4.3. Then, the transition probability P+

� for the enhanced state
space is de�ned as:

P+
�;t

�
S+

t+1 = ( s0; l0) j S+
t = ( s; l) ; A t = a

�
=

8
>>><

>>>:

P�;t (s0j s; a)

if (a = at ^ l0 = l)

_(a 6= at ^ l0 = l + 1)

0 otherwise,

(4.6)

62



Algorithm 5: It samples a counterfactual action sequence from the coun-
terfactual policy �

input : counterfactual policy � , horizon T, counterfactual transition probability
P� , reward function r , initial state s0

output : counterfactual trajectory � 0, counterfactual outcomeo(� 0)
s0

0  s0

l0  0
reward  0
for t  0 to T � 1 do

a0
t  � ((s0

t ; l t ); t) // Get an action from the counterfactual policy
reward  reward + r (s0

t ; a0
t )

if t 6= T � 1 then
s0

t+1 � P�;t (St+1 j St = s0
t ; A t = a0

t ) // Sample the next state
if a0

t 6= at then
l t+1  l t + 1 // Update the counter of action changes

else
l t+1  l t

� 0  f ((s0
t ; l t ); a0

t )g
T � 1
t=0

o(� 0)  reward
return � 0; o(� 0)

where note that the dynamics of the original statess are equivalent underP+
�;t and

P�;t , however, underP+
�;t , we also keep track of the number of actions di�ering from

the observed actions. Now, let� : S+ � [T � 1]0 ! A be a policy that determin-
istically decides about the counterfactual actiona0

t that should have been taken if
the process's enhanced state had beens+

t = ( s0
t ; l t ), that is, the counterfactual state

at time t was s0
t after performing l t action changes. Then, under a counterfactual

policy � , the corresponding average counterfactual outcome is given by

�o� (� ) = E� 0� P +
� j s+

0 =( s0 ;0)

"
T � 1X

t=0

r + ((s0
t ; l t ); a0

t )

#

(4.7)

where � 0 = f ((s0
t ; l t ); a0

t )g
T � 1
t=0 is a realization of the non-stationary counterfactual

MDP M � with a0
t = � ((s0

t ; l t ); t) and the expectation is taken over all the realizations
induced by the transition probability P+

� and the policy � . Here, note that, if
� ((st ; 0); t) = at for all t 2 [T � 1]0, then �o� (� ) = o(� ) matches the outcome of the
observed realization.

Then, our goal is to �nd the optimal counterfactual policy � �
� that maximizes

the counterfactual outcome subject to a constraint on the number of counterfactual
actions that can di�er from the observed ones, that is,

maximize
�

�o� (� ) subject to
T � 1X

t=0

1[at 6= a0
t ] � k 8� 0 � P+

� (4.8)

wherea0
0; : : : ; a0

T � 1 is one realization of counterfactual actions anda0; : : : ; aT � 1 are
the observed actions. The constraint guarantees that any counterfactual action
sequence induced by the counterfactual transition probabilityP+

� and the counter-
factual policy � can di�er in at most k actions from the observed sequence. Finally,
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once we have found the optimal policy� �
� , we can sample a counterfactual realization

of the process and the counterfactually optimal action sequence using Algorithm 5.

4.1.3 A polynomial-time dynamic programming algorithm

To solve the problem de�ned by Eq. 4.8, we break the problem into several smaller
sub-problems. Here, the key idea is to compute the counterfactual policy values that
lead to the optimal counterfactual outcome recursively by expanding the expectation
and switching the order of the sums in Eq. 4.7.

We start by computing the highest average cumulative rewardh(s; q; c) that one
could have achieved in the lastq steps of the decision making process, starting from
state ST � q = s, if at most c actions had been di�erent to the observed ones in those
last steps. Forc > 0, we have the recursion

h(s; q; c) = max

 

r (s; aT � q) +
X

s02S

P�;T � q(s0j s; aT � q)h(s0; q � 1; c);

max
a2A : a6= aT � q

"

r (s; a) +
X

s02S

P�;T � q(s0j s; a)h(s0; q � 1; c � 1)

#!

; (4.9)

and, for c = 0, we trivially have that

h(s; q;0) = r (s; aT � q) +
X

s02S

P�;T � q(s0j s; aT � q)h(s0; q � 1; 0); (4.10)

with s 2 S, q 2 [T], c 2 [k], and h(s;0; c) = 0 for all s and c. In Eq. 4.9, the �rst
parameter of the outer maximization corresponds to the case where, at timeT � q,
the observed actionaT � q is taken and the second parameter corresponds to the case
where, instead of the observed action, the best alternative action is taken.

By de�nition, we can easily conclude thath(s0; T; k) is the average counterfactual
outcome of the optimal counterfactual policy� �

� , that is, the objective value of the
solution to the optimization problem de�ned by Eq. 4.8, and we can recover the opti-
mal counterfactual policy� �

� by keeping track of the action chosen at each recursive
step in Eq. 4.9 and 4.10. The overall procedure, summarized by Algorithm 6, uses
dynamic programming. It initially computes the valuesh(s;1; c) for all s and c and
proceeds with the remaining computations in a bottom-up fashion. The algorithm
has complexityO(n2mTk) and is characterized by the following proposition:1

Proposition 4.1.1. The counterfactual policy� �
� returned by Algorithm 6 is the

solution to the optimization problem de�ned by Eq. 4.8.

4.1.4 Experiments on synthetic data

In this section, we evaluate Algorithm 6 on realizations of a synthetic decision mak-
ing process. To this end, we �rst look into the average outcome improvement that
could have been achieved if at mostk actions had been di�erent to the observed
ones in every realization, as dictated by the optimal counterfactual policy. Then, we

1The proof can be found in Appendix A.3.
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Algorithm 6: It returns the optimal counterfactual policy and its average
counterfactual outcome

input : states S, actions A , realization � , horizon T, counterfactual transition
probability P� , reward function r , constraint k

output : counterfactual policy � �
� and average counterfactual outcomeh(s0; T; k)

h(s; q; c)  0 for s 2 S; q 2 f 0; : : : ; Tg; c 2 f 0; : : : ; kg
for q  1 to T do

for s 2 S do
/* Boundary condition: no action changes left */
h(s; q;0)  r (s; aT � q)
for s0 2 S do

h(s; q;0)  h(s; q;0) + P�;T � q(s0j s; aT � q)h(s0; q � 1; 0)

� �
� ((s; k); T � q)  aT � q // Selected the observed action

for q  1 to T do
for c  1 to k do

for s 2 S do
/* Recursion: compute h(s; q; c) using Eq. 4.9 */
reward  r (s; aT � q)
for s0 2 S do

reward  reward + P�;T � q(s0j s; aT � q)h(s0; q � 1; c)

best reward  reward
best action  aT � q

for a 2 A n f aT � qg do
reward alt  r (s; a)
for s0 2 S do

reward alt  reward alt + P�;T � q(s0j s; a)h(s0; q � 1; c � 1)

if reward alt > best reward then
best reward  reward alt
best action  a

h(s; q; c)  best reward
� �

� ((s; k � c); T � q)  best action

return � �
� ; h(s0; T; k)

investigate to what extent the level of uncertainty of the decision making process in-

uences the average counterfactual outcome achieved by the optimal counterfactual
policy as well as the number of distinct counterfactual action sequences it provides.2

Experimental setup. We characterize the synthetic decision making process using
an MDP with states S = [ n� 1]0 and actionsA = [ m� 1]0, wheren = 20 and m = 10,
and time horizonT = 20. For each states and actiona, we set the immediate reward
equal to r (s; a) = s, that is, the higher the state, the higher the reward. To set the
values of the transition distribution P(St+1 j St ; A t ), we proceed as follows. First we
pick one s? 2 S uniformly at random and we set a weightws? = 1. Then, for the
remaining statess 2 S n s?, we sample weightsws � Uniform[0; � ], where � � 1.
Next, for all s 2 S, we setP(s j st ; at ) = ws=

P
s02S ws0. It is easy to see that, for

2 All experiments for Section 4.1 ran on a machine equipped with 48 Intel(R) Xeon(R) 3.00GHz
CPU cores and 1.5TB memory.
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(a) k = 2 (b) k = 5 (c) k = 10

Figure 4.2: Comparison of factual and counterfactual outcomes. Each panel
shows the empirical distribution of the relative di�erence between the average coun-
terfactual outcome �o� �

�
(� ) achieved by the optimal counterfactual policy� �

� and the
observed outcomeo(� ) in a synthetic decision making process for various values of
k. In all panels, we setn = 20, m = 10, � = 0:4, d = 1;000 and estimate the dis-
tributions using 500 realizations from 10 di�erent instances of the decision making
process (50 realizations per instance), each with di�erentws.

each state-action pair (st ; at ) at time t, st+1 = s? is most likely to be observed in
the next timestep t + 1. Here, the parameter� controls the level of uncertainty.

Then, we compute the optimal policy that maximizes the average outcome of the
decision making process by solving Bellman's equation using dynamic programming
(see Section 2.2.1) and use this policy to sample the (observed) realizations as follows.
For each realization, we start from a random initial states0 2 S and, at each time
step t, we pick the action indicated by the optimal policy with probability 0:95 and
a di�erent action uniformly at random with probability 0 :05. This leads to action
sequences that are slightly suboptimal in terms of average outcome. Finally, to
compute the counterfactual transition probabilitiesP�;t for each observed realization
� , we follow the procedure described in Section 4.1.1 withd = 1;000 samples for
each noise posterior distribution.

Results. We �rst measure to what extent the counterfactual action sequences pro-
vided by the optimal counterfactual policy� �

� would have improved the outcome of
the decision making process. To this end, for each observed realization� , we com-
pute the relative di�erence between the average optimal counterfactual outcome and
the observed outcome, that is, (�o� �

�
(� ) � o(� ))=o(� ). Fig. 4.2 summarizes the results

for di�erent values of k. We �nd that the relative di�erence between the average
counterfactual outcome and the observed outcome is always positive, that is, the
sequence of actions speci�ed by the counterfactual policy would have led the pro-
cess realization to a better outcome in expectation. However, this may not come
as a surprise given that the counterfactual policy� �

� is optimal, as shown in Propo-
sition 4.1.1; Moreover, as the sequences of actions speci�ed by the counterfactual
policy di�er more from the observed actions (i.e., k increases), the improvement in
terms of expected outcome increases.

Next, we investigate how the level of uncertainty (controlled by the parameter
� ) of the decision making process in
uences the average counterfactual outcome
achieved by the optimal counterfactual policy� �

� as well as the number of distinct
counterfactual action sequences� �

� provides. Fig. 4.3 summarizes the results, which
reveal several interesting insights. As the level of uncertainty� increases, the average
counterfactual outcome decreases, as shown in panel (a), however, the relative dif-
ference with respect to the observed outcome increases, as shown in panel (b). This
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(c) # of unique action
sequences vs.k

Figure 4.3: E�ects of the level of uncertainty in the decision making pro-
cess. Panel (a) shows the average counterfactual outcome �o� �

�
(� ) achieved by the

optimal counterfactual policy � �
� . Panel (b) shows the relative di�erence between

the average counterfactual outcome �o� �
�
(� ) and the observed outcomeo(� ). Panel

(c) shows the number of distinct counterfactual action sequences� �
� provides. In

all panels, we setn = 20, m = 10 and d = 1;000 and, in each experiment, use 500
realizations from 10 di�erent instances of the decision making process (50 realiza-
tions per instance), each with di�erent ws. In panel (c), for each realization, we
sample 100 counterfactual realizations and compute the average number of unique
counterfactual action sequences across realizations. Shaded regions correspond to
95% con�dence intervals.

suggest that, under high level of uncertainty, the counterfactual action sequences
may be more valuable to a decision maker who aims to improve their actions over
time. However, in this context, we also �nd that, under high levels of uncertainty,
the number of distinct counterfactual action sequences increases rapidly withk. As
a result, it may be preferable to use relatively low values ofk to be able to e�ectively
show the counterfactual action sequences to a decision maker in practice.

4.1.5 Experiments on real data

In this section, we evaluate Algorithm 6 using real patient data from a series of
cognitive behavioral therapy sessions. To this end, similarly as in Section 4.1.4, we
�rst measure the average outcome improvement that could have been achieved if
at most k actions had been di�erent to the observed ones in every therapy session,
as dictated by the optimal counterfactual policy. Then, we look into individual
therapy sessions and showcase how Algorithm 6, together with Algorithm 5, can
be used to highlight speci�c patients and actions of interest for closer inspection.3

Appendix C.4 contains additional experiments benchmarking the optimal counter-
factual policy against several baselines.

Experimental setup. We use anonymized data from a clinical trial comparing
the e�cacy of hypnotherapy and cognitive behavioral therapy [207] for the treat-
ment of patients with mild to moderate symptoms of major depression.4 In our
experiments, we use data from the 77 patients who received manualized cognitive
behavioral therapy, which is one of the gold standards in depression treatment.
Among these patients, we discard four of them because they attended less than

3Our results should be interpreted in the context of our modeling assumptions and they do not
suggest the existence of medical malpractice.

4All participants gave written informed consent and the study protocol was peer-reviewed [208].
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Figure 4.4: Performance achieved by the optimal counterfactual policy
� �

� in a series of manualized cognitive behavioral therapy sessions T .
Panel (a) shows the distribution of the relative di�erence between the average
counterfactual outcome �o� �

�
(� ) achieved by� �

� and the observed outcomeo(� ), i.e.,
(�o� �

�
(� ) � o(� ))=o(� ), for k = 3. Panels (b) and (c) show the average counterfactual

outcome �o� �
�
(� ) achieved by � �

� and the average number of unique counterfactual
action sequences provided by each� �

� , averaged across patients, against the number
of actionsk di�ering from the observed ones. In panel (c), for each realization, the
average number of unique counterfactual action sequences provided by� �

� is esti-
mated using 1;000 counterfactual realizations. In all panels, we setd = 1;000 and
use data from 73 patients. Shaded regions correspond to 95% con�dence intervals.

10 sessions. Each patient attended up to 20 weekly therapy sessions and, for each
session, the dataset contains the topic of discussion, chosen by the therapist from
a pre-de�ned set of topics (e.g., psychoeducation, behavioural activation, cognitive
restructuring techniques). Additionally, a severity score is included, based on a stan-
dardized questionnaire [209], �lled by the patient at each session, which assesses the
severity of depressive symptoms. For more details about the severity score and the
pre-de�ned set of discussion topics, refer to Appendix B.3.

To derive the counterfactual transition probability for each patient, we start by
creating an MDP with n = 5 states and m = 9 actions. Each state s 2 S =
f 0; : : : ; 4g corresponds to a severity score, where small numbers represent lower
severity, and each actiona 2 A corresponds to a topic from the pre-de�ned list
of topics that the therapists discussed during the sessions. Moreover, each realiza-
tion of the MDP corresponds to the therapy sessions of a single patient ordered in
chronological order and time horizonT 2 f 10; : : : ; 20g is the number of therapy
sessions per patient. Here, we denote the set of realizations for all patients asT .

In addition, to estimate the values of the transition probabilities, we proceed
as follows. For every state-action pair (si ; a), we assume an-dimensional prior
Dirichlet( � i 1; : : : ; � i 1) on the probabilities pj j i;a = P(sj j si ; a), where � i;j = 1 if
j 2 f i � 1; i; i + 1g and � i;j = 0:01 otherwise. Then, if we observecj transitions
from state si to each statesj after action a in the patients' therapy sessionsT , we
have that the posterior of the probabilitiespj j i;a is a Dirichlet(� i 1 + c1; : : : ; � in + cn ).
Finally, to estimate the value of the transition probability P(sj j si ; a), we take the
average of 100;000 samples from the posterior valuepj j i;a . This procedure sets
the value of the transition probabilities proportionally to the number of times they
appeared in the data, however, it ensures that all transition probability values are
non zero and transitions between adjacent severity levels are much more likely to
happen. Moreover, we set the immediate reward for a pair of state and action (s; a)
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(a) Distribution of
counterfactual outcomes

(b) Action changes and
severity vs. t

(c) Unique counterfactual
action sequences

Figure 4.5: Insights provided by the optimal counterfactual policy � �
� for

one real patient who received cognitive behavioral therapy. Panel (a) shows
the distribution of the counterfactual outcomeso(� 0) for the counterfactual realiza-
tions � 0 induced by� �

� and P� . Panel (b) shows, for each time step, how frequently a
counterfactual action sequence changes the observed action as well as the observed
severity level and the severity level in the counterfactual realization with the highest
counterfactual outcome. Here, darker colors correspond to higher frequencies and
higher severities. Panel (c) shows the action changes in the unique counterfactual
action sequences (green) provided by� �

� along with the mean of counterfactual out-
comes (r) that each one achieves and how frequently (f) they appear across the
counterfactual realizations. Here, the bottom row shows the observed actions that
were changed by at least one of the counterfactual action sequences. Refer to Ap-
pendix B.3 for a de�nition of the actions (i.e., topics). In all panels, we setd = 1;000
and the results are estimated using 1;000 counterfactual realizations.

equal to r (s; a) = 5 � s 2 f 1; : : : ; 5g, that is, the lower the patient's severity level,
the higher the reward. Here, if some state-action pair (s; a) is never observed in the
data, we set its immediate reward tor (s; a) = �1 . This ensures that those state-
action pairs never appear in a realization induced by the optimal counterfactual
policy. Finally, to compute the counterfactual transition probability P�;t for each
realization � 2 T , we follow the procedure described in Section 4.1.1 withd = 1;000
samples for each noise posterior distribution.

Results. We �rst measure to what extent the counterfactual action sequences pro-
vided by the optimal counterfactual policy � �

� would have improved each patient's
severity of depressive symptoms over time. To this end, for each observed realiza-
tion � 2 T corresponding to each patient, we compute the same quality metrics as
in experiments on synthetic data in Section 4.1.4. Fig. 4.4 summarizes the results.
Panel (a) reveals that, for most patients, the improvement in terms of relative di�er-
ence between the average optimal counterfactual outcome �o� �

�
(� ) and the observed

outcome o(� ) is rather modest. Moreover, panel (b) also shows that the absolute
average optimal counterfactual outcome �o� �

�
(� ), averaged across patients, does not

increase signi�cantly even if one allows for more changesk in the sequence of ob-
served actions. These �ndings suggest that, in retrospect, the choice of topics by
most therapists in the sessions was almost optimal. That being said, for 20% of the
patients, the average counterfactual outcome improves a� 3 % over the observed
outcome and, as we will later discuss, there exist individual counterfactual realiza-
tions in which the counterfactual outcome improves much more than 3%. In that
context, it is also important to note that, as shown in panel (c), the growth in the
number of unique counterfactual action sequences with respect tok is weaker than
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the growth found in the experiments with synthetic data and, fork � 4, the number
of unique counterfactual action sequences is smaller than 10. This latter �nding
suggests that, in practice, it may be possible to e�ectively show, or summarize, the
optimal counterfactual action sequences, a possibility that we investigate next.

We focus on a patient for whom the average counterfactual outcome �o� �
�
(� )

achieved by the optimal policy � �
� with k = 3 improves 9:5% over the observed

outcomeo(� ). Then, using the policy � �
� , also with k = 3, and the counterfactual

transition probability P� , we sample multiple counterfactual realizations� 0 using
Algorithm 5 and look at each counterfactual outcomeo(� 0). Fig. 4.5a summarizes
the results, which show that, in most of these counterfactual realizations, the coun-
terfactual outcome is greater than the observed outcome|if at mostk actions had
been di�erent to the observed ones, as dictated by the optimal policy, there is a
high probability that the outcome would have improved. Next, we investigate to
what extent there are speci�c time steps within the counterfactual realizations� 0

where � �
� is more likely to suggest an action change. Fig. 4.5b shows that, for the

patient under study, there are indeed time steps that are overrepresented in the opti-
mal counterfactual action sequences, namelyt 2 f 10; 13; 16g. Moreover, the �rst of
these time steps (t = 10) is when the patient had started worsening their depression
after an earlier period in which they showed signs of recovery. Remarkably, we �nd
that, in the counterfactual realization � 0 with the best counterfactual outcome, the
worsening is mostly avoided. Finally, we look closer into the actual action changes
suggested by the optimal counterfactual policy� �

� . Fig. 4.5c summarizes the re-
sults, which reveal that � �

� recommends replacing some of the sessions on cognitive
restructuring techniques (CRT) by behavioral activation (BHA) consistently across
counterfactual realizations� 0, particularly at the start of the worsening period. We
discussed this recommendation with one of the researchers on clinical psychology
who co-authored [207] and told us that, from a clinical perspective, such recom-
mendation is sensible since, whenever the severity of depressive symptoms is high,
it is very challenging to apply CRT and instead it is quite common to use BHA.
Appendix C.3 contains additional insights about other patients in the dataset.

4.2 Sequential decisions in continuous state spaces

In the previous section, we have introduced a model of sequential decision making
in state spaces that are discrete and �nite. However, in many real-life applications,
the state of the environment is inherently continuous in nature. For example, in
critical care, a clinician typically cares about variables a�ecting the health status
of a patient, such as blood pressure, body temperature, and respiratory rate [210].
Thus, in such cases, the state of the environment may be better described by a set
of multidimensional vectors than by a �nite set of discrete states.

Here, we introduce an extension of the SCM presented in the previous section,
adapted to MDPs with continuous states. Speci�cally, we restrict our attention to
the class ofbijective SCMs [211], which includes multiple models introduced in the
causal discovery literature [212{217]. In a bijective SCM, given an observed episode,
one can infer the exact values of the exogenous noise variables that led to this
particular realization of the transition dynamics (i.e., the posterior distribution is
concentrated on a single value). As a result, the counterfactual transition dynamics
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are deterministic. Hence, given an observed episode of a decision making process and
in contrast to the previous section, our goal here is to �nd a single action sequence
close to the observed one that maximizes the counterfactual outcome that would
have been achieved in retrospect.

Building on the characterization of sequential decision making described above,
we make the following contributions:

1. We formalize the problem of �nding a counterfactually optimal action sequence
for a particular episode in environments with continuous states under the
constraint that it di�ers from the observed action sequence in at mostk actions.

2. We show that the above problem is NP-hard using a novel reduction from
the classic partition problem [168]. This is in contrast to the polynomial time
complexity of the variant of the problem in environments with discrete states
that we have studied in the previous section.

3. We develop a search method based on theA � algorithm that, under a natural
form of Lipschitz continuity of the environment's dynamics, is guaranteed to
return the optimal solution to the problem upon termination.

Finally, we evaluate the performance and qualitative insights of our method
by performing a series of experiments using real patient data from critical care.
The �ndings indicate that, despite the increased computational complexity of the
problem, the proposed method is very e�cient in practice and has the poten-
tial to provide valuable insights for sequential decision making tasks. The code
used for all experiments in Section 4.2 is available at https://github.com/Networks-
Learning/counterfactual-continuous-mdp.

4.2.1 Modeling sequential decisions with bijective SCMs

At each time step t 2 [T � 1]0, where T is a time horizon, the decision making
process is characterized by ad-dimensional vector statest 2 S = Rd, an action
at 2 A , whereA is a �nite set of m actions, and a rewardr (st ; at ) 2 R associated
with each pair of states and actions. Moreover, given an episode of the decision
making process,� = f (st ; at )g

T � 1
t=0 , the process's outcomeo(� ) =

P
t r (st ; at ) is

given by the sum of the rewards. In the remainder, we will denote the elements of
a vector st as st;1; : : : ; st;d .

Further, we characterize the dynamics of the decision making process using the
framework of structural causal models (SCMs) [71]. Similarly as in Section 4.1, the
endogenous variables of the SCMC are the random variables representing the states
S0; : : : ;ST � 1 and the actionsA0; : : : ; AT � 1. The action A t at time step t is chosen
based on the observed stateSt and is given by a structural (policy) equation

A t := gA (St ; Z t ); (4.11)

whereZ t 2 Z is a vector-valued noise variable, to allow some level of stochasticity
in the choice of the action, and its prior distribution PC(Z t ) is characterized by a
density function f C

Z t
. Similarly, the state St+1 in the next time step is given by a

structural (transition) equation

St+1 := gS(St ; A t ; U t ); (4.12)
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where U t 2 U is a vector-valued noise variable with its prior distributionPC(U t )
having a density function f C

U t
, and gS is the transition mechanism. Note that, in

Eq. 4.12, the noise variablesf U tgT � 1
t=0 are mutually independent and, keeping the

sequence of actions �xed, they are the only source of stochasticity in the dynamics
of the environment. In other words, a sampled sequence of noise valuesf u tgT � 1

t=0
and a �xed sequence of actionsf atgT � 1

t=0 result into a single (deterministic) sequence
of statesf stgT � 1

t=0 . This implicitly assumes that the state transitions are stationary
and there are no unobserved confounders. The causal graphG corresponding to the
SCM C is the same as the one presented in Fig. 4.1 in Section 4.1.

The above representation of sequential decision making using an SCMC is a
more general reformulation of a Markov decision process, where a (stochastic) policy
� (a j s) is entailed by Eq. 4.11, and the transition distribution (i.e., the conditional
distribution P(St+1 j St ; A t )) is entailed by Eq. 4.12. Speci�cally, the conditional
density function of St+1 j St ; A t is given by

pC(St+1 = s j St = st ; A t = at ) = pC; do[A t = at ](St+1 = s j St = st )

=
Z

u 2U
1[s = gS(st ; at ; u )] � f C

U t
(u )du ; (4.13)

wheredo[A t = at ] denotes a (hard) intervention on the variableA t , whose value is
set to at . Here, the �rst equality holds becauseSt+1 and A t are d-separated bySt

in the sub-graph obtained fromG after removing all outgoing edges ofA t
5 and the

second equality follows from Eq. 4.12.
Moreover, as argued in Section 4.1, by using an SCM to represent sequential de-

cision making, instead of a standard MDP, we can answer counterfactual questions.
More speci�cally, assume that, at time stept, we observed the stateSt = st , we
took action A t = at and the next state wasSt+1 = st+1 . Retrospectively, we would
like to know the probability that the state St+1 would have beens0 if, at time step
t, we had been in a states, and we had taken an actiona, (generally) di�erent from
st ; at . Using the SCM C, we can characterize this by a counterfactual transition
density function

pC jS t +1 = s t +1 ;S t = s t ;A t = at ; do[A t = a](St+1 = s0j St = s) =
Z

u 2U
1[s0 = gS(s; a;u )] � f C jS t +1 = s t +1 ;S t = s t ;A t = at

U t
(u )du ; (4.14)

where f C jS t +1 = s t +1 ;S t = s t ;A t = at
U t

is the posterior distribution of the noise variableU t

with support such that st+1 = gS(st ; at ; u ).
In what follows, we will assume that the transition mechanismgS is continuous

with respect to its last argument and the SCMC satis�es the following form of
Lipschitz-continuity:

De�nition 4.2.1. An SCM C is Lipschitz-continuous i� the transition mechanism
gS and the rewardr are Lipschitz-continuous with respect to their �rst argument,
i.e., for each a 2 A , u 2 U, there exists a Lipschitz constantK a;u 2 R+ such
that, for any s; s0 2 S, kgS(s; a;u ) � gS(s0; a;u )k � K a;u ks � s0k, and, for each
a 2 A , there exists a Lipschitz constantCa 2 R+ such that, for any s; s0 2 S,
jr (s; a) � r (s0; a)j � Ca ks � s0k. In both cases,k�k denotes the Euclidean distance.

5This follows directly from the rules of do-calculus. For further details, refer to Chapter 3
of Pearl [71].
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Note that, although they are not phrased in causal terms, similar Lipschitz
continuity assumptions for the environment dynamics are common in prior work
analyzing the theoretical guarantees of reinforcement learning algorithms [218{226].
Moreover, for practical applications (e.g., in healthcare), this is a relatively mild
assumption to make. Consider two patients whose vitalss and s0 are similar at
a certain point in time, they receive the same treatmenta, and every unobserved
factor u that may a�ect their health is also the same. Intuitively, De�nition 4.2.1
implies that their vitals will also evolve similarly in the immediate future, that is,
the valuesgS(s; a;u ) and gS(s0; a;u ) will not di�er dramatically. In this context,
it is worth mentioning that, when the transition mechanismgS is modeled by a
neural network, it is possible to control its Lipschitz constant during training, and
penalizing high values can be seen as a regularization method [227, 228].

Further, we will focus on bijective SCMs [211], a fairly broad class of SCMs,
which subsumes multiple models studied in the causal discovery literature, such as
additive noise models [212], post-nonlinear causal models [213], location-scale noise
models [214] and more complex models with neural network components [215{217].

De�nition 4.2.2. An SCM C is bijective i� the transition mechanism gS is bijective
with respect to its last argument,i.e., there is a well-de�ned inverse functiong� 1

S :
S � A � S ! U such that, for every combination ofst+1 ; st ; at ; u t with st+1 =
gS(st ; at ; u t ), it holds that u t = g� 1

S (st ; at ; st+1 ).

Importantly, bijective SCMs allow for a more concise characterization of the
counterfactual transition density given in Eq. 4.14. More speci�cally, after observing
an event St+1 = st+1 ; St = st ; A t = at , the value u t of the noise variableU t can
only be such thatu t = g� 1

S (st ; at ; st+1 ), that is, the posterior distribution of U t is a
point mass and its density is given by

f C jS t +1 = s t +1 ;S t = s t ;A t = at
U t

(u ) = 1[u = g� 1
S (st ; at ; st+1 )]: (4.15)

Then, for a given episode� of the decision making process, we have that the (non-
stationary) counterfactual transition density is given by

p�;t (St+1 = s0j St = s; A t = a) := pC jS t +1 = s t +1 ;S t = s t ;A t = at ; do[A t = a](St+1 = s0j St = s)

=
Z

u 2U
1[s0 = gS(s; a;u )] � 1[u = g� 1

S (st ; at ; st+1 )]du

= 1
�
s0 = gS

�
s; a; g� 1

S (st ; at ; st+1 )
��

: (4.16)

Since this density is also a point mass, the resulting counterfactual dynamics are
purely deterministic. That means, under a bijective SCM , the answer to the ques-
tion \ What would have been the state at timet + 1, had we been at states and
taken action a at time t, given that, in reality, we were atst , we took at and the
environment transitioned tost+1 ?" is just given by s0 = gS

�
s; a; g� 1

S (st ; at ; st+1 )
�
.

On the counterfactual identi�ability of bijective SCMs. Very recently, Nasr-
Esfahany and Kiciman [229] have shown that bijective SCMs are in general not
counterfactually identi�able when the exogenous variableU t is multi-dimensional.
In other words, even with access to an in�nite amount of triplets (st ; at ; st+1 ) sam-
pled from the true SCM C, it is always possible to �nd an SCM C0 6= C with
transition mechanismhS and distributions PC0

(U t ) that entails the same transition
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distributions as C (i.e., it �ts the observational data perfectly), but leads to dif-
ferent counterfactual predictions. Although our subsequent algorithmic results do
not require the SCMC to be counterfactually identi�able, the subclass of bijective
SCMs we will use in our experiments in Section 4.2.4 is counterfactually identi�able.
The de�ning attribute of this subclass, which we refer to aselement-wise bijective
SCMs, is that the transition mechanism gS can be decoupled intod independent
mechanismsgS;i such that St+1 ;i = gS;i (St ; A t ; Ut;i ) for i 2 f 1; : : : ; dg. Formally:

De�nition 4.2.3. An SCM C is element-wise bijective i� it is bijective and there
exist functionsgS;i : R�A� R ! R with i 2 f 1; : : : ; dg such that, for every combina-
tion of st+1 ; st ; at ; u t with st+1 = gS(st ; at ; u t ), it holds that st+1 ;i = gS;i (st ; at ; ut;i )
for i 2 f 1; : : : ; dg.

Note that, in an element-wise bijective SCM, it holds thatSt+1 ;i ?? Ut;j j Ut;i ; St ; A t

for j 6= i , however,Ut;i , Ut;j do not need to be independent. Moreover, under our
assumption that the transition mechanismgS is continuous with respect to its third
argument, it is easy to see that, for any element-wise bijective SCM, the functions
gS;i are always strictly monotonic functions of the respectiveut;i . Based on this
observation, we have the following theorem of counterfactual identi�ability whose
proof follows a similar reasoning to proofs found in related work [132, 211]:6

Theorem 4.2.1. Let C and C0 be two element-wise bijective SCMs with transition
mechanismsgS and hS, respectively, and, for any observed transition(st ; at ; st+1 ),
let u t = g� 1

S (st ; at ; st+1 ) and ~u t = h� 1
S (st ; at ; st+1 ). Moreover, given anys 2 S; a 2

A , let s0 = gS(s; a;u t ) and s00 = hS(s; a; ~u t ). If PC(St+1 j St = s; A t = a) =
PC0

(St+1 j St = s; A t = a) for all s 2 S; a 2 A , it must hold that s0 = s00.

4.2.2 Problem statement

Let � be an observed episode of a decision making process whose dynamics are char-
acterized by a Lipschitz-continuous bijective SCM. To characterize the counterfac-
tual outcome that any alternative action sequence would have achieved under the cir-
cumstances of the particular episode, we build upon the formulation of Section 4.2.2,
and we de�ne a non-stationary counterfactual MDPM + = ( S+ ; A ; F +

�;t ; r + ; T) with
deterministic transitions. Here,S+ = S � [T � 1]0 is an enhanced state space such
that each s+ 2 S + is a pair (s; l) indicating that the counterfactual episode would
have been at states 2 S with l action changes already performed. Accordingly,r +

is a reward function which takes the formr + ((s; l); a) = r (s; a) for all ( s; l) 2 S + ,
a 2 A , that is, it does not change depending on the number of action changes already
performed. Finally, the time-dependent transition functionF +

�;t : S+ � A ! S + is
de�ned as

F +
�;t ((s; l) ; a) =

( �
gS

�
s; a; g� 1

S (st ; at ; st+1 )
�

; l + 1
�

if (a 6= at )�
gS

�
s; at ; g� 1

S (st ; at ; st+1 )
�

; l
�

otherwise:
(4.17)

Intuitively, here we set the transition function according to the point mass of the
counterfactual transition density given in Eq. 4.16, and we use the second coordinate
to keep track of the changes that have been performed in comparison to the observed
action sequence up to the time stept.

6All proofs for Section 4.2 can be found in Appendix A.4.
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Now, given the initial state s0 of the episode� and any counterfactual action
sequencef a0

tg
T � 1
t=0 , we can compute the corresponding counterfactual episode� 0 =

f (s0
t ; l t ); a0

tg
T � 1
t=0 . Its sequence of states is given recursively by

(s0
1; l1) = F +

�; 0 ((s0; 0) ; a0
0) and

�
s0

t+1 ; l t+1
�

= F +
�; 0 ((s0

t ; l t ) ; a0
t ) for t 2 [T � 1];

(4.18)

and o+ (� 0) =
P

t r + ((s0
t ; l t ) ; a0

t ) =
P

t r (s0
t ; a0

t ) is its counterfactual outcome.
Then, our ultimate goal is to �nd the counterfactual action sequencef a0

tg
T � 1
t=0

that, starting from the observed initial state s0, maximizes the counterfactual out-
come subject to a constraint on the number of counterfactual actions that can di�er
from the observed ones, that is,

maximize
a0

0 ;:::;a0
T � 1

o+ (� 0) subject to s0
0 = s0 and

T � 1X

t=0

1[at 6= a0
t ] � k; (4.19)

wherea0; : : : ; aT � 1 are the observed actions. Unfortunately, using a reduction from
the classic partition problem [168], the following theorem shows that we cannot hope
to �nd the optimal action sequence in polynomial time:

Theorem 4.2.2. The problem de�ned by Eq. 4.19. is NP-Hard.

The proof of the theorem relies on a reduction from the partition problem [168],
which is known to be NP-complete, to our problem, de�ned in Eq. 4.19. At a high-
level, we map any instance of the partition problem to an instance of our problem,
taking special care to construct a reward function and an observed action sequence,
such that the optimal counterfactual outcomeo+ (� � ) takes a speci�c value if and
only if there exists a valid partition for the original instance. The hardness result
of Theorem 4.2.2 motivates our subsequent focus on the design of a method that
always �nds the optimal solution to our problem at the expense of a potentially
higher runtime for some problem instances.

4.2.3 An e�cient method based on A* search

To deal with the increased computational complexity of the problem, we develop
an optimal search method based on the classicA � algorithm [230], which we have
found to be very e�cient in practice. Our starting point is the observation that, the
problem of Eq. 4.19 presents an optimal substructure, that is, its optimal solution
can be constructed by combining optimal solutions to smaller sub-problems. For an
observed episode� , let V� (s; l; t ) be the maximum counterfactual reward that could
have been achieved in a counterfactual episode where, at timet, the process is at a
(counterfactual) state s, and there are so farl actions that have been di�erent in
comparison with the observed action sequence. Formally,

V� (s; l; t ) = max
a0

t ;:::;a0
T � 1

T � 1X

t0= t

r (s0
t0; a0

t0)

subject to s0
t = s and

T � 1X

t0= t

1[at0 6= a0
t0] � k � l:
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(a) Search graph (b) Heuristic function
computation

Figure 4.6: Main components of our search method based on the A � al-
gorithm. Panel (a) shows the search graph for a problem instance withjAj = 2.
Here, each box represents a nodev = ( s; l; t ) of the graph, and each edge represents
a counterfactual transition. Next to each edge, we include the actiona 2 A causing
the transition and the associated reward. Panel (b) shows the heuristic function
computation, where the two axes represent a (continuous) state spaceS = R2 and
the two levels on the z-axis correspond to di�erences in the (integer) values (l; t )
and (la; t + 1). Here, the blue squares correspond to the �nite states in the anchor
set Sy and (sa; la) = F +

�;t ((s; l) ; a).

Then, it is easy to see that the quantityV� (s; l; t ), for all s 2 S; l < k and t < T � 1,
can be given by the recursive function

V� (s; l; t ) = max
a2A

f r (s; a) + V� (sa; la; t + 1) g; (4.20)

where (sa; la) = F +
�;t ((s; l) ; a). In the base case ofl = k (i.e., all allowed action

changes are already performed), we haveV� (s; k; t) = r (s; at ) + V� (sat ; lat ; t + 1) for
all s 2 S and t < T � 1, andV� (s; k; T � 1) = r (s; aT � 1) for t = T � 1. Lastly, when
t = T � 1 and l < k , we haveV� (s; l; T � 1) = maxa2A r (s; a) for all s 2 S.

Given the optimal substructure of the problem, one may be tempted to employ
a typical dynamic programming approach to compute the valuesV� (s; l; t ) in a
bottom-up fashion. However, the complexity of the problem lies in the fact that,
the statess are real-valued vectors whose exact values depend on the entire action
sequence that led to them. Hence, to enumerate all the possible values thats might
take, one has to enumerate all possible action sequences in the search space, which
is equivalent to solving our problem with a brute force search. In what follows, we
present our proposed method to �nd optimal solutions using theA � algorithm, with
the caveat that its runtime varies depending on the problem instance, and it can be
equal to that of a brute force search in the worst case.

Casting the problem as graph search. We represent the solution space of our
problem as a graph, where each nodev corresponds to a tuple (s; l; t ) with s 2 S,
l 2 [k] and t 2 [T]0. Every node v = ( s; l; t ) with l < k and t < T � 1 has jAj
outgoing edges, each one associated with an actiona 2 A , carrying a rewardr (s; a),
and leading to a nodeva = ( sa; la; t + 1) such that ( sa; la) = F +

�;t ((s; l) ; a). In the
case ofl = k, the nodev has exactly one edge corresponding to the observed action
at at time t. Lastly, when t = T � 1, the outgoing edge(s) lead(s) to a common node
vT = ( s; ; k; T) which we call the goal node, and it has zero outgoing edges itself.
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Note that, the exact value ofs; is irrelevant, and we only include it for notational
completeness.

Let s0 be the initial state of the observed episode. Then, it is easy to notice
that, starting from the root node v0 = ( s0; 0; 0), the �rst elements of each node
vi on a path v0; : : : ; vi ; : : : ; vT form a sequence of counterfactual states, and the
edges that connect those nodes are such that the corresponding counterfactual ac-
tion sequence di�ers from the observed one in at mostk actions. That said, the
counterfactual outcomeo+ (� ) =

P T � 1
t=0 r (s0

t ; a0
t ) is expressed as the sum of the re-

wards associated with each edge in the path, and the problem de�ned by Eq. 4.19 is
equivalent to �nding the path of maximum total reward that starts from v0 and ends
in vT . Fig. 4.6a illustrates the search graph for a simple instance of our problem.7

Unfortunately, since the statess are vectors of real values, even enumerating all the
graph's nodes requires time exponential in the number of actionsjAj , which makes
classic algorithms that search over the entire graph non-practical.

To address this challenge, we resort to theA � algorithm, which performs a more
e�cient search over the graph by preferentially exploring only parts of it where we
have prior information that they are more likely to lead to paths of higher total
reward. Concretely, the algorithm proceeds iteratively and maintains a queue of
nodes to visit, initialized to contain only the root nodev0. Then, at each step, it
selects one node from the queue, and it retrieves all its children nodes in the graph
which are subsequently added to the queue. It terminates when the node being
visited is the goal nodevT . Algorithm 7 summarizes the procedure. Therein, we
represent each nodev by an object with 4 attributes: (i) the \tuple" ( s; l; t ) of the
node, (ii) the total reward \rwd" of the path that has led the search from the root
nodev0 to the nodev, (iii) the parent node \par" from which the search arrived to
v, and (iv) the action \act" associated with the edge connecting the nodev with
its parent. In addition to the queue of nodes to visit, the algorithm maintains a
set of explored nodes and adds a new node to the queue only if it has not been
previously explored. The algorithm terminates when the goal node is chosen to be
visited, that is, the \tuple" attribute of v has the format (� ; � ; T), where � denotes
arbitrary values. Once the goal nodevT has been visited, the algorithm reconstructs
and returns the action sequence that led from the root nodev0 to the goal node.

The key element of theA � algorithm is the criterion based on which it selects
which node from the queue to visit next. Letvi = ( si ; l i ; t) be a candidate node in the
queue andr vi be the total reward of the path that the algorithm has followed so far
to reach fromv0 to vi . Then, the A � algorithm visits next the nodevi that maximizes
the sum r vi + V̂� (si ; l i ; t), where V̂� is a heuristic function that aims to estimate the
maximum reward that can be achieved via any path starting fromvi = ( si ; l i ; t) and
ending in the goal nodevT , that is, it gives an estimate for the quantityV� (si ; l i ; t).
Intuitively, the heuristic function can be thought of as an \eye into the future" of
the graph search, that guides the algorithm towards nodes that are more likely to
lead to the optimal solution and the algorithm's performance depends on the quality
of the approximation of V� (si ; l i ; t) by V̂� (si ; l i ; t). Next, we will look for a heuristic
function that satis�es consistency. Formally, a heuristic function V̂� is consistent i�,
for nodesv = ( s; l; t ), va = ( sa; la; t + 1) connected with an edge associated with
action a, it satis�es V̂� (s; l; t ) � r (s; a) + V̂� (sa; la; t + 1) [231]. Given a consistent

7We would like to give credit to creators Freepik and vectorsmarket15 from 
aticon.com whose
icons we have used to design Fig. 4.6a.
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Algorithm 7: Graph search viaA �

input : states S, actions A , observed action sequencef at gt= T � 1
t=0 , horizon T,

transition function F +
�;t , reward function r , constraint k, initial state s0,

heuristic function V̂� .
output : optimal counterfactual action sequencef a�

t gT � 1
t=0

node v0  f tuple : (s0; 0; 0); rwd : 0; par : Null; act : Null g
stack action sequence [ ]
queue Q  f rootg
set explored  ;
while True do

v  argmaxv02 Q f v0:rwd + V̂� (v0:tuple )g // Next node to visit
Q  Q n v
if v:tuple = ( � ; � ; T) then

while v:par 6= Null do
action sequence:push(v:act ) // Retrieve final action sequence
v  v:par

return action sequence

explored  explored[ f vg // Set node v as explored
if l = k then

availabe actions  f at g
else

availabe actions  A

for a 2 available actions do
(s; l; t )  v:tuple
(sa; la)  F +

�;t ((s; l ) ; a) // Identify v's children nodes
va  f tuple : (sa; la; t + 1) ; rwd : v:rwd + r (s; a); par : v; act : ag
if va 62Q and va 62explored then

Q  Q [ f vag // Add them to the queue if unexplored

heuristic function, the A � algorithm as described above is guaranteed to return the
optimal solution upon termination [230].

Computing a consistent heuristic function. We �rst propose an algorithm
that computes the function's valuesV̂� (s; l; t ) for a �nite set of points such that
l 2 [k], t 2 [T � 1]0, s 2 Sy � S , whereSy is a pre-de�ned �nite set of states|an
anchor set|whose construction we discuss later. Then, based on the Lipschitz-
continuity of the SCM C, we show that these computed values of̂V� are valid upper
bounds of the corresponding valuesV� (s; l; t ) and we expand the de�nition of the
heuristic function V̂� over all s 2 S by expressing it in terms of those upper bounds.
Finally, we prove that the function resulting from the aforementioned procedure is
consistent.

To compute the upper boundsV̂� , we exploit the observation that the values
V� (s; l; t ) satisfy a form of Lipschitz-continuity, as stated in the following lemma:

Lemma 4.2.1. Let u t = g� 1
S (st ; at ; st+1 ), K u t = maxa2A K a;u t , C = maxa2A Ca

and the sequenceL0; : : : ; LT � 1 2 R+ be such thatLT � 1 = C and L t = C + L t+1 K u t

for t 2 [T � 2]. Then, it holds that jV� (s; l; t ) � V� (s0; l; t )j � L t ks � s0k, for all
t 2 [T � 1]0, l 2 [k] and s; s0 2 S.
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Algorithm 8: It computes upper boundsV̂� (s; l; t ) for the valuesV� (s; l; t )

input : states S, actions A , observed action sequencef at gt= T � 1
t=0 , horizon T,

transition function F +
�;t , reward function r , constraint k, anchor setSy

output : upper boundsV̂�

V̂� (s; l; T � 1)  maxa2A r (s; a) for s 2 Sy; l 2 f 0; : : : ; k � 1g
V̂� (s; k; T � 1)  r (s; at ) for s 2 Sy

for t  T � 2 to 0 do
for l  k to 0 do

available actions  at if l = k else A
for s 2 Sy do

bounds ;
for a 2 available actions do

/* Get the min bound for V� (sa; la; t + 1) based on Sy */
sa; la  F +

�;t ((s; l ) ; a)

Va  minsy2S y f V̂� (sy; la; t + 1) + L t+1 ksy � sakg
bounds bounds[ f r (s; a) + Vag

V̂� (s; l; t )  max(bounds) // Get the max bound over the
actions

return V̂� (s; l; t ) for s 2 Sy; l 2 [k]; t 2 [T � 1]0

Based on this observation, our algorithm proceeds in a bottom-up fashion and
computes valid upper bounds of the valuesV� (s; l; t ) for all l 2 [k], t 2 [T � 1]0 and
s in the anchor setSy. To get the intuition, assume that, for a givent, the values
V̂� (s; l; t + 1) are already computed for alls 2 Sy, l 2 [k], and they are indeed valid
upper bounds of the correspondingV� (s; l; t + 1). Then, let ( sa; la) = F +

�;t ((s; l) ; a)
for somes 2 Sy and l 2 [k]. Sincesa itself may not belong to the �nite anchor
set Sy, the algorithm uses the valuesV̂� (sy; la; t + 1) of all anchors sy 2 Sy in
combination with their distance to sa, and it sets the value ofV̂� (s; l; t ) in way that
it is also guaranteed to be a (maximally tight) upper bound ofV� (s; l; t ). Fig. 4.6b
illustrates the above operation. Algorithm 8 summarizes the overall procedure,
which is guaranteed to return upper bounds, as shown by the following proposition:

Proposition 4.2.1. For all s 2 Sy, l 2 [k]; t 2 [T � 1]0, it holds that V̂� (s; l; t ) �
V� (s; l; t ), where V̂� (s; l; t ) are the values of the heuristic function computed by Al-
gorithm 8.

Next, we use the valuesV̂� (s; l; t ) computed by Algorithm 8 to expand the
de�nition of V̂� over the entire domain as follows. For somes 2 S, a 2 A , let
(sa; la) = F +

�;t ((s; l) ; a), then, we have that

V̂� (s; l; t ) =

8
>>><

>>>:

0 t = T

max
a2A 0

r (s; a) t = T � 1

max
a2A 0

�
r (s; a) + min

sy2S y

n
V̂� (sy; la; t + 1) + L t+1 ksy � sak

o�
otherwise;

(4.21)

where A 0 = f atg for l = k and A 0 = A for l < k . Finally, the following theorem
shows that the resulting heuristic functionV̂� is consistent:
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Theorem 4.2.3. For any nodesv = ( s; l; t ); va = ( sa; la; t + 1) with t < T � 1
connected with an edge associated with actiona, it holds that V̂� (s; l; t ) � r (s; a) +
V̂� (sa; la; t + 1) . Moreover, for any nodev = ( s; l; T � 1) and edge connecting it to
the goal nodevT = ( s; ; k; T), it holds that V̂� (s; l; T � 1) � r (s; a) + V̂� (s; ; k; T).

Kick-starting the heuristic function computation with Monte Carlo an-
chor sets. For any s 62 Sy, whenever we computêV� (s; l; t ) using Eq. 4.21, the
resulting value is set based on the valuêV� (sy; la; t + 1) of some anchorsy, increased
by a penalty term L t+1 ksy � sak. Intuitively, this allows us to think of the heuristic
function V̂� as an upper bound of the functionV� whose looseness depends on the
magnitude of the penalty terms encountered during the execution of Algorithm 8
and each subsequent evaluation of Eq. 4.21. To speed up theA � algorithm, note
that, ideally, one would want all penalty terms to be zero,i.e., an anchor set that in-
cludes all the statess of the nodesv = ( s; l; t ) that are going to appear in the search
graph. However, as discussed in the beginning of Section 4.2.3, an enumeration of
those states requires a runtime exponential in the number of actions.

To address this issue, we introduce a Monte Carlo simulation technique that
adds to the anchor set the observed statesf s0; : : : ; sT � 1g and all unique states
f s0

0; : : : ; s0
T � 1g resulting by M randomly sampled counterfactual action sequences

a0
0; : : : ; a0

T � 1. Speci�cally, for each action sequence, we �rst sample a numberk0

of actions to be changed and what those actions are going to be, both uniformly
at random from [k] and A k0

, respectively. Then, we sample from [T � 1]0 the k0

time steps where the changes take place, with each time stept having a probability
L t=

P
t0 L t0 to be selected. This biases the sampling towards earlier time steps, where

the penalty terms are larger due to the higher Lipschitz constants. As we will see
in the next section, this approach works well in practice, and it allows us to control
the runtime of the A � algorithm by appropriately adjusting the number of samples
M . We experiment with additional anchor set selection strategies in Appendix C.5.

4.2.4 Experiments on real data

Here, we evaluate our method using real patient data from MIMIC-III [232], a
freely accessible critical care dataset commonly used in reinforcement learning for
healthcare [233{236].8

Experimental setup. We follow the preprocessing steps of Komorowski et al. [234]
to identify a cohort of 20;926 patients treated for sepsis [237]. Each patient record
contains vital signs and administered treatment information in time steps of 4-hour
intervals. As an additional preprocessing step, we discard patient records whose
associated time horizonT is shorter than 10, resulting in a �nal dataset of 15;992
patients with horizons between 10 and 20.

To form our state spaceS = Rd, we used = 13 features. Four of these features
are demographic or contextual and thus we always set their counterfactual values to
the observed ones. The remaining~d = 9 features are time-varying and include the
SOFA score [238]|a standardized score of organ failure rate|along with eight vital
signs that are required for its calculation. Since SOFA scores positively correlate
with patient mortality [239], we assume that eachs 2 S gives a rewardr (s) equal

8All experiments for Section 4.2 ran on an internal cluster of machines equipped with 16 Intel(R)
Xeon(R) 3.20GHz CPU cores, 512GBs of memory and 2 NVIDIA A40 48GB GPUs.
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(a) E�ciency vs. L h (b) E�ciency vs. M (c) E�ciency vs. k

Figure 4.7: Computational e�ciency of our method. Panels (a-c) show the
e�ective branching factor (pink-left axis) and the runtime of theA � algorithm (green-
right axis) against the Lipschitz constantLh, the number of Monte Carlo samples
M and the number of action changesk, respectively. In Panel (a), we setM = 2000
and k = 3. In Panel (b), we set Lh = 1:0 and k = 3. In Panel (c), we set
Lh = 1:0 and M = 2000. In all panels, we setL � = 0:1 and error bars indicate 95%
con�dence intervals over 200 executions of theA � algorithm for 200 patients with
horizon T = 12.

to the negation of its SOFA value. Here, it is easy to see that this reward function is
just a projection of s, therefore, it is Lipschitz continuous with constantCa = 1 for
all a 2 A . Following related work [233, 234, 236], we consider an action spaceA that
consists of 25 actions, which correspond to 5� 5 levels of administered vasopressors
and intravenous 
uids. Refer to Appendix B.4.1 for additional details on the features
and actions.

To model the transition dynamics of the time-varying features, we consider an
SCM C whose transition mechanism takes a location-scale formgS(St ; A t ; U t ) =
h(St ; A t ) + � (St ; A t ) � U t , where h; � : S � A ! R ~d, and � denotes the element-
wise multiplication [214, 216]. Notably, this model is element-wise bijective and
hence it is counterfactually identi�able, as shown in Section 4.2.1. Moreover, we
use neural networks to model the location and scale functionsh and � and enforce
their Lipschitz constants to beLh and L � , respectively. This results in a Lipschitz
continuous SCMCwith K a;u = Lh + L � maxi jui j. Further, we assume that the noise
variable U t follows a multivariate Gaussian distribution with zero mean and allow
its covariance matrix to be a (trainable) parameter.

We jointly train the weights of the networksh and � and the covariance matrix of
the noise prior on the observed patient transitions using stochastic gradient descent
with the negative log-likelihood of each transition as a loss. In our experiments, if not
speci�ed otherwise, we use an SCM with Lipschitz constantsLh = 1:0, L � = 0:1 that
achieves a log-likelihood only 6% lower to that of the best model trained without any
Lipschitz constraint. Refer to Appendix B.4.2 for additional details on the network
architectures, the training procedure and the way we enforce Lipschitz continuity.

Results. We start by evaluating the computational e�ciency of our method against
(i) the Lipschitz constant of the location networkLh, (ii) the number of Monte Carlo
samplesM used to generate the anchor setSy, and (iii) the number of actionsk that
can di�er from the observed ones. We measure e�ciency using running time and the
e�ective branching factor (EBF) [230]. The EBF is de�ned as a real numberb � 1
such that the number of nodes expanded byA � is equal to 1+b+ b2 + � � � + bT , where
T is the horizon, and values close to 1 indicate that the heuristic function is the most
e�cient in guiding the search. Fig. 4.7 summarizes the results, which show that our
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(a) Average counterfactual
improvement vs. k

(b) Distribution of
counterfactual improvement

(c) Observed vs.
counterfactual episode

Figure 4.8: Retrospective analysis of patients' episodes. Panel (a) shows the
average counterfactual improvement as a function ofk for a set of 200 patients with
horizon T = 12, where error bars indicate 95% con�dence intervals. Panel (b) shows
the distribution of counterfactual improvement across all patients fork = 3, where
the dashed vertical line indicates the median. Panel (c) shows the observed (solid)
and counterfactual (dashed) SOFA score across time for a patient who presents
a 19:9% counterfactual improvement whenk = 3. Upward (downward) arrows
indicate action changes that suggest a higher (lower) dosage of vasopressors (V) and

uids (F). In all panels, we set M = 2000.

method maintains overall a fairly low running time that decreases with the number
of Monte Carlo samplesM used for the generation of the anchor set and increases
with the Lipschitz constant Lh and the number of action changesk. That may
not come as a surprise since, asLh increases, the heuristic function becomes more
loose, and ask increases, the size of the search space increases exponentially. To
put things in perspective, for a problem instance withLh = 1:0, k = 3 and horizon
T = 12, the A � search led by our heuristic function is e�ectively equivalent to an
exhaustive search over a full tree with 2:112 � 7;355 leaves while the corresponding
search space of our problem consists of more than 3 million action sequences|more
than 3 million paths to reach from the root node to the goal node.

Next, we investigate to what extent the counterfactual action sequences gen-
erated by our method would have led the patients in our dataset to better out-
comes. For each patient, we measure their counterfactual improvement|the rela-
tive decrease in cumulative SOFA score between the counterfactual and the observed
episode. Figs. 4.8a and 4.8b summarize the results, which show that: (i) the av-
erage counterfactual improvement shows a diminishing increase ask increases; (ii)
the median counterfactual improvement is only 5%, indicating that, the treatment
choices made by the clinicians for most of the patients were close to optimal, even
with the bene�t of hindsight; and (iii) there are 176 patients for whom our method
suggests that a di�erent sequence of actions would have led to an outcome that is
at least 15% better. That said, we view patients at the tail of the distribution as
\interesting cases" that should be deferred to domain experts for closer inspection,
and we present one such example in Fig. 4.8c. In this example, our method suggests
that, had the patient received an early higher dosage of intravenous 
uids while
some of the later administered 
uids where replaced by vasopressors, their SOFA
score would have been lower across time. Although we present this case as purely
anecdotal, the counterfactual episode is plausible, since there are indications of de-
creased mortality when intravenous 
uids are administered at the early stages of a
septic shock [240].
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4.3 Chapter conclusions

In this chapter, we have explored the problem of counterfactually analyzing observed
episodes of sequential decision making processes. To this end, we have built upon the
frameworks of Markov decision processes and structural causal models, and we have
introduced e�cient algorithms to �nd counterfactually optimal action sequences in
environments described by discrete and continuous state spaces. Through experi-
ments with synthetic and real datasets, we have demonstrated that these methods
o�er valuable insights for decision making processes under uncertainty and can serve
as a useful tool for domain experts in identifying key time steps and actions within
an episode for further (manual) inspection.

Our work opens several avenues for future work. First, our modeling approach
assumes no unobserved confounding in the decision making processes and that the
Markov property holds. Developing methods to �nd approximately optimal coun-
terfactual action sequences in SCMs representing partially observable MDPs [125]
and general SCMs with unobserved confounding [129] would be a direction worth
exploring.

Additionally, while we have learned SCMs from data for our experiments, SCMs
are not (counterfactually) identi�able in general [197, 229]. A potential solution
to this problem would be to design SCMs that incorporate knowledge from obser-
vational interventional data, along with domain knowledge from human experts,
in the form of predictions about counterfactual outcomes from alternative action
sequences for observed episodes. This approach would align (learned) SCMs with
domain experts' intuition, thereby enhancing their reliability for making counter-
factual predictions. Developing the modeling and methodological toolkit to enable
this approach would be an exciting direction for future work.

Finally, an important next step is to evaluate our proposed methods through
interventional experiments with human experts. Conducting empirical studies to
assess the utility of counterfactually optimal action sequences as a learning signal in
domains such as cognitive behavioral therapy and critical care would provide valu-
able insights into their e�ectiveness. Such studies could also explore how learning
from counterfactual predictions impacts broader decision making pipelines, shed-
ding light on the potential for collaboration between algorithmic tools and domain
expertise.
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Chapter 5

Understanding responsibility
judgments in human-AI teams

AI systems are increasingly being used to help humans make better decisions in
a variety of application areas such as healthcare, �nance, and transportation. In
healthcare, AI recommendations in
uence physician treatment decisions [241]; in
�nance, AI algorithms provide market predictions that inform critical business deci-
sions [5]; in transportation, AI systems have an increasing e�ect on driver behavior
through their route recommendations and semi-autonomous driving capabilities [3].
However, as this mixture of human and machine decisions becomes more common,
it also becomes unclear who is responsible for the outcomes of those decisions. If
a driver decides to handle control of their car to an AI system before a challenging
intersection and the car is involved in an accident, who is responsible?

Questions about responsibility are ubiquitous in our daily lives, and humans
make intuitive judgments about responsibility even in complex situations like the
one described above. Cognitive scientists have developed and tested di�erent theo-
ries about the cognitive process that underpins responsibility judgments [72, 73, 242,
243]. However, the increasing development of AI systems that assist and collaborate
with humans, rather than replacing them [57, 60{62, 75{78], calls for more empir-
ical and theoretical research to shed light on the way humans make responsibility
judgments in situations involving human-AI teams [79]. Recent work in that area
has identi�ed several factors that in
uence responsibility judgments [145, 146, 244].
However, these works have not attempted to characterize the underlying cognitive
process that supports such judgments. In this chapter, we take a step towards
�lling this gap by introducing a computational model to predict and understand
responsibility judgments for human-AI teams in environments where the two agents
collaborate, act sequentially, and in
uence each other's decisions.

Existing theories on the cognitive process of responsibility attribution have es-
tablished strong ties to causality [71] and counterfactual reasoning [70, 192, 245].
Humans tend to consider an object, event, action, or agent as (causally) responsible
for an outcome if they can mentally simulate an alternative reality where that out-
come would have been di�erent if the candidate cause had not existed or occurred
in the �rst place [72, 74, 135{143]. In this chapter, we build upon recent work
on the counterfactual simulation model (CSM) [193, 246], a computational model
that accurately predicts the extent to which people perceive an object (e.g., a mov-
ing billiard ball) as a cause of an observed outcome (e.g., potting another ball).
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Speci�cally, using a physics engine to approximate people's intuitive understanding
of physics [247, 248], the model performs (stochastic) simulations of counterfactual
situations where the candidate cause (e.g., the moving billiard ball) is removed from
the scene or slightly perturbed. Then, it predicts participants' causal judgments
based on the estimated probability that the outcome would have been di�erent had
the respective intervention on the candidate cause taken place.

More recently, Wu et al. [140, 249] have explored extensions of the CSM in social
settings using Markov decision processes (MDPs) [119] as generative models of agent
behavior. Reminiscent of the results in the physical domain, they have shown that
the CSM predicts people's judgments about the extent that a decision of an agent
caused an outcome based on counterfactual simulations where that agent has made
a di�erent decision [249]. However, in the context of responsibility attribution, the
shift of focus from physical objects to agents introduces additional complexity, since
an agent's actions are conditioned on their epistemic state (i.e., the knowledge and
information they have) [137, 142, 250, 251]. To explore this further, Wu et al.
[140] have experimented with a gridworld environment where an agent is trying to
achieve an outcome in the presence of a second (potentially adversarial) agent. They
have proposed an extension of the CSM that additionally models the �rst agent's
belief about the second agent's intention and explains responsibility judgments by
combining counterfactual simulations with intention inferences [252].

Here, we further extend the CSM by developing and experimenting with a styl-
ized but rich semi-autonomous driving environment, where a (simulated) human and
an AI agent collaborate towards a common objective. A distinctive feature of the
setting we focus on is that the two agents share the same goal but have partial and
di�ering knowledge about elements of the physical environment they operate in. As
a result, they hold di�erent beliefs about the state of the world, which they update
either via direct observations or via inferences from each other's actions [253]. More-
over, the two agents take a series of interdependent actions, and their relationship
is asymmetric, with the human having (some) control over the actions of the AI
which, in turn, plays an assistive role. We start by formalizing this environment
using decentralized partially observable Markov decision processes. Based on this
formulation, we make the following contributions:

1. We propose a model of responsibility for the human and the AI that relies on
counterfactual simulations to estimate how unexpected an agent's action was
and what would have happened had each agent acted di�erently.

2. We conduct an (online) human-subject study to assess how well our proposed
model predicts participants' responsibility judgments concerning the human
and AI agents in various simulation scenarios from our driving environment.

Our analysis indicates that participants' responsibility judgments about the hu-
man are in
uenced by counterfactuals and are well-captured by our model. On
the other hand, a simpler model, based solely on the actual contribution to the
outcome, e�ectively captures responsibility judgments about the AI. The code for
the simulation environment, the interface of the online study, and all data collected
during the study described in Chapter 5 are available at https://github.com/cicl-
stanford/responsibility sequential.
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5.1 Computational model

We develop a 2D gridworld environment that simulates and illustrates stylized cases
of commute. Below, we start by providing a high-level description of our environ-
ment. Then, we formalize its main elements, and we introduce a generative model
of agent behavior. Building upon that, we propose a model to predict responsibility
judgments about the human and the AI agent in individual commutes.

5.1.1 Environment description

Consider the illustration in Fig. 5.1: The two agents (human & AI) are in a car,
which is initially placed at the bottom left corner of an 8� 8 grid consisted of black
and white (road) tiles.1 The grid is known to both agents a priori and they both
share a common goal { to reach the human's workplace at the top right corner within
a given time limit. The simulation proceeds in time steps and, at each time step,
the car is controlled either by the AI or the human. The agent who is in control can
move the car horizontally or vertically by one tile per time step. Moving to a tile is
possible only if it is white (i.e., a road) and it is not blocked by a road closure or an
accident. The grid may also contain tra�c spots that are either congested or not
congested for the entire commute, with congested ones causing the car to remain
idle for 10 time steps.

Each agent has only partial knowledge of potential obstacles in the environment.
The human knows about road closures and the locations of the tra�c spots but not
about their congestion status. The AI knows everything about tra�c spots but it
is unaware of road closures. Lastly, accidents may appear randomly on any tile,
and they are unknown to both of them. Each agent discovers a previously unknown
obstacle only once it enters their �eld of view surrounding the car.

The two agents collaborate with each other by switching control of the car.
One of them starts driving and, at a randomly chosen time step, the AI asks the
human whether they want to switch control for the remainder of the commute. If
the AI is driving, it requests con�rmation to continue; if the human is driving, the
AI asks whether it should take control of the car. The human decides based on
the information they have about the environment at the time, and we refer to this
decision as theswitching decision. The agent who is in control after that point drives
until they reach the workplace (success) or until time runs out (failure).

5.1.2 Formal framework

Our environment can be described using the framework of decentralized partially
observable MDPs [139, 153, 154]. Therein, an episode unfolds overT time steps
(here, the time limit to reach the workplace) and includes more than one agent (here,
the human and the AI) who act independently. At each time stept, the process
is characterized by a statest 2 S and, in our case, contains information about
the world such as the location of the car and the identity of the current driver.
The two agents take actionsaH;t 2 A H , aAI;t 2 A AI , that correspond to doing
nothing (null ), moving on the grid (e.g., left ), o�ering or accepting/rejecting

1We would like to give credit to creators Freepik, Creartive, Smashicons, surang and juicy�sh
from 
aticon.com whose icons we have used to design our experiment.
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