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Abstract

For decades, low-resolution images have captured the attention of viewers world-
wide, highlighting a persistent need for advancements in digital imaging. For this
reason, image Super-Resolution (SR) is a critical machine learning task that aims
to enhance resolution, often by a factor of four or more. Such enhancements are
vital across various application fields, from medical imaging to satellite imagery,
from refining image quality to augmenting visual details. The core challenge is
accurately reconstructing high-resolution images that maintain the authenticity and
detail of the original, a challenge amplified by outdated imaging hardware or lossy
compression methods. Nowadays, deploying advanced deep learning models that
leverage extensive datasets to infer missing details accurately is at the heart of this
research field. To further advance the field, this Thesis addresses three fundamental
aspects: data representation, dataset quality, and the deep learning model itself.

Regarding the first aspect, this Thesis explores the frequency domain as an alter-
native for representing data for both regression-based and generative SR models.
By analyzing image data through its frequency components, SR models can more
effectively emphasize and restore high-frequency details, contributing to sharpness
and clarity. The second focal point of this Thesis is improving the quality of training
datasets. It presents strategies for dataset optimization, including pruning to retain
only the most impactful samples and introducing benchmarks to evaluate SR model
performance in federated learning settings. Federated learning is particularly benefi-
cial when data cannot be centrally collected. It allows collaborative model training
across multiple decentralized clients without compromising data privacy. Lastly,
the Thesis introduces innovative methods for generating high-resolution images
using diffusion models. These include a technique for training diffusion-based SR
models with a selective focus on detail-rich areas, thereby enhancing the ability to
reconstruct more accurate and detailed high-resolution images. Moreover, it ex-
plores how dataset distillation can benefit from the insights of the image SR domain
by including the latest state-of-the-art image generation methods and known SR
concepts like latent alignment.

By addressing these three dimensions, the Thesis contributes significantly to the
field of image SR, advancing the capabilities of SR technologies and broadening
their applicability.
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Introduction 1
„ Details make perfection, and perfection is not a

detail.

— Leonardo da Vinci

Visual perception is a complex enigma. When we look at visual art, we marvel at how

�ne details merge to create a cohesive narrative. Each stroke and shade contributes

to a story greater than the sum of its parts. This marvel extends to human experience,

prompting curiosity about how others equipped with the same biological tools of

vision - the eyes - interpret the same image differently [170, 218]. Focusing on

various details affects how we perceive images - each one telling a different story.

Everyone experiences a rather distinctive narrative and grasps a unique meaning

based on the details they focus on. At this point, the crucial importance of �ne

details becomes unmistakably clear. They are not just visual features but the essence

that shapes our perception and understanding of the world.

The ability to recognize and distinguish �ne details amidst a blur of indistinct shapes

and colors is not only a testament to the complexities of perception but also a

challenge that has long captivated the �eld of image processing and Arti�cial Intelli-

gence (AI) [189]. This fascination with detail and its immense impact on perception

directly relates to technological innovation, particularly in image enhancement. The

goal of enhancing image resolution is more than a technical endeavor. It is a long

journey toward extending the human capacity to see the world in its full glory.

In this landscape, Super-Resolution (SR) emerges as an essential area of research,

pushing the boundaries of what is visually possible. Image SR aims to reconstruct

High-Resolution (HR) images from their Low-Resolution (LR) counterparts as shown

in Figure 1.1, �lling in the gaps where detail and information were once lost. This

problem might have occurred due to hardware limitations, such as old cameras

with lower resolution capabilities, or software limitations, including compression

algorithms like JPEG, which prioritize �le size reduction over preserving �ne details

[161, 189, 360]. Modeling the recovery of these lost details and information is akin

to giving vision-based AI systems the power to perceive and reconstruct the world

with the same depth and detail as the human eye, if not more so.
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Fig. 1.1.: Image Super-Resolution (SR) systems seek to reconstruct High-Resolution (HR)
images from Low-Resolution (LR) counterparts by restoring details and informa-
tion. Note that these seemingly minor details signi�cantly in�uence the perceived
authenticity and accuracy of the reconstructed SR image. The LR image (left) is
interpolated to the same sizes as SR and HR images for visualization purposes.

1.1 Applications

Besides visual art, creating �ne details has far-reaching implications beyond the

canvas. Image SR has a broad spectrum of applications, from medical imaging,

where ampli�ed clarity can be life-saving, to satellite imagery that deepens our

understanding of our planet [302, 318]. From smartphones to high-de�nition

televisions, they directly enrich our visual experience in everyday life, making digital

worlds more immersive and authentic [3, 283, 288, 388]. In the following, three

applications are described in more detail and exempli�ed in Figure 1.2.

One straightforward application is to improve the output quality of security cameras,

especially in urban security contexts [150, 163, 394]. In numerous cities globally,

signi�cant investments are made in surveillance systems [321]. However, few

effectively optimize the bene�ts and costs of these investments, thereby limiting the

overall impact of surveillance cameras on reducing crime rates. Additionally, even

when high-quality images are available (e.g., 4K cameras), objects of interest may

be positioned too far from the camera, necessitating the capability for HR zoom-ins

[1]. Image SR can address both aspects. It aids law enforcement efforts by making

the identi�cation of suspects or vehicles of interest and analyzing events easier. A

LR image of a suspect may not be useful for investigations if critical distinguishing

features are not clearly visible. In contrast, SR surveillance footage can provide

clarity, reduce ambiguity, and strengthen the reliability of visual evidence.
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Fig. 1.2.: Example reconstructions of application �elds in image SR: surveillance [228],
Earth observation [318], and medical imaging [302]. LR (top) and SR (bottom)
images are derived from the respective referenced works.

Image SR also plays a key role in enhancing remote sensing data, thereby supporting

a spectrum of applications crucial for Earth sciences [46, 137]. These applications

include environmental monitoring, agricultural crop type identi�cation, land use and

cover mapping, disaster management, decision support systems, weather prediction,

climate modeling, geographic object detection, and biophysical parameter estimation

[325, 326, 340]. The spatial and spectral resolutions of Earth observation satellites

are often constrained by technological limitations in optics and sensors, as well as by

the high costs associated with advanced hardware improvements. Thus, developing

software-based algorithms to increase spatial and spectral quality is critical. By

improving image resolution through SR techniques, researchers and decision-makers

can gain more accurate and detailed data, supporting more effective and informed

interventions across various disciplines within Earth sciences.

In medical imaging, SR images signi�cantly support intelligent analysis and subse-

quent diagnostics, pivotal in disease screening and diagnosis [374]. For instance, SR

techniques are used for cardiac imaging, where SR supports the visualization of car-

diac anatomy, aids in assessing blood �ow, and improves the segmentation of cardiac

tissues, thereby supporting more precise diagnostic evaluations [90, 96, 310, 342].
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Fig. 1.3.: Visualization of the ill-posed nature of image SR. Given the same LR image of size
16� 16, many 128� 128SR images could be plausible. This multitude of possible
solutions highlights the complexity of accurately reconstructing HR images that
appear visually convincing and remain faithful to the original LR image.

SR methods can also substantially augment low-dose Computed Tomography (CT)

scans, which is the preferred primary lung cancer screening method. While low-dose

CT minimizes radiation exposure, it also compromises image clarity. SR techniques

can compensate for this loss, providing enhanced image quality that supports the

early detection of pulmonary nodules [102, 381, 404]. In tumor classi�cation, SR

methods have been shown to enhance statistical texture features, thereby increasing

the accuracy of identifying benign and malignant tumors [33].

In summary, image SR does not merely involve interpolating additional pixels; it is

crucial across diverse �elds and still holds signi�cant potential, improving the clarity

and utility of visual data.

1.2 The Foundational Problem

To address the challenge of interpreting and enhancing the visual world, SR systems

have to become artists, employing a blend of creativity and analytical precision.

Similar to interpreting visual art, super-resolving an image is a task with ambiguity

and multiple outcomes. From a single LR image (e.g., 16 � 16), numerous HR

interpretations ( e.g., 128 � 128) are mathematically possible, each differing in

nuanced visual and contextual details [22, 355]. This ill-posed nature necessitates

using AI techniques to navigate the vast space of potential solutions and �nd the

most plausible one. Figure 1.3 depicts the ambiguity inherent in the SR task. This

challenge underscores the critical need for advanced, intelligent systems capable

of discerning and reconstructing the most faithful and contextually appropriate

enhancements from a plethora of possibilities.
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Fig. 1.4.: The curse of dimensionalityin image SR. The LR and SR images are displayed for
scaling factors 2� and 4� . The red boxes represent unknown values, while the
blue boxes indicate values that can be derived from the LR input. As shown, the
proportion of blue to red drastically decreases as the scaling factor increases.

Consider the exponential increase in potential outcomes as scaling factors increase.

More concretely, if x 2 RH� W� C represents a LR image, ands 2 N1 the scaling factor,

the possible values for an 8-bit RGB image are given by:

256s�H�s�W�C =
�
256H�W�C

� s2

:

This growth is known as the curse of dimensionality[32, 80, 333], as depicted in

Figure 1.4. As the upscaling factors increases, so does the complexity involved in ac-

curately reconstructing a faithful SR image. Essentially, the challenge of realistically

predicting the gaps between pixels in the LR image intensi�es drastically with each

increase in scalings. Consequently, a universal solution to the image SR problem is

unreachable, as the scaling factor can theoretically extend to in�nity, e.g., in�nite

zoom applications [43, 125]. This reality renders the quest for improved image SR a

continual effort, as scaling factors can inde�nitely increase.

Furthermore, the initial conditions that produce the LR image, including potential

degradation from compression algorithms or hardware limitations, typically remain

unknown, adding complexity and uncertainty to the enhancement process [189].

This lack of information necessitates that SR systems make educated (learned)

guesses about the information lost during the creation of the LR image, further

complicating the task of image SR [37, 45, 76, 79, 254].
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1.3 State-of-the-Art

Like other domains in Computer Vision (CV), deep learning has dramatically trans-

formed SR systems with models capable of learning mappings in a supervised setting

from training datasets [98, 331, 403]. This advancement has opened up various

research avenues crucial for further narrowing the gap between the capabilities of

current SR systems and the creation of authentic HR images.

Before discussing the challenges associated with deep learning-driven SR, it is

important to understand the fundamental distinction between regression-based and

generative models. Regression-based deep learning models utilize a deterministic

mapping from LR to HR spaces and are typically effective for magni�cations up

to a 4x scale [74, 75]. However, generative models, particularly diffusion models,

prove essential for enhancements beyond this scale [178, 277]. These models

excel at generating new, realistic details that not only match but often surpass the

original content in LR images. They address the limitations of regression-based

models at higher scales by exploiting stochastic uncertainty in the re�nement process,

allowing for the creation of more accurate and lifelike images. Broadly speaking,

generative models produce images that follow a realistic dataset distribution rather

than deterministic mappings from a set of pixels [98, 158]. Accordingly, this Thesis

will present three contributions for both categories, each aimed at advancing the

state-of-the-art across these two categories of SR models.

1.4 Open Challenges

Deep learning-driven SR systems consist of three components: the dataset, the

representation of the data (images), and the SR model that learns from the data.

This Thesis targets these three pivotal areas by improving the quality of datasets, their

representation, and the architecture of models for high-resolution image generation

- particularly diffusion models.

The following Sections a)-c) will discuss each dimension in detail. We begin with the

representation of training data, progress to diffusion-based SR models, and conclude

with enhancing the quality of training datasets. For each dimension, we introduce

two speci�c challenges that this Thesis addresses. This sequence is intentionally

designed so that the second contribution for each challenge not only provides

closure but also sets the stage for the subsequent chapter, ensuring a cohesive �ow

throughout the Thesis.
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Fig. 1.5.: Visualization of a frequency-decomposed image. The discrete wavelet transform
decomposes the image into its low- and high-frequency information, highlighting
the role of high-frequency information regarding sharpness and realism. The
occurrence of values for each frequency sub-band is plotted at the bottom to
demonstrate the inconsistent distribution.

a) Image Representations

As mentioned before, the key to realism and clarity lies in �ne details. They are

typically described by high-frequency details such as textures, edges, and contours

[183]. At a basic level, high-frequency details are pixel patterns that signi�cantly

diverge from their surrounding areas. They create visual contrasts starkly different

from smoother, low-frequency regions like skies or walls [20, 30, 301], as depicted

in Figure 1.5.

1.4 Open Challenges 7



As most image SR models are trained on images in pixel space [74, 75, 178, 277],

the importance of high-frequency details raises the question:Could the frequency

domain for representing data improve the training of SR models?For regression-based

models, methods exist that successfully exploit the frequency decomposition of

images [106, 197, 368]. Yet, they contend with adapting to inconsistent frequency

sub-bands, meaning the low- and high-frequency information exhibits signi�cant

dissimilarity in their value distributions, as demonstrated in the bottom part of

Figure 1.5. Therefore, SR models must train on inconsistent, often skewed input

value distributions, hindering optimal training. Another direction is introducing

diffusion models to the frequency domain . The challenge here is adopting well-

known techniques to the less-known characteristics of this new wave of generative

models [144]. This Thesis will address both challenges with two contributions.

b) Di�usion Models

Diffusion models are at the cutting edge of SR research and present a promising

but challenging approach to generating HR images. They operate by adding and

subsequently removing noise, as depicted in Figure 1.6. However, their uniform

application of noise and subsequent denoising across all image areas can result in

inef�ciencies, especially in regions that require minimal detail enhancement, such

as monochromatic backgrounds [16, 162, 341]. Consequently, researchers and

practitioners must balance the number of applied time steps during training and

inference to achieve the maximum performance of diffusion-based SR models. A

naturally arising question is: Can we dynamically adjust the time steps employed based

on the detail-complexity of the image content?In this Thesis, we aim to address this

downside by introducing a method that guides the diffusion process on detail-rich

regions that bene�t most from deep re�nement.

Another pivotal aspect we explore is the advanced exploitation of the generative

capabilities of diffusion models for HR synthetic datasets [152, 200, 405]. Instead

of applying diffusion models solely on LR images, they can also be used as a

data generator for synthetic datasets. However,synthetic dataset generation

is currently limited to LR images with poor quality, as exempli�ed by dataset

distillation [40, 100]. Typically, the distillation of LR images ( e.g., 32� 32) results in

higher accuracy in downstream tasks like image classi�cation than HR images (e.g.,

128� 128and beyond) [41, 86]. In this Thesis, we want to approach this limitation

from the perspective of generative SR models by adapting state-of-the-art diffusion

models to dataset distillation and by introducing latent alignment [409], a technique

originally used to integrate the initial LR input throughout diffusion.
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Fig. 1.6.: Concept of diffusion models. The forward diffusion process degrades the image
with noise. Then, a parameterized model reverses the noise added between the
time steps. By iteratively removing noise, the diffusion model can reconstruct �ne
details between time steps, which is easier than a single-step re�nement.

c) Dataset Perspective

In contrast to synthetic data, SR models are still trained on real images. As mentioned

in the applications, real images can come in different variations and magnitudes,

typically leaving practitioners with either many or few data samples. Having many

samples is usually bene�cial for deep learning-driven SR models. Yet, it raises the

question of whether all training samples bene�t the training of SR models since

they can contain noise or simply may not belong to the targeted application �eld

[146, 229, 335]. This Thesis will present a strategy to re�ne a given dataset to its

most essential samples,i.e., images that contribute positively to training.

Having few samples is harder to address and a major limitation for niche applications,

such as medical imaging or images from crime scenes. In this case, data can not be

ef�ciently collected due to privacy and security concerns. A straightforward solution

would be Federated Learning (FL), which enables multiple decentralized clients to

train a model collaboratively without sharing their local data [177, 180, 222]. Yet,

the current challenge in image SR with FL isthe lack of standardized benchmarks

of SR models in a federated setting to evaluate performance. This Thesis aims

to address this gap by introducing new benchmarks that enable the comprehensive

evaluation of SR methods in FL environments.
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1.5 Research Questions

Having outlined the open challenges in SR, we now turn our attention to the main

question of this Thesis, which is:

How can we improve the generation of high-resolution images?

Given the complexities of this question and based on the open challenges, we

decompose the main question into four axes (Part I-IV). The following explains each

axis and discusses the respective questions and goals of this Thesis.

Part I. Taxonomy and Challenges

The �rst step is to map out the existing landscape of image SR, establish a uni�ed

taxonomy, and identify the current challenges. The question to answer is:

Question I.1: What are the current challenges of image SR?

Goal I.1: An overview of challenges and a uni�ed taxonomy.

Goal I.2: Give a comprehensive view of diffusion-based image SR.

As a result of this axis, we identi�ed the three critical challenges of current SR

research, which we already described and around which this Thesis revolves: better

image representations (II), diffusion models (III), and improving SR datasets (IV).

Part II. Better Image Representations in the Frequency Domain

The second research direction focuses on the frequency domain as an alternative

way of representing images, recognizing that high-frequency details are essential

for producing realistic and sharp images. We re�ned this research direction for

regression-based, where existing models were challenged by skewed frequency input

distributions, and diffusion-based models, where wavelet-based diffusion models

were nonexistent:

Question II.1: Which approach can be developed to mitigate sub-band dissim-

ilarities in frequency-based SR?

Goal II.1: A module that improves frequency inputs for regression-

based SR wavelet models regarding pixel-based image quality metrics

(PSNR and SSIM).
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Question II.2: Do SR diffusion models bene�t from the frequency domain?

Goal II.2: Introduce a SR diffusion model operating in the frequency do-

main and evaluate its performance,e.g., image quality metrics (PSNR,

SSIM, LPIPS), runtime (images per second), and memory consumption

(VRAM).

Part III. Diffusion Models for High-Resolution Image Generation

This category addresses the broader application of diffusion models for high-resolution

image generation in two directions. The �rst focus is on re�ning and applying

diffusion-based SR models on critical regions. Here, the key challenge is to balance

the applied diffusion steps to detail-rich regions that bene�t the most from deep

re�nement. The second extends the principles and methodologies from the diffusion-

based SR approaches to the �eld of dataset distillation. However, instead of merely

applying SR, we extend pre-trained diffusion models to make them suitable for

effective synthetic HR image distillation. Thus, we asked two research questions:

Question III.1: How can diffusion models be guided to enhance speci�c re-

gions of an image that require more details?

Goal III.1: Develop a strategy to focus diffusion models on regions

that bene�t the most from deep re�nement and evaluate its impact on

image quality metrics (PSNR, SSIM, LPIPS).

Question III.2: Do pre-trained diffusion models have enough capabilities to

decode latents for synthetic dataset generation?

Goal III.2: Improve the synthetic dataset generation domain for high-

resolution images by applying state-of-the-art generative SR,i.e., diffu-

sion models and latent alignment, a diffusion-based method originally

used to guide the SR prediction with the initial low-resolution input.

Compare the accuracy of classi�ers trained on the generated synthetic

dataset with other state-of-the-art distillation methods.
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Part IV. Dataset Perspective

This category addresses the dataset perspective of image SR, where two major

scenarios arise. Usually, one has many data samples, necessitating re�ning datasets

to their most essential samples to improve training ef�ciency. However, in certain

scenarios, such as in medical imaging where privacy concerns are paramount, the

opposite challenge emerges: many clients possess a limited number of non-shareable

data samples. In such cases, federated learning provides an innovative solution by

enabling collaborative model training without requiring the sharing of raw data

between institutions. Yet, despite the potential of federated learning, standardized

benchmarks for evaluating SR models in federated settings are lacking, making it

dif�cult to measure their effectiveness in these unique environments. Thus, this

Thesis addresses both challenges by asking:

Question IV.1: How can we rank and prune SR training samples?

Goal IV.1: Develop a sampling method to evaluate and select training

samples to reduce SR datasets to their most bene�cial training samples.

Subsequently, measure the impact on the training quality of classical

SR models (i.e., PSNR and SSIM).

Question IV.2: What benchmarks and evaluation protocols are necessary to

assess SR models in a federated setting?

Goal IV.2: Provide a meaningful framework to test image SR in fed-

erated learning. Introduce new benchmarks that assess federated SR

methods across key dimensions unique to this fusion, such as the

number of clients involved, the distribution of image degradation

across datasets, and a comparison with traditional centralized solu-

tions. These benchmarks should ensure a comprehensive evaluation of

both the decentralized training process and the quality of the resulting

SR images.
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1.6 Contributions

The main contributions of this Thesis address the previously outlined research ques-

tions, with the goal of advancing image SR. These contributions can be summarized

as follows:

1. Two comprehensive surveys exploring the current challenges, trends, and

advancements in the �eld of image SR. They establish uni�ed taxonomies and

recount theoretical foundations for a better understanding and classi�cation

of image SR methods and diffusion models in particular.

2. A novel differential wavelet ampli�er module designed for regression-based

frequency SR models, capable of ef�ciently managing and adapting to varying

input value distributions in the frequency domain.

3. The innovative integration of diffusion models into the frequency domain. We

demonstrate clear improvements in reconstruction quality, reduced memory

usage, and increased inference speed.

4. A new training and inference strategy that guides diffusion-based SR models

to concentrate on areas that signi�cantly enhance reconstruction quality and

address color-shifting issues. This strategy is adaptable across various diffusion-

based SR models.

5. The development of a high-resolution data generation framework utilizing dif-

fusion models inspired by state-of-the-art diffusion-based SR techniques. This

framework is designed to be �exible and adaptable to future advancements in

diffusion models.

6. A novel sampling strategy that improves the quality of training datasets by

focusing on the most challenging samples (i.e., samples that exhibit high loss

values), which enhances the training effectiveness of various SR models.

7. Creating a new benchmark for evaluating SR models within a federated learn-

ing context, addressing the application scenarios where data privacy and

sparsity are critical considerations.
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Fig. 1.7.: Structure of this Thesis. The discussed categories (I-IV, see Section 1.5) are
highlighted in blue (I), purple (II), yellow (III), and green (IV). Publications
and contributions are shown in red boxes. Chapters 2 and 3 formally introduce
image SR and highlight the challenges and gaps this Thesis addresses. Chapters
4 and 5 address the frequency domain of image SR. Chapter 6 and 7 improve
diffusion-based SR and their use to generate datasets. Chapters 8 and 9 explore
the data perspective of SR.

1.7 Thesis Structure

This work comprises two surveys, two works improving SR models by exploiting

the frequency domain for a better image representation, two more on diffusion-

based models, and two others on SR data-centric aspects. A structural summary is

visualized in Figure 1.7.
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Taxonomy and Challenges

Chapter 2: Hitchhiker's Guide to Super-Resolution

The �rst contribution is our survey of image SR in light of recent advances, contem-

porary strategies, and promising yet unexplored research directions. We complement

previous surveys by including the latest developments, such as uncertainty-driven

losses, wavelet networks, neural architecture search, normalization methods, and

evaluation metrics. Hitchhiker's Guide to SR aims to help researchers push the

boundaries of deep learning-based SR. For conciseness, this Thesis uses this con-

tribution as an introduction and reference for SR background information while

providing the rest of the survey in the appendix.

Chapter 3: Diffusion Models, Image Super-Resolution And Everything

Similarly, our second survey highlights research gaps concerning diffusion-based

SR in more detail. This survey addresses this gap by providing a uni�ed recount of

theoretical foundations underlying diffusion models applied to SR. It offers a detailed

analysis explaining the unique characteristics and methods, distinct from existing

reviews. Moreover, this work explores new research avenues, including alternative

input domains, conditioning techniques, guidance mechanisms, corruption spaces,

and zero-shot learning. We use this survey as a reference point for background

information on diffusion-based SR for the following Chapters (Chapter 5, Chapter 6,

and Chapter 7) while providing the rest of the survey in the appendix.

Better Image Representations in the Frequency Domain

Chapter 4: Differential Wavelet Ampli�er (DWA)

Wavelet-based SR models predict wavelet coef�cients and exploit residuals, which

normalize the target distribution across frequency sub-bands. Yet, due to the nature

of translating images to the frequency domain, they still face skewed distributions

across the input frequency sub-bands. We propose a module that uses the difference

between two convolution layers and transforms the skewed input distributions into

normal distributions. Results show that our module can be integrated into existing

wavelet-based SR models and is improving their reconstruction quality.

1.7 Thesis Structure 15



Chapter 5: Diffusion-Wavelet (DiWa)

Generative models, especially diffusion models, are preferred for higher scaling

when hallucinated details are needed. However, diffusion-based SR models often

struggle to balance the trade-off between image quality, especially high-frequency

quality, and computational ef�ciency. As seen in the previous paragraph, regression-

based SR models can strike this balance by exploiting the frequency domain. We

present a novel Diffusion-Wavelet (DiWa) approach to bridge this gap between

regression-based and generative models. In this approach, we introduce diffusion

models to the frequency domain. As a result, DiWa outperforms other state-of-the-art

diffusion-based SR models using fewer parameters and less inference time.

Di�usion Models for High-Resolution Image Generation

Chapter 6: You Only Diffuse Areas (YODA)

Diffusion-based SR models re�ne the whole image with uniform intensity. However,

not every region of an image demands equal re�nement attention. We address

this issue with a new strategy: dynamic attention-guided diffusion. This method

selectively focuses on speci�c spatial regions, guided by attention maps created from

the LR image and the current time step in the diffusion process. Our results con�rm

that integrating our strategy into any diffusion-based SR framework enhances image

reconstruction quality by strategically focusing on detail-intensive areas requiring

more re�nement.

Chapter 7: Latent Dataset Distillation with Diffusion Models (LD3M)

Dataset distillation, which condenses large datasets into a few synthesized images,

often struggles with maintaining quality at higher resolutions. Typically, the distil-

lation of LR images (e.g., 32 � 32) leads to higher accuracy than HR images (e.g.,

128� 128). We tackle this limitation by adapting generative SR models through

latent alignment [409] and propose a diffusion-based distillation method capable of

producing HR images (i.e., 128� 128and 256� 256). It exploits a pre-trained diffu-

sion model and is compatible with any distillation algorithm, making it �exible to

new distillation methods. Our results demonstrate improved classi�cation accuracy

over existing state-of-the-art methods across various experimental scenarios.
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Dataset Perspective

Chapter 8: Dataset Pruning for Image Super-Resolution

Large datasets are a double-edged sword: they offer rich training material but

demand substantial computational and storage resources. We propose a novel

approach for extracting a subset of a SR training set, selected based on loss values of

a simple pre-trained SR model. By training on just half the data, we achieve results

comparable to or surpassing those obtained from training on the entire dataset. Our

results challenge the conventional wisdom that more data is better.

Chapter 9: Federated Learning for Blind Image Super-Resolution

User data represents a largely untapped resource, crucial for enhancing blind im-

age SR methods that depend on understanding real-world degradations. However,

training models on real user data, while ideal, raises signi�cant privacy concerns.

To address this, we propose to fuse image SR and federated learning, allowing

real-world degradations to be directly learned from users without privacy concerns.

Exploring this uncharted territory, we introduce benchmarks speci�cally designed

to assess new SR methodologies in a federated setting, focusing on blind SR chal-

lenges.
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Part I

Taxonomy and Challenges



The story of this Thesis begins with ourTPAMI-published surveyHitchhiker's Guide

to Super-Resolution [238] and our TNNLS-published survey Diffusion Models,

Image Super-Resolution And Everything [237]. However, it begins not with the

content of the surveys but with the experience one encounters when entering the

�eld of image SR. Thanks to the rapid advances in deep learning, image SR has made

signi�cant progress. As a result, entering this �eld was daunting due to the sheer

volume of publications. Much concurrent work on similar topics had been conducted

under completely different taxonomies, further complicating the understanding and

following of recent developments. It used to be a knotty work to navigate through

recent studies and get an overview of their advantages and disadvantages. Naturally,

at that point, one started to desire a guide that eases the burden.

This desire led to the surveys mentioned above. TheHitchhiker's Guide to Super-

Resolution provides a uni�ed taxonomy for the broader �eld of image SR, offering a

comprehensive overview of deep learning-based methods. It categorizes the myriad

of SR techniques and presents a coherent structure that allows for easier navigation

of the �eld. This survey highlights key advancements, from traditional interpolation

methods to the latest deep learning architectures, ensuring that researchers can

understand the progression of SR technologies over time.

In contrast, the Diffusion Models, Image Super-Resolution And Everything survey

dives deeper into the speci�cs of diffusion models as applied to SR. It explores

the rapidly growing domain of diffusion-based approaches and their unique ability

to handle higher magni�cation ratios by following data distributions rather than

raw pixel mappings. This survey critically examines the role of diffusion models

in SR, presenting a detailed analysis of their application, performance, and future

potential.

Both surveys not only organize the existing literature but also identify the ongoing

challenges within the �eld of image SR. These challenges include enhancing high-

frequency details, improving SR model architectures and strategies, and re�ning

existing datasets. It is precisely these challenges that this Thesis seeks to address,

building upon the foundations laid by both surveys to advance the �eld further.

Nonetheless, instead of including the complete content of the surveys, this Thesis

concentrates on the background information they provide, serving as a basis for the

contributions that follow.

20



Hitchhiker's Guide to SR 2

„ [SR] is big. You just won't believe how vastly,

hugely, mind-bogglingly big it is. I mean, you

may think it's a long way down the road to the

chemist's, but that's just peanuts to [SR].

— Douglas Adams

The Hitchhiker's Guide to the Galaxy

The Hitchhiker's Guide to Super-Resolution gives a clear introduction to the �eld

of image SR and highlights the most representative advancements. Furthermore,

it introduces a taxonomy and meaningful categorization of these developments.

While pre-existing surveys had mainly focused on classical methods [319, 373],

we concentrated on deep learning techniques due to their superior enhancement

capabilities. Although similar in spirit to the survey by Bashir et al. [22], which itself

builds upon Wang et al. [355], the Hitchhiker's Guide to Super-Resolution provides

an in-depth exploration and contrasting of emerging and recently popularized

methods. Keywords are uncertainty-driven loss, novel image quality assessment

techniques, new datasets, normalization techniques, and innovative architectural

approaches. In addition, we reviewed efforts that integrated neural architecture

search with SR, promoting automated design over traditional manually crafted ones

[59]. Ultimately, the guide provides a comprehensive overview of the �eld and

highlights ongoing challenges and directions for future research.

Nevertheless, incorporating the entire survey does not serve the narrative of this

Thesis's contributions. Hence, for conciseness, this chapter limits the survey to topics

directly relevant to the content of the remaining Thesis, mainly a basic introduction

to SR and related works regarding SR models. Yet, all excluded topics are in the

appendix (see Section A.1) and shown in Figure 2.1.
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Fig. 2.1.: Overview of included topics from our survey Hitchhiker's Guide to Super-
Resolution: Introduction And Recent Advances . To ensure conciseness, only
topics directly relevant to the content of the Thesis were included (see green and
orange boxes).

2.1 Image Super-Resolution (SR)

Image Super-Resolution (SR) refers to the process of generating High-Resolution

(HR) images from one or more Low-Resolution (LR) counterparts [355]. SR can be

broadly categorized into two categories: Single Image Super-Resolution (SISR) and

Multi-Image Super-Resolution (MISR).

SISR focuses on producing an HR image from a single LR input, whereas MISR

generates one or more HR images from multiple LR inputs. An example of the

latter is Video SR, or super-resolving a single HR image by combining multiple LR

images of the same location in satellite imagery. This Thesis primarily concentrates

on SISR, which will be referred to simply as SR throughout the remaining chapters

for clarity. A more detailed introduction to MISR is available in the appendix (see

Section A.1).
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Single Image Super-Resolution (SISR)

The goal of Single Image Super-Resolution (SISR) is to scale up a given LR image

x 2 R �H� �W� C to an HR image y 2 RH� W� C, with �H � H and �W � W. Throughout

this Thesis,Ny = H � W � C de�nes the number of pixels of an image y 2 RH� W� C

and 
 y the set of all valid positions in y:


 y = f (i; j; k ) 2 N3
1 j i � H; j � W; k � Cg: (2.1)

Let s 2 N1 be a scaling factor. It holds that H = s � �H and W = s � �W. Furthermore,

let D : RH� W� C ! R �H� �W� C be a degradation mapping that describes the inherent

relationship between the LR imagex and the HR imagey:

x = D (y; � ) = (( y 
 k ) #s + n )JP EG q ; (2.2)

in which � are parameters of D that contain, for example, the scaling factor s

and other elements like blur type k , noise n , scaling s, and compression qualityq

[189].

Typically, the degradation mapping is unknown and often approximated by methods

such as bicubic downsampling. The primary challenge of SISR lies in reversing the

degradation processD. The goal is to �nd a SR model M : R �H� �W� C ! RH� W� C,

such that:

ŷ = M (x; � ) ; (2.3)

where ŷ is the predicted HR image, also called the Super-Resolution (SR) image,

under the condition of the LR image x and � the parameters ofM . In the context

of deep learning, this translates into an optimization goal that aims to reduce the

difference between the SR imageŷ and the actual HR imagey, guided by a loss

function L :

�̂ = arg min
�

L (ŷ ; y) : (2.4)

Concrete realizations of learning objectiveL , i.e., regression-based and adversarial

loss functions, can be found in the appendix (see Section A.1.3).

Regrettably, this problem is inherently ill-posed, as a single LR image could corre-

spond to multiple non-identical SR images. To put it differently, many ŷ can lead

to similar loss values compared to the ground-truth image y but are subjectively

perceived differently due to many aspects like brightness and coloring [14, 277,

313].
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2.2 Image Quality Assessment (IQA)

Many factors contribute to image quality, including sharpness, contrast, and reduced

noise. Therefore, a fair evaluation of SR models by assessing the generated images is

challenging. This section introduces various evaluation techniques that fall under the

umbrella term Image Quality Assessment (IQA). Broadly speaking, IQA encompasses

any metric that relies on human perceptual judgments to determine the quality of SR

images. The assessment can be subjective, involving human evaluators, or objective,

employing quantitative metrics. The following will introduce the most relevant IQA

methods for this Thesis: PSNR, SSIM, and LPIPS. Additional metrics can be found in

the appendix (see Section A.1.2).

2.2.1 Mean Opinion Score (MOS)

Images are ultimately meant to be viewed by humans. Therefore, subjective evalua-

tion is the most �tting approach for assessing image quality. A widely used method is

the Mean Opinion Score (MOS), where participants rate the quality on a scale from

1 (poor) to 5 (excellent) [22]. The MOS is the average of these ratings. However,

engaging participants for ratings can be time-intensive and cumbersome.

Another commonly used variant is the fool rate [277]. It assesses the frequency

with which SR images are mistaken for their corresponding HR counterparts. Unlike

MOS, which offers a nuanced spectrum of evaluation, the fool rate provides a binary

outcome and lacks the capacity for detailed analysis. However, like MOS, the fool

rate also suffers from the limitation of requiring extensive human resources.

As standard in the literature, this Thesis's contributions rely mostly on objective

measures like PSNR, SSIM, and LPIPS to avoid time-consuming ratings collection.

2.2.2 Peak Signal-to-Noise Ratio (PSNR)

Peak Signal-to-Noise Ratio (PSNR) is a common metric for objective quality assess-

ment [130, 165, 355]. It calculates the logarithmic scale ratio of the maximum

potential pixel value L , i.e., 255 for 8-bit images, to the Mean Squared Error (MSE)
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between the HR and SR image, denoted asy and ŷ , respectively. PSNR is expressed

in decibels [dB]:

PSNR(y;ŷ ) = 10 � log10
L 2

1
Ny

P
p2 
 y

[yp � ŷ p]2
: (2.5)

Despite its typical use to evaluate SR models, PSNR can sometimes produce mediocre

assessments in practice. It focuses on pixel differences. Mammalian visual perception,

however, prioritizes structural elements [357]. Thus, PSNR can correlate poorly

with subjectively perceived quality. Minor pixel alterations, such as slight shifts, can

dramatically lower the PSNR but might be imperceptible to humans.

2.2.3 Structural Similarity Index (SSIM)

The Structural Similarity Index (SSIM) views image degradation as a noticeable

structure alteration. It uses three relatively independent components: luminance,

contrast, and structures [357]. Recognized for its alignment with perceptual eval-

uation standards, SSIM provides a more accurate measure of image quality [355].

It estimates for an imagey the luminance � y as the mean of the intensity, while it

estimates contrast� y as its variance:

� y =
1

Ny

X

p2 
 y

yp; � y =
1

Ny � 1

X

p2 
 y

[yp � � y ]2 : (2.6)

To quantify differences, SSIM uses a similarity comparison functionS:

S (x; y; c) =
2 � x � y + c
x2 + y2 + c

; (2.7)

where x and y are the compared scalar variables, andc = ( k � L )2, 0 < k � 1 is a

constant to avoid numerical instability ( i.e., to avoid division by 0). Given a HR

image y and a SR imageŷ , the comparisons on luminance (Cl ) and contrast (Cc)

are

Cl (y ;ŷ ) = S
�
� y ; � ŷ ; c1

�
and Cc (y ;ŷ ) = S

�
� y ; � ŷ ; c2

�
; (2.8)

where 0 < c 1; c2 � 1. The empirical covariance � y ;ŷ determines the structure

comparison (Cs) as the correlation coef�cient between y and ŷ :

Cs (y ;ŷ ) =
� y ;ŷ + c3

� y � � ŷ + c3
; where � y ;ŷ =

1
Ny � 1

X

p2 
 y

(yp � � y ) �
�
ŷ p � � ŷ

�
(2.9)
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and 0 < c 3 � 1. Finally, with �; �; 
 > 0 as adjustable parameters for weighting the

relative importance, the SSIM is de�ned as:

SSIM(y;ŷ ) = [ Cl (y ;ŷ )] � � [Cc (y ;ŷ )] � � [Cs (y ;ŷ )] 
 : (2.10)

2.2.4 Learned Perceptual Image Patch Similarity (LPIPS)

Another ingenious way to assess quality is to use neural networks to extract and

compare the distance between features. A prominent representative is the Learned

Perceptual Image Patch Similarity (LPIPS) [399], which utilizes K feature maps

generated by a model' , such as VGG [293]. LPIPS has been demonstrated to align

more closely with human perceptual judgments than traditional metrics like PSNR

or SSIM [277]. Let Hk , Wk , Ck be the height, width and channel size of the k-th

feature map, respectively, and� k 2 RCk a scaling vector. The LPIPS metric is

LPIPS(y;ŷ ) =
KX

k=1

P
h;w






 � k �

�
' k (ŷ )h;w � ' k (y)h;w

� 






2

2

Hk � Wk
: (2.11)

2.3 Super-Resolution Models

This section addresses the construction of SR models. It introduces different frame-

works that all architectures must apply, i.e., the upsampling location. Next, it

examines chronologically different architecture types. The supplementary material

contains an overview benchmark and additional visualizations (see Section A.1).

2.3.1 Upsampling Location

Designing SR models involves selecting an upsampling technique (see Section A.1.4)

and determining its placement within the architecture. The literature offers four

approaches for the latter: pre-, post-, progressive, and iterative up-and-down upsam-

pling. These methods are depicted in Figure 2.2 and will be explained next.

Pre-Upsampling. In pre-upsampling, upsampling occurs as the �rst step, followed

by a series of convolutional layers for re�nement. This may amplify blur and noise

in the upsampled image, adversely affecting the outcome. However, pre-upsampling

models have fewer application issues as the input matches the target size early. Yet,
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Fig. 2.2.: Illustration of various upsampling positions within a SR model: (upper left)
upsampling after processing, (bottom left) upsampling before processing, (upper
right) gradual upsampling through the network, and (bottom right) repeated
cycles of upsampling and downsampling.

this approach has higher memory and computational demands than alternatives like

post-upsampling due to the increased spatial size during re�nement.

Post-Upsampling. Post-upsampling reduces memory and computational require-

ments by performing the upsampling step at the end, thereby allowing re�nement

in a lower-dimensional space. A famous application is exempli�ed by FSRCNN

[75]. However, the issues remain when multi-scaling tasks necessitate various scales.

To mitigate this issue, a strategy known as progressive upsampling, which uses

incremental upsampling steps throughout the re�nement, has been introduced.

Progressive Upsampling. Progressive upsampling incrementally enlarges the size

during the feed-forward process. This is achieved through cascaded re�nement

modules, each enhancing the image to a speci�c scaling factor before passing it on

as input to the next similarly constructed module. It is ideally suited for multi-scale

SR tasks because it breaks down the upscaling challenge into smaller, manageable

tasks. Nonetheless, this advantage is limited to the largest predetermined scale, and

incorporating larger scaling factors necessitates more complex architectures.

Iterative Up-and-Down Upsampling. Learning the mapping from HR to LR

helps to understand the inverse relation from LR to HR [134]. Iterative up-and-

down upsampling leverages this insight by incorporating downsampling within

the architecture. It is found mainly within recurrent-based networks [111, 317]

and demonstrated signi�cant improvement compared to the previous upsampling
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Fig. 2.3.: Architecture designs of SRCNN [74], FSRCNN [75], and LapSRN/MS-LapSRN
[171]. They are grouped in this work as simple network designs.

techniques. However, the optimal implementation of this technique still requires

further research.

Remarks for this Thesis. All new SR models introduced in this Thesis use pre-

upsampling. It allows �exible adaptation to various scaling factors, as the upsampling

is applied before any learnable re�nement is employed.

2.3.2 Simple Networks

Simple networks consist mainly of a chain of convolutions. These networks feature

a straightforward design with minimal computational demands. The �rst simple

Convolutional Neural Network (CNN) for SR was SRCNN [74], which employs

pre-upsampling and three convolutional layers designed to align with classic image

restoration theories: patch extraction, non-linear mapping, and reconstructions. An

evolution of SRCNN, FSRCNN [75], reduced runtime through three modi�cations:

reduced kernel sizes, 1x1 convolutions to adjust channel dimensions, and post-

upsampling, as shown in Figure 2.3. Remarkably, these changes accelerated inference

times while simultaneously improving image quality. Another notable mention is

LapSRN [171], which introduced a Laplacian pyramid structure [95] for progressive

upsampling, allowing the model to progressively re�ne SR images at multiple scales

within a feed-forward pass, lifting ef�ciency for resource-aware applications.
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Despite their simplicity, these networks fall short of state-of-the-art performance and

are susceptible to vanishing or exploding gradients [153]. Recent developments have

shifted towards deeper networks by employing residual connections (introduced

next) or simulating depth through recurrence (see appendix, Section A.1.5).

2.3.3 Residual Networks

Residual networks incorporate skip connections that bypass certain layers. They

prevent vanishing gradients and alleviate accuracy saturation issues [112]. Skip

connections have enabled the development of deeper SR models, challenging the

previous belief that deeper networks perform poorly [74].

A well-known example of a residual SR model is VDSR [153], inspired by VGG-19

[293]. It employs a residual connection from the input to the �nal layer. This

trick signi�cantly improves the learning process by normalizing the distribution of

target features and mitigating gradient issues. Importantly, VDSR sparked a trend

toward using residuals, e.g., in RED-Net [215], which also adopts the U-Net design

for SR and forms the foundation of later introduced diffusion models. It features

a downsampling encoder and an upsampling decoder that enhance feature map

details through residual information obtained during downsampling.

The creators of SRGAN [175] expanded upon this concept by adapting the renowned

ResNet [113] and DenseNet [126] architectures for image SR. SRResNet [175]

uses multiple stacked residual units to facilitate optimization and allow high-level

feature extraction to access earlier extracted features. DRLN [14], an evolution

of SRDenseNet [175], combines channel attention (see appendix, Section A.1.6)

with post-upsampling in a residual network, focusing on enhancing feature details

through Laplacian pyramid attention that learns dependencies within and between

layer levels. Another notable approach is IDN [129], which uses residual connections

to selectively pass features through the network, elevating the combination of inputs

and processed features.

Nowadays, residual networks are the standard in SR due to their superior perfor-

mance, as they ef�ciently propagate information through the network, helping to

combat vanishing and exploding gradients. They are still used, even in the latest

developments of transformer-based SR models [51, 123, 256, 390].
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2.3.4 Wavelet Networks

Wavelet networks exploit the Discrete Wavelet Transform (DWT) to enhance the

quality of high-frequency details and inference speed due to reduced spatial size (see

also Section A.3.1) [416]. One of the pioneering wavelet networks is DWSR [106],

a simple network within a pre-upsampling framework. It processes the wavelet

coef�cients of an upsampled LR image, feeds them through convolution layers, and

adds them back with a residual connection, allowing the network to focus on missing

frequency details. Finally, it employs the inverse 2D-DWT to generate a pixel-based

SR image. WIDN [278] proposed the stationary wavelet transform as a superior

alternative to DWT for improved performance.

Concurrently, Wavelet-SRNet [127] introduced a more complex model that embeds

a LR image into feature maps using residual blocks, applies DWT multiple times, and

employs various wavelet prediction networks before upsampling through transposed

convolution. Later studies have pursued hybrid approaches that combine wavelet

transforms with well-established SR methods. For instance, a wavelet-based SRGAN

framework [397] combines the strengths of SRGAN with wavelet decomposition.

Similarly, Xue et al. [371] merged wavelets with residual attention blocks for

WRAN, enhancing feature representation with mixed attention mechanisms (see

Section A.1.6).

Wavelet networks exploit the frequency representation of images to often reduce

model size and computational demands, yet they maintain competitive performance.

Nevertheless, they are still underexplored, especially in devising appropriate normal-

ization techniques for various sub-bands and in �nding alternatives to conventional

convolution operations that better suit the sparse representation of high-frequency

sub-bands. We address the latter with the Differential Wavelet Ampli�er (DWA), a

contribution of this Thesis (see Chapter 4). Another contribution of this Thesis is the

Diffusion-Wavelet (DiWa) approach (see Chapter 5), which exploits the frequency

domain for diffusion models.
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Diffusion Models, Image

Super-Resolution And

Everything

3

„ There is a theory which states that if ever anyone

discovers exactly what the Universe is for and

why it is here, it will instantly disappear and be

replaced by something even more bizarre and

inexplicable... There is another theory which

states that this has already happened.

— Douglas Adams

The Restaurant at the End of the Universe

While completing our TPAMI-survey Hitchhiker's Guide to Super-Resolution , a

new paradigm emerged that was initially unforeseen: diffusion models. Although

their potential impact was not immediately clear, diffusion models have since be-

come indisputable in image generation. Demonstrated by their pivotal roles in

groundbreaking applications like Dall-E and Stable Diffusion, diffusion models have

begun to surpass traditional Generative Adversarial Networks (GANs) in various

respects, reshaping the landscape of generative models once more [72, 267, 273,

339].

As a natural extension of our initial work, we authored a follow-up survey, Diffusion

Models, Image Super-Resolution And Everything , dedicated to diffusion models

in the context of image SR. This new survey builds upon the foundation of the

previous one, offering a comprehensive and focused exploration of diffusion models

speci�cally for image SR. In this survey, we explore the foundational principles of

diffusion models, address the speci�c challenges they encounter in image SR, and

investigate various model types, including Denoising Diffusion Probabilistic Models

(DDPMs) [115], Score-Based Generative Models (SGMs) [306], and Stochastic

Differential Equations (SDEs) [307]. We also examine how these models relate to

other generative approaches, introduce ef�cient sampling techniques, and highlight

their applications in high-precision �elds like medical imaging and remote sensing.
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Fig. 3.1.: Overview of included topics from our survey Diffusion Models, Image Super-
Resolution And Everything . To ensure conciseness, only topics directly relevant
to the content of the Thesis were included (see green and orange boxes). The
remaining topics can be found in the appendix (see Section A.2).

Moreover, we dive into alternative input domains, architectural designs, and condi-

tioning strategies, critically analyzing their strengths and weaknesses in practical use

cases. In addition, we highlight different diffusion models for various application

�elds, such as medical imaging, blind face restoration, atmospheric turbulence

for face images, and remote sensing. The survey concludes with a discussion of

emerging trends and their potential to reshape the development of image SR and

diffusion models. By offering clarity and direction in the rapidly evolving domain

of diffusion models, we aimed to inspire and inform the next wave of research,

fostering advancements that continue to push the boundaries of what is possible in

image SR with diffusion models. This work was accepted for publication in TNNLS

2024 [237].

Once again, to ensure the conciseness and coherence of this Thesis, our discussion is

carefully limited to topics directly relevant to the subsequent content of this Thesis,

as shown in Figure 3.1, primarily a theoretical recount of diffusion models. This

focused approach guarantees a structured and targeted exploration, emphasizing

the related works and challenges important to its core contributions. Similar to
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the previous chapter, all excluded chapters and sections are in the appendix (see

Section A.2).

3.1 Di�usion Models

Diffusion models generate images by gradually introducing noise into an initial,

often simplistic, data sample. A reverse process follows that iteratively removes

the noise until it aligns with the targeted complex data distribution. What sets

them apart from prior generative models is their operation through iterative steps,

denoted by t, both forward and backward in time, as depicted in Figure 3.2. The

forward and backward diffusion processes are distinguished by:

Forward Diffusion q - degrade input data using noise iteratively, forward in time

(i.e., t increases).

Backward Diffusion p - denoise the degraded data, thereby reversing the noise

iteratively, backward in time ( i.e., t decreases).

Let D = f (x i ; y i )gN
i =1 be a dataset of LR-HR image-pairs. At each time stept, the

random variable zt represents the current state, which lies somewhere between

the image and its corrupted counterpart. The distinction between zt in forward

and backward diffusion is often not explicitly made in the literature. In forward

diffusion, we assumezt � q(zt j zt � 1), whereas in backward diffusion, we assume

zt � 1 � p (zt � 1 j zt ). The maximum time step for �nite cases is T, where 0 < t � T.

The initial data distribution is z0 � q(x), which gradually becomes noisier (additive

noise). Conversely, diffusion models aim to remove noise with a parameterized

model p� (zt � 1 j zt ), approximating a denoised distribution p(zt � 1 j zt ).

The realization of the forward diffusion q, which is usually designed manually (e.g.,

Gaussian noise), and backward diffusionp, approximated by p� , depends on the

employed diffusion model. The literature offers three: DDPMs, SGMs, and SDEs

[375]. Each of these model types will be discussed in subsequent sections. A

visualization of the forward and backward diffusion processes for these models is

provided in Figure 3.2.

3.1.1 Denoising Di�usion Probabilistic Models (DDPMs)

DDPMs model the forward and backward diffusion over a �xed number of time steps

with two Markov chains [115].
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Fig. 3.2.: Principle of diffusion models. Through forward diffusion (depicted in red), noise
is progressively introduced, transitioning an image from its original state to a
corrupted state. Backward diffusion (shown in blue) involves a step-by-step
re�nement, restoring the image to its original space. Three distinct variants of
diffusion models, Denoising Diffusion Probabilistic Models (DDPMs), Score-based
Generative Models (SGMs), and Stochastic Differential Equations (SDEs), with
their respective formulations of forward and backward diffusion, are illustrated
here.

Forward Diffusion: It translates the data distribution into a prior distribution,

usually Gaussian noise, as follows:

q(zt j zt � 1) = N (zt j
p

1 � � t zt � 1; � t I ); (3.1)

where 0 < � 1:T < 1 dictates the variance of noise injected at each time step.

Although Gaussian noise is frequently used, different kernels can also be applied

[17]. We can simplify this formulation into a single-step computation by:

q(zt j z0) = N (zt j
p


 t z0; (1 � 
 t )I ); (3.2)
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where 
 t =
Q t

i =1 (1 � � i ) [297]. As a result, zt can be sampled directly, bypassing

the need to consider previous time steps, through the following formulation:

zt =
p


 t � z0 +
p

1 � 
 t � �; � � N (0; I ) : (3.3)

Backward Diffusion: We use a CNN to learn a parameterized form ofp to approxi-

mate a distribution that resembles the prior z0, i.e., the HR space. Since the forward

process approximatesq(zT ) � N (0; I ), the reverse process is expressed by:

p� (zt � 1 j zt ) = N (zt � 1 j � � (zt ; 
 t ); � � (zt ; 
 t )) ; (3.4)

where � � and � � are learnable. Similarly, the conditional formulation p� (zt � 1 j zt ; x )

conditioned on the LR image x is using � � (zt ; x ; 
 t ) and � � (zt ; x ; 
 t ) instead.

Optimization: We aim to reduce the Kullback-Leibler (KL) divergence between the

joint distributions of the forward and reverse sequences

p� (z0; :::; zT ) = p(zT )
TY

t=1

p� (zt � 1 j zt ) ; and (3.5)

q(z0; :::; zT ) = q(z0)
TY

t=1

q(zt j zt � 1) ; (3.6)

which leads to minimizing

KL(q(z0; :::; zT ) kp� (z0; :::; zT )) (3.7)

= � Eq(z0 ;:::;zT ) [logp� (z0; :::; zT )] + c

(i )
= Eq(z0 ;:::;zT )

"

� logp(zT ) �
TX

t=1

log
p� (zt � 1 j zt )
q(zt j zt � 1)

#

+ c

(ii )
� E [� logp� (z0)] + c;

where (i ) is possible because both terms are products of distributions and(ii ) is

the product of Jensen's inequality. The constantc is unaffected and irrelevant in

optimizing � . Note that Equation 3.7 without c is the Variational Lower Bound (VLB)

of the log-likelihood of the data z0, which is commonly maximized by DDPMs.

3.1.2 Score-based Generative Models (SGMs)

SGMs employ an alternative mathematical approach. Rather than directly utilizing

the probability density function p(z), Song et al.[306] suggest focusing on its Stein
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score function represented as the gradient of the log probability densityr z logp(z).

Since we use, in general, CNNs to approximatep, it is differentiable by design. From

a mathematical standpoint, the score function contains all the informational content

of the density function, yet it is more manageable for computational purposes.

Additionally, separating the training from the sampling process provides �exibility

in choosing sampling techniques (see also neural ODEs [48]).

Forward Diffusion: Let 0 < � 1 < ::: < � T be a �nite sequence of noise levels. Like

in DDPMS, the forward diffusion aims for a Gaussian noise distribution:

q(zt j z0) = N (zt j z0; � 2
t I ): (3.8)

This results in a sequenceq(z1); :::; q(zT ) with q(zt ) =
R

q(zt )q(z0)dz0. The inter-

mediate step zt = z0 + � t � � with � � N (0; I ) can be sampled independently of

preceding time steps.

Backward Diffusion: Reversing the noise addition requires approximating the

gradient r zt logq(zt ) and selecting a method to estimate the intermediate states

zt based on this approximation. For this, we employ a trained predictor known

as the Noise-Conditional Score Network (NCSN), denoted ass� , which aims to

approximate s� (zt ; t) � r zt logq(zt ) at each time stept [306]. While the speci�cs of

NCSN training will be detailed later, the focus here is on the sampling process using

NCSN. This involves iteratively generating the intermediate stateszt using s� (zt ; t),

which approximates the gradient from zt � 1 toward zt . It is important to note that

this iterative generation is distinct from the diffusion process, primarily addressing

the generation of zt . This is a crucial difference to DDPMs aszt needs to be sampled

iteratively, whereas DDPMs directly predict zt from zt+1 .

Among the various methods for this iterative generation, we highlight Annealed

Langevin Dynamics (ALD), introduced bySong et al.[304]. Let N be the number

of estimation iterations for zt at time step t, with � t > 0 dictating the step size,

which induces the adjustment magnitude from one estimatez(i )
t � 1 to the next z(i +1)

t � 1 .

Starting from z(N )
T � N (0; I ), for each 0 < t � T, we set z(0)

t � 1 = z(N )
t � zt as the

initial approximation. In order to get z(N )
t � 1 � zt � 1 iteratively, ALD uses the following

update rules for i = 0 ; :::; N � 1:

� (i )  N (0; I ) , and (3.9)

z(i +1)
t � 1  z(i )

t � 1 +
1
2

� t � 1s� (z(i )
t � 1; t � 1) +

p
st � 1� (i ) : (3.10)
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This update rule guarantees thatz(N )
0 converges toq(z0) for � t ! 0 and N ! 1

[253]. Similar to DDPMs, we can turn SGMs into conditional SGMs by integrating

the LR imagex into s� (zt ; x ; t) � r zt logq(zt jx ).

Optimization: Instead of explicitly formulating the backward diffusion process, we

can train a Noise Conditional Score Network (NCSN) so thats� (zt ; t) � r zt logq(zt ).

This estimation of the score function can be achieved through the denoising score

matching method [334]:

E
t �U (1;T )
z0 � q(z0 )

zt � q(zt jz0 )

h
� (t)� 2

t kr zt logq(zt ) � s� (zt ; t)k2
i

(3.11)

(i )
= E

t �U (1;T )
z0 � q(z0 )

zt � q(zt jz0 )

h
� (t)� 2

t kr zt logq(zt jz0) � s� (zt ; t)k2
i

+ c

(ii )
= E

t �U (1;T )
z0 � q(z0 )

zt � q(zt jz0 )

�
� (t)k �

zt � z0

� t
� � t s� (zt ; t)k2

�
+ c

(iii )
= E

t �U (1;T )
z0 � q(z0 )
� �N (0;I )

h
� (t)k� + � t s� (zt ; t)k2

i
+ c;

where � (t) > 0 is a weighting function, � t is the noise level introduced at time step

t, (i ) derived by Vincent et al. [334], (ii ) from Equation 3.8, (iii ) from zt = z0 + � t �

and with c again a constant independent of� . It is important to note that alternative

methods for estimating the score exist, such as using score matching [131] or sliced

score matching [305].

3.1.3 Stochastic Di�erential Equations (SDEs)

We have previously explored diffusion models that operate over �nite time steps.

Extending this concept, a continuous framework can be introduced by modeling these

processes as solutions to SDEs [307]. This perspective allows us to interpret SGMs

and DDPMs as discrete approximations of an underlying continuous-time SDE. SDEs

are broad mathematical constructs that describe stochastic processes across various

disciplines. This makes them ideally suited for articulating continuous dynamics

inherent in diffusion models, where data undergoes progressive perturbation across

an in�nite spectrum of noise levels.
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Forward Diffusion: The forward diffusion process can be mathematically repre-

sented by the following SDE:

dz = f(z; t)dt + g(t)dw; (3.12)

where f and g are the drift and diffusion functions, respectively, and w is the standard

Wiener process, also known as Brownian motion. This generalized formulation

allows for a uniform expression of DDPMs and SGMs. The SDE for DDPMs is

dz = �
1
2

� (t)zdt +
q

� (t)dw; (3.13)

with � ( t
T ) = T � t for T ! 1 . In the case of SGMs, the corresponding SDE is:

dz =

s
d [� (t)2]

dt
dw; (3.14)

with � ( t
T ) = � t for T ! 1 . From this point forward, we denote qt (z) as the

distribution of zt in the diffusion process.

Backward Diffusion: The reverse-time SDE is formulated as:

dz =
h
f(z; t) � g(t)2r z logqt (z)

i
dt + g(t)d ~w; (3.15)

where ~w is the standard Wiener process when time �ows backwards anddt an

in�nitesimal negative time step [12]. Solutions to this equation represent diffusion

processes that systematically transform noise back into data. Further to this, there

exists a probability �ow Ordinary Differential Equation (ODE) that shares the same

marginal distributions as the reverse-time SDE [307]:

dz =
�
f(z; t) �

1
2

g(t)2r z logqt (z)
�

dt: (3.16)

Both the reverse-time SDE and the corresponding probability �ow ODE facilitate

the generation of samples from the same underlying data distribution, providing a

robust mathematical framework for modeling the reverse diffusion process.

Optimization: Similar to the method used in SGMs, we establish a score model

where s� (zt ; t) � r z logqt (z). For continuous time, we extend Equation 3.11:

E
t �U (0;T )
z0 � q(z0 )

zt � q(zt jz0 )

h
� (t)ks� (zt ; t) � r zt logqt (zt j z0)k2

i
; (3.17)

where � (t) > 0 is a weighting to prioritize the importance of different time steps.
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3.1.4 Di�erences and Relationships

Relation between Di�usion Models

As discussed in the SDEs section, we can describe both SGMs and DDPMs using

SDEs. This close relationship is further illustrated by reformulating their optimization

targets. For DDPMs, as previously shown, the minimization objective is given by:

KL(q(z0; :::; zT ) kp� (z0; :::; zT ))

(ii )
� E [� logp� (z0)] + c:

By adjusting the VLB as suggested byHo et al. [115] for enhanced sample quality,

we derive the following expectation:

E
t �U (1;T )
z0 � q(z0 )
� �N (0;I )

h
� (t)k� � � � (zt ; t)k2

i
; (3.18)

where � (t) > 0 is a weighting function. Comparing this with the optimization target

for SGMs Equation 3.11:

E
t �U (1;T )
z0 � q(z0 )
� �N (0;I )

h
� (t)k� + � t s� (zt ; t)k2

i
+ c; (3.19)

the mathematical connection between DDPMs and SGMs is evident once we equate

� � (zt ; t) = � � t s� (zt ; t). Note that the constant c is irrelevant for the optimization.

Remarks for this Thesis. Three contributions of this Thesis employ DDPMs instead

of SGMs due to their simplicity in implementation and mathematical closeness.

Relation to other Generative Models

Generative models are interesting because they offer the potential to signi�cantly

improve SR images beyond interpolation, which is especially interesting for higher

scaling factors. Before diffusion models, notable mentions are Generative Adversarial

Networks (GANs), Variational Autoencoders (VAEs), Autoregressive Models (ARMs),

and Normalizing Flows (NFs). They differ mainly in how they approach the image

generation task and are illustrated in Figure 3.3. The variations are rooted in their

distinct architectural designs and training objectives. Although these models provide

considerable bene�ts in image SR, they also present unique challenges, including
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Fig. 3.3.: A conceptual overview of generative models (Generative Adversarial Networks,
Variational Autoencoders, Normalizing Flows, and Diffusion Models).

training stability and the computational demands associated with their deployment.

In the following, we will discuss and contrast them against diffusion models.

GAN: They are known for their effectiveness in a variety of CV tasks,i.e., in text-to-

image synthesis [92] and image SR [175]. GANs are based on adversarial training,

where a generator model competes against a discriminator model [98]. Unlike

diffusion models that do not utilize a discriminator, GANs implement adversarial-like

training that leads to a one-step transition from noise to realistic images. Unfortu-

nately, GANs are often challenged by non-convergence and training instability. They

need careful hyperparameter tuning to manage the delicate balance between the

generator and the discriminator [92].

VAE: They exploit a variational latent space, making them particularly suited for

tackling the ill-posed nature of image SR [158]. VAEs optimize the VLB on the

data's log-likelihood, a concept also foundational to diffusion models. In comparison,

diffusion models can be viewed as a type of VAE with a �xed encoder that perturbs

the input, and the decoder mimics the reverse process. Nonetheless, unlike VAEs,

which typically encode input into a compressed latent space of reduced dimensions,

diffusion models are generally not bound to this.

ARM: They view images as sequences of pixels, generating each pixel sequentially

based on previously generated pixels [104]. The probability of generating an entire

image is calculated as the product of conditional probabilities for each pixel. The

sequential nature makes ARMs computationally intensive, especially for large-scale
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images. In contrast, diffusion models approach data generation by introducing and

reversing noise throughout an entire data sample.

NF: They are recognized for their ability to represent data with complex distributions,

similar to how diffusion models and VAEs are optimized based on data log-likelihood

[270]. The de�ning feature of NFs is their capability to learn an invertible trans-

formation with a tractable Jacobian determinant, which allows for exact likelihood

computation. The introduction of DiffFlow [398] represents an innovative approach

that integrates the dynamics of diffusion models with the framework of NFs, aiming

to enhance the capabilities of generative models. Despite their potential, NFs are

often considered challenging to train and require intensive computational resources

[252].

3.2 Di�usion Models in Image Super-Resolution

While SGMs offer design �exibility, DDPMs are favored for their simplicity and

effectiveness. They simplify the complexity associated with SGMs by offering fewer

design parameters and a more straightforward implementation strategy. This allows

for rapid development and replication of experimental results. The growing literature

around DDPMs further bene�ts their adoption, establishing a cycle of familiarity and

success in various applications, including image SR. Among the pioneering diffusion

models in SR is SR3 [277], which concretely realizes DDPMs. Like typical in DDPMs,

it adds Gaussian noise to the LR image untilzT � N (0; I ) and generates a target HR

image z0 iteratively in T re�nement steps. This process employs a denoising model

' � (x ; zt ; 
 t ), which predicts the noise � t . Using this prediction, we can reformulate

Equation 3.3 to approximate z0 as follows:

zt =
p


 t � ẑ0 +
p

1 � 
 t � ' � (x ; zt ; 
 t )

() ẑ0 =
1

p

 t

�
�
zt �

p
1 � 
 t � ' � (x ; zt ; 
 t )

�
:

(3.20)

Substituting the state ẑ0 into the posterior distribution to parameterize the mean of

p� (zt � 1jzt ; x ) leads to:

� � (x ; zt ; 
 t ) =
1

p
� t

�
zt �

1 � � tp
1 � 
 t

� ' � (x ; zt ; 
 t )
�

: (3.21)
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Fig. 3.4.: Overview of different ways to condition a diffusion-based SR model. One can
incorporate the LR image, the SR image, its features, or use a text-embedding of
the LR image during the backward diffusion. Note that combinations of different
conditioning methods are also possible.

In SR3, the authors simpli�ed the variance � � to (1 � � t ) for ease of computation.

Consequently, each re�nement step with � t � N (0; I ) can be represented as:

zt � 1 =
1

p
� t

�
zt �

1 � � tp
1 � 
 t

� ' � (x ; zt ; 
 t )
�

+
p

1 � � t � � t : (3.22)

Another notable mention is SRDiff [178], published around the same time and

following a close realization of SR3. The main distinction between SRDiff and SR3

is that SR3 predicts the HR image directly, whereas SRDiff predicts the residual

information between the LR and HR image, i.e., the difference.

Conditioning Di�usion Models in Image Super-Resolution

Diffusion models rely on conditioning information to guide the generation of SR

images. A typical method involves integrating the LR image into the backward diffu-

sion process. However, numerous alternative approaches diverge from this standard

method. This section explores diverse techniques for incorporating conditioning

information into the diffusion process effectively, as illustrated in Figure 3.4.
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Low-Resolution Reference

SR3 [277] demonstrates that simply concatenating channels can achieve high-

quality SR predictions. Here, the LR image is concatenated with the output from

the previous denoising step and used as a conditioning for predicting noise in

the next step. Iterative Latent Variable Re�nement (ILVR) by Choi et al. [56]

enhances the generative process of an unconditional Latent Diffusion Model (LDM)

by conditioning it differently. This method signi�cantly reduces training times by

utilizing a pre-trained diffusion model. Conditioning is achieved by replacing the

low-frequency components of the denoised output with their equivalents from the

LR image at each step of the generative process.

Super-Resolved Reference

Some approaches use learned priors from pre-trained SR models to guide the

denoising process instead of conditioning it directly on the LR image. For instance,

CDPMSR [246] and ResDiff [286] use predicted SR images from existing SR models

as reference images to condition the denoising steps.Pandey et al.[251] developed

an alternative method called DiffuseVAE, which uses variable predictions from a VAE

as conditioning for a diffusion model, effectively combining the strengths of both

approaches. This two-stage generator-re�ner framework starts by training a VAE on

the dataset, producing a set of initial, often imprecise, reconstructions. These VAE

outputs then serve as conditions for the subsequent diffusion model, enriching the

diffusion process with diverse and dynamic inputs. This technique notably enhances

the variety of generated samples, leveraging the compact latent space of the VAE to

balance sampling speed and the quality of the outputs ef�ciently.

Feature Reference

SRDiff [178] condition each step of the backward diffusion with features from a

pre-trained encoder applied to the LR image. These encoded features effectively

guide the generation process. Implicit Diffusion Models [244] introduce another

approach by conditioning their denoising process on neural representations, enabling

the model to learn and apply continuous representations at various scales. They

transform the image into a function within a continuous space, integrating this

representation smoothly into the diffusion model's architecture. These feature

extractions, tailored for multi-scale use, play a crucial role across various model

layers, enhancing the generative capabilities of the diffusion models.
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Fig. 3.5.: Overview of DiffuseVAE. It employs a VAE (�rst stage), which generates variational
prediction as a condition for the diffusion model (second stage).

Exploiting Text-To-Image

One can also use Text-To-Image (T2I) information as conditioning. It can be bene-

�cial as it allows the usage of existing, pre-trained T2I models. These models can

be �ne-tuned by adding speci�c layers or encoders tailored to SR, facilitating the

integration of textual descriptions into the image generation process. This approach

enables a richer source of guidance, potentially improving image synthesis and

interpretation in SR tasks. Wang et al. uses this concept with StableSR [339].

Central to StableSR is a time-aware encoder trained in tandem with a frozen LDM.

This setup seamlessly integrates trainable spatial feature transform layers, enabling

conditioning based on the input image. They introduce an optional controllable

feature wrapping module to further augment StableSR's �exibility. This module

accommodates user preferences, allowing for �ne-tuned adjustments based on in-

dividual requirements. The inspiration for this feature comes from the method

introduced in CodeFormer [411], which enhances the versatility of StableSR in

catering to diverse user needs and preferences. Likewise,Yang et al. introduce a

method known as Pixel-Aware Stable Diffusion [377]. It takes conditioning a step

further by incorporating text embeddings of the LR input using a CLIP text encoder

[266] and its feature representation. This approach augments the model's ability to

generate images by incorporating textual information, thus allowing for more precise

and context-aware image synthesis. A similar concurrent work can be found with

SeeSR [363]. XPSR [265] extends this idea by fusing different levels of semantic

text encodings (high-level: the content of the image; low-level: the perception of

overall quality, sharpness, noise level, and other distortions about the LR image).
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Part II

Better Image Representations in the

Frequency Domain



As previously noted, the quality of SR images crucially hinges on the presence and

precision of �ne details. Fine or high-frequency details are distinct pixel patterns

strongly contrasting with their surroundings, typically found in textures, edges, or

contours. These details are essential, adding depth, realism, and clarity to the images.

Therefore, the importance of high-frequency details raises the question:Could the

frequency domain for representing data improve the training of SR models?

One contribution of this Thesis is further developing this idea of operating in the

frequency domain with two published works. Operating in the frequency domain

enables models to decompose images into low- and high-frequency components,

allowing SR systems to focus more effectively on recovering sharp, intricate details.

This approach is crucial, particularly in scenarios where �ne details are paramount

for the perceived quality of the image.

As highlighted in Diffusion Models, Image Super-Resolution And Everything ,

Chapter 3, generative models are usually applied for higher magni�cation ratios,

as this scenario requires a SR model capable of hallucinating real-like information.

Diffusion models, in particular, excel in this regard due to their ability to iteratively

re�ne images by introducing and removing noise, gradually reconstructing high-

quality images even when upscaling to large factors. On the other hand, for lower

magni�cation ratios ( i.e., s � 4), regression-based methods often provide suf�cient

quality without the need for stochastic modeling, which enhances reliability and

truthfulness.

This Thesis addresses both ends of the SR model spectrum in the following chapters.

Chapter 4 advances regression-based wavelet networks by presenting a module that

improves the input for wavelet-based SR, while Chapter 5 introduces generative

models, speci�cally diffusion models, in the frequency domain for the �rst time.
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Differential Wavelet Ampli�er

(DWA)
4

„ It's simple. I just removed everything that is not

David.

— Michelangelo Buonarroti

As seen in theHitchhiker's Guide to SR , Section 2.3.4, a category of regression-

based SR models operates in the frequency domain, called wavelet networks. They

re�ne wavelet coef�cients, including those describing high-frequency, in the fre-

quency domain instead of pixel space. This conversion from pixel space to the

frequency domain typically involves the Discrete Wavelet Transformation (DWT,

see Section A.3.1). It gives a stable mathematical foundation to represent images,

depicting contextual and textural information [106, 311]. The bene�t of DWT is that

its transformation and inverse transformation are lossless. Thus, images represented

in DWT format retain all the information of their original pixel representation, such

as the traditional RGB format. However, it divides high-frequency details in distinct

channels and reduces the spatial area of input image representation by a factor of

four [106]. The latter has two bene�cial effects: First, this reduction in image area

improves the processing time in deep neural networks with many convolution layers.

Although this adds to the computational demands on the �rst layer due to the higher

input channel size, the subsequent layers bene�t from this reduction. Second, this

area reduction leads to a smaller receptive �eld needed for effective re�nement, as

the same kernels with �xed sizes have access to a broader area of information from

the input. As a result, implementing DWT, as seen in methods like DWSR [106] and

MWCNN [197], not only diminishes the size of the model and its computational

demands but also maintains performance parity with contemporary SR models.

This chapter introduces our work on regression-based wavelet networks. Building

on the previously published wavelet networks discussed in theHitchhiker's Guide

to SR, this work concentrates on their improvement. For this, we introduced a novel

differential layer that can enhance the reconstruction quality of any wavelet-based

SR model. This work appeared in ICANN 2023 [231].
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Fig. 4.1.: Distribution of pixel values in a sample image from the BSDS100 dataset [217].
The LR and HR images exhibit skewed distributions. Conversely, the pixel value
differences between LR and HR follow a normal distribution with a zero mean. As
a result, using residual connections leads to sparser representations close to zero.

4.1 Problem De�nition

Despite the many bene�ts of incorporating DWT, it leads to dissimilar input value

distributions. This poses a challenge when all frequency sub-bands are concatenated

as inputs for wavelet SR models. Residual connections are a straightforward solution

found in DWSR [106] and MWCNN [197]. The resulting target image is then at

least normally distributed, as shown in Figure 4.1. But one caveat remains: Wavelet-

based SR models must translate their rich input to a sparse target. For example,

the input average band is usually a skewed distribution compared to the residual

target average band. Thus, wavelet-based SR models must learn to translate skewed

distributions to normal distributions, as shown in Figure 4.1.

We present a Differential Wavelet Ampli�er (DWA) inspired by differential ampli�ers

from electrical engineering to ease the burden. DWA directly transforms the input

into sparse representations by leveraging the difference between two convolutional
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